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Figure 1. Illustration of HumanDreamer. The human-motion video generation is decoupled into two steps: Text-fo-Pose generation and
Pose-to-Video generation. The decoupled process integrates the flexibility of text control and the controllability of pose guidance.
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man body movements. While some approaches have at-
tempted to drive human-centric video generation explicitly
through pose control, these methods typically rely on poses
derived from existing videos, thereby lacking flexibility. To
address this, we propose HumanDreamer, a decoupled hu-
man video generation framework that first generates diverse
poses from text prompts and then leverages these poses to
generate human-motion videos. Specifically, we propose
MotionVid, the largest dataset for human-motion pose gen-
eration. Based on the dataset, we present MotionDiT, which
is trained to generate structured human-motion poses from
text prompts. Besides, a novel LAMA loss is introduced,
which together contribute to a significant improvement in
FID by 62.4%, along with respective enhancements in R-
precision for topl, top2, and top3 by 41.8%, 26.3%, and
18.3%, thereby advancing both the Text-to-Pose control ac-
curacy and FID metrics. Our experiments across various
Pose-to-Video baselines demonstrate that the poses gener-
ated by our method can produce diverse and high-quality
human-motion videos. Furthermore, our model can facili-
tate other downstream tasks, such as pose sequence predic-
tion and 2D-3D motion lifting.

1. Introduction

Generating human-motion videos remains a particularly
challenging task due to the inherent complexity of model-
ing human body movements. Despite current advancements
in generative modeling [9, 13, 31, 48, 71], state-of-the-art
video generation models [3, 16, 19, 36, 59, 61], equipped
with billions of parameters and trained on millions of video
and image data, still struggle to capture human body move-
ments, frequently resulting in fragmented or unrealistic por-
trayals. This limitation is exacerbated when controlling hu-
man videos via textual conditions, highlighting the funda-
mental challenge of directly mapping text prompts to hu-
man visual data.

To enhance the generation quality, approaches such as
Animate Anyone [20], UniAnimate [53], Mimic Motion
[66], Champ [69] and Animate-X [49] explicitly gener-
ate human-motion videos through pose control. By utiliz-
ing the pose-guided generation, these methods effectively
reduce the complexities associated with human-motion
videos. However, a notable limitation of this approach is
its reliance on human-motion poses derived from existing
videos, which restricts the flexibility.

Therefore, we propose HumanDreamer, a decoupled
human-motion video generation framework that first gen-
erates human-motion poses from text prompts and subse-
quently produces human-motion videos based on the gener-
ated poses. The motivation behind this decoupled approach
lies in that Text-to-Pose presents a more manageable search
space compared to the direct learning of fext-fo-pixel repre-

sentation. As shown in Fig. 1, this decoupled framework fa-
cilitates a more effective generation of human movements.
Additionally, the proposed HumanDreamer utilizes text as
the input, offering greater flexibility than [20, 34, 49, 53, 66]
that directly rely on pre-defined poses. Specifically, we
construct a 1.2 million text-pose pairs dataset MotionVid,
which is the largest dataset for human-motion pose gen-
eration. To ensure dataset quality, a comprehensive data
cleaning pipeline is introduced, where the cleaning factors
involve body movement amplitude, human presence dura-
tion, facial visibility, and the proportion of human figures.
This rigorous cleaning guarantees that the dataset is reli-
able for training Text-to-Pose tasks. Based on the dataset,
we propose the MotionDiT to generate structured human-
motion poses from text prompts. The MotionDiT integrates
a global attention block designed to extract the global char-
acteristics of the entire pose sequence, alongside a local fea-
ture aggregation mechanism that captures information from
adjacent pose points, effectively combining global and lo-
cal perspectives to enhance the quality and coherence of
the generated poses. Additionally, the LAMA loss is uti-
lized in the latent space to align the semantic features of the
ground truth motion with those produced by MotionDiT,
which not only improves the interpretability of the model
but also boosts its overall performance. The introduced
techniques collectively result in a notable 62.4% enhance-
ment in FID, accompanied by respective increases in R-
precision for the topl, top2, and top3 categories by 41.8%,
26.3%, and 18.3%.

The primary contributions of this work are as follows:
(1) We present HumanDreamer, the first decoupled frame-
work for human-motion video generation, which integrates
the flexibility of text control with the controllability of pose
guidance. (2) We propose the MotionVid, the largest dataset
for human-motion pose generation. In MotionVid, we con-
duct a comprehensive data annotation and data cleaning to
ensure data reliability. (3) The MotionDiT is introduced
to generate diverse human-motion poses under text con-
trol. To enhance the generation process, we propose the
LAMA loss, which significantly improves pose fidelity and
diversity. (4) Through extensive experiments, we show that
MotionDiT and the LAMA loss improve control accuracy
and FID by 62.4%, with top-k R-precision gains of 41.8%,
26.3%, and 18.3% for top-1, top-2, and top-3. The gen-
erated poses also support downstream tasks like pose se-
quence prediction and 2D-to-3D motion enhancement.

2. Related Work

2.1. Human-motion Pose Datasets

Human motion datasets are essential for the development
of human-centric perception [7, 8, 21, 30, 44, 57] or gener-
ation [0, 29, 32, 51, 52, 54, 55, 63, 68] tasks. Specifically,
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Figure 2. The data cleaning and annotation pipeline for MotionVid begins with raw data sourced from public datasets and the internet,
which is then segmented into video clips. To ensure high-quality data, we apply video quality filter, data annotation, human quality filter,

and caption quality filter.

the KIT Motion-Language Dataset [39] provides sequence-
level descriptions to support multi-modal motion tasks. In
contrast, the HumanML3D [15] dataset, which is built upon
the AMASS [35] and HumanAct12 [14] datasets, offers
richer textual annotations and a wider variety of activities.
Additionally, Motion-X [29] establishes a robust annotation
protocol and is the first to compile a comprehensive fine-
grained 3D whole-body motion dataset derived from exten-
sive scene captures. As a result, existing text-driven 3D
motion datasets often lack sufficient volume and diversity,
which limits their scalability. A dataset that shares simi-
larities with ours is Holistic-Motion2D [55], which features
1M text-pose pairs but only 16K of these are publicly ac-
cessible. However, the proposed MotionVid significantly
surpasses this with a larger and more diverse set of 1.2M
text-pose data, coupled with a more thorough data clean-
ing process that ensures the dataset’s reliability for training
Text-to-Pose tasks.

2.2. Human-motion Pose Generation Methods

Text-driven human motion generation, which converts tex-
tual descriptions into motion sequences, has gained signif-
icant attention in recent years. Early approaches focus on
aligning motion and text through shared latent spaces. For
instance, MotionCLIP [51] enhances autoencoder general-
ization by aligning the latent space with the expressive CLIP
[40] embedding. T2M-GPT [63] frames the task as pre-
dicting discrete motion indices. More recently, Diffusion-
based models, including MDM [52], MotionDiffuse [65],
and DiffGesture [68], have set new performance standards.
MLD [6] introduces a latent Diffusion model that gener-
ates diverse, realistic motions, while Humantomato [32] ex-
pands the task to whole-body motion generation, advancing
GPT-like models for finer motion sequences. However, lim-
ited 3D data hampers model diversity and detail. Tender
[55] overcomes this by training on extensive 2D pose data.
In contrast, the proposed MotionDiT employs a Diffusion
Transformer to better capture both local and global pose re-
lationships, improving human-motion pose generation.

3. HumanDreamer

In this section, we first introduce the proposed MotionVid
dataset that facilitates the training of human-motion pose
generation. Next, we elaborate on the details of the decou-
pled Text-to-Pose generation and Pose-to-Video generation.

3.1. MotionVid

Existing datasets face limitations in training Text-to-Pose
tasks. For instance, current 3D datasets [14, 35] primarily
capture torso movements, lacking essential full-body key-
points, particularly for the face and hands, which makes
them unsuitable for diverse pose generation. Although
the Motion-X dataset [29] provides full-body 3D data, its
scale is limited to only 81.1K samples, as the expensive
annotation of 3D data. For the 2D full-body dataset, the
Holistic-Motion2D dataset [55] includes approximately 1M
samples, though only 16K of these are publicly accessi-
ble. Therefore, there is a pressing need for a compre-
hensive and publicly available human-motion pose dataset
that facilitates the training of Text-to-Pose tasks. To ad-
dress these limitations, we introduce the largest human-
motion pose dataset MotionVid, which contains approxi-
mately 1.2M data pairs, with videos of varying resolutions
and durations exceeding 64 frames. Besides, we provide a
robust data collection pipeline to obtain high-quality text-
pose pairs from diverse and complex data sources.

Data Source. We construct a diverse set of text-pose
pairs by curating data from various publicly available video
datasets, including action recognition datasets Kinetics-
400 [23], Kinetics-700 [4], ActivityNet-200 [11], and
Something-Something V2 [12], as well as human-related
datasets such as CAER [26], DFEW [22], UBody [28],
Charades [45], Charades-Ego [46], HAAS00 [10], and
HMDBS51 [25]. This selection totals ~6.6M samples. To
further enhance scene and subject diversity, we add 3.4M
videos sourced from the internet. Given the complexity of
these videos, we perform extensive annotation and cleaning
to ensure high-quality data. As shown in Fig. 2, we first use
a shot transition detection model [47] to segment the video
clips, followed by the video quality filter, data annotation,
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Figure 3. Training pipeline of the proposed Zext-fo-Pose generation. Pose data are encoded in latent space via the Pose VAE, which are
then processed by the proposed MotionDiT, where local feature aggregation and global attention are utilized to capture information from
the entire pose sequence. Finally, the LAMA loss is calculated via the proposed CLoP, which enhances the training of MotionDiT.

human quality filter, and caption quality filter.

Video Quality Filter. After acquiring a large number of
videos, it is necessary to verify the video quality. Draw-
ing inspiration from SVD’s data cleaning strategy [3], we
propose a Video Quality Filter to select high-quality video
clips. Specifically, we use the GMFlow method [56] to es-
timate optical flow and filter out videos with insufficient
movement intensity. Subsequently, we employ the method
described in [1] to detect text regions and remove videos
where text occupies a significant portion of the frame. We
also utilize LAION-ATI’s aesthetic predictor [4 1] to compute
aesthetic scores and eliminate videos with low aesthetic
quality. Finally, the Laplacian operator [2] is applied to as-
sess blur intensity, and videos deemed excessively blurry
are discarded. As a result, approximately 50% of the data is
filtered out (see supplementary materials for more details).

Data Annotation. We first prompt the Vision Language
Model (VLM) [5] to generate action-oriented captions that
describe human activities. Besides, for each frame, we ex-
tract 2D poses using the DWPose model [58]. This process
yields a large number of text-pose pairs. However, the an-
notated data pairs are unsuitable for training Text-to-Pose
tasks. This is due to several factors: the VLM’s poten-
tial inaccuracy in describing multi-person actions, difficulty
in recognizing poses occupying smaller areas in the frame,
bias toward static poses from individuals with minimal mo-
tion, and limited detail in poses where faces are not visible.
Human Quality Filter. To further refine the dataset, we
implement a Human Quality Filter, focusing on selecting
data based on human-related characteristics. We calculate
the difference between two consecutive frames’ 2D poses
to filter out sequences with insufficient motion magnitude.
Additionally, we compute the ratio of the human detection
bounding box to the entire frame to remove clips where the
human coverage is too small. At this stage, we focus on

simpler scenarios by selecting scenes with a human count
of one and ensuring face visibility for training. Based on
the Human Quality Filter, approximately 75% of the data is
filtered out (see supplementary materials for more details).
Caption Quality Filter. To enhance the quality of cap-
tion annotations, we apply a Caption Quality Filter to re-
fine alignment accuracy. Specifically, using the proposed
CLoP (see Sec. 3.2 for details), we compute the semantic
similarity between text and poses, filtering data based on
the similarity score. This ensures that each text annotation
semantically aligns with the corresponding 2D pose data,
thereby improving overall data quality.

3.2. Text-to-Pose

Fig. 3 illustrates the training pipeline of the proposed Zext-
to-Pose generation. In this pipeline, pose data are first
encoded into a latent space via the Pose VAE and sub-
sequently processed by the proposed MotionDiT model.
Within MotionDiT, local feature aggregation and global at-
tention mechanisms are employed to capture comprehen-
sive information across the entire pose sequence. Finally,
LAMA loss is computed using the proposed CLoP, which
further refines the training of MotionDiT. In the next, we
introduce the Pose VAE, MotionDiT and CLoP.

Pose VAE. Variational Autoencoders (VAEs) [17, 24, 59,
67] have been widely applied in 2D image and 3D video
processing, but their use for pose data remains underex-
plored, presenting a rich area for research. We represent a
pose sequence as p € RS XNX3 wwhere f is the frame count,
N the keypoints, and dimension 3 includes the z, y coor-
dinates and confidence scores. Given the sequential struc-
ture and frame-to-frame correlations, a 1D convolutional
encoder with multi-layer downsampling effectively extracts
temporal features, while symmetric decoder-encoder archi-
tecture with skip connections aids reconstruction. Confi-
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dence scores of each keypoint help mitigate occlusion is-
sues, optimizing the model via KL. divergence and recon-
struction loss. Further details are available in the supple-
mentary materials.

MotionDiT. The proposed MotionDiT extends the Dif-
fusion Transformer (DiT) [37] architecture specifically
tailored to construct associations between human-motion
poses and text control. In the proposed MotionDiT, we in-
corporate a global attention block to capture global spatial-
temporal patterns inherent in human poses. Besides, the
MotionDiT involves a local feature aggregation module to
strengthen correlations between adjacent joints. Specifi-
cally, we first obtain the latent representation from the Pose
VAE, which is then processed via a patch-embedding:

lp = ]:Patch(g(p)); (1

where Fpyen () is the patch embedding operation [33], and
E(-) is the Pose VAE encoder. Then we employ Diffu-
sion blocks to process I,. As shown in Fig. 3, in each
block, the local feature aggregation module is first utilized
to strengthen local feature correlation:

lp = fsa(j—_.res(lp) + lp), (2)

where F, is the 1D ResNet Block with kernel size 3, and
Fia 1s the spatial self attention. For text-based control, tex-
tual features obtained from CLIP [40] are then integrated
into the network through cross-attention. Besides, follow-
ing conventional video Diffusion architecture [3, 33], tem-
poral attention is used to ensure continuity of pose features.
Notably, it is essential for the model to capture global pose
feature information. Although the model already employs
spatiotemporal attention mechanisms, certain pose charac-
teristics at one location and time may influence other loca-
tions at different times. Thus, global attention is required to
extract these global features among internal pose keypoints.
Instead of incorporating global attention in every attention
module, we decide to apply it to the output of the central
layer of the network to reduce computational complexity.
Specifically, we reshape the latent output of the middle layer
to z € RU*M*¢ where n is the number of points N di-
vided by the down-sampling factor r and c is the number
of latent channels. We then perform self-attention across all
frames f and all points n. Finally, we reshape the output
back to its original dimensions.

Following [33], we employ the noise prediction loss to
optimize MotionDiT, thus the model output is:

epred = gﬂ(zta t? 5)7 (3)

where gy represents the MotionDiT parameterized by 6, z;
is the noisy latent variable at time step ¢, and s denotes the
conditional input (e.g., textual features), we compute the
noise prediction at time step ¢. The model learns to predict

the noise €preq conditioned on the input. We calculate the
mean squared error (MSE) loss between the predicted noise
€pred and the true noise € as:

L= Et 20,e [”5 - Epred||2] > 4

where L represents the loss over all time steps ¢, true noise
e ~ N (0, I), and ground truth latent variable 2.

CLoP. Additionally, prior works [27, 60] emphasize the sig-
nificance of intermediate feature representations, which in-
spire us to propose a LAtent seMantic Alignment (LAMA)
loss aimed at enhancing text-based motion control. We ex-
pect this term to provide benefits in two key ways: (1)
By aligning the latent space of MotionDiT with a large-
scale pre-trained motion encoder, we can improve both fi-
delity and diversity of the generated 2D pose; (2) Align-
ing with the pre-trained pose encoder that is already aligned
with text inherently strengthens the influence of text con-
trol on motion generation. Unlike CLIP [40], there are cur-
rently no readily available large-scale pre-trained models
for aligning motion and text. Leveraging the MotionVid
dataset, we introduce Contrastive Language-Motion Pre-
training (CLoP), which aligns text with 2D pose. This im-
proves the evaluation of 2D pose and latent semantic align-
ment. Specifically, inspired by CLIP, we employ a similar
mechanism to extract textual features. The extracted text
features and 2D pose data are then processed through ded-
icated text encoder F.(-) and pose encoder F,(-), respec-
tively. The alignment of the two modalities is facilitated
by optimizing a contrastive loss function [40]. Our archi-
tecture represents a 2D extension of the approach in [38].
Unlike the original model, we utilize CLIP for poses rep-
resentation as p € R/ *V*3 with its corresponding text e,
capturing frame-wise keypoint coordinates and confidence
scores instead of 3D features, the CLoP training objective
as follows:

£c = gce (62 (hehg) 72/) + ece (EQ (hphz> 7y) /27 (5)

where ¢5(-) denote the ¢ nomalization and £..(-;y) rep-
resent the cross-entropy loss with ground truth label y.
h, = F.(e)W. is the projected text embedding, calculated
by projection matrix W,. h, = F,(p)W,, is the projected
pose embedding.

Based on the CLoP, we evaluate the dissimilarity within
the feature space (e.g., MSE or cosine similarity metrics),
achieving the benefits of the previously mentioned LAMA
loss. Rather than using prior methods to extract structural
features, we focus on the semantic features of motion, as
motion’s structural information is simpler while textual in-
formation is richer. We also employ a feature projection
using a two-layer MLP g,,(-) parameterized by w to project
the latent feature space learned by MotionDiT. As a result,
the LAMA loss L can be formulated:

£y = d(g. (b)) ). ©
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Table 1. Comparison to Other State-of-the-Art Methods on the MotionVid Subset. The metrics demonstrate that our method outperforms
others in terms of pose-text alignment and diversity. Bold indicates the best result.

Method FID| Rp-topl+ Rp-top21 Rp-top3+ Diversityt MMDist] MMt
T2M-GPT [63]  496.907 0.176 0.299 0.395 64.000 42.950 14.480
PriorMDM [43]  538.949 0.156 0.270 0.366 62.338 52.550 44.135
MLD [6] 396.949 0.318 0.505 0.628 64.442 40.196 57.862
Ours 149.007 0.451 0.638 0.743 68.220 32.761 60.460

where hfi is the [-th layer latent representation of Motion-
DiT, d(-,-) is the CLoP function. Consequently, the overall
objective L of MotionDiT can be formulated as:

L=Lg+ N Ly, 7

where )y is a hyperparameter to trade off the alignment and
denoising process.

3.3. Pose-to-Video

We propose a model for Pose-to-Video generation, capa-
ble of producing human-motion videos based on an initial
frame image and a pose sequence. The model leverages [59]
as its backbone, maintaining consistent parameters with the
original model, incorporates conditional control inspired by
[64], and employs data augmentation techniques from [49]
to enhance performance. Notably, all training was con-
ducted on the MotionVid dataset, demonstrating its versatil-
ity for both Text-to-Pose and Pose-to-Video tasks. It is worth
noting that other Pose-to-Video models, such as [20, 49, 66],
are also capable of handling this task. For further details on
the model architecture, please refer to the supplementary
materials.

4. Experiments

4.1. Experimental setup

Dataset. For computational efficiency, we select a repre-
sentative subset of 50K samples from MotionVid, covering
diverse actions like dancing, squatting, and lifting to ensure
diversity and expedite experimentation. This subset main-
tains result representativeness while enabling efficient test-
ing. We also conducted scaling experiments to assess model
performance across various dataset sizes. Qualitative visu-
alization experiments utilize a dataset of 1.2M samples.

Implementation Details. For 7ext-fo-Pose, our motion data
consists of 128 points per frame, covering the body, face,
and hands. The input is structured as f x 128 x 3, rep-
resenting f frames, with 128 points in each frame and 3
channels that encode image coordinates (X, y) along with
confidence scores. To maintain uniformity across samples,
all sequences are cropped to 64 frames. For Pose VAE, we
employ a downsampling factor r = 8, yielding a latent rep-
resentation z € Rf*16X3 In MotionDiT, we apply a two-

fold downsampling in the patch embedding. The network
consists of 13 layers, with text features extracted from the
SD2.1 CLIP model [42] as our text encoder, resulting in a
conditional embedding t.,,,;, € R'*1924, The AdamW opti-
mizer is used with a learning rate of 1 x 10~°. The training
is conducted on 8 H20 GPUs, with inference performed on
a single H20.

Evaluation Metrics. To evaluate generated motion data
quality, several metrics are employed, consistent with pre-
vious works [6, 15, 43, 52, 55, 63]. Frechet Inception Dis-
tance (FID) [18] assesses distributional similarity between
ground truth and generated motions, using features from
a custom-trained CLOP model. MultiModality evaluates
diversity for a single text input, while Diversity [15] cal-
culates variance across all motions to quantify output di-
versity. R-precision measures top-1, top-2, and top-3 re-
call rates in motion retrieval, evaluating alignment accuracy.
MultiModality Distance gauges the distance between tex-
tual inputs and generated motions, indicating adherence to
prompts. Further details are available in the supplementary
materials.

4.2. Results on Text-to-Pose

Currently, Tender [55] is the only method for generating
2D poses based on text but its code and dataset are un-
available. Thus, we select three SOTA 3D motion gener-
ation methods for comparison: T2M-GPT [62], PriorMDM
[43], and MLD [6], converting their inputs to 2D poses. All
methods are trained on the MotionVid subset with proposed
settings to standardize evaluation metrics. Comparison re-
sults (Tab. 1) show our model outperforms others, achiev-
ing 62.4% improvement in FID, 41.8% in Rp-topl, 26.3%
in Rp-top2, and 18.3% in Rp-top3. These results indicate
our model generates semantically aligned outputs with high
diversity.

The visual comparison with other methods is presented
in Fig. 4, and the results demonstrate a significant improve-
ment over existing models. Our method produces poses that
better align with the textual constraints, with keypoints re-
maining intact and exhibiting minimal motion jitter. A more
detailed visual comparison can be found in the supplemen-
tary materials.
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Table 2. The ablation study presents four configurations, progressively adding components of Local, Global, and LAMA loss to the original
model. As we move from the initial configuration to the fully enhanced model, performance metrics consistently improve, highlighting the

positive impact of each additional component.

Method FID| Rp-topl T Rp-top21 Rp-top3 1 Diversityt MMDist] MM
Vanilla DiT 283.091 0.367 0.561 0.682 66.587 37.046 21.461
DiT+Local 183.213 0.415 0.606 0.721 67.591 34.291 41.890
DiT+Local+Global 162.022 0.433 0.620 0.730 67.357 33.269 57.848
DiT+Local+Global+LAMA  149.007 0.451 0.638 0.743 68.220 32.761 60.460

A man is holding his head in his hands and continues to do so
while looking down at them.

PriorMDM  T2M-GPT

MLD

Ours

A woman is dancing, moving her arms and legs around.

Figure 4. Visualization results compared to SOTA Text-to-Pose methods. The results demonstrate that our model significantly outperforms
other models. Our method generates poses that are more consistent with the text constraints, with keypoints maintaining their integrity and
minimal motion jitter. For a better visual comparison, please refer to the supplementary materials.

4.3. Ablation Studies

To validate the efficacy of the three modules proposed in the
MotionDiT (i.e., the local feature aggregation, the global at-
tention, and the LAMA loss), we conduct a series of abla-
tion studies. The outcomes are summarized as follows:
Local Feature Aggregation. Removing the local attention
block and integrating a DiT structure similar to Latte [33] in
each attention mechanism, we showcase our method’s effi-
cacy in capturing local details. The performance improve-
ments, shown in Tab. 2, confirm the robustness of our local
feature extraction approach.

Global Attention Block. To assess the impact of our global
attention mechanism, we perform an ablation test where
this component is removed from the model. The find-
ings, detailed in Tab. 2, indicate a notable decline in perfor-
mance, which underscores the importance of the global at-
tention mechanism in enhancing the model’s ability to cap-
ture long-range dependencies and global context.

LAMA Loss. We investigate the role of the semantic align-
ment loss by training MotionDiT without it. The analysis in

Tab. 2 shows a significant performance drop, validating the
LAMA loss’s critical role in guiding optimization towards
accurate and stable solutions. These ablation studies pro-
vide strong evidence for the proposed algorithms’ effective-
ness and necessity in enhancing model performance across
various aspects.

4.4. Scaling Law Results

We expand the training set size, and as shown in Tab. 3, our
metrics improved with the increase in data volume. This
demonstrates the validity of using large-scale 2D pose data
and suggests that model performance can be further en-
hanced through an efficient and cost-effective data collec-
tion pipeline.

4.5. Qualitative Results on Pose-to-Video

In our qualitative experiments, we use the generated mo-
tion sequences as templates and provide them to the Pose-
to-Video model. The specific video results are shown in
Fig. 5. Compared to state-of-the-art text-to-video models,
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A man is sitting at a table, holding a book. He turns the pages
and then holds it up to the camera.

Ours CogVideoX Mochil

A woman performs a belly dance routine in front of a black curtain, moving her hips and
torso fluidly with raised arms.

Figure 5. Visualization results compared to SOTA Texz-to-Video methods. Mochil [50] and CogVideoX [59] exhibit issues such as body
distortion, weak motion continuity, and neglecting facial generation. In contrast, HumanDreamer is able to generate more coherent and
consistent videos with smoother transitions and better attention to details such as facial expressions. For a better visual comparison, please

refer to the supplementary materials.

Table 3. By increasing the amount of training data, we observe an
improvement in model performance, which validates the potential
for rapid scalability using large-scale 2D motion data.

Datasize Rp-topl T Rp-top2 1 Rp-top3 1 MM Dist |
50K (4%) 0.451 0.638 0.743 32.761
250K (20%) 0.452 0.641 0.751 32.666
500K (40%) 0.464 0.657 0.766 32.399
1M(80%) 0.492 0.671 0.769 31.116
1.25M(100%) 0.513 0.694 0.791 30.139

our model exhibits larger and more dynamic movements,
with the characters’ actions more accurately reflecting the
textual descriptions.

A man is using an ax to chop wood in a forest, swi the ax and ¢ ing to chop.

A man is lifting a barbell over his head and then dropping it to the ground.

Figure 6. The visualization results demonstrate that using the ini-
tial frame pose, different prompt texts can guide the generation of
distinct pose sequences.

4.6. Other Downstream Tasks

In addition to the Pose-to-Video task, the proposed Text-to-
Pose component can also be utilized for pose sequence pre-
diction, 2D-3D motion lifting tasks.

Pose Sequence Prediction. In scenarios with partial pose
sequences, the Text-to-Pose model can infer and generate
missing parts by conditioning on existing poses and textual
movement descriptions. This enables the synthesis of co-

herent pose continuations. Given initial and final frames,
the model predicts intermediate pose states, completing the
sequence (Fig. 6). This is especially useful in animation for
supplementing incomplete pose data.

2D-3D Motion Lifting. Models like [70] can enhance mo-
tion data dimensionality, converting 2D motions into realis-
tic 3D motions (Fig. 7). With textual descriptions specify-
ing depth or spatial aspects, the Text-to-Pose system gen-
erates richer 3D motion representations. This is crucial
for virtual reality (VR) and augmented reality (AR) envi-
ronments, where realistic 3D motion significantly improves
user experience.

Figure 7. Visualization results on 2D-3D Motion Lifting.

5. Discussion and Conclusion

In this study, we present HumanDreamer, a pioneering de-
coupled framework for generating human-motion videos
that merges text control flexibility with pose guidance con-
trollability. Utilizing MotionVid, the largest dataset for
human-motion pose generation, we train MotionDiT for
producing structured poses. We introduce LAMA loss to
improve semantic alignment, ensuring coherent outputs.

Experimental results indicate that using generated poses
in Pose-to-Video yields high-quality, diverse human-motion
videos, surpassing current benchmarks. These findings con-
firm the effectiveness and adaptability of our decoupled
framework, facilitating versatile video generation.
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