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Abstract

Multimodal Large Language Models (MLLMs) have shown

promising capabilities in mathematical reasoning within vi-

sual contexts across various datasets. However, most ex-

isting multimodal math benchmarks are limited to single-

visual contexts, which diverges from the multi-visual sce-

narios commonly encountered in real-world mathematical

applications. To address this gap, we introduce MV-MATH:

a meticulously curated dataset of 2,009 high-quality math-

ematical problems. Each problem integrates multiple im-

ages interleaved with text, derived from authentic K-12 sce-

narios, and enriched with detailed annotations. MV-MATH

includes multiple-choice, free-form, and multi-step ques-

tions, covering 11 subject areas across 3 difficulty levels,

and serves as a comprehensive and rigorous benchmark

for assessing MLLMs’ mathematical reasoning in multi-

visual contexts. Through extensive experimentation, we

observe that MLLMs encounter substantial challenges in

multi-visual math tasks, with a considerable performance

gap relative to human capabilities on MV-MATH. Further-

more, we analyze the performance and error patterns of

various models, providing insights into MLLMs’ mathemat-

ical reasoning capabilities within multi-visual settings. The

data and code: https://eternal8080.github.

io/MV-MATH.github.io/.

1. Introduction

”The more you see, the more you know.” — Leonardo da Vinci

Large Language Models (LLMs) have demonstrated ex-

ceptional performance across a wide range of tasks in-

cluding natural language understanding, question answer-

ing and code generation [5, 29, 31, 38, 46, 49]. Building on

LLMs, MLLMs excel at various multimodal tasks by learn-

ing specialized features from different modalities, demon-

strating a strong ability to understand different modalities,

*Corresponding author

and have achieved remarkable results in various visual-

language tasks such as image captioning, visual question

answering, and visual reasoning [4, 8, 15, 42, 44, 54].

As MLLMs advance in various tasks, their mathematical

reasoning abilities have garnered significant attention. Pro-

gressing from early text-based benchmarks like GSM8K [7]

and MATH [14] to more recent multimodal benchmarks

that incorporate visual elements, such as MathVista [28],

MMMU [48], and GeoEval [50], MLLMs have demon-

strated exceptional proficiency in mathematical reasoning,

with the best-performing model on MathVista even surpass-

ing human performance [34]. Most existing multimodal

mathematics evaluation datasets, such as MathVista, Math-

Vision [40], and MathVerse [52], are limited to single-visual

contexts, requiring models to reason based on only a single

image input. This raises an important question: are single-

visual scenarios sufficient to fully capture the reasoning ca-

pabilities of MLLMs? Evidently, they are not.

Several multi-visual datasets in general domains have

been introduced [12, 20, 39, 43, 47], which provide valu-

able resources. However, research specifically focused

on mathematical evaluation within multi-visual scenarios

remains limited. MathVerse-mv [18] extends the origi-

nal MathVerse dataset by adapting problems and manually

adding supplementary images to transform MathVerse into

a multi-visual dataset. However, this approach to data con-

struction limits the diversity of visual information and in-

troduces potential biases. Additionally, MathVerse-mv is

relatively small, containing only 788 samples. Another

dataset, CMM-Math [26], focuses on Chinese contexts and

includes 765 multi-image samples in its test set, but some

images are of suboptimal quality, affecting the clarity of

certain samples. Both MathVerse-mv and CMM-Math lack

fine-grained categorizations and a diverse range of question

types.

To overcome the limitations of existing multi-image

mathematical reasoning datasets, which are constrained in

both quantity and diversity, and to enable a more com-

prehensive evaluation of MLLMs in multi-visual contexts,
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<image_1>

Question: Unfolding the given square as shown in 

<image_1>, which of the following 

could be the flat unfolded pattern?

A.<image_2> B.<image_3>

C.<image_4> D.<image_5>

<image_3><image_2>

<image_4> <image_5>

Question: In an isosceles triangle with ,

point is a point on side . Connect , and rotate

segment clockwise around point by an angle equal to

, resulting in segment .

(1) As shown in <image_1>, if , measure .

(2) As shown in <image_2>, if , measure

(3) As shown in <image_3>. If , ,

. Find the length of .

<image_1> <image_2> <image_3>

Multipile Choice Free-Form:Single-Step Free-Form:Multi-Step

Answer: B      Subject:Solid Geometry

Difficulty: Medium

Image Relevance: Mutually Dependent

Answer: 12     Subject:Combinatorics

Difficulty: Medium

Image Relevance: Mutually Dependent

Answer: (1) 90 (2)

Subject:Analytic Geometry Difficulty: Hard

Image Relevance: Independent

<image_2><image_1>

Question: On a grid composed of squares with side

length 1, each vertex of squares is called a lattice

point. A movement from one lattice point to another

is , units away is called a knight's move. In a

square grid (<image_1>), from point , a knight's

move can reach points Given a

square grid (<image_2>), the minimum number of

knight's moves to reach the opposite vertex from

the is ______.
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Figure 1. Sampled MV-MATH examples from each question type. Each sample contains a multi-visual contexts. The specifics of image

relevance are discussed in detail in Sec. 3.1

we present a novel dataset: MV-MATH. This dataset con-

sists of 2,009 high-quality mathematics problems, each pre-

sented in interleaved multi-visual contexts with more than

two images, covering a variety of grade 12 scenarios. Ev-

ery problem has been meticulously curated from authentic

K-12 sources. To ensure the quality and reliability of MV-

MATH, each sample has undergone cross-validation by at

least two annotators, ensuring the accuracy and precision of

the problems, answers, and images. The dataset includes

1,109 multiple-choice questions and 900 free-form ques-

tions, of which 100 are multi-step problems, adding com-

plexity and presenting a greater challenge for the models.

The problems are categorized into three difficulty levels and

span 11 distinct mathematical subjects, each annotated with

image relevance, allowing for finer-grained analysis.

Extensive experiments are conducted on MV-MATH

to comprehensively evaluate model performance in multi-

visual mathematical contexts. On our MV-MATH dataset,

Claude [2] achieves the highest performance with a score

of 33.9%. Notably, the open-source model LLaVA-

OneVision [17] achieves a competitive performance with a

score of 26.2%, surpassing GPT-4v [30] and ranking just

below Qwen-vl-max [3]. Nevertheless, the performance of

all these models remains well below human-level capability.

Through analysis of these results, we offer insights into the

strengths and limitations of open-source models. In conclu-

sion, the contributions of our study are as follows:

• We propose the MV-MATH benchmark, comprising

2,009 interleaved multi-visual mathematics problems de-

rived from real K-12 scenarios, covering multiple-choice,

free-form, and multi-step formats. All problems are clas-

sified across 3 difficulty levels and annotated with 11 fine-

grained subjects.

• We evaluate 25 MLLMs on MV-MATH, revealing a

substantial gap between current model performance and

human-level capabilities in multi-visual mathematical

tasks. Through an in-depth study of LLaVA-OneVision,

we provide insights for enhancing model capabilities in

multi-image mathematical reasoning.

• Our further investigation on MV-MATH reveals that

MLLMs perform less effectively on image-dependent

tasks compared to image-independent ones. Additionally,

sequential image input outperforms the merged approach,

and chain-of-thought (CoT) prompting does not consis-

tently yield improvements.

• With the fine-grained categorization, we perform a com-

prehensive error analysis of current MLLMs, offering in-

depth insights to inform future advancements.

2. Related Work

2.1. Benchmark for Mathematical Reasoning

Pure Text Benchmarks MathQA [1] is a large-scale

benchmark focused on math word problems, designed to

evaluate models’ capabilities in solving complex arithmetic

and algebraic tasks through natural language. GSM8K [7],

developed by OpenAI, assesses LLMs’ mathematical rea-

soning with 8,500 grade-school-level problems requiring 2

to 8 steps, covering arithmetic, fractions, and basic alge-

bra. MATH [14] offers a more challenging dataset of 12,500

high school competition problems, surpassing GSM8K in

difficulty. MathBench [25] includes 3,709 problems, rang-

ing from basic arithmetic to college-level questions and

spanning multiple difficulty levels. SuperCLUE-Math [45],

a Chinese benchmark, evaluates multi-step reasoning with

over 2,000 problems, each requiring multiple steps and ac-

companied by natural language solutions.
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Figure 2. Performance comparison of six Multimodal Large Language Models(MLLMs) on our proposed MV-MATH dataset across 11

subjects(left) and 3 question types(right). SAR: Step Accuracy Rate, QCR: Question Completeness Rate.

Multimodal Benchmarks With the advancement of

MLLMs, several high-quality benchmarks have been de-

veloped to evaluate mathematical problem-solving abili-

ties in visual contexts. MathVista [28] is the first multi-

modal dataset aimed at assessing MLLMs’ mathematical

reasoning, specifically focusing on visual math QA tasks.

MATH-Vision [40] targets multimodal mathematical under-

standing, featuring questions primarily sourced from math-

ematics competitions and requiring deep reasoning. Math-

Verse [52] tests whether current MLLMs can effectively

leverage diagram information in mathematical reasoning

tasks, offering a collection of 2,612 visual diagrams. GeoE-

val [50] focuses on geometry, examining the capabilities of

large models in this field through 2,000 geometric samples.

CMMath [21] primarily evaluates mathematical reasoning

abilities in the context of Chinese K-12 education.

All of the above datasets are restricted to single-visual

contexts, relying on a single image input per problem. In

contrast, our MV-MATH dataset emphasizes multi-visual

mathematical reasoning by incorporating multiple images

per problem. Addressing multi-image problems requires

models to develop a more comprehensive understanding of

relationships between mathematical visual elements, align-

ing more close with real-world mathematical scenarios.

2.2. Multimodal Foundation Models

The progress in visual-language alignment and rapid evolu-

tion of LLMs have endowed these models with visual ca-

pabilities, with notable achievements including CLIP [35]

and BLIP [19]. CLIP aligns image-text pairs via con-

trastive learning, while BLIP combines contrastive and gen-

erative learning to align and generate image-text pairs. In-

spired by these, MiniGPT-4 [55], LLaMA-Adapter [51],

and LLaVA [24] extend text-only models into multimodal

ones through vision-language alignment and instruction

tuning. Subsequently, large multimodal models emerged,

such as the closed-source GPT-4V [30], Gemini [37],

Claude [2], GPT-4o [32] and open-source DeepSeek-

VL [27], Qwen-VL [3], InternLMXComposer-VL [10],

LLaVA-NeXT [23], and LLaVA-OneVision [17], which

perform well on MMMU [48] and MathVista [28]. In

mathematics, G-LLaVA [13] and Math-LLaVA [36] en-

hance performance on mathematical tasks using large in-

struction datasets Geo170K [13] and MathV360K [36].

MAVIS [53] improves visual perception with three-stage

fine-tuning, while MultiMath [33] refines visual-language

alignment through a four-stage training process.

3. The MV-MATH Benchmark

3.1. Overview

We introduce the MV-MATH benchmark, a meticulously

annotated dataset designed to evaluate the mathematical

reasoning capabilities of MLLMs in multi-visual contexts.

Each sample in MV-MATH consists of interleaved multi-

image and text, closely reflecting the multimodal distribu-

tion found in real-world scenarios. This interleaved format

imposes greater demands on modal fusion and comprehen-

sion in MLLMs, providing a more realistic assessment of

their performance [16, 39]

The MV-MATH dataset comprises 2,009 multi-image

questions, with some questions containing up to 8 images. It

includes three types: multiple-choice, free-form and multi-

step questions. MV-MATH is organized into 11 subjects

over 3 difficulty levels, including Analytic Geometry, Alge-

bra, Metric Geometry, Combinatorics, Transformation Ge-

ometry, Logic, Solid Geometry, Arithmetic, Combinatorial

Geometry, Descriptive Geometry and Statistics, covering a

range of scenarios from the K-12 mathematics curriculum.

Based on image relevance, we categorize MV-MATH into
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Statistics Number

Total Questions 2009

*multiple-choice questions 1109

*Free-form questions 900

-one-step questions 800

-multi-step questions 100

Questions in the testmini set 200

Difficulties (Easy: Medium: Hard) 27%:48%:25%

Total images 6061

* question with 2 images 979 (48.73%)

* question with 3 images 312 (15.53%)

* question with 4 images 453 (22.55%)

* question with 5 images and above 265 (13.39%)

Image Relevance

* Mutually Dependent questions 1412

* Independent questions 597

Minimum question length 14

Maximum question length 383

Average question length 80.17

Table 1. Key statistics of MV-MATH.

two subsets: a mutually dependent set (MD), where images

are interrelated and understanding one image necessitates

information from another (left and middle of Figure 1); and

an independent set (ID), where images are unrelated and

can be interpreted independently without reference to other

images (right of Figure 1). To facilitate analysis, we provide

a test-mini version of MV-MATH containing 200 samples,

preserving similar distribution of difficulty levels and ques-

tion types as the full MV-MATH dataset. Detailed statistics

and coverage of MV-MATH are presented in Table 1.

3.2. Data Construction

Data collection. We initially collect over 300,000 mathe-

matics problems spanning grade 12 scenarios, comprising

multiple-choice and free-form questions, including plain

text, single-image, and multi-image questions, all stored in

PDF format. Using the Mathpix API1, we extract text con-

tent—such as questions, answers, and analyses—as well as

images, and organized this data in JSON format. Based

on image counts, we identified a preliminary set of 49,538

multi-image problems.

Data filtering. To ensure the high quality of the multi-

image mathematical data, we employ a three-stage data

screening strategy. In the first stage, we verify the align-

ment between text and images within each question, this is

a crucial step since Mathpix does not always yield the cor-

rect number of images. This initial filtering retains 35,562

samples. In the second stage, we inspect the remaining sam-

ples for missing text fields or semantic inaccuracies, then

categorize them into two subsets: 10,110 multiple-choice

1https://mathpix.com/convert
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Figure 3. Comparison of MV-MATH with other existing bench-

marks. The size of each circle represents the image distribution

per question. The definition and calculation method of CV are

provided in Section 3.3

and 8,933 free-form questions for further screening. In the

third stage, we manually filter out samples with low-quality

images (e.g., blurry images or images containing text con-

tent). This process ultimately yields 1,109 multiple-choice

questions, 800 one-step free-form questions, and 100 multi-

step free-form questions. Each step was cross-verified by at

least two graduate students to ensure the reliability of the

screening outcomes.

Data labeling. Using the above samples, we conduct dif-

ficulty grading, subject categorization, and image relevance

classification. For each problem, difficulty is categorized

by analyzing the lengths of the question and analysis, as-

signing weights of 0.4 and 0.6 respectively. Based on

the weighted lengths, MV-MATH is divided into three lev-

els: easy, medium, and hard. For subject categorization

and image relevance, we apply a majority voting approach,

leveraging classification results from GPT-4o, Claude-3.5-

Sonnet, and Qwen-VL-Max to determine each problem’s

subject and its degree of image dependence. We then manu-

ally validate the assigned difficulty levels, subjects, and im-

age relevance, with two annotators independently reviewing

each problem and making adjustments to correct misclassi-

fications, ensuring the accuracy of the final result.

3.3. Comparison with Existing Benchmarks

Most existing multimodal mathematical reasoning datasets

are limited to single-visual contexts, where the model in-

terprets only a single image without the need for informa-

tion interaction between images. To further distinguish the

difference between MV-MATH and other existing ones, we

elaborate the benchmark details in Figure 3. Here, we pri-

marily compare our MV-MATH with MathVerse-mv [18]

and CMM-MATH [28].

Comparing with MathVerse-mv MathVerse-mv [18] is

derived by reformatting original problems in MathVerse
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Models
Easy Medium Hard Overall

(546) (968) (495) (2009)

Claude-3.5-sonnet [2] 35.7 37.5 26.6 33.9

GPT-4o [32] 40.3 32.7 22.9 32.1

Gemini-1.5-pro [37] 34.1 30.0 20.3 29.0

Qwen-vl-max [3] 32.7 27.7 20.1 26.9

GPT-4V [30] 31.6 24.7 17.1 24.5

LLaVA-OneVision-Chat-72B [17] 34.6 26.0 19.2 26.2

LLaVA-OneVision-Chat-7B [17] 20.6 21.2 14.8 19.0

Qwen2VL-Instruct-7B [41] 18.8 17.1 13.9 16.5

LLaVA-NeXT-Interleave-7B [18] 15.3 16.1 10.9 14.7

Deepseek-VL-Chat-7B [27] 17.1 14.1 12.5 14.5

Table 2. Result decomposition across question difficulty levels.

through question rephrasing and image combination, re-

sulting in 788 generated problems. However, all questions

in MathVerse-mv are multiple-choice and primarily focus

on a single task type: ’select the correct paired math dia-

gram from given images.’ This dataset lacks differentiation

in difficulty levels and subject categories. Such artificial

rephrasing and image augmentation introduce distribution

bias, limiting its representation of authentic multi-image

mathematical scenarios. In comparison, our MV-MATH

dataset provides 2,009 high-quality samples from real K-

12 contexts, including both multiple-choice and free-form

questions, each classified by fine-grained difficulty and sub-

ject. Sample lengths in MathVerse-mv range from 62 to

246, with an average of 81.91, whereas MV-MATH samples

range from 14 to 383, with an average of 80.17. To assess

the diversity in sample length distribution, we calculate the

coefficient of variation (CV), with a higher CV indicating

greater distribution richness. The CVs for MathVerse-mv

and MV-MATH are 0.19 and 0.74 respectively, highlighting

the broader distribution diversity of MV-MATH. The CV

calculation is as follows:

CV =
σ

μ
× 100% (1)

where σ denotes the standard deviation of sample lengths,

and μ denotes the mean sample length.

Comparing with CMM-Math CMM-Math [26] is a

dataset designed for Chinese-language scenarios, with the

multi-image portion containing 765 samples. Some images

in CMM-Math are of lower quality, due to Mathpix’s fil-

tering inconsistencies, some images contain excessive text.

In contrast, we performed manual checks on each image

in our samples to ensure that every sample in MV-MATH

is of reliable quality. Additionally, MV-MATH primarily

focuses on English-language scenarios. To investigate the

impact of language on multi-image mathematical reasoning

performance, we also provide a translated Chinese version

of MV-MATH.

Models Original CoT CoT &2-shot

Claude-3.5-sonnet [2] 29.2 32.6(+3.4) 33.9(+1.3)

GPT-4o [32] 31.8 30.9(-0.9) 32.1(+1.2)

Gemini-1.5-pro [37] 29.8 28.3(-1.5) 29.1(+0.8)

Qwen-vl-max [3] 28.4 29.1(+0.7) 26.9(-2.2)

GPT-4V [30] 23.4 25.1(+1.7) 24.5(-0.6)

LLaVA-OneVision-Chat-72B [17] 27.3 26.7(-0.6) 26.2(-0.5)

LLaVA-OneVision-Chat-7B [17] 20.5 20.1(-0.4) 19.1(-1.0)

LLaVA-NeXT-Interleave-7B [18] 17.9 16.3(-1.6) 14.7(-1.6)

Qwen2VL-Instruct-7B [41] 19.7 16.7(-2.0) 16.5(-0.2)

Deepseek-VL-Chat-7B [27] 17.2 15.7(-1.5) 14.5(-1.2)

Table 3. Model Performance Evaluation for Original, CoT, and

CoT with 2-shot configurations.

4. Experiments

We conduct extensive experiments on MV-MATH to evalu-

ate a diverse range of models, including 18 open-source and

7 API-based models, assessing both LMMs and MLLMs.

Our evaluation encompasses three conditions: text-only,

text with image captions, and text with images. Results in-

dicate that models perform better when images are input

sequentially rather than merged, with mutually dependent

image tasks proving more challenging. Experimental out-

comes show that even the top-performing model, Claude

3.5-Connect, falls significantly short of human-level perfor-

mance, underscoring considerable room for improvement in

mathematical multi-visual reasoning capabilities.

Our evaluation is conducted under three settings: origi-

nal answering, Chain of Thought (CoT), and CoT with 2-

shot. To establish a human performance baseline, we use

the testmini set and recruit 50 high school students to in-

dependently complete the questions. For multiple-choice,

single-step, and multi-step free-form questions, we care-

fully design specific prompts to ensure that models gener-

ated responses in the correct format. Answer extraction and

evaluation are performed using the Deepseek API2, with

prompts specifically crafted for each question type to opti-

mize model evaluation accuracy, more detailed information

can be found in the Appendix.

4.1. Main Results

Challenging Nature of MV-MATH: The data presented in

Table 4 illustrates the inherent challenges of MV-MATH.

Notably, the overall accuracy of the leading model, Claude-

3.5-Sonnet, is only 33.9%, which falls significantly short

of the human level accuracy of 76.5%. Among the open-

source models, only LLaVA-OneVision-72B (LLaVA-OV-

72B) achieves an accuracy above 20% on MV-MATH,

while all others fall below this threshold. Notably, Math-

LLaVA, a specialized mathematical MLLM, demonstrates

limited performance on the MV-MATH dataset, with an ac-

curacy of only 3.0%. Our analysis suggests that this under-

performance stems from the distribution of its training data.

2https://www.deepseek.com/
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Model Overall AG Algebra MG Combinatorics TG Logic SG Arithmetic CG DG Statistics

LLMs(Text-only, CoT with 2-shot)

Deepseek-Chat[9] 16.1 14.7 10.1 16.3 18.7 25.3 21.8 18.3 6.2 19.0 8.2 13.2

LLMs(Text + Image Caption, CoT with 2-shot)

Deepseek-Chat[9] 16.9 14.1 8.0 15.3 13.4 13.2 12.7 9.4 14.4 12.8 18.0 17.3

Open-source MLLMs (Text + Image, CoT with 2-shot)

Math-LLaVA-13B[36] 3.0 1.6 6.9 4.7 4.8 2.9 0.0 3.2 18.7 6.6 2.1 5.8

LLaVA-v1.5-13B[24] 5.0 4.8 6.8 4.1 4.8 8.7 9.0 3.5 12.5 5.1 5.0 11.7

LLaVA-v1.5-7B[24] 10.3 9.3 11.7 11.2 9.7 12.8 13.6 10.2 0.0 7.7 23.7 11.7

VILA-13B[22] 12.0 11.5 11.0 11.0 12.1 14.4 18.1 13.2 37.5 10.6 20.8 5.8

InternLM-XComposer2.5-VL-7B[10] 13.1 12.2 12.6 13.2 24.3 20.6 36.3 9.4 18.7 11.1 23.7 17.6

InternVL-Chat-8B[6] 14.4 14.1 20.4 17.5 19.5 19.6 27.2 13.0 31.2 9.9 20.1 23.5

Llama-3.2-Vision-Instruct-11B[11] 14.4 15.0 15.4 16.2 23.1 15.6 18.1 11.9 31.2 14.3 25.1 17.6

Deepseek-VL-7B[27] 14.5 14.8 20.2 10.8 17.0 19.8 9.0 15.1 18.7 10.9 26.6 29.4

LLaVA-NeXT-Interleave-7B[18] 14.7 14.0 15.5 15.2 17.0 18.2 18.1 16.3 6.2 14.1 24.4 23.5

Mantis-Idefics2-8B[16] 15.5 13.3 17.7 19.2 14.6 20.9 22.7 12.3 6.2 16.0 26.6 11.7

Mantis-siglip-8B[16] 15.8 17.9 17.7 17.9 14.6 20.4 22.7 12.1 18.7 10.8 32.3 17.6

Qwen2VL-Instruct-7B[41] 16.5 14.2 18.6 14.8 17.0 21.9 22.7 17.2 31.2 16.1 25.1 23.5

LLaVA-OneVision-SI-7B[17] 17.2 16.1 19.5 13.2 16.0 19.5 12.6 15.0 36.5 13.2 31.3 13.6

LLaVA-OneVision-SFT-7B[17] 18.8 18.2 20.3 22.3 17.3 20.1 9.0 15.8 43.1 15.8 27.3 23.5

LLaVA-OneVision-Chat-7B[17] 19.1 19.6 20.4 21.4 14.6 18.8 4.5 20.4 43.7 16.7 28.9 29.4

LLaVA-OneVision-SI-72B[17] 25.0 24.7 24.3 27.6 27.0 25.3 37.9 24.4 37.1 20.4 31.2 23.5

LLaVA-OneVision-SFT-72B[17] 25.9 24.2 31.3 21.1 23.1 28.9 31.8 32.8 18.7 21.5 39.5 29.4

LLaVA-OneVision-Chat-72B[17] 26.2 25.1 32.4 23.9 35.3 28.1 27.2 31.6 31.2 22.6 35.9 35.2

Closed-source MLLMs (Text + Image, CoT with 2-shot)

Qwen-vl-plus[3] 19.7 17.9 24.1 22.0 16.0 19.9 24.8 15.9 15.2 18.7 31.4 29.4

GPT-4V[30] 24.5 18.7 31.6 32.4 25.6 26.3 36.3 26.8 43.7 19.3 33.8 35.2

Qwen-vl-max[3] 26.9 27.6 32.1 24.7 36.5 29.6 31.8 30.9 37.5 23.7 32.3 23.5

Gemini-1.5-Pro[37] 29.1 29.9 32.9 28.3 28.0 30.5 40.5 33.9 42.7 21.7 30.6 35.2

GPT-4o[32] 32.1 28.7 36.7 34.4 39.4 30.6 29.8 38.2 41.7 20.8 44.3 47.0

Claude-3.5[2] 33.9 32.7 38.1 34.3 46.7 33.3 29.8 36.3 54.2 27.0 38.2 41.1

Human Performance

Human (testmini) 76.5 70.2 74.9 91.2 83.1 67.4 80.2 62.5 83.2 71.7 68.5 85.6

Table 4. Comparison of model performances across various mathematical subjects. AG: Analytic Geometry, MG: Metric Geometry, TG:

Transformation Geometry, SG: Solid Geometry, CG: Combinatorial Geometry, DG: Descriptive Geometry. The first and second highest

accuracy of LMMs are marked in red and blue, respectively.

Specifically, Math-LLaVA trained on the Math360K dataset

do not effectively generalize to the MV-MATH dataset, un-

derscoring a significant limitation in its generalization ca-

pabilities. This finding underscores a challenge for current

mathematical MLLMs: the need to achieve robust perfor-

mance on both in-distribution and out-of-distribution data.

Future advancements should prioritize strengthening gener-

alization capabilities over memorizing training data.

Disparity of Closed-source and Open-source Models:

Most open-source models exhibit a substantial performance

gap compared to closed-source counterparts. Notably,

Claude-3.5-Sonnet achieves the highest accuracy on the

MV-MATH dataset at 33.9%, while LLaVA-OV-Chat-72B

attains a commendable 26.2%, thereby narrowing the per-

formance disparity between open-source and closed-source

models. Models with smaller parameter sizes, such as the

7B and 13B variants, generally attain accuracy levels be-

tween 10% and 20%, with the top-performing LLaVA-OV-

Chat-7B reaching 19.0%.

Comparison among Different Subjects: The dataset en-

compasses 11 distinct mathematical subjects, ranging from

algebra to geometry, each characterized by unique features.

Model performance tends to be weaker in subjects requir-

ing a higher level of image understanding, such as combi-

natorial geometry, where even the most advanced model,

Claude-3.5-Sonnet, achieves an accuracy of only 27.0%.

In contrast, Claude’s accuracy in arithmetic reaches 54.2%.

This disparity indicates that current MLLMs lack the nec-

essary capabilities to effectively process complex images

and comprehend relationships between multiple intricate

images. Significant improvements are still needed in fine-

grained visual tasks, particularly in geometric perception

and understanding.

Failure of CoT/few-shot: As shown in Table 3, we ob-

serve that CoT and few-shot do not always improve model

performance on MV-MATH. While Claude performs 3.4%

better with CoT and 1.3% better with 2-shot based on CoT,

GPT4o performs best under CoT with 2-shot setting, while

Qwen-vl-max and gpt-4v perform best under CoT setting.

For Gemini-1.5-pro and all open-source models, the origi-

nal versions outperform CoT and CoT with 2-shot prompts.

Notably, for all open-source models, performance declines
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(a) Performance Evaluation of Models on ID and MD Sets. (b) Comparison of Accuracy with Merge and Sequence Image Inputs.

Figure 4. Evaluation of Model Performance across Different Image Relevance (ID vs. MD) and Input Methods (Merged vs. Sequential).

steadily with the introduction of CoT and 2-shot prompting.

We conduct further analysis on different types of questions

in Appendix, and we find that original prompts perform bet-

ter for multiple-choice questions, while CoT tends to pro-

duce better results for free-form questions. Adding 2-shot

on top of CoT tends to degrade model performance on MV-

MATH. Similar results are observed in Math-Vision [40].

4.2. Analysis of Question type and Difficulty

Different Question Types. We compare the performance

of various models on three types of questions. As shown

in Figure 2(right), the accuracy of the model on multiple-

choice questions is significantly higher than on free-form

questions. We design two evaluation metrics for multi-step

questions: Step Accuracy Rate (SAR) and Question Com-

pleteness Rate (QCR). SAR refers to the proportion of cor-

rectly answered steps out of the total steps, while QCR is

the proportion of questions for which all steps were an-

swered correctly. The model with the best performance

on the QCR metric is GPT-4o, achieving only 6%, while

its corresponding SAR is 32.6%. This reflects the model’s

insufficient ability to perform complex reasoning on open

and multi-step questions, and also reveals that the multiple-

choice question format may not truly reflect the model’s ac-

tual reasoning and problem-solving ability, as they usually

rely on prompts to identify options.

Different Difficulty Levels. Table 2 compares the per-

formance of selected models across three difficulty lev-

els. GPT-4o demonstrates significantly higher proficiency

with a success rate of 40.3% in the ”Easy” category. For

the ”Medium” category, Claude achieves the best perfor-

mance at 37.5%. The performance disparity further de-

creases in the ”Hard” category, where the leading Claude

model reaches only 26.6% accuracy. As the difficulty level

increases, the performance gap between models becomes

smaller. Of particular note, Claude is the only model whose

performance on medium difficulty exceeds that on low dif-

ficulty, whereas the performance of other models progres-

sively declines as the difficulty level increases.

4.3. Impact of Image Relevance and Input Methods

Image Relevance, Mutually Dependent vs. Independent:

To facilitate a more detailed analysis of MLLMs on mathe-

matical multi-visual tasks, we conduct experiments on mu-

tually dependent sets (MD) and independent sets (ID) (as

detailed in Section 3.1)in MV-MATH. While the ID set in-

cludes multiple images, they are not interrelated. In con-

trast, the MD set comprises mutually dependent images, de-

manding a higher level of cross-image understanding. As

shown in Figure 4a, with the exception of Qwen2VL-7B

and LLaVA-OV-Chat-7B, all models exhibit lower perfor-

mance on the MD set compared to the ID set, with Gemini-

1.5-pro demonstrating the largest performance gap between

the two, reaching 7.8%. This observation suggests that most

models face challenges in effectively handling interdepen-

dent image tasks in mathematical scenarios, highlighting

the potential limitations of handling cross-image interde-

pendencies in mathematical multi-visual contexts.

Input Methods, Merge vs. Sequential: To investigate the

impact of image input methods on model performance, we

apply both merge and sequence input approaches on MV-

MATH , with results presented in Figure 4b. The findings

demonstrate that the sequence input method outperforms

the merge input method across all tested models, indicating

that preserving the positional and sequential information

of images is crucial for effective multi-image mathematical

reasoning. This superior performance of sequence input un-

derscores the importance of structured visual information in

enhancing model capabilities for interpreting and process-

ing complex mathematical scenarios. An interesting obser-

vation is that, while the LLaVA-OV-SI-72B model under-

performs compared to the LLaVA-OV-Chat-72B model on

sequence input method, it outperforms the latter on merge

input method. This shift may be attributed to the initial

single-image training of LLaVA-OV-SI, which enhances its

ability to retain distinct visual features within individual im-
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Figure 5. Error distribution over 100 annotated Claude errors.

ages when processed in a merged format.

5. Error Analysis and Model Insights

Error Analysis We conduct a detailed error analysis of

Claude-3.5-Sonnet. We randomly sample 100 errors, ex-

amine their distribution in detail, and provide corresponding

qualitative examples. Based on this analysis, we classify the

errors into five types, with the specific categories and their

distribution shown in Figure 5.

Visual perception error is the most common type, ac-

counting for 42%, which is higher than that of most single-

image datasets such as MATH-Vision and MMMU [40, 48].

This suggests that perceiving multi-visual contexts in the

MV-MATH dataset presents a greater challenge compared

to single-visual contexts. An example of a visual percep-

tion error in MV-MATH is shown in Figure 6. Multi-visual

perception requires MLLMs to not only accurately perceive

and understand each image individually but also to compre-

hend the relationships between them. Reasoning errors also

constitute a significant proportion. Even when the model

correctly interprets text and images, it often fails to apply

logical and mathematical reasoning effectively, leading to

incorrect answers due to flaws in reasoning. Knowledge er-

rors, stemming from the model’s lack of relevant expertise,

represent the third most common error type on MV-MATH,

accounting for 7% of errors. Calculation errors and reject

errors make up 7% and 2%, respectively. Notably, we ob-

serve that all calculation errors are associated with symbolic

computation rather than numerical computation.

Model Insights We analyze LLaVA-OV, the best-

performing open-source model on MV-MATH, to gain

insights for enhancing model capabilities in multi-visual

mathematical contexts. LLaVA-OV’s strong performance

is attributed to its staged training strategy and innova-

tive architecture, which progressively increase the com-

plexity of visual signals, thereby enhancing generalization

across multi-image and multimodal tasks. As shown in

Table 4, LLaVA-OV-SI consistently underperforms com-

Question: As shown in <image_1>, this is a Rubik's Cube composed of 8 cubes of 

the same size, with a volume of 64. Place the square on the number line, as 

shown in <image_2>, such that point coincides with -2, then the number 

represented by point  on the number line is_____.

Visual Perception Error

Ground Truth:

<image_1> <image_2>

Claude-3.5-sonnet:

Step 1: Assuming that the edge length of each

small cube is , the problem gives that the

volume of the entire large cube is 64, so we

have:

Step 2: From Figure 1, and are the edge

lengths of the small cube. So, .

Step 3: Align point with -2. According to

Figure 2, place point at -2 on the number line.

Step 4: Point is located to the left of point

and is one edge length away, . So

.

Point is represented on the number line as -4.

Error Reason: Claude-3.5

mistakenly thinks square

is a flat side of the cube, when in

fact it was the interior square

formed by cutting it diagonally.

Figure 6. A basic visual perception error, with the error high-

lighted in red. More examples can be found in the appendix.

pared to LLaVA-OV-SFT, while LLaVA-OV-Chat achieves

the highest accuracy across both 7B and 72B model sizes.

LLaVA-OV-SI is trained with a single-image stage; LLaVA-

OV-SFT incorporates additional multi-image training to en-

hance image-text comprehension; and LLaVA-OV-Chat,

building on LLaVA-OV-SFT, leverages Direct Preference

Optimization (DPO) and human feedback to further im-

prove generalization and reasoning in multi-visual contexts.

The combination of multi-image training, DPO, and human

feedback significantly advances multi-image mathematical

reasoning, strengthening both generalization and inference

capabilities in multi-visual scenarios.

6. Conclusion

The introduction of the MV-MATH dataset represents a ma-

jor advancement in evaluating MLLMs’ multi-visual math-

ematical reasoning capabilities, addressing a critical gap in

the assessment of multi-image mathematical tasks. MV-

MATH encompasses a diverse and challenging array of

multi-visual mathematical content. Using this dataset, we

conduct a systematic and comprehensive evaluation of nu-

merous open-source and closed-source models, establishing

an extensive benchmark. This benchmark not only reveals

a substantial performance gap between human capabilities

and current MLLMs in multi-visual mathematical reason-

ing but also highlights the impact of image relavance, image

input methods and question types on multi-visual math per-

formance. Additionally, insights derived from the LLaVA-

OV model offer guidance for enhancing performance in

multi-image mathematical tasks, providing valuable direc-

tion for future advancements in this field.
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