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Abstract

Plug-and-play (PnP) methods offer an iterative strategy for
solving image restoration (IR) problems in a zero-shot man-
ner, using a learned discriminative denoiser as the implicit
prior. More recently, a sampling-based variant of this ap-
proach, which utilizes a pre-trained generative diffusion
model, has gained great popularity for solving IR prob-
lems through stochastic sampling. The IR results using
PnP with a pre-trained diffusion model demonstrate dis-
tinct advantages compared to those using discriminative de-
noisers, i.e.,improved perceptual quality while sacrificing
the data fidelity. The unsatisfactory results are due to the
lack of integration of these strategies in the IR tasks. In
this work, we propose a novel zero-shot IR scheme, dubbed
Reconciling Diffusion Model in Dual (RDMD), which lever-
ages only a single pre-trained diffusion model to construct
two complementary regularizers. Specifically, the diffusion
model in RDMD will iteratively perform deterministic de-
noising and stochastic sampling, aiming to achieve high-
fidelity image restoration with appealing perceptual qual-
ity. RDMD also allows users to customize the distortion-
perception tradeoff with a single hyperparameter, enhanc-
ing the adaptability of the restoration process in different
practical scenarios. Extensive experiments on several IR
tasks demonstrate that our proposed method could achieve
superior results compared to existing approaches on both
the FFHQ and ImageNet datasets. Code is available at
https://github.com/ChongWang1024/RDMD.

1. Introduction
Image restoration (IR) aims to recover the latent clean im-
age x from its degraded measurements y. This degradation
process is typically modeled as y = Ax+n, where A rep-
resents the forward model and n denotes the additive noise.
Different IR tasks correspond to specific observation mod-
els A. For example, in image inpainting, A functions as
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Figure 1. An example of super-resolution (4×) with noise level
0.05. From (a) to (e): (a) low-resolution input, (b) original image,
(c) ours result via pure deterministic regression, (d) ours result
via pure stochastic sampling, (e) ours by reconciling these two
variants, respectively.

a downsampling matrix, while in super-resolution tasks, A
acts as a decimation operator, which involves blurring fol-
lowed by downsampling. Directly restoring a clean image x
from y becomes an ill-posed problem due to the underdeter-
mined nature of the forward model A. A common approach
to address this restoration problem is to employ a maximum
a posteriori (MAP) optimization, formulated as:

min
x

1

2σ2
n

∥y −Ax∥22 + λR(x), (1)

where R(·) is the regularizer that encapsulates the image
prior or distribution of the underlying clean images with the
strength controlled by λ and σn is the noise level of additive
Gaussian noise. Recent deep learning-based methods have
achieved impressive restoration results using the power of
a large collection of data [6, 15, 35]. Although these task-
specific networks excel in narrowly defined problems, they
frequently struggle with generalizability across various IR
tasks. Consequently, there is a growing interest in explor-
ing zero-shot approaches to address these generalizability
challenges.
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One of the most popular approaches for zero-shot IR is
the Plug-and-Play (PnP) scheme [32], which has demon-
strated great flexibility in solving a wide range of IR prob-
lems without the need of re-tuning for each specific task.
With the aid of variable splitting algorithms, the PnP ap-
proach is able to incorporate a pre-trained image denoiser
as a replacement of the proximal mapping of the proximal
operator corresponding to the regularizer in alternating iter-
ations. The PnP method can restore clean images by utiliz-
ing the implicit prior in a discriminatively learned denoiser,
effectively removing the degradation through determinis-
tic regression. More recently, with the rise of generative
modeling, the denoising diffusion model (DDM) [16] has
achieved great success in synthesizing images with high
perceptual quality. Therefore, leveraging such generative
diffusion priors to conduct stochastic sampling for IR has
further surged the popularity of PnP-based strategies.

In practice, the deterministic and stochastic approaches
possess distinct strengths for solving image restoration
problems. Figure 1 shows one example of image super-
resolution using our scheme: the result by applying de-
terministic regression (c) achieves high data fidelity while
many unrealistic smearing artifacts are presented; Con-
versely, stochastic sampling (d) can enhance perceptual
quality but often at the expense of fidelity to the original
image. It demonstrates the complementariness of these two
approaches in solving the ill-posed IR problems [38, 39],
thus, the unsatisfactory results are due to the lack of inte-
gration of these strategies. Several attempts [20, 27, 37]
have sought to combine these approaches to capitalize on
their collective merits. Most of these methods simply cas-
cade diffusion models with denoising networks for super-
vised learning, usually resulting in inconsistencies or mis-
matches in details after fusion, owing to the differing char-
acteristics emphasized by each model. Moreover, employ-
ing a series of cascaded networks for IR tasks will lead to
increased computational complexity and overfitting issues.

An important question that arises here is: can we extend
such an idea to zero-shot image restoration without inher-
iting its drawbacks? To circumvent these issues, we devise
a unified iterative zero-shot framework, dubbed Reconcil-
ing Diffusion Model in Dual (RDMD), which integrates the
merits of both stochastic and deterministic strategy, while
only necessitating a single pre-trained diffusion model. To
the best of our knowledge, this is the first attempt to ap-
ply such a method to zero-shot IR. Specifically, the restora-
tion process is performed via jointly deterministic regres-
sion and stochastic sampling along each iteration, without
the need for additional networks. The proposed iterative
strategy rests on the observation that the training process of
the diffusion model can be interpreted as discriminatively
training a non-blind Gaussian denoiser. Thus, we can lever-
age a single pre-trained diffusion model while constructing

two complementary regularizers. We further derive a rig-
orous formulation of the proposed framework, where the
contribution of these two regularizers can be controlled eas-
ily through a weighting parameter. Building on this frame-
work, our method can provide flexible customization on the
distortion-perception tradeoff, enhancing its suitability for
various distinct IR tasks. Experimental results show that
the proposed method consistently achieves superior perfor-
mance in various restoration tasks on the FFHQ and Ima-
geNet datasets.

The main contributions of this work are as follows:
• We first demonstrate that a single pre-trained diffusion

model can be used to construct two complementary regu-
larizers, i.e.,stochastic and deterministic strategies.

• Building on this, we conduct the first attempt to inte-
grate the deterministic and stochastic strategies in a uni-
fied framework that solves zero-shot IR problems itera-
tively.

• Comprehensive experimental results on several IR tasks
demonstrate our methods outperform existing competing
approaches on both the FFHQ and ImageNet datasets.

2. Background and Related Work
2.1. Plug-and-play for Image Restoration
PnP methods [32] have attracted significant attention due to
their unique flexibility for solving different image restora-
tion problems without the need for re-training on each task.
The first study of PnP can be traced back to [32] where
the authors utilized various denoisers, such as K-SVD [2]
or BM3D [10] as a replacement for the proximal operator
corresponding to the regularizer in ADMM [4] iterations.
Apart from ADMM, other variable splitting algorithms,
such as half quadratic splitting [1], have been adopted in the
PnP paradigms [34, 40, 41]. Specifically, The optimization
in (1) can be solved by introducing an auxiliary variable z
as:

min
z,x

1

2σ2
n

∥y −Az∥22 +
µ

2
∥z − x∥22 + λR(x), (2)

where µ is the penalty parameter of the Lagrangian term.
Then it can be decoupled and optimized via alternation be-
tween two steps:

xt = argmin
x

µ

2
∥x− zt∥22 + λR(x), (3)

zt−1 = argmin
z

∥y −Az∥22 + µ∥z − xt∥22. (4)

With the merits of such a splitting algorithm, the data term
∥y − Ax∥22 and prior term R(x) can be independently ad-
dressed as two separate sub-problems. The data consistency
step in (4) prevents the restored images from violating the
information in measurements y and forward model A. Be-
sides, the optimization in (4) is a least-squares problem with
a quadratic penalty term, which has a closed-form solu-
tion. The update process for xt corresponds to a Gaussian
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denoising problem that can be solved using any denoiser.
With the emergence of deep learning-based approaches in
recent decades, adopting a pre-trained deep denoiser as the
solver for (3) has become a popular choice in the PnP frame-
work. For example, DPIR [41] adopts a non-blind CNN de-
noiser learned discriminative on a wide range of noise levels
achieved promising restoration results when incorporated in
the PnP framework. A similar idea is also introduced in
regularization-by-denoising (RED) [25] where the authors
proposed an explicit formulation on the regularizer using a
pre-trained Gaussian denoiser for image restoration. One
significant strength of RED is that it demonstrates a better
convergence behavior compared to the PnP approaches.

2.2. Denoising Diffusion Models for Image Restora-
tion

Denoising diffusion probabilistic models [16, 28] have
emerged as a powerful class of unconditional generative
models, which has demonstrated impressive performance
on high-quality image synthesis [12, 17, 22, 26]. The suc-
cess of diffusion models has motivated another line of re-
search [8, 9, 29, 36, 43] by leveraging a pre-trained dif-
fusion network as the generative prior to address image
restoration problems in a zero-shot manner. We follow the
most popular formulation of DDM in [16], where the dif-
fusion model consists of two main processes. In the for-
ward process of DDM, a clean image x0 ∼ p(x) from a
desired distribution is gradually perturbed by a small Gaus-
sian noise ϵ ∼ N (0, I):

xt =
√

1− βtxt−1 +
√

βtϵ, (5)

where {βt}Tt=1 is the noise schedule in ascending order
0 < β1 < · · · < βT < 1. Through reparameterization, a
noisy data xt could be sampled directly from x0 in a closed
form: xt =

√
ᾱtx0 +

√
1− ᾱtϵ where αt = 1 − βt and

ᾱt =
∏t

i=1 αi. The DDM is trained to approximate the re-
verse process of (5), progressing from a pure Gaussian noise
xT ∼ N (0, I) to a clean natural image x0 as:

xt−1 =
1√
αt

(
xt −

1− αt√
1− ᾱt

ϵθ(xt; t)

)
+ βtϵt. (6)

The reverse process of DDM in [16] necessitates thousands
of iterations, leading to a slow generation process for each
image. As a remedy, [30] proposed denoising diffusion im-
plicit models (DDIM) which define a non-Markovian pro-
cess for generation as:

xt−1 =
√
ᾱt−1x0|t + σ̂tϵθ(xt; t) + σ̃tϵt, (7)

where σ̂t =
√
1− ᾱt−1 − σ̃2

t . The parameter σ̃t controls
the weight between predicted noise ϵθ and pure Gaussian
noise ϵt, and x0|t the intermediate prediction of clean image
form xt which takes the form:

x0|t = fθ(xt; t) =
1√
ᾱt

(
xt −

√
1− ᾱtϵθ(xt; t)

)
, (8)

which can be viewed as a denoising process, denoted as fθ.
Existing approaches typically insert constraints on x0|t to
guide the generative trajectory to align with the information
of the degradation model in each IR task. For example, [36]
performed a range-null space decomposition on x0|t where
the diffusion process is only performed on the null-space
information. A relaxed constraint is proposed in [43], where
the authors incorporated a least-squares penalty of the data
term ∥y−Ax∥22 to guarantee the data consistency. Another
study [29] adopted a latent diffusion model while ensuring
data consistency by optimizing x0|t that minimizes the data
term during the reverse sampling process.

3. Method

Classical plug-and-play methods incorporate either a prede-
fined denoiser [5, 10] or a pre-trained deep denoiser [33, 40]
to approximate the solution to (3). This approach enables
a deterministic reconstruction for each image restoration
problem through iterative regression with an off-the-shelf
denoiser. An alternative line of research tackles the opti-
mization in (1) using a generative diffusion prior from the
perspective of stochastic sampling [36, 43], leading to re-
sults with appealing perceptual quality in a zero-shot man-
ner. Different from previous approaches, we propose a uni-
fied framework that integrates the merits of both determin-
istic regression and stochastic sampling for restoration. A
comparison of these frameworks is illustrated in Figure 2.

3.1. Overall Framework

Following the existing HQS algorithm, we introduce an
auxiliary variable z while also performing partial replace-
ment on the regularizer term, as follows:

min
z,x

1

2σ2
n

∥y−Az∥22+
µ

2
∥z−x∥22+τλRθ(x)+(1−τ)λRθ(z),

(9)
where Rθ(·) is the regularization term parameterized by a
trained deep network with parameters θ. Then it can be split
into two sub-problems:

xt = argmin
x

1

2(
√

τλ/µ)2
∥x− zt∥22 +RS

θ (x), (10)

zt−1 = argmin
z

1

2
∥y −Az∥22 +

µσ2
n

2
∥z − xt∥22

+ (1− τ)λσ2
nRD

θ (z).

(11)

One may note that the main difference of our proposed
framework is that the regularizer Rθ(·) is involved in both
iterative processes, with its strength controlled by a weight-
ing coefficient τ . However, directly incorporating an iden-
tical regularizer in both sub-problems may lead to a trivial
solution. Building upon this formulation, we construct two
distinct regularization terms RS

θ (·) and RD
θ (·), both derived
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Figure 2. Comparison of restoration processes: deterministic regression, stochastic sampling, and our proposed reconciliation approach.
The deterministic regression method (top left) generates high-fidelity restorations through pointwise estimations. The stochastic sampling
method (bottom left) produces diverse outputs by sampling from a learned distribution, enhancing perceptual quality. Our reconciliation
approach (right) unifies deterministic estimation for accurate details with stochastic estimation for diverse possibilities, achieving both high
fidelity and perceptual richness in the final restored images.

Algorithm 1 RDMD

Require: y, Nθ, λ, η, τ , ζ,{σ′
t}Tt=1 defined in Section 3.1.

Initialization: xT ∼ N (0, I), zT = A⊤y
for t = T, . . . , 1 do

# pre-calculate t′ for deterministic resgression
t′ = argmini∈[1,T ] |σ′

t −
√
1−ᾱi√
ᾱi

|
# stochastic estimation
x0|t =

1√
ᾱt

(
xt −

√
1− ᾱtϵθ(xt; t)

)
# deterministic estimation
fθ(zt; t

′) = 1√
ᾱt′

(
zt −

√
1− ᾱt′ϵθ(zt; t

′)
)

# main update process
zt−1 = zt − η

(
∇zt

∥y −Azt∥22 + τλ
σ2
n

σ̄2
t
(zt − x0|t)

+(1− τ)λσ2
n(zt − fθ(zt; t

′))
)

# renoising
ϵ̂t =

1√
1−ᾱt

(xt −
√
ᾱtzt−1)

ϵt ∼ N (0, I)
xt−1 =

√
ᾱt−1zt−1+

√
1− ᾱt−1(

√
1− ζ ϵ̂t+

√
ζϵt)

end for
return x0

from a single pre-trained diffusion model ϵθ. These regular-
ization terms are tailored to emphasize different characteris-
tics essential for the respective updates of x and z. Specifi-
cally, this framework enables simultaneous stochastic sam-
pling and deterministic regression throughout the iterations,
leveraging the dual strategies on one diffusion model.
Stochastic sampling in x sub-problem. Existing PnP ap-
proaches typically replace the proximal mapping in (10)
with a discriminatively trained denoiser in each iteration.
Instead, we approximate the solution using a single step of
reverse diffusion in (8) to fully exploit the generative capa-
bilities of the diffusion model. From the Bayesian perspec-
tive, (10) corresponds to a Gaussian denoising problem with

noise sigma
√
τλ/µ. By setting

√
τλ/µ = σ̄t =

√
1−ᾱt

ᾱt
,

we establish a connection between (10) and (8). This align-
ment ensures that the denoising strength of this step corre-
sponds with the noise variance schedule of the pre-trained
diffusion model. Moreover, the estimation x0|t in the re-
verse diffusion process (8) is closely related to the clas-
sical results of Tweedie’s formula [13, 24, 31] as x0|t ≃
xt + σ̄2

t ϵθ(xt; t), which is equivalent to a denoising pro-
cess with noise level σ̄t. Therefore, this approach can be
seamlessly integrated into the iterative process in (10) as
follows:

x0|t =
1√
ᾱt

(
xt −

√
1− ᾱtϵθ(xt; t)

)
, (12)

zt−1 = argmin
z

1

2
∥y −Az∥22 +

µσ2
n

2
∥z − x0|t∥22

+ (1− τ)λσ2
nRD

θ (z),

(13)

xt−1 =
√
ᾱt−1zt−1 +

√
1− ᾱt−1(

√
1− ζϵ̂t +

√
ζϵt). (14)

The update process in (14) reintroduces noise to the cur-
rent estimate zt−1 to maintain alignment with the diffusion
process. Following [43], rather than directly adding the pre-
dicted noise ϵθ(xt; t), we use the effective noise based on
the relationship in (8) as: ϵ̂t = 1√

1−ᾱt
(xt−

√
ᾱtzt−1). Be-

sides, ζ is the weighting parameter to control the stochas-
ticity by balancing the effective noise ϵ̂t and the pure Gaus-
sian noise ϵt. Based on this, we construct the update of xt

to perform diffusion-based stochastic sampling.
Deterministic regression in z sub-problem. The training
process of the diffusion model in [16] is to predict the noise
used to perturb the clean image x0, formulated as:

min
θ

Eϵ∼N (0,I)∥ϵ− ϵθ(
√
ᾱtx0 +

√
1− ᾱtϵ; t)∥22, (15)

which can be interpreted as training a non-blind Gaussian
denoiser where the noise level is implicitly embedded via
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PSNR: 26.44 dB
LPIPS: 0.3363

PSNR: 24.30dB
LPIPS: 0.3158

PSNR: 26.56 dB
LPIPS: 0.3073

Original Restorations

Figure 3. An example of controlling distortion-perception tradeoff
for 4× super-resolution via adjusting different values of τ . Specif-
ically, τ → 0 leads to deterministic regression while τ → 1 pro-
motes the stochasticity.

time step t. Therefore, such a pre-trained diffusion model
can seamlessly integrate into the PnP framework as the reg-
ularizer for deterministic regression. However, by introduc-
ing the regularizer in the update process of zt, there is no
closed-form solution to (11). Alternatively, we can still ap-
proximate the solution via gradient methods as:

zt−1 = zt − η
(
∇zt∥y −Azt∥22 + µσ2

n(zt − x0|t)

+ (1− τ)λσ2
n∇RD

θ (zt)
)
,

(16)

where the explicit formulation of the regularizer gradient is
required. Existing PnP methods typically employ a denoiser
to replace the proximal mapping associated with a regular-
izer, but lack the capability to directly model its derivative.
In contrast, Regularization by denoising [25] allows for an
explicit regularization functional parameterized using a de-
noiser network. Thus, we construct our deterministic regu-
larizer in (11) using the pre-trained diffusion model as:

RD
θ (zt) =

1

2
z⊤
t (zt − fθ(zt; t

′)), (17)

where fθ is the denoising process formed by ϵθ as in (8) and
t′ is the equivalent time step according to the pre-defined
noise level schedule {σ′

t}Tt=1 on zt. Under several assump-
tions, i.e.,symmetric Jacobian [23, 25], the gradient of RED
has an explicit expression as ∇R(zt) = zt − fθ(zt; t

′).
Therefore, following this formulation, we could obtain a
deterministic regression process (11) without introducing

extra deep models for regularization. The overall itera-
tive framework can be illustrated in Algorithm 1, dubbed
as Reconciling Diffusion Model in Dual (RDMD).

3.2. Discussion

Relevance to existing methods. Our algorithm represents
a generalized framework that can extend several existing
methods. We employ a single pre-trained diffusion model
and construct two regularizers, emphasizing generative and
discriminative, respectively. The contribution of each regu-
larizer is controlled via the weighting parameter τ . At one
extreme τ = 0, the framework operates in a completely de-
terministic manner, utilizing the pre-trained diffusion model
as a non-blind Gaussian denoiser within the RED iteration
following the steepest descent. Conversely, when τ = 1,
the framework shifts to a fully stochastic mode. In this sce-
nario, our iterative process resembles DiffPIR, with the key
distinction being our use of gradient descent for the data
consistency step, whereas DiffPIR employs an analytic so-
lution. Thus, our unified framework effectively leverages
the benefits of both deterministic regression and stochastic
sampling.
Customizing the distortion-perception tradeoff. Dif-
fusion models are renowned for their exceptional ability
to synthesize images with outstanding perceptual quality.
However, these models often introduce artificial details not
present in the original images when striving for realism.
In image restoration, while perceptual quality is an impor-
tant consideration, the focus often shift to distortion met-
rics that measure fidelity to the original image. While deep
models trained to minimize pixel-wise differences with the
ground truth can achieve high fidelity, they tend to result
in overly smooth patterns in the restored images. Existing
studies [3, 14, 21] have proved that there is a fundamental
conflict between distortion and perceptual quality. There-
fore, achieving a balance between perception and distortion
in restoration results is crucial. As mentioned above, we
propose a unified framework that integrates deterministic
regression and stochastic sampling, controlled by a single
parameter τ . By adjusting τ within the range of [0, 1], one
can tailor the trade-off between perception and distortion to
suit various restoration challenges, enhancing the adaptabil-
ity of the restoration process. Figure 3 illustrates how ad-
justing τ affects the tradeoff between fidelity and perceptual
quality in 4× super-resolution. Lower τ values favor deter-
ministic restoration, yielding higher fidelity, as reflected by
higher PSNR values. However, this can result in unrealis-
tic artifacts, as seen when τ = 0, where smearing artifacts
are evident despite the high PSNR. On the contrary, when
the algorithm runs in a pure stochastic manner (τ = 1), it
leads to enhanced perceptual quality. However, such high
perceptual quality usually comes with a sacrifice of fidelity
to the original image, as illustrated by the blackened left
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Table 1. Quantitative evaluation results (PSNR, SSIM, and LPIPS) of image restoration tasks: Gaussian deblur, motion deblur, and super-
resolution with σn = 0.05 on the FFHQ 256×256 dataset. Bold: best, underline: second best.

FFHQ Deblur (Gaussian) Deblur (motion) Super-resolution (2×) Super-resolution (4×) Super-resolution (8×)

Method PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓

MCG[8] 11.19 0.0968 0.8042 11.33 0.0831 0.8088 19.57 0.3482 0.5648 17.34 0.2153 0.7190 16.81 0.1829 0.7676
DPS[9] 23.78 0.6776 0.2829 20.64 0.5732 0.3461 25.06 0.7418 0.2738 22.85 0.6503 0.3215 20.54 0.5597 0.3726
Resample[29] 23.50 0.4962 0.4612 18.60 0.2566 0.6455 23.07 0.4754 0.4828 18.28 0.2563 0.6691 18.74 0.2712 0.6807
BIRD[7] 26.14 0.7009 0.2928 24.21 0.6419 0.3412 27.04 0.6150 0.3310 22.51 0.3870 0.5190 19.67 0.3070 0.6340

RED[25](Ours - deterministic) 27.84 0.8096 0.3170 26.09 0.7372 0.3613 27.87 0.7919 0.2562 27.05 0.7960 0.3277 22.22 0.6431 0.4883
DiffPIR[43](Ours - stochastic) 27.30 0.7672 0.2372 26.63 0.7399 0.2529 29.39 0.8060 0.2172 26.27 0.7332 0.2674 21.08 0.5634 0.3666

Ours 28.29 0.8057 0.2770 27.05 0.7776 0.2767 31.03 0.8715 0.1807 27.84 0.8012 0.2768 23.31 0.6524 0.3614

Table 2. Quantitative evaluation results (PSNR, SSIM, and LPIPS) of image restoration tasks: Gaussian deblur, motion deblur, and super-
resolution with σn = 0.05 on the ImageNet 256×256 dataset. Bold: best, underline: second best.

ImageNet Deblur (Gaussian) Deblur (motion) Super-resolution (2×) Super-resolution (4×) Super-resolution (8×)

Method PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓

MCG[8] 11.11 0.0982 0.7338 11.05 0.0362 0.7535 15.12 0.2217 0.6259 16.31 0.2150 0.6727 15.87 0.1507 0.7271
DPS[9] 20.09 0.4774 0.4272 20.14 0.4871 0.4336 21.31 0.5514 0.4392 19.47 0.4510 0.4961 17.65 0.3522 0.5505
Resample[29] 18.88 0.2957 0.5579 15.49 0.1857 0.6571 21.01 0.4674 0.4334 16.46 0.2235 0.6163 17.55 0.2207 0.6968
BIRD[7] 22.04 0.5360 0.4107 20.79 0.4976 0.4499 24.94 0.6841 0.3047 21.37 0.4521 0.5001 19.67 0.3073 0.6334

RED[25](Ours - deterministic) 23.24 0.6090 0.4282 22.52 0.5674 0.4963 25.87 0.7199 0.3023 23.16 0.6027 0.4324 20.42 0.4634 0.6024
DiffPIR[43](Ours - stochastic) 21.97 0.5363 0.3827 23.34 0.6276 0.3736 25.33 0.7092 0.2900 22.80 0.5967 0.3871 19.44 0.4292 0.5411

Ours 23.30 0.6004 0.4079 22.77 0.6037 0.4247 25.94 0.7563 0.2648 23.28 0.6203 0.4000 20.83 0.4736 0.5690

eye in Figure 3. By reconciling these two strategies, such
as with τ = 0.1, our method achieves a superior balance,
optimizing both perceptual quality and fidelity.

4. Experiments

4.1. Experimental Setup
Datasets and tasks. In this section, we examine the effec-
tiveness of our proposed algorithm on two datasets: FFHQ
256×256 [18] and ImageNet 256×256 [11]. We conduct
several IR tasks including Gaussian deblur, motion deblur,
and super-resolution (SR). Following [9, 43], the degra-
dation is performed using 2×, 4× and 8× bicubic down-
sampling for SR. For Gaussian deblurring, a blur kernel of
sized 61×61 with a standard deviation of 3.0 is employed.
Motion deblurring employs the same kernel size with an in-
tensity of 0.5. Additive Gaussian noise with a variance of
σn = 0.05 is applied for all degradation processes.
Metrics. In most IR tasks, both distortion metric and
perceptual quality are significant for evaluating a reliable
restoration. Thus we employ Peak Signal-to-Noise Ratio
(PSNR) and structural similarity (SSIM) as the distortion
metrics to evaluate the fidelity of the restored results. For
perceptual quality, we use the Learned Perceptual Image
Patch Similarity (LPIPS) distance [42] for evaluation.
Implementation details. The proposed method is imple-

mented on PyTorch using NVIDIA RTX A5000. Following
the previous work [43], the iteration step of our method is
set to T = 100 across each task and dataset.

4.2. Comparison with State-of-the-Art

To evaluate the performance of our proposed RDMD strat-
egy, we conduct a comprehensive comparison with sev-
eral state-of-the-art zero-shot IR methods. Specifically, we
adopt one PnP variants that perform deterministic regres-
sion, namely RED [25]. For diffusion-based IR solvers, we
select MCG [8], DPS [9], DiffPIR [43], Resample [29], and
BIRD [7]. For fair comparisons, we utilize the same pre-
trained diffusion models for all methods, except for Resam-
ple, which leverages a pre-train latent diffusion model. For
the FFHQ and ImageNet datasets, the pre-trained diffusion
models are sourced from [9] and [12], respectively. The
pre-trained latent diffusion model for Resample is sourced
from [26]. The RED, DiffPIR, and our proposed method
adopt the same iteration step T = 100 for the sampling pro-
cess. In contrast, MCG and DPS necessitate T = 1000 for
DDPM sampling, and Resample requires T = 500 steps.
Although BIRD employs only 10 steps for sampling, it ne-
cessitates fine-tuning over 200 epochs to optimize the initial
noise map, which is equivalent to T = 2000 steps.

As we propose a unified framework that blends the merit
of both deterministic and stochastic strategies. The existing
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Figure 4. Example of IR results of (a) MCG [8], (b) DPS [9], (c) Resample [29], (d) BIRD [7], (e) RED [25], (f) DiffPIR [43], and Ours
on FFHQ and ImageNet datasets.

Figure 5. Results of SR (4×) on FFHQ dataset using different
iteration step T .

methods RED [23] (Ours-deterministic) and DiffPIR [43]
(Ours-stochastic) can be regarded as the two special cases
of our framework, as discussed in Section 3.2.

Tables 1 and 2 present the quantitative results on the
FFHQ and ImageNet datasets, respectively. It can be found
that the proposed method consistently outperforms or is
highly competitive with other methods in various restora-
tion tasks across both datasets. For the FFHQ dataset,
which consists of homogeneous scenarios, our method
could achieve superior results across almost all metrics, sur-
passing the existing state-of-the-art zero-shot IR methods
by a significant margin. By harnessing the merits of both

deterministic and stochastic-based strategies, our method
demonstrates a comparable or even better perceptual quality
compared to pure stochastic methods (e.g.,DiffPIR), while
presenting a significant boost in PSNR, especially in 8×
SR with an increase of +2.23dB. For more diverse scenar-
ios in the ImageNet dataset our approach significantly out-
performs other existing zero-shot IR methods, especially in
super-resolution tasks.

To further demonstrate the advantage of our method
against other competing baselines, Figure 4 provides the
qualitative results of super-resolution and deblurring on
both the FFHQ and ImageNet datasets. In this work, we
consider a more practical yet challenging case involving ad-
dition Gaussian noise with σn = 0.05, while MCG and
Resample fail to deal with such noisy cases. MCG lever-
ages manifold constraints that project each intermediate re-
sult on the data manifold while leading to risky overfitting
to the measurement noise. A similar trend can also be ob-
served in Resample, where the data consistency is enforced
by minimizing the data term ∥y − Ax∥22, leading to signif-
icant artifacts caused by measurement noise. In contrast,
by incorporating a deterministic regularizer into stochastic
sampling, our method can effectively deal with such noise
while maintaining a high perceptual quality, outperforming
both deterministic and stochastic-based approaches.
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Figure 6. Ablation study on the effect of different λ and τ values
on both PSNR and LPIPS in 4× super-resolution.

4.3. Ablation Study
The effect of iteration T . We first explore the impact of
the iteration count T on performance. We conduct exper-
iments on 4× super-resolution for the FFHQ dataset using
five distinct iteration steps: [20, 50, 100, 200], as depicted
in Figure 5. The hyper-parameters are fixed across each ex-
periment for a fair comparison. As the iteration number T
increases, the PSNR values initially rise, reaching a peak
around T = 100 and then slightly decrease as T continues
to increase. In contrast, the LPIPS scores generally improve
with an increase in T . According to Figure 5, our method
demonstrates robust performance across a range of T val-
ues, and we have chosen T = 100 as the standard iteration
count for all subsequent experiments.
The effect of λ and τ . Our RDMD has two significant
hyper-parameters λ and τ , where λ controls the strength
of the regularizer term compared to the data term, which
is common in existing PnP works. τ is a unique and key
component in our work, which controls the relative con-
tribution of deterministic and stochastic regularizers, thus
enabling flexible customization of the distortion-perception
tradeoff in the final restored results. Figure 6 illustrates the
impact of varying the hyper-parameters λ and τ on the per-
formance of 4× super-resolution in the FFHQ dataset, with
solid lines representing PSNR and dashed lines for LPIPS.
When λ is too low (i.e.,λ = 10), our method fails to pro-
vide effective regularization on the restored results, lead-
ing to poor performance on both PSNR and LPIPS. As λ
increases from 20 to 50, there is a noticeable decrease in
PSNR across all τ values. This suggests that higher λ val-
ues might lead to over-regularization, where the regularizer
becomes too dominant, potentially smoothing out important
details in the image and lowering the PSNR. Unlike PSNR,
LPIPS values tend to be better as τ increases, especially for
λ = 10. This trend suggests that incorporating stochastic
regularization (i.e.,higher τ ) enhances perceptual quality by
introducing diversity and variability that aligns with human

Table 3. Ablation study on the comparison with dual network pri-
ors that use extra models to construct deterministic regularizer on
FFHQ dataset.

FFHQ SR 2× SR 4× SR 8×

Model PSNR↑ LPIPS↓ PSNR↑ LPIPS↓ PSNR↑ LPIPS↓

Ours+DRUNet 30.77 0.2049 27.66 0.2890 23.34 0.3603
Ours+SwinIR 30.85 0.2021 27.69 0.2903 23.33 0.3618

Ours 31.03 0.1807 27.84 0.2768 23.31 0.3614

perception. We also observe consistent trends when the pro-
posed method is applied to other tasks like deblurring, indi-
cating that the trade-off between distortion and perception
can be effectively controlled via these two parameters. The
capability of customizing this tradeoff is crucial for appli-
cations where either data fidelity or perceptual quality may
be prioritized depending on the context.
Comparison with dual network priors. In our framework,
we only adopt a single diffusion model while using it in a
dual-strategy. Whereas, a more straightforward way is to
directly leverage two networks (one discriminative and one
generative) as the priors for regularization. Thus, we con-
duct an ablation study to compare our method with two vari-
ants that take additional discriminative denoiser for regres-
sion. Specifically, we pre-trained two popular backbones,
namely DRUNet [41] and SwinIR [19], to construct deter-
ministic regularizers. The results are provided in Table 3,
where Ours+DRUNet denotes the variant of our framework
using both pre-trained DRUNet and diffusion model, and
similar for Ours+SwinIR. It demonstrates that our frame-
work achieves comparable or even superior performance to
dual-prior approaches in both PSNR and LPIPS, especially
at lower and moderate upscaling factors (2× and 4× SR),
without demanding extra networks.

5. Conlcusion

As the data fidelity or perceptual quality may be prioritized
varying from different image restoration tasks. Possessing
the capability to achieve a distortion-perception tradeoff is
crucial for effectively addressing various IR problems. In
this work, we show that a single diffusion model can be used
in a dual-strategy (i.e.,stochastic and deterministic) to con-
struct two complementary regularizers. Building upon this,
we conduct the first attempt to integrate the deterministic
and stochastic strategies in a unified framework that solves
zero-shot IR problems iteratively. Such a unified frame-
work enables flexible customization of the the distortion-
perception tradeoff, enhancing its suitability for a variety
of distinct IR tasks. Finally, extensive results on several IR
tasks demonstrate the superior performance of the proposed
methods on both FFHQ and ImageNet datasets.
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