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Abstract

Generating layouts from textual descriptions by large lan-
guage models (LLMs) plays a crucial role in precise spa-
tial reasoning-induced domains such as robotic object rear-
rangement and text-to-image generation. However, current
methods face challenges in limited real-world examples,
handling diverse layout descriptions and varying levels of
granularity. To address these issues, a novel framework
named Spatial Knowledge Enhanced Layout (SKE-Layout),
is introduced. SKE-Layout integrates mixed spatial knowl-
edge sources, leveraging both real and synthetic data to en-
hance spatial contexts. It utilizes diverse representations
tailored to specific tasks and employs contrastive learn-
ing and multitask learning techniques for accurate spa-
tial knowledge retrieval. This framework generates more
accurate and fine-grained visual layouts for object rear-
rangement and text-to-image generation tasks, achieving
improvements of 5%-30% compared to existing methods.

1. Introduction

Generating layouts from textual descriptions is fundamental
in various domains, particularly in robotic object rearrange-
ment and text-to-image generation, where achieving precise
object placement is critical. For example, an object rear-
rangement task might require arranging specific items on a
table [1, 8], while an image generation task often involves
creating a visually coherent scene based on descriptions of
object locations [29, 39]. Both scenarios underscore the ne-
cessity of accurate spatial understanding to ensure proper
placement and prevent errors such as misalignment or omis-
sions. Research highlights the need to minimize these errors
in robotic manipulation and image generation in order to re-
flect spatial instructions accurately [2].

In recent years, a growing body of research has inves-
tigated the application of large language models (LLMs)
for layout generation [9, 29, 39], highlighting their no-
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table advantages in various aspects. Primarily, LLMs ex-
hibit strong zero-shot learning capabilities, generating co-
herent layouts from natural language descriptions without
task-specific training, enabling broad generalization across
diverse tasks [37]. Unlike traditional models, LLMs adapt
seamlessly to different domains without requiring separate
training for each task [19, 41].

Although LLMs exhibit numerous advantages in layout
generation, they also face challenges related to hallucina-
tion when directly generating layouts from textual descrip-
tions. Existing approaches often rely on using predefined
layouts as examples to guide LLMs in generating new lay-
outs, allowing the model to infer reasonable spatial arrange-
ments based on these examples [9]. However, there is often
a lack of sufficient and diverse examples in real-world sce-
narios, particularly for complex layouts, exacerbating the
model’s dependence on existing examples. As representa-
tions, layouts often fail to fully capture the spatial knowl-
edge of the current scene [14, 30]. When handling fine-
grained instructions related to angles, distances, and other
spatial details, LLMs struggle to infer the corresponding
layout solely by relying on example layouts. Furthermore,
due to the varying importance of information across differ-
ent tasks, directly applying existing retrieval methods may
result in the inability to retrieve the most relevant knowl-
edge for the specific task at hand [28].

To address the aforementioned challenges, we propose
SKE-Layout, the first framework capable of handling di-
verse layout task descriptions and inferring unknown object
attributes, providing a unified solution that current frame-
works cannot achieve. Specifically, SKE-Layout extracts
diverse spatial knowledge from real-world or synthetic tasks
and injects the most relevant spatial knowledge into LLMs,
enabling them to generate ideal layouts based on textual
conditions. Despite not using any image data for train-
ing, LLMs can learn spatial knowledge through contextual
demonstrations and then apply this knowledge to visual rea-
soning for new samples [20, 34]. In other words, by provid-
ing relevant examples, LLMs can capture spatial relation-
ships between objects based on language understanding, in-

19414



ferring information, such as relative positions, sizes, and

distances of objects, thereby achieving accurate object rear-

rangement and coherent image generation [6].

In summary, our main contributions are threefold:

* We propose a novel approach SKE-layout with LLMs for
generating layouts from textural descriptions more pre-
cisely. SKE-layout integrates multiple spatial knowledge
sources and combines real-world spatial datasets with
model-generated data from LLMs, enhancing the spatial
knowledge database without relying on existing datasets.

e We present a diverse framework for spatial knowledge
representations. It adapts to the specific needs of different
tasks by providing precise quantitative expressions (e.g.,
“30-degree angle”, “10 cm away”’) and qualitative spatial
relations (e.g., “zebra to the left of a giraffe”).

* We construct an innovative spatial knowledge retrieval
method, which enhances spatial context extraction by
combining contrastive learning with multitask learning,
optimizing accuracy for complex visual layout tasks.

Overall, the SKE-Layout framework can effectively ad-
dress the challenges in generating accurate and fine-grained
visual layouts by leveraging multiple spatial knowledge
sources, diverse representations, and innovative retrieval
techniques. Its versatility allows it to simultaneously handle
object rearrangement and image generation tasks, demon-
strating its generalizability across different layout genera-
tion domains.

2. Related Work
2.1. Object Rearrangement

Object rearrangement is a crucial task for service robots,
requiring the movement of objects from one location to
another and arranging them according to specified targets.
This task is exemplified by challenges such as the Habitat
Rearrangement Challenge [35] and the AI2-THOR Rear-
rangement Challenge [38]. Various approaches have been
explored to tackle this problem. One deep learning-based
method, StructFormer [24], utilized transformer-based neu-
ral networks to learn fine-grained object arrangement rep-
resentations from real-world datasets, enabling the model
to infer semantically meaningful structures from natural
language instructions. However, this method presented
challenges in terms of model complexity, as each task re-
quires independent dataset construction and training, plac-
ing high demands on data collection and computational re-
sources. Additionally, its generalization capabilities were
limited, as the model struggled to handle tasks it failed to
be specifically trained on. Another approach, DALL-E-Bot
[18], leveraged DALL-E 2 [31] to generate images, which
were then used for object placement in table-top scenarios.
Nonetheless, DALL-E’s image generation lacked sufficient
stability when it came to producing task-relevant images,

which could hinder object arrangement accuracy. To ad-
dress these limitations, methods based on LLMs have been
proposed [8, 15, 17, 32, 36, 40]. LLM-GROP [8] extracted
commonsense object arrangement knowledge from LLMs
and applied this knowledge to perform complex manipula-
tion and object placement tasks. SayPlan [32] introduced
a novel approach to grounding LLMs in 3D scene graphs,
enabling scalable task planning by translating high-level in-
structions into structured scene graph representations and
facilitating object manipulation in complex environments.
SG-Bot [40] proposed a coarse-to-fine strategy for object
rearrangement, leveraging scene graphs to guide robotic
imagination from scene understanding to detailed object
placements. This method emphasized hierarchical plan-
ning, where initial rough layouts were refined through itera-
tive adjustments. Despite the potential of LLMs in facilitat-
ing object rearrangement, their spatial reasoning capabili-
ties still face limitations, particularly in accurately interpret-
ing and generalizing complex spatial relationships across
diverse scenarios.

2.2. Image Layout Generation

Image layout generation is a critical component in accu-
rately creating complex images. Various approaches have
been proposed to generate layouts for images, each utiliz-
ing different models and input conditions to accomplish the
task. Deep learning-based methods, such as LayoutGAN
[21], LayoutVAE [16], and LayoutTransformer [13], typi-
cally require specific scenarios or input conditions for train-
ing, producing layouts based on fixed class labels or par-
tially input layouts. On the other hand, LLM-based methods
represent a more advanced approach [9, 10, 27, 29, 39, 42].
LayoutGPT constructed a visual layout framework from
textual descriptions, extracting spatial knowledge from im-
age datasets, such as object bounding boxes, and encod-
ing this knowledge using CSS-style formatting. The spa-
tial knowledge was then fed into LLM prompts, enabling
the model to leverage contextual understanding to gener-
ate higher-level and lower-level layouts, which were sub-
sequently translated into image layouts by image genera-
tion models. However, challenges remained, particularly
in handling fine-grained textual descriptions related to an-
gles and distances, as well as the generalization issues stem-
ming from the potential lack of relevant images in current
datasets for specific tasks. Building on this, GLIGEN [23]
introduced bounding boxes and regional descriptions as in-
put conditions for generating images.

3. Method

As shown in Fig. 1, we propose the SKE-Layout frame-
work for generating generalizable layouts from textual
descriptions. The framework is structured in two main
parts: Knowledge Base Construction and Layout Gener-
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Figure 1. Framework of SKE-Layout. The framework comprises two main parts: Knowledge Base Construction, which builds a database
from real-world images and LLM-generated knowledge; and Layout Generation Pipeline, which includes (a) Input, (b) Knowledge Re-

trieval, (c) Layout Planning and (d) Simulation.

ation Process. Knowledge Base Construction (Sec. 3.2)
gathers task knowledge from two aspects. The first aspect
involves real-world extraction, using a Visual Language
Model (VLM) for scene interpretation and a Detection
Transformer (DETR) [4] for object detection and bounding
box generation. The second aspect focuses on task-specific
knowledge generation using LLMs. Together, these aspects
form a robust foundation for layout generation. After the
knowledge base is built, the Layout Generation Process
proceeds with the Input module, which employs the same
real-world extraction methods as the Knowledge Base Con-
struction. Then, the Knowledge Retrieval module (Sec. 3.4)
enhances the system’s understanding through data augmen-
tation and multi-task learning, optimizing user instructions
using relevant knowledge from the knowledge base. Subse-
quently, the Layout Planning module (Sec. 3.5) integrates
all inputs to create a detailed and optimized layout that
aligns with user instructions. Finally, the Simulation mod-
ule (Sec. 3.6) implements the layout in a virtual environ-
ment, providing visual verification to ensure task accuracy
and consistency with the given description.

3.1. Problem Settings

In this study, we establish a unified problem setting for lay-
out generation, encompassing both object rearrangement
and image generation tasks. We define a reference coor-
dinate system and origin tailored to each task. For ob-
ject rearrangement, the reference is a 3D coordinate system

(x,y,2) € R3, with the origin at the top-left corner of the
rearrangement space, while for image generation, it is a 2D
coordinate system (z,y) € R?, with the origin at the top-
left corner of the image.

The spatial information of an object, referred to as its
layout, is represented by a tuple

0= (1d7 6T, Y, 2, W, h7 d7 9)7

where id denotes the object name, c is the color, (z,y, 2)
represents the object’s center coordinates, and w, h, d, 0
denote the bounding box’s width, height, depth, and the ro-
tation angle in the -y plane, respectively. In image genera-
tion tasks, only the 2D coordinates (z, y) and bounding box
dimensions (w, h) are relevant, while 3D attributes like z,
d, and 6 are often missing or irrelevant. In contrast, object
rearrangement tasks require inferring the 3D coordinates
(x,y,2) and the rotation angle 6, while color and dimen-
sions w, h, d are known. Given a textual description Z, the
objective of layout generation is to produce a set of tuples
O, where each tuple o € O captures the spatial attributes of
the objects as described.

Spatial knowledge is defined as information related to
the positioning, orientation, and arrangement of objects
within a given environment, expressed as pairs of ei-
ther {Instruction - Object}, where O = {o01,02,...,0;},
or {Instruction - Mathematical constraint}, where the latter
represents numerical constraints related to object position-
ing. In this context, ‘knowledge’ specifically refers to spa-
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tial knowledge for the sake of brevity.

3.2. Knowledge Base Construction

In Retrieval-Augmented Generation (RAG) [12], construct-
ing a comprehensive knowledge base is essential. This
repository of exemplars and contextual information en-
hances the model’s generative capabilities, allowing the sys-
tem to retrieve relevant examples and produce precise, con-
textually appropriate layouts, thereby improving the effi-
cacy and reliability of RAG.

3.2.1. Extracting Knowledge from Real-World Images

The primary aspect for knowledge base construction is to
extract information from real-world images. We use VLMs
and DETR for object detection and bounding box acquisi-
tion, capturing object location and dimensions to build a de-
tailed representation of real-world scenes. By aggregating
layouts from diverse images, we create a rich knowledge
base that accurately reflects spatial arrangements and ob-
ject interactions. The extracted information provides tuples
0 € Ozp and 0o € O3p, with each tuple representing ob-
ject category, location, size, and orientation. Additionally,
VLMs capture spatial relationships between objects, stored
as instruction information I for each image in the knowl-
edge base, aiding in retrieving relevant images and spatial
context for layout generation based on new instructions.

3.2.2. Generating Knowledge with LLMs

The second aspect uses LLMs to generate diverse tasks [
and layouts O from existing instructions collected in other
research[8, 22, 26]. By interpreting and synthesizing text,
LLMs create tasks that span a broad spectrum of real-world
and hypothetical scenarios, introducing variability crucial
for building a versatile knowledge base. This process be-
gins by inputting varied instructions into the LLMs, which
produces corresponding tasks not as duplicates but as novel
scenarios. For each task, the LLMs generate layouts spec-
ifying object categories, spatial arrangements, and inter-
object relationships. This strategy enriches the knowledge
base with synthetic scenarios that improve the system’s
adaptability to complex and rare instructions. Mathemati-
cal constraints M = {m,,} are also integrated to meet spa-
tial requirements like distances and angles, ensuring layout
accuracy.

To address potential inaccuracies, the synthetic data un-
dergoes rigorous validation. First, VLMs verify if the gen-
erated images satisfy the original instructions (e.g., object
arrange requirement, image composition) by evaluating ob-
ject categories, positions, and spatial relationships. If dis-
crepancies are found, human evaluators review the images
for realism and relevance. This validation ensures the qual-
ity and reliability of data added to the RAG system.

3.3. Input

This section describes the configuration of inputs for dif-
ferent task settings within the SKE-Layout framework. For
the image generation task, the input consists solely of user
instructions, which outline the requirements for the gener-
ated image layout. The object rearrangement task involves
a more complex input configuration. In addition to user in-
structions, it incorporates robot observations, which provide
visual data of the environment and capture the spatial layout
and positioning of objects within the scene through VLMs
and DETR methods, as described in Sec. 3.2.

3.4. Knowledge Retrieval

After constructing our knowledge base, we need to retrieve
knowledge in the database based on the current user in-
struction. Given a test instruction I and the knowledge
base D = {(I,0x) | k = 1,2,...}, we define a func-
tion f(Ij,I;) € R that measures the distances between two
instructions. Initially, we experiment with directly using ex-
isting text embedding models [3, 7] to convert instructions
into vectors and calculate their similarity. However, this ap-
proach reveals a significant issue: different tasks emphasize
different aspects of the information. For example, in the
instruction “place the banana 30° above the apple”, the spe-
cific fruits are less relevant than their spatial relationship.
Standard embedding models can skew the retrieval results
by overemphasizing the objects rather than their spatial ar-
rangement.

3.4.1. Instance-Wise Contrastive Learning

To address this issue, we train a custom text embedding
model through contrastive learning, building on the archi-
tecture of BERT [25] to meet our retrieval needs. This
model is tailored for specific tasks, emphasizing the impor-
tance of spatial relationships over individual object iden-
tities, especially in object placement scenarios. To further
enhance robustness, we apply data augmentation techniques
using LLMs. For instance, in the instruction “place the ba-
nana 30° above the apple,” we generalize it to “place object
A 30° above object B,” allowing the model to prioritize spa-
tial relationships while ignoring specific object identities.

Inspired by SimCSE [11], let S = [I,,]Y_; be the set of
original instructions, and S’ = [I,, I’ ]N_; be the set after
data augmentation, where I,’1 is the augmented instruction
derived from I,,. We use a pre-trained BERT model ¢ to
obtain the embeddings of the instructions. For each instruc-
tion I,,, we define its unique positive pair as (I,,, I,), and all
other pairs are treated as negative samples. The similarity

between the two embeddings is calculated as follows:

Y)Y ()

Sim( () ¥(Im)) = T IS0 T

)]
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The contrastive loss function is defined as:

exp(sim(¥(I,,), ¥(14)))
S s €XD(sim(( L), (1))

The overall contrastive loss is the average of all individual
losses:

Eﬁf = —log (2)

2N

1
ACInstance—CL = ﬁ nzl gnN (3)

Algorithm 1 Training Procedure for Multi-task Instance-
wise Contrastive Learning

1: Input: Instruction set S = {Simage, Sobject } cONtaining
tasks for image generation and object manipulation
Output: Trained model
for each I,, € S do

Generate augmented instruction I/ using LLMs
end for
Obtain embeddings ¢ (1I,,) and ¢(1I},) for all instruc-
tions using task-specific embedding heads in the pre-
trained BERT model
7: for each I, € Simage do

Calculate the image generation contrastive loss:

AN

£t = Loss((In), ¥(1;,)) )

9:  Update model parameters to minimize Lypage-cL

10: end for

11: for each I,, € Sobjecl do

12:  Calculate the object manipulation contrastive loss:

(ORIl — [ oss(p(I,), (1)) (5)

13:  Update model parameters to minimize Lopject-CL
14: end for
15: Compute the overall multi-task contrastive loss:

‘Simuge‘
LMulti-Task-CL = Aimage Z Egnage_CL
n=1
| Sobject |
+>\object Z EgbjeCt-CL (6)

n=1

3.4.2. Multi-Task Learning

The existing learning algorithm has limitations when han-
dling different tasks, particularly in multi-task scenarios
such as image generation and object manipulation. Since
each task focuses on different key information, existing

models struggle to leverage and learn both the common-
alities and differences between tasks, thereby limiting their
generalization ability. Furthermore, when multiple complex
tasks coexist, using separate models for each task often fails
to exploit complementary information among tasks, result-
ing in low learning efficiency and suboptimal model per-
formance. To improve adaptability, we design a multi-task
learning strategy [5] that trains the embedding model on
both 3D object placement and 2D layout tasks, enhancing
generalization across spatial, temporal, and categorical re-
lationships.

Algorithm 1 outlines the training procedure for Multi-
task Instance-wise Contrastive Learning. The instruction
set .S, containing tasks for image generation and object ma-
nipulation, is processed through the following steps. First,
for each instruction [, in S, an augmented instruction I,’L
is generated using LLMs (Lines 3-5). These instructions,
along with their original versions, are then passed through
task-specific embedding heads in a pre-trained BERT model
to obtain their corresponding embeddings ¢ (I,,) and ¥ (1))
(Line 6). For the image generation tasks Sjmage, the model
calculates the image generation contrastive 10SS fimage-cL
(Lines 7-9). Similarly, for the object manipulation tasks
Sobject> the object manipulation contrastive 1oss fopject-cL 18
computed (Lines 11-13). Finally, the overall multi-task
contrastive 10ss Lypui-Task-cL 1S computed by combining the
individual losses from both tasks (Line 15). The model
parameters, including those of the task-specific embedding
heads, are updated to minimize the loss (Lines 9 and 13).

3.5. Layout Planning

The Layout Planning module is responsible for determin-
ing the target positions and orientations of objects based
on high-level user instructions, adhering to a unified prob-
lem setting for layout generation. The process integrates
User Instructions and Spatial Knowledge into a comprehen-
sive prompt for both object rearrangement and image gen-
eration tasks, with Robot Observations added in the object
rearrangement task to assist in identifying relevant objects
and their attributes. For object rearrangement, during the
object selection phase, the system uses the Object Selec-
tion LLM to identify relevant objects and determine their
attributes as (id, ¢, w, h, d). In the layout generation phase,
the Layout Generation LLM calculates the spatial configu-
ration of each object, inferring the 3D coordinates (x, y, z)
and rotation angle # while using known attributes such as
width, height, depth (w, h, d), and color c¢. By assigning
precise poses (z, y, z, #) to the objects, the Layout Planning
module completes the layout generation based on the uni-
fied problem setting, allowing the process to move into the
Simulation Phase, where the objects are arranged according
to the determined layout. The image generation task follows
a similar approach, where the system also generates object
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Table 1. Success rates for different models across task types and subtasks in SK-Dataset

Model Success Rate (%)
Task Type Simple Task Complex Task
Sub Task Type - Letters Geometric Shapes  Semantic Geometric Shapes
SKE-Layout (ours) 42.2 114 39.4 5.8
GPT3.5 w/oCL 35.2 10.9 40.6 43
LLM-GROP 26.3 6.1 24.7 3.8
SKE-Layout (ours) 75.1 42.7 72.6 21.7
GPT4 w/o CL 71.5 41.3 69.2 19.2
LLM-GROP 69.4 9.4 18.5 4.5
Table 2. Evaluation of methods on NSR-1K dataset
Methods Numerical Reasoning Spatial Reasoning
Layout Eval. Image Eval.  Layout Eval. Image Eval.
Precision Recall Accuracy Acc. (GLIP) Accuracy Acc. (GLIP)
Text — Image
Stable Diffusion (v2.1) - - 42.44 - 17.81
Attend-and-Excite (SD v2.1) - - 45.74 - 26.86
Text — Layout — Image
LayoutTransformer [17] 75.70 61.69 22.26 40.55 6.36 28.13
LayoutGPT (GPT-4) 78.36 86.29 78.43 55.64 91.73 60.64
w/o CL 86.08 97.46 95.28 56.86 94.35 61.13
w/o ML 85.23 98.80 97.11 58.68 94.70 61.48
SKE-Layout (ours) 85.28 99.06 97.24 59.70 95.05 62.19
GT layouts 100.00 100.00 100.00 53.23 100.00 62.54
Human 99.26 96.52 92.56 56.07 91.17 51.94

layouts (id, ¢, w, d, x, y) based on task requirements.

3.6. Scene Simulation

For object rearrangement task, we input the objects and
their coordinates into the PyBullet simulation environment
to create a 3D scene. This allows us to observe and evaluate
the arrangement of objects in a simulated physical space,
ensuring that the generated layouts are feasible and accu-
rate in a realistic setting. For the image generation task, we
use the layout-to-image generation model, GLIGEN. The
model generates images based on the object layouts, ensur-
ing that the categories, locations, and sizes of the objects in
the generated image precisely match the predicted layouts
described in prior works.

4. Experiments

In this section, we present extensive empirical results of
SKE-Layout and several competitive baseline methods.
From the representative spatial reasoning-induced domains,
including both robotic object rearrangement and image
generation tasks, we observe that SKE-layout can signifi-
cantly improve task success rate compared to all baselines.

4.1. Experimental Setup

4.1.1. Baselines

Given the two distinct tasks in our experiments, it is imper-
ative to employ different baseline models for a comprehen-
sive comparison. We select a range of competitive baselines
that represent the state-of-the-art approaches in both image
generation tasks and robotic object rearrangement tasks.
For the Robotic Object Rearrangement Task, we uti-
lize StructFormer [24], a Transformer-based model de-
signed for capturing spatial relationships, and LLM-GROP
[8] that integrates LLMs with planning techniques. We also
include the SKE-Layout variant trained without contrastive
learning (w/o CL), which uses BERT for processing, to
evaluate object arrangement tasks without contrastive loss.
For the Image Generation Task, we select several base-
lines: Stable Diffusion [33], an end-to-end diffusion-based
text-to-image model; Attend-and-Excite, which uses atten-
tion mechanisms for detail-oriented image generation; Lay-
outTransformer [13], a text-to-layout model for layout gen-
eration; and LayoutGPT, [9], which leverages LLMs for
text-to-layout generation. We also include our SKE-Layout
model, along with its variants trained without contrastive
learning (w/o CL) or multitask learning (w/o ML) to assess
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their individual contributions.
4.1.2. Datasets

We evaluate the performance of our proposed method on
three different datasets, each tailored to a specific task, in-
cluding image generation and robotic object rearrangement,
to ensure a comprehensive assessment.

* NSR-1K Dataset: Derived from the LayoutGPT frame-
work, it includes both template-based and human-written
prompts sourced from MSCOCO, designed to evaluate
image generation based on specified object counts and
spatial locations.

e StructFormer Dataset: Designed specifically for the
robotic object rearrangement task, this dataset includes
scenarios where objects must be arranged based on given
constraints (e.g., circle, line, tower, table setting), test-
ing the model’s ability to maintain structural coherence
and execute tasks accurately. We do not use the training
dataset from StructFormer, which serves as an Out-Of-
Distribution (OOD) test for evaluating the model’s gener-
alization to unseen tasks.

e SK-Dataset: Created by us to evaluate complex ob-
ject rearrangement tasks, the SK-Dataset includes ad-
vanced scenarios with multi-object planning and execu-
tion. Tasks are divided into two levels: simple and com-
plex. The simple tasks focus on accurately positioning
objects based on specified distances and positions. The
complex tasks require higher-order reasoning and are fur-
ther divided into letters, geometric shapes, and semantic
geometric shapes, emphasizing spatial precision, symme-
try, and meaningful arrangements.

4.2. Results and Discussions

SK Dataset. Table | compares the success rates of differ-

ent models across SK-Dataset task types, including GPT-3.5

and GPT-4 using our method, w/o CL variant, and LLM-

GROP. Overall, our method achieves consistently high suc-

cess rates, with the degree of improvement varying by task

complexity. For example, in simple tasks with GPT-4, our

method reached a 75.1% success rate, outperforming w/o

CL (71.5%) and LLM-GROP (69.4%). In contrast, for com-

plex tasks, our approach shows a more pronounced advan-

tage, increasing the success rate from 4.5% (LLM-GROP)
to 21.7%. Two key observations emerge from Table |:

* While improvements in simple tasks are moderate, our
method significantly outperforms baselines in complex
tasks, particularly in handling semantic geometric shapes,
demonstrating its ability to enhance comprehension and
reasoning in high-difficulty scenarios.

* GPT-4 consistently outperforms GPT-3.5, especially
when combined with our method. This highlights the
effectiveness of our joint training strategy in enhancing
the model’s understanding of complex information and
its adaptability across different task difficulties.

StructFormer Dataset. Fig. 2 compares model per-
formance across four object rearrangement tasks: Tower,
Line, Circle, and Set the Table. Our model consistently
outperforms StructFormer, with improvements of 30%,
20%, 20%, and 10%, respectively. This demonstrates our
method’s advantage in managing tasks by effectively inte-
grating external knowledge, enhancing both accuracy and
reliability. Several key insights emerge from these results:

* The improvement is more significant in complex tasks,
indicating that our approach excels in scenarios requiring
higher levels of reasoning and understanding.

e Unlike StructFormer, our method maintains strong per-
formance across all tasks without separate task-specific
models, showcasing its versatility and adaptability to di-
verse object rearrangement tasks.
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Figure 2. Evaluation of methods on the StructFormer dataset on
various tasks: Tower, Line, Circle, and Set the Table.

NSR-1K Dataset. Table 2 presents the main results of
image generation, showing that our method significantly
outperforms comparative models across multiple evaluation
metrics. In numerical reasoning, it exceeds LayoutGPT
(GPT-4) by 10%-20% in precision, recall, and accuracy.
In spatial reasoning, our model achieves 95.05% layout ac-
curacy and 61.48% GLIP accuracy, outperforming Layout-
GPT by 3% and 1%, respectively. This improvement is at-
tributed to the more comprehensive spatial knowledge of
our method, which allows it to retrieve more relevant spa-
tial information, thereby providing higher precision in both
layout and image generation.

4.3. Ablation Study

Q1: What happens when we remove contrastive learn-
ing or multitask learning from the model? The perfor-
mance on both the NSR-1K and SK datasets decreases when
contrastive learning or multitask learning is disabled. This
indicates that these two techniques are crucial. Specifically,
contrastive learning helps the model better distinguish sub-
tle spatial relationships, while multitask learning improves
the model’s ability to understand context across different
tasks. Together, they contribute to more effective retrieval
of spatial knowledge.
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[3D Object Rearrangement]

(a) Set the table with cutlery on the left side of the table, (b)
then arrange the smiley face with fruit on the right side of the table

(&) Related Spatial
Q Knowledge
WY

19

Angle Error

Common
Sense Error

Shape Error

LLM-GROP

[2D Image Generation]

Place the blue rectangle
blocks in a circle

B 2

B

gle Error

Il M-GROP

Figure 3. Case Study. We present a comparison of different methods in 3D object rearrangement and 2D image generation tasks. (a)
arranging objects on a table with correct spatial relationships, (b) placing blocks in a specified formation, (c) generating a 2D image with

objects positioned according to a textual description.

Q2: Why doesn’t the StructFormer dataset show sim-
ilar performance drops? The performance differences
among our model variants on the StructFormer dataset are
minimal. This is likely because the spatial relationships re-
quired in this dataset are relatively straightforward, making
precise retrieval of complex spatial knowledge less critical.
As a result, the advantages of contrastive learning and mul-
titask learning become less pronounced.

4.4. Case Study

We present three representative cases to demonstrate the
effectiveness of our SKE-Layout framework across both
3D object rearrangement and 2D image generation tasks.
Fig. 3.(a) involves setting the table and arranging ob-
jects into a smiley face pattern. While the LLM-GROP
model fails to maintain correct angles and semantic co-
herence, our SKE-Layout significantly reduces errors, pro-
viding accurate placement and alignment. In Fig. 3.(b),
where blocks need to be arranged into a circular pattern, our
method achieves perfect spatial precision, outperforming
both StructFormer and LLM-GROP, which struggle with
alignment. For the 2D image generation task in Fig. 3.(c),
our method also excels. While Stable Diffusion gener-
ates quantity errors and LayoutGPT shows positional er-
rors, SKE-Layout accurately captures object relationships,
ensuring correct quantity and positioning and thus closely
matching the given description. From Fig. 3, we draw the
following observations:

* Richer Spatial Knowledge. Our SKE-layout framework
demonstrates a deeper understanding of spatial relation-
ships than baseline models. By integrating diverse spatial
knowledge sources, including real-world and synthetic
data, our approach enhances the richness and depth of
spatial reasoning. Additionally, it employs multiple forms
of spatial knowledge representation, which contribute to
more accurate positioning and alignment of objects in
both 3D rearrangement and 2D image generation tasks.

¢ Adaptability to Multi-Task Settings. The SKE-layout
framework excels in handling a variety of tasks, showcas-
ing versatility in both 3D object arrangement and 2D im-
age generation. This adaptability highlights its robustness
and effectiveness in addressing complex spatial reasoning
challenges across multiple domains.

5. Conclusion

In this paper, we present SKE-layout, a novel method de-
signed to effectively generate layouts by leveraging large
language models. Our approach injects spatial knowledge
into the large language model, thereby demonstrating its
versatility and robustness across different application do-
mains. Empirically, we have demonstrated that SKE-layout
performs exceptionally well in both image generation and
robotic task arrangement tasks. Future research directions
include exploring how to apply SKE-layout to more appli-
cation scenarios, such as open-domain scenarios, where the
set of objects in a problem instance is not known in advance.
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