
4D-Fly: Fast 4D Reconstruction from a Single Monocular Video

Diankun Wu1, Fangfu Liu1, Yi-Hsin Hung1, Yue Qian2, Xiaohang Zhan2, Yueqi Duan1†

1 Tsinghua University 2 Tencent

!"	$%&

Figure 1. In this work, we propose 4D-Fly for fast reconstructing 4D scenes from monocular videos in minutes. Compared to previous
methods, our approach achieves 20× speed-up while maintaining comparable or superior reconstruction quality.

Abstract

4D reconstruction from a single monocular video is an
important but challenging task due to its inherent under-
constrained nature. While most existing 4D reconstruc-
tion methods focus on multi-camera settings, they always
suffer from limited multi-view information in monocular
videos. Recent studies have attempted to mitigate the ill-
posed problem by incorporating data-driven priors as addi-
tional supervision. However, they require hours of optimiza-
tion to align the splatted 2D feature maps of explicit Gaus-
sians with various priors, which limits the range of applica-
tions. To address the time-consuming issue, we propose 4D-
Fly, an efficient and effective framework for reconstructing
the 4D scene from a monocular video (hundreds of frames
within 6 minutes), more than 20 × faster and even achieving
higher quality than previous optimization methods. Our key
insight is to unleash the explicit property of Gaussian prim-
itives and directly apply data priors to them. Specifically,
we build a streaming 4D reconstruction paradigm that in-
cludes: propagating existing Gaussian to the next timestep
with an anchor-based strategy, expanding the 4D scene map
with the canonical Gaussian map, and an efficient 4D scene

†Corresponding author.

optimization process to further improve visual quality and
motion accuracy. Extensive experiments demonstrate the
superiority of our 4D-Fly over state-of-the-art methods in
terms of speed and quality. Project page: https://diankun-
wu.github.io/4D-Fly/.

1. Introduction
In the field of computer vision and graphics, scene recon-
struction has been a crucial task with a broad range of ap-
plications, including virtual reality [15], autonomous navi-
gation [1, 54], and beyond [3, 4, 24, 25, 29]. While recent
works [18, 30] have made significant progress in modeling
static scenes, dynamic scene reconstruction remains a sub-
stantial challenge due to the geometry-motion interplay and
spatiotemporal sparse observations [12, 37, 44].

Recent advancements in this area are largely driven by
3D Gaussian Splatting (3DGS) [18], which has emerged as
a state-of-the-art approach for 3D reconstruction. By repre-
senting a static scene with a collection of 3D Gaussian prim-
itives and splatting them onto the image plane, 3DGS en-
ables efficient and photometric rendering, thereby facilitat-
ing both training and inference. Building upon 3DGS, sev-
eral studies have extended it to the 4D domain by learning
a deformation field [12, 23, 46, 50], optimizing the trajecto-
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ries of Gaussians [9, 28, 36] or directly modeling Gaussians
in 4D [8, 49]. These methods are primarily designed for
multi-camera settings, which provide sufficient view infor-
mation and thus facilitate accurate scene geometry recovery.
Despite promising results through an analysis-by-synthesis
framework, they struggle to reconstruct scenes effectively
from only a single monocular video, which is an inherently
ill-posed problem with limited multi-view information.

More recently, some researchers [19, 35, 38, 44, 45] have
sought to address the under-determined monocular video
setting by incorporating a set of data-driven priors to reg-
ularize the optimization process. To achieve this, they need
to splat various features of Gaussians (e.g., depths, seg-
mentations, and frame-to-frame offsets) and align them to
a 2D feature plane. However, since the supervision sig-
nal originates solely from the 2D projection plane, opti-
mizing the 3D Gaussians to satisfy multiple feature con-
straints results in a highly non-convex problem, making the
optimization process computationally intensive and time-
consuming. Specifically, these methods often take more
than hours to reconstruct a video with 100 frames, limiting
their practicality for large-scale applications.

In this paper, we propose 4D-Fly, a more efficient and
effective framework for reconstructing 4D scenes from a
single monocular video. Our key insight is to unleash the
explicit nature of Gaussian primitive. Since 3D Gaussian
primitives are explicitly defined in 3D space, we can lift
their attributes directly based on prior knowledge of the
4D space (e.g., depths and tracks) rather than solely re-
lying on gradient-based optimization processes. Based on
this insight, we design our framework in a streaming man-
ner, achieving better control and faster speed over the 4D
scene reconstruction informed by the priors. Specifically,
we maintain a global 4D scene map throughout the recon-
struction process. For each timestep, we first propagate ex-
isting dynamic Gaussian primitives to the next timestep ac-
cording to the new observation. Rather than optimization,
we design an anchor-based strategy to complete this process
by lifting 2D tracking and depth priors. After that, we iden-
tify the unconstructed areas in both foreground and back-
ground based on an unconstructed mask and add new Gaus-
sians according to the Canonical Gaussian Map (CGM). Fi-
nally, we utilize a fast optimization process to further im-
prove the scene quality and motion accuracy. An overview
of 4D-Fly is shown in Figure 1.

In summary, our main contributions are:
• We propose 4D-Fly, an efficient and effective frame-

work to achieve fast 4D scene reconstruction from only
a monocular video.

• We design our framework in a streaming manner to un-
leash the explicit nature of Gaussian primitives and speed
up the reconstruction process, which includes: anchor-
based Gaussian propagation, 4D scene map expansion by

CGM, with a fast optimization scheme.
• We conduct extensive experiments on novel view syn-

thesis and point tracking tasks, demonstrating that our
method can reconstruct scene geometry and 3D motion
from a single monocular video with comparable quality,
achieving at least a 20× speed-up over existing methods.

2. Related Work
Dynamic Scene Reconstruction with NeRF. Dynamic
scene reconstruction and novel view synthesis have been
long-standing problems. One line of research extends
neural radiance fields (NeRF) [30] to handle dynamic
scenes. To adapt static NeRF to dynamic 3D scenes, re-
searchers have proposed various methods, including using
time-conditioned latent codes [20, 21], incorporating ex-
plicit deformation fields [31–33], or factorizing the four-
dimensional spatio-temporal domain into two-dimensional
feature planes [2, 10]. In casual monocular settings, Li
et al. [22] and Tian et al. [41] explore combining NeRF
with image-based rendering, while Wang et al. [42] use
a diffusion prior to regularize the optimization of four-
dimensional NeRF. However, achieving practical render-
ing speeds with these methods remains challenging due to
the time-consuming volumetric rendering process. Unlike
these methods, our framework employs explicit 3D Gaus-
sian Splatting as the basic representation, thus benefiting
from its real-time rendering and enhanced control over the
reconstruction process.
Dynamic Scene Reconstruction with 3DGS. Recently, 3D
Gaussian Splatting (3DGS) [18] has emerged as a powerful
3D representation for 3D scene reconstruction. To model
dynamic scenes with 3DGS, some works [12, 23, 46, 50]
leverage time-conditioned deformation networks, such as
MLPs and Hexplane [2], to warp a canonical set of Gaus-
sians for each timestep. Another line of works [9, 28, 36] fo-
cuses on learning 3D Gaussian trajectories over time by se-
quentially optimizing per-Gaussian offsets between frames.
These methods often exhibit impressive tracking of scene
geometry. Meanwhile, there are also some works [8, 49]
that try to model Gaussian in 4D (i.e., 3D space and time)
directly. Although these methods can capture spatiotem-
poral dynamics, they typically assume a multi-camera or
pseudo-monocular setting (see [11]), limiting their applica-
bility. More recently, some works [19, 26, 35, 44, 45] fo-
cus on the more ill-posed and under-constrained monocular
setting and often use data-driven priors (e.g., depths, seg-
mentations, and optical flows) to regularize the optimization
process. However, these methods typically require hours
to complete due to the inefficient optimization required to
align the projections of explicit Gaussians with various pri-
ors. Our method also uses data-driven priors as additional
information but applies them directly to Gaussians, result-
ing in a more efficient approach.
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Figure 2. Pipeline of 4D-Fly. Our method takes as input a casually captured video with the camera intrinsics and extrinsics of each frame,
aiming to reconstruct the dynamic 3D scene and the underlying motion of every point. We represent the underlying 4D scene as a global
4D scene map G and construct it in a streaming way. Assume we have construct G1→t. For the new frame at timestep t + 1, we first
compute its monocular depth map, segmentation mask, and 2D tracks using off-the-shelf models. Then, we extend the 4D scene map using:
(1) anchor-based propagation to propagate existing dynamic Gaussians to the next timestep (Section 3.2); (2) 4D scene expansion with a
canonical Gaussian map (Section 3.3); and (3) fast optimization for both foreground and background (Section 3.4). After training over the
entire sequence, our 4D scene map allows for novel view rendering at any queried timestep and can also be used for point tracking.

Point Tracking. Point tracking aims to follow both static
and dynamic points in a scene. Early work such as Particle
Video [34] modeled video motion using particles to refine
optical flow estimates for long-term consistency and occlu-
sion handling. Subsequent methods [7, 13, 53] improved
particle motion estimates and matching models. CoTracker
[16] further enhanced accuracy by exploiting correlations
between all image tracks using transformer networks. More
recently, approaches [28, 43, 47] lift 2D points into 3D
space to better handle occlusions and maintain temporal co-
herence. As a byproduct of dynamic scene reconstruction,
our model can also achieve point tracking by utilizing the
motion trajectories of 3D Gaussian primitives.

3. Method

In this section, we present the framework of 4D-Fly. Given
a casually caputured video with T frames {It}Tt=1 along
with camera intrinsics Kt ∈ R3×3 and extrinsics Et ∈
SE(3) of each frame It, our goal is to reconstruct the dy-
namic 3D (i.e. also called 4D) scene within the monocular
video. Rather than the time-consuming global Gaussian op-
timization framework from recent work [35, 44], we explore
a novel streaming 4D reconstruction paradigm that can bet-
ter unleash the data-driven priors (e.g., depth maps {Dt},
segmentation of foreground {Mt}, and 2D tracks {Ut→t′})
to align with the explicit property of Gaussian Splatting.

Specifically, we maintain a 4D scene map G1→t to rep-
resent the 4D scene constructed by the observation from 1
to t. As a new frame It+1 comes, we first guide existing
dynamic Gaussian primitives propagating to the next time
step with anchor-based strategy, and obtain G1→t+1

init (Sec-

tion 3.2). Then we build a canonical Gaussian map (CGM)
for It+1 and incorporate new Gaussians to G1→t+1

init based on
CGM (Section 3.3). Finally, we further improve the quality
of the current 4D scene map G1→t+1 with a fast component-
specific optimization strategy in a few steps (Section 3.4).
Before detailing our method, we first review the 3DGS [18]
and introduce the formulation of the 4D scene map. We
show a schematic of our pipeline in Figure 2 and the overall
algorithm in Algorithm 1.

3.1. Scene Representation
Preliminaries of 3DGS. 3D Gaussian Splatting (3DGS)
[18] represents a 3D scene as a collection of anisotropic
3D Gaussian primitives G = {Gi}Mi=0. Each Gaussian
is parameterized by its position (mean) µ ∈ R3, rotation
R ∈ SO(3), scale S ∈ R3, opacity o ∈ R, and spheri-
cal harmonics coefficients sh ∈ Rk. The influence of each
Gaussian primitive in 3D space is defined by

Gi(x) = e−
1
2 (x−µi)

TΣ−1(x−µi), (1)

where x represents an arbitrary position in 3D space and
Σ = RSSTRT denotes the positive semi-definite covari-
ance matrix of the Gaussian.

To render an image, each 3D Gaussian is projected onto
the image plane as a 2D Gaussian G′

i parameterized by µ′ ∈
R2 and Σ′ ∈ R2×2 following the process as described in
[55]. These 2D Gaussians can then be efficiently rasterized
into an RGB image via alpha compositing

Î(p) =
∑

i∈H(p)

ciαi

i−1∏
j=1

(1− αj) (2)
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Algorithm 1 The Framework of 4D-Fly

1: Input: A video with T frames {It}Tt=1, camera intrinsics {Kt}Tt=1,
camera extrinsics {Et}Tt=1.

2: Prior Preparation: monocular depth maps {Dt}Tt=1, foreground
segmentation {Mt}Tt=1, and 2D tracks {Ut→t+1}T−1

t=1 .
3: Initialization: G1→1

init ← ∅, λ1, λ2 are hyperparameters.
4: for t = 0, ..., T − 1 do
5: if t > 0 then
6: G1→t+1

init ← Propogation(G1→t,Dt+1,Ut→t+1)

7: Ŝ(p), D̂(p)← RenderSD(G1→t+1
init , t,Et+1,Kt+1)

8: M̂(p)← (Ŝ(p) < λ1) ∧ (D̂(p)−D(p) > λ2) for all p
9: else

10: M̂(p)← 1 for all p
11: end if
12: CGM(p)← BuildCGM(It+1,Dt+1,Mt+1,Kt+1,Et+1)

13: G1→t+1 ← G1→t+1
init ∪ {CGM(p) | M̂(p) = 1}

14: for i = 1, ..., n1 do
15: Foreground(G1→t+1, It+1,Dt+1,Mt+1,Et+1,Kt+1)
16: end for
17: for i = 1, ..., n2 do
18: Sample ti ∼ {1, ..., t+ 1}
19: Background(G1→t+1, Iti+1,Dti+1,Mti+1,Eti+1,Kti+1)
20: end for
21: end for

where αi = oi · exp
(
− 1

2 (p− µ′)TΣ′(p− µ′)
)
, ci is the

view-dependent color computed by shi, and H(p) is the set
of Gaussians that intersect the ray originating from the pixel
p. The entire process is differentiable, allowing parameters
of the Gaussian primitives to be directly optimized.
Formulation of 4D Scene Map. To represent the 4D scene,
we adopt a trajectory-based representation similar to [35].
Specifically, we define the dynamic Gaussian primitive in-
corporated into the 4D scene map G1→t at timestep si as
Gsi

d,i = (µi,Ri,Si, oi, ci,∆µi,∆ci, si). We further define
(µi,Ri,Si, oi, ci, si) as the canonical state of the Gaussian,
which is established in Section 3.3 and remains fixed after
timestep si. The dynamics of the Gaussian are represented
by the parameters ∆µi ∈ R(t−si)×3 and ∆ci ∈ R(t−si)×3,
which define the position and color offsets of each Gaussian
from its canonical state at subsequent timesteps. Note that
we allow for color offsets in Gaussians because, in prac-
tice, we observe that the color of the same point in a scene
can undergo slight changes over time (e.g., due to lighting
variations or reflections). We apply a regularization term
to control this variation, preventing color adjustments from
replacing actual translations (see Section 3.4).

We use a set of dynamic Gaussians G1→t
d = {Gsi

d,i}
Md
i=1

to model the dynamic component of G1→t and a set of per-
sistent static Gaussians G1→t

s = {Gs,i}Ms
i=1 is maintained to

represent the static component. Therefore, the overall 4D
scene map is represented as G1→t = G1→t

d ∪ G1→t
s . In our

implementation, we constrain both dynamic Gaussian and
static Gaussian to be isotropic to prevent overfitting to a sin-
gle view in the under-constrained monocular setting. Fol-
lowing, we will detail how we construct it frame by frame.

3.2. Anchor-based Gaussian Propagation
Assume that a 4D scene map G1→t has been constructed
from observations of timesteps 1 to t. Given a new
frame It+1 ∈ RH×W×3 with additional data-driven pri-
ors, we first determine the position offset ∆µinit

i,t+1 for ev-
ery dynamic Gaussian in G1→t

d , thus propagating them to
next timestep. While existing methods primarily focus on
learning it through a prior guided global [35, 44] or per-
frame [28, 36] optimization process which consumes hours
of reconstruction time, we explore the potential of directly
guiding the motion of Gaussian with 2D tracks. However,
the process is not trivial because (1) there is no direct one-
to-one mapping between pixel-level derived 2D tracks and
3D Gaussian primitives; and (2) only visible regions of the
scene are tracked, so motion in occluded areas cannot be
captured through 2D tracks. To overcome this, we intro-
duce an anchor-based Gaussian propagation strategy with
data-driven and physical motion priors. First, we lift the
queried pixels {pj} (i.e., sampled in the foreground area of
It) of 2D tracks {Ut→t+1} into 3D space to build a set of
anchor points {xj}

xj = F(pj ,Dt(pj)), (3)

where F is the unprojection function and Dt(pj) repre-
sents the depth of pixel pj derived from the depth prior Dt.
Then we compute the 3D motion of each anchor point from
timestep t to timestep t+ 1:

aj = F (Ut→t+1(p), Dt+1 (Ut→t+1(p)))− xj . (4)

The anchor points and their motions collectively form a mo-
tion field from timestep t to timestep t+ 1. We assume the
3D motion is locally rigid and compute the 3D motion of
Gaussian Gsi

d,i based on the 3D motion of its nearby anchor
points as:

∆µinit
i,t+1 = ∆µi,t+

∑
xj∈N (µi)

Softmax (−∥xj − µi∥)aj . (5)

where N (µi) is the K neareat anchor points of Gsi
d,i com-

puted with KNN algorithm. After this step, all dynamic
Gaussians in the 4D scene map G1→t is propagating into
timestep t+1 guided by both data-driven and physical mo-
tion priors while the static Gaussians remain unchanged as
they persist across frames. We denote the 4D scene map
after this step as G1→t+1

init .

3.3. Expand 4D Scene Map with CGM
Given the 4D scene map G1→t+1

init , we aim to incorporate
new Gaussian primitives to model regions that are not ob-
served from timestep 1 to timestep t while observed at
timestep t+1. We first identify the mask of unreconstructed
areas M̂(p) based on the density map Ŝ(p) and depth map
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D̂(p) [17] , which are obtained by render G1→t+1
init with

Et+1 and Kt+1:

Ŝ(p) =
∑

i∈H(p)

αi

i−1∏
j=1

(1− αj), (6)

D̂(p) =
∑

i∈H(p)

diαi

i−1∏
j=1

(1− αj). (7)

Then we compute M̂(p) by:

M̂(p) =
(
Ŝ(p) < λ1

)
∧
(
D̂(p)−D(p) > λ2

)
. (8)

The first term of Equation 8 indicates the too sparse area of
G1→t+1
init and the second term means new geometry in front

of the current constructed geometry. Both regions should be
constructed based on the observation of timestep t+ 1.

Based on M̂(p), we determine which pixels in
It+1 should be added to G1→t+1

init . For static settings,
unprojection-based methods offer a simple yet effective ap-
proach to lift these pixels into Gaussian primitives [17].
However, for dynamic Gaussians, once added into G1→t+1

init ,
only their offsets can be optimized, with other canoni-
cal properties remaining fixed in subsequent timesteps (see
Section 3.4). This makes it crucial for dynamic Gaussians
to have a well-defined canonical state. Unfortunately, the
canonical state provided by unprojection-based methods is
often too coarse to determine an accurate motion. To ad-
dress this, we propose to construct a canonical Gaussian
map CGM(p) before adding Gaussians to G1→t+1

init . The
CGM(p) defines a one-to-one mapping between pixels and
Gaussians, i.e., Gp = CGM(p) represents the Gaussian
corresponding to pixel p. To get the form of CGM, we first
use unprojection-based methods to initialize each Gp and
then run an optimization process supervised by

L =
∑

F∈{I,D,M}

λFLF + λalignLalign, (9)

where LI is the L1 loss between It+1 and ÎCGM , which is
obtained by rendering {Gp}Pp=1 with Et+1 and Kt+1. Sim-
ilar definitions apply to LM and LD. Lalign is a regulariza-
tion term to keep Gaussian Gp aligned with p:

Lalign =

P∑
p=1

∥∥∥Π(µGp
)− p

∥∥∥2

2
, (10)

where Π is the perspective projection transformation with
respect to Et+1 and Kt+1. Once the Canonical Gaussian
Map is constructed, the gaussian set {CGM(p) | M̂(p) =
1} is added to the scene map to model the areas uncon-
structed in previous timesteps.

3.4. Fast 4D Scene Optimization
Building upon the reliable initialization G1→t+1 from the
previous stages, we further enhance the visual quality and
motion accuracy of G1→t+1 using a carefully designed opti-
mization strategy. Since G1→t+1 is mostly constructed, this
step primarily focuses on correcting noise introduced by
data-driven priors and physical-based assumptions. There-
fore, the optimization process is highly efficient, requiring
less than 2.5 seconds per frame in our streaming framework.
Optimization for Dynamic Guassians. We only optimize
position offsets ∆µi,t+1 and color offsets ∆ci,t+1 of dy-
namic Gaussians. The optimization process is supervised
by

Ld =
∑

F∈{I,D,M}

λd,FLd,F+λreg,rigLreg,rig+λreg,colLreg,col,

(11)
where Ld,I, Ld,D, and Ld,M represent the L1 norm dis-
tances between the rendered and ground-truth images,
depths, and foreground masks at timestep t+1, respectively.
Lreg,rig is a regularization term based on both physics mo-
tion priors and the motion learned in Section 3.2, which is
essential for maintaining the correct motion of Gaussians.
Specifically, we apply a rigidity constraint among nearby
Gaussians that exhibit similar motion trends during the op-
timization process. To achieve this, we first define the ini-
tial velocity for dynamic Gaussian Gsi

d,i based on the offsets
computed in Section 3.2:

vinit
i,t+1 = ∆µinit

i,t+1 −∆µi,t. (12)

The Gaussian Gj which maintains rigidity with Gaussian
Gi should not only be spatially close to it but also close to it
in terms of vinit

i,t+1, which reflects motion trend of a Gaussian
determined by the 2D track prior model. (Consider an an-
imal’s legs move alternately while walking, certain points
on the inner sides of the legs are close in space, yet their
velocity are opposite). Thus, we define Lreg,rig by

Lreg,rig =
1

k2|Gd|
∑

Gi∈Gd

∑
Gj∈Ni

Lrig
i,j , (13)

where Ni is the neighbor Gaussians defined by both spa-
cial distance and initial velocity distance. To get Ni, we
first utilize KNN algorithm to compute N ′

i = k1NN(Gi)
within all dynamic Gaussians with spacial distance as met-
ric. Then we compute Ni = k2NN(Gi),K2 < K1 within
G′

i with initial velocity distance as distance metric. Lrig
i,j is

the rigidity loss between Gi and Gj , defined by

Lrig
i,j = wi,j

∥∥(µj,t − µi,t

)
−
(
µj,t+1 − µi,t+1

)∥∥
2
, (14)

where wi,j is a weighting factor for the Gaussian pair based
on both spatial distance and velocity distance:

wi,j = exp
(
−λµ

∥∥µi,t − µj,t

∥∥
2
− λv

∥∥vinit
i,t − vinit

j,t

∥∥
2

)
.

(15)
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Figure 3. Qualitative Comparison on the DyCheck iPhone Dataset. We present the qualitative comparison between our method and
baseline methods for novel-view synthesis on the iPhone dataset. The ”Train-view” column displays the training view at the same time
step as the validation views shown in the other columns. Time is averaged per 100 frames.

Lreg,col is a regularization term to keep the color of dy-
namic Gaussian consistent over time, defined by

Lreg,col =
1

|Gd|
∑

Gi∈Gd

∥ci,t+1 − ci,t∥2 (16)

During the dynamic Gaussian optimization process, we
only allow dynamic Gaussians {Gsi

d,i} to receive gradient,
and static Gaussians {Gs,i} will not be optimized.

Optimization for Static Gaussians. The static Gaussians
{Gs,i} are persistent across different timesteps. In order to
prevent the optimization for the timestep t+1 from disrupt-
ing the reconstruction results from timestep 1 to t, we ran-
domly sample frames from 1 to t+ 1 for optimization. The
optimization process is supervised by the L1 norm distances
between the rendered and ground-truth images, depths, and
foreground masks at the sampled timestep.

4. Experiments

4.1. Implementation Details

Data-driven Priors. For videos captured in the wild, we
use DepthCrafter [14] to generate depth maps and Track
Anything [48] to obtain foreground segmentation masks.
Subsequently, we sample a dense grid (every four pixels)
within the foreground and compute the 2D tracks of these
points using TAPIR [6]. Finally, we employ Droid-SLAM
[39] to estimate the camera parameters.

Initialization for Canonical Gaussian Map. We initialize
µi by lifting pixels to 3D using the depth map and the cam-
era projection matrix. The rotation R is represented by a
quaternion fixed to the identity to satisfy the isotropic as-
sumption. The Gaussian scale is set to be isotropic and is
initialized based on the depth value and camera intrinsics,
i.e., si = 2d/(fx + fy). We initialize the opacity oi by ap-
plying the sigmoid function to 1, i.e., oi = Sigmoid(1). As
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Table 1. Quantitative comparisons for novel view synthesis on the DyCheck iPhone [11] dataset and the NVIDIA Dynamic Scenes
[51] dataset. “Time” denotes the average time required to process 100 frames on each dataset, measured in minutes, while “FPS” represents
the average frame rate during test rendering. For the DyCheck iPhone dataset, metrics are reported using a co-visibility mask. For the
NVIDIA Dynamic Scenes dataset, all pixels are evaluated.

Method
DyCheck iPhone NVIDIA Dynamic Scenes

Time↓ FPS ↑ mSSIM ↑ mLPIPS ↓ mPSNR ↑ Time↓ FPS ↑ mSSIM ↑ mLPIPS ↓ mPSNR ↑
T-NeRF [11] > 1200 < 1 0.55 0.56 15.72 > 1200 < 1 0.59 0.17 20.76
HyperNeRF [32] > 1200 < 1 0.58 0.53 15.83 > 1200 < 1 0.57 0.18 20.05

4D Gaussians [46] 22.1 76 0.39 0.73 13.11 21.3 81 0.48 0.38 17.69
Dynamic GM [35] 187.6 172 0.59 0.44 15.79 156.7 175 0.66 0.15 22.36
Shape of Motion [44] 109.4 39.2 0.62 0.43 16.42 102.2 40.3 0.63 0.15 22.07
4D-Fly (Ours) 5.3 163 0.60 0.37 17.03 5.1 169 0.69 0.14 22.52

pixels are lifted into Gaussians, we assign the segmentation
label of each pixel to the corresponding Gaussian primitive,
which remains fixed thereafter.
Optimization and Time. We use the Adam optimizer in
our optimization process. For each frame, our framework
performs a total of 200 optimization iterations: 50 iterations
to build the canonical Gaussian map (Section 3.3), 50 itera-
tions to optimize the background, and 100 iterations to op-
timize the foreground (Section 3.4). Detailed learning rate
settings are provided in the supplementary material. For a
sequence of 100 frames at 960 × 720 resolution, our method
takes approximately 5.3 minutes to complete the training
process. Our rendering speed is around 160 fps.

4.2. Datasets and Evaluation Metrics
We evaluate our framework quantitatively and qualitatively
on the DyCheck iPhone dataset [11] and NVIDIA Dynamic
Scenes dataset [51].
DyCheck iPhone dataset. The DyCheck iPhone dataset
[11] comprises 14 sequences of everyday dynamic scenes,
each containing 200 to 500 training frames captured using
an iPhone. For seven of these sequences, the dataset in-
cludes additional synchronized recordings from two static
cameras positioned with a wide baseline, providing novel-
view data for evaluating novel view synthesis tasks. Fur-
thermore, the dataset provides metric depth obtained from
LiDAR sensors, co-visible masks that indicate regions co-
visible between training and evaluation views, and annota-
tions of 5 to 15 keypoints at ten equally spaced time steps
for each sequence. We utilize the metric depth from LiDAR
sensors in all baseline methods requiring depth input. Apart
from novel view synthesis, we also evaluate 3D tracking
and 2D tracking based on keypoint annotations.
NVIDIA Dynamic Scenes dataset. The NVIDIA Dy-
namic Scenes dataset [51] comprises sequences of 90 to 200
frames captured with a rig of 12 calibrated cameras. Fol-
lowing [35], we use seven scenes that exhibit various dy-
namic activities for the evaluation. Since it lacks keypoint

annotations, we only use it to evaluate novel view synthesis.
Metrics. For the NVS task, we report covisibility masked
image metrics: masked Peak Signal-to-Noise Ratio (mP-
SNR), masked Structural Similarity (mSSIM), and masked
Learned Perceptual Image Patch Similarity (mLPIPS) [11].
Since the NVIDIA Dynamic Scenes dataset does not pro-
vide covisibility mask annotations, we evaluate on all pix-
els. For 3D tracking, we use 3D end-point error (3D EPE),
δ.53D, δ.103D as our metric [40, 44], which denotes Euclidean
distance between the ground truth 3D tracks and predicted
tracks at each target time step, percentage of points that fall
within 5 cm and 10 cm of the ground truth 3D location, re-
spectively. For 2D tracking, we use Average Jaccard (AJ),
average position accuracy (< δavg), and Occlusion Accu-
racy (OA) [5].

4.3. Comparisons
Novel View Synthesis. For this task, we selected a com-
prehensive set of competitive baseline methods. Among
NeRF-based approaches, we compare our methods with
T-NeRF [11] and Hyper-NeRF [32]. For Gaussian-based
dynamic reconstruction methods designed for multi-view
(pseudo-monocular) settings, we selected 4D Gaussians [8].
Additionally, we compare our method with more recent
Gaussian-based approaches that leverage various priors to
regularize optimization, including Dynamic Gaussian Mar-
bles [35] and Shape of Motion [44]. As shown in Table 1,
4D-Fly significantly outperforms NeRF-based and pseudo-
monocular Gaussian-based methods in terms of mPSNR,
mSSIM, and mLPIPS on both the DyCheck iPhone dataset
and the NVIDIA Dynamic Scenes dataset. Notably, our
method demonstrates substantial improvements on the Dy-
Check iPhone dataset, which provides limited multiview in-
formation. Among Gaussian-based methods that also incor-
porate various priors, 4D-Fly surpasses Dynamic Gaussian
Marbles and achieves comparable performance to Shape of
Motion. By utilizing prior information more efficiently, 4D-
Fly achieves a 35× speed-up over Dynamic Gaussian Mar-

16669



Table 2. Quantitative comparisons for point tracking on the
DyCheck iPhone [11] dataset. We report both 3D tracking results
and 2D tracking results of 4D-Fly and baseline methods.

Method 3D Tracking 2D Tracking
EPE ↓ δ53 ↑ δ103 ↑ AJ ↑ δavg ↑ OA ↑

HyperNeRF [32] 0.19 26.2 44.6 10.0 19.3 55.0
4D Gaussians [46] 0.17 27.2 46.8 12.5 29.8 63.9
CoTracker [16]+DC [14] 0.20 33.2 56.1 24.2 34.0 72.7
TAPIR [7]+DC [14] 0.11 38.1 63.2 27.4 41.3 67.2
Shape of Motion [44] 0.08 43.2 72.3 34.4 44.0 82.7
4D-Fly (Ours) 0.08 40.1 70.3 34.1 42.1 85.4

bles and a 20× speed-up over Shape of Motion. Figure 3
presents qualitative comparisons between our framework
and baseline methods.
Point Tracking. Leveraging a trajectory-based dynamic
Gaussian representation, our method generates consistent
2D and 3D tracks directly from the learned Gaussian trajec-
tories in the reconstruction process. To extract 2D and 3D
tracks, we follow the approach detailed in [28]. We exten-
sively compare our framework against five baseline meth-
ods. For HyperNeRF [32], we combine the learned inverse
mapping with a forward mapping [11, 44] to produce 3D
tracks at specific query points. For 4DGS, we compute 4D
motion from the canonical positions and deformations en-
coded in Hexplane [2]. For Shape of Motion [44], we utilize
the authors’ official open-source implementation. We also
evaluate our method against state-of-the-art long-range 2D
tracking approaches, i.e., CoTracker [16] and TAPIR [5].
To lift the 2D tracks into 3D, we employ aligned monoc-
ular depth maps generated by DepthCrafter [14]. Table 2
shows that our 4D-Fly surpasses all baseline approaches in
both 2D and 3D tracking except for Shape of Motion [44].
In our framework, we use 2D tracks from TAPIR [7] as
prior information. Through our tailored fast optimization
process and regularization terms, we exceed TAPIR’s per-
formance across all tracking metrics while achieving high-
quality novel-view rendering. For Shape of Motion [44],
although our method only relies on track priors from adja-
cent frames during training (unlike Shape of Motion, which
uses priors across all frame pairs), we significantly reduce
training time and still attain close tracking performance.

4.4. Ablation Study and Analysis
In Table 3, we ablate various components of 4D-fly and
report the novel view synthesis results on the Dycheck
iPhone dataset. Specifically, we first ablate the segmen-
tation masks, modeling all parts as foreground. A notice-
able decline is observed across all metrics, as treating back-
ground regions as dynamic prevents them from leveraging
multiview constraints to improve geometries. We then ab-
late three key components of our framework: Anchor-Based
Gaussian Propagation, Canonical Gaussian Map, and Fast

Table 3. Ablation Study. We perform an ablation study on the
components of 4D-Fly, demonstrating that each component is es-
sential for achieving high-quality novel view synthesis.

Setting mSSIM ↑ mLPIPS ↓ mPSNR ↑
w/o Segmentation 0.42 0.50 15.51

w/o Anchor-Based Prop. 0.45 0.48 16.16
w/o CGM 0.52 0.46 16.32
w/o Fast Optimization 0.43 0.49 15.52

w/o Lreg,rig 0.54 0.47 16.27
w/o velocity distance 0.57 0.40 16.52
w/o Lreg,col 0.50 0.46 16.34

4D-Fly (Ours) 0.60 0.37 17.03

4D Scene Optimization. The results show that the absence
of any component leads to a decline in performance, with
Fast 4D Scene Optimization and Anchor-Based Gaussian
Propagation having the most significant impact on the re-
sults. Finally, we ablate regularization terms used in the
Fast 4D Scene Optimization process. Here, ”w/o velocity
distance” signifies using only spatial distance as the dis-
tance metric in Lreg,rig.

5. Conclusion
We introduce 4D-Fly, a novel efficient framework for fast
4D scene reconstruction from a single monocular video
that addresses the challenges of under-constrained data
and time-consuming optimization in existing methods. By
unleashing the explicit nature of 3D Gaussian Splatting,
our approach achieves over 20 times faster reconstruction
than previous methods with higher quality. The streaming
reconstruction paradigm—including anchor-based Gaus-
sian propagation, scene expansion with canonical Gaussian
maps, and efficient optimization—significantly improves
visual quality and motion accuracy. We conduct quantita-
tive experiments on DyCheck iPhone dataset and NVIDIA
Dynamic Scene dataset and qualitative experiments on the
DAVIS dataset and show that 4D-Fly outperforms state-of-
the-art methods in terms of speed and quality.
Limitations and Future work. While 4D-Fly achieves fast
4D reconstruction and long-range point tracking, several
challenges remain. First, our method relies on prior knowl-
edge from other vision foundation models, which may be
inaccurate. Second, our method exhibits limitations in han-
dling complex illumination variations and non-rigid defor-
mations modeling. In the future, exploring feed-forward ap-
proaches for robust 4D scene reconstruction and generation
presents a promising research direction.
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