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Abstract

Non-transferable learning (NTL) has been proposed to pro-
tect model intellectual property (IP) by creating a ““non-
transferable barrier” to restrict generalization from autho-
rized to unauthorized domains. Recently, well-designed at-
tack, which restores the unauthorized-domain performance
by fine-tuning NTL models on few authorized samples, high-
lights the security risks of NTL-based applications. How-
ever, such attack requires modifying model weights, thus
being invalid in the black-box scenario. This raises a crit-
ical question: can we trust the security of NTL models
deployed as black-box systems? In this work, we reveal
the first loophole of black-box NTL models by proposing
a novel attack method (dubbed as JailNTL) to jailbreak
the non-transferable barrier through test-time data disguis-
ing. The main idea of JailNTL is to disguise unautho-
rized data so it can be identified as authorized by the NTL
model, thereby bypassing the non-transferable barrier with-
out modifying the NTL model weights. Specifically, JailNTL
encourages unauthorized-domain disguising in two levels,
including: (i) data-intrinsic disguising (DID) for eliminat-
ing domain discrepancy and preserving class-related con-
tent at the input-level, and (ii) model-guided disguising
(MGD) for mitigating output-level statistics difference of
the NTL model. Empirically, when attacking state-of-the-
art (SOTA) NTL models in the black-box scenario, Jail-
NTL achieves an accuracy increase of up to 55.7% in the
unauthorized domain by using only 1% authorized samples,
largely exceeding existing SOTA white-box attacks. Code is
released at https://github.com/tmllab/2025
CVPR_Jai INTL.

1. Introduction

Nowadays, Machine Learning as a Service (MLaaS) [42]
is widely utilized in various scenarios [3, 31, 43, 46]. The
well-trained deep learning models are the core of MLaasS,
which requires vast high-quality data [5], expensive hard-
ware resources [39], and significant time and human re-
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Ziming Hong (hoongzm@gmail.com).

3The University of New South Wales

sources while leading to high business value [11] for model
owners. Therefore, it is crucial to protect these models’ in-
tellectual property (IP) [6, 58, 59].

Recently, Non-Transferable Learning (NTL) [52] has
emerged as a promising approach for IP protection. As
illustrated in Fig. 1(a), NTL aims to establish a “non-
transferable barrier” [17, 19, 53] to restrict the model’s
generalization from an authorized domain to an unautho-
rized domain®. In this way, NTL can protect model IP
by preventing unauthorized usage, such as applications on
illegal data or in unapproved environments. Intuitively,
existing methods [18, 40, 51-53, 57] create the “non-
transferable barrier” by imposing a regularization term on
the vanilla supervised-learning framework to enlarge the
discrepancy between authorized and unauthorized feature
representations. These methods could effectively degrade
the model’s performance on the unauthorized domain while
maintaining its normal utility on the authorized domain.

Despite NTL’s effectiveness in protecting model IP, a re-
cent research TransNTL [17] has uncovered its vulnerabil-
ities to authorized-domain fine-tuning attack on white-box
scenarios. As illustrated in Fig. 1(b), TransNTL demon-
strated that the non-transferable barrier could be broken
by fine-tuning the NTL model with few perturbed samples
in the authorized domain. By doing so, any authorized
user who access to both the model and authorized data can
easily crack the NTL model’s restriction on unauthorized
domains. However, the effectiveness of such authorized-
domain fine-tuning attacks heavily depends on having per-
mission to modify the model weights, which is increasingly
rare as many model owners privatize their model structure
and weights and only release online application program-
ming interface (API) [21, 35, 54]. That is, the NTL models
are black-box models to any users, essentially eliminating
the risk against fine-tuning-based attacks. Thus, an intrigu-
ing question arises: Can we totally trust the robustness of
NTL models in black-box scenarios?

1The two domains are assumed to contain the same content [52] (the
object related to class label), but different environment factors (such as
the collected environments [23, 25, 41, 60] or watermark [58]) cause their
domain distribution discrepancy. Examples are shown in Appendix B.
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Figure 1. Comparison of NTL model and attack paradigms. (a) The pre-trained NTL model contains a “non-transferable barrier” to restrict
authorized-to-unauthorized generalization. (b) Existing white-box attacks break the non-transferable barrier by modifying the NTL model
weights. (c) To enable a feasible black-box attack, our JailNTL aims to disguise unauthorized data so it can be identified as authorized by
the NTL model, thereby bypassing the non-transferable barrier without modifying the NTL model weights.

In this work, we introduce the first demonstration that
black-box attacks against NTL models are feasible for ma-
licious users who can access only the model’s output (i.e.,
logits [4]) for a given input’, without any knowledge of
the model’s structure or weights. We propose a novel at-
tack method (dubbed as JailNTL) to jailbreak the black-
box non-transferable barrier through test-time data disguis-
ing. As shown in Fig. 1(c), JaiINTL aims at modifying the
unauthorized test data to their disguising version which can
be identified as authorized data by NTL models, thus by-
passing the non-transferable barrier without modifying the
NTL model weights. Note that the challenge in the test-
time data disguising lies in simultaneously reducing domain
discrepancy (for obtaining authorization) while preserving
the class-related content of unlabeled unauthorized data (for
correct per-sample prediction). Specifically, JailNTL im-
plements unauthorized-domain disguising in two levels, in-
cluding: (i) data-intrinsic disguising (DID) for eliminating
domain discrepancy and preserving content at the input-
level, and (ii) model-guided disguising (MGD) for mitigat-
ing output-level statistics difference of the NTL model.

« For data-intrinsic disguising, JailNTL introduces a dis-
guising network for mapping the unauthorized domain to
its disguised domain. The disguising network is trained in
an adversarial framework [12] with a domain discrimina-
tor which tries to distinguish the disguised data and real
authorized data. To ensure the content consistency, we
design a feedback network [26, 37, 61] to re-mapping the
disguised data back to its original version and constraint
the per-element difference.

e For model-guided disguising, JailNTL leverages NTL
models to guide the learning procress of the disguising
network. We impose model-guided disguising losses on
the disguising network to minimizing the statistics differ-
ence in prediction confidence and class proportion [17]
on the disguised and authorized data, furtherly improving
the disguising quality.

2\We follow the same setting on data availability as existing attack [17,
52], i.e., the malicious user can access to a small part of authorized data and
the unlabeled unauthorized test data. More discussion is in Appendix D.

After training, the disguising network can be employed to
modify unauthorized test data, facilitating the jailbreak of
the non-transferable barrier.

Empirically, extensive experiments on standard NTL
benchmarks demonstrate the effectiveness of the proposed
JaiINTL on attacking black-box NTL models, where the
unauthorized domain performance could be recovered up
to +55.7% by using only 1% authorized samples. Com-
pared to white-box attacks, the black-box JailNTL can still
reach state-of-the-art (SOTA) performance by outperform-
ing existing fine-tuning-based attacks by a large margin (up
to 34.2%). Furthermore, JailNTL can serve as a plug-and-
play module to enhance fine-tuning-based attacks in white-
box scenarios, demonstrating its flexibility and compatibil-
ity with other attack methods. We believe JailNTL takes an
important step in opening the discussion on how to make
NTL secure in both black- and white-box scenarios.

Overall, our main contributions are as follows:
< We analyze the limitation of existing fine-tuning-based at-

tack methods against NTL (i.e., restrict to white-box sce-
narios) and go a step further to explore the feasibility of
black-box attack against NTL models.

* We propose the first black-box attack method against
NTL, named JailNTL, that jailbreaks the non-transferable
barrier by modifying unauthorized domain data via test-
time data-intrinsic and model-guided disguising.

» Extensive experiments on standard NTL benchmarks
demonstrate the effectiveness of JailNTL in attacking
black-box NTL models.

« We also show the JailINTL can serve as a plug-and-play
module to enhance white-box attacks against NTL.

2. Related Work

2.1. Non-Transferable Learning

Non-transferable learning (NTL), as proposed by Wang et
al. [52] for model intellectual property (IP) protection, aims
to establish a “non-transferable barrier” for restricting a
model’s generalization from an authorized domain to one
or multiple unauthorized domains [19, 33, 52]. They im-
plement the non-transferable barrier by maximizing both
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the Kullback-Leibler (KL) divergence between the model
predictions of unauthorized domain and its labels, and the
Maximum Mean Discrepancy (MMD) between the autho-
rized and unauthorized features. UNTL [57] explore the
setting of unsupervised unauthorized domain in natural lan-
guage processing (NLP). They introduce a domain classi-
fier to separate feature from different domains with a clear
boundary. CUTI-domain [53] combines the style from the
authorized domain and the content from the unauthorized
domain to form a CUTI domain [22]. Then, they max-
imize the KL divergence between the model predictions
on both the CUTI domain and unauthorized domain with
their true labels. Additionally, H-NTL [18] address the
sprious-correlation problem in NTL by disentangle content
and style factors [7, 34, 55] from the input data and let
the authorized/unauthorized features to fitting content/style
factors. Furthermore, MAP [40] considers the problem of
continually learn the non-transferable barrier on a model
which has been well-trained on the authorized domain. Al-
though existing NTL methods effectively restricting the
authorized-to-unauthorized generalization, not all of them
explore the robustness of the established non-transferable
barrier against versatile attacks.

2.2. Robustness of Non-Transferable Barrier

Recent research examined the robustness of NTL [52] and
CUTI [53] by applying various fine-tuning methods. Ini-
tial attempts in [52, 53] try to use basic fine-tuning strategy
(like FTAL and RTAL [1]) to fine-tuning the NTL mod-
els on up to 30% authorized training data. However, they
fail to remove the non-transferable barrier and restore the
model performance on the unauthorized domain. Further-
more, TransNTL [17] identifies the common generalization
impairments of NTL models, and inspired by this, they pro-
pose to attack NTL models by fine-tuning them on per-
turbed [14] authorized domain data. TransNTL can success-
fully restore the model’s generalization to the unauthorized
domain by using less than 10% authorized domain data.
However, existing methods only focus on the robustness of
NTL models in white-box scenarios. Their effectiveness
heavily depends on having permission to modify the model
weights. In this work, we go a step further to explore the
security of NTL models deployed as black-box systems.

2.3. Test Time Adaptation

Test Time Adaptation (TTA) aims to improve the pre-
trained model’s generalization ability [20, 24, 56, 60] to the
test data during the test phase [48]. Existing TTA methods
[28, 36, 38, 50] have been proposed based on the strategy of
adapting model to test data during test time. These methods
encompass techniques such as updating batch normalization
statistics [38], utilizing self-supervised tasks [29], minimiz-
ing output entropy [38, 50], and employing meta-learning
strategies [36] to adapt the trained model to new data distri-

butions. In this work, our task settings are similar to those of
the TTA task, utilizing unlabeled test data during test time.
However, due to the black-box attack scenarios, we lever-
age a different strategy that focuses on data disguise (i.e.,
adapting data to model) rather than model adaptation.

3. Jailbreaking the NTL

In this section, we propose a black-box attack, named Jail-
NTL, that jailbreaks the non-transferable barrier by modi-
fying unauthorized domain data via test-time data disguis-
ing. We begin by elucidating the preliminaries in Sec. 3.1.
Subsequently, we introduce the framework of JailNTL, as
shown in Fig. 2, which consists of two main components:
data-intrinsic disguising (DID) in Sec. 3.2 and model-
guided disguising (MGD) in Sec. 3.3. Furthermore, we
present the overview of the dataflow during the attack pro-
cess in Sec. 3.4. Finally, in Sec. 3.5, we explore the poten-
tial integration of JailNTL with white-box attack methods.

3.1. Preliminaries

Pre-trained NTL model. We consider an NTL model
fhu that has been well-trained on an authorized domain
Da = {(xi,yi)}!\':’*1 and an unauthorized domain Dy =
{(xi,yi)}!\'zul. The model exhibits normal performance on
Da (comparable to a supervised model trained on Da)
while poor performance on Dy (like random guessing).

Attacker Goal. In black-box setting, we assume an at-
tacker can only access the NTL model’s output logits [4].
Besides, the attacker has access to a small subset of autho-
rized domain data D, = {Xi,yi} 1y, (where No [NA)?
and unauthorized domain test data D, = {xi}!\‘;l. The aim
of the attacker is to let the black-box model fny corretly
predict the unauthorized test data Dy, (i.e., jailbreaking the
black-box non-transferable barrier).

3.2. Data-intrinsic Disguising

Forward Process for Data Disguising. We designed a
disguising network to perform data-intrinsic disguising, as
shown in Fig. 2 (a), which is based on an adversarial frame-
work [12]. It initially comprises a disguising model g4
that maps from the unauthorized domain Dy, to its dis-
guised domain fy4(Dy), and a domain discriminator f; that
distinguishes between the disguised unauthorized domain
f4q(Dy) and the real authorized domain D,. The adversarial
learning objective L gy is formulated as follows:

Ladv = Ex, rpa(xa) [109 Tc(Xa)]
+Ex,, mpax) [109[1 — Fe(Fa(xu))]T

where X, D, and X, [D,. In this adversarial train-
ing process, Ty attempts to minimize this objective while £
aims to maximize it.

M

i Fl = arg n;in max Lagy - )
d c
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circles represent
indicates the disguised domain. Light red and green signifies

domains that have undergone feedback processing. fq represents the disguising model which maps unauthorized domain to its disguised
version, while f4 performs the inverse mapping. fc and f¢ are discriminators for the authorized and unauthorized domains, respectively.
Different processes are represented through various colors and line styles, as illustrated in the top-left legend.

Feedback Process for Content Preserving. To ensure
that the class-related content of unlabeled unauthorized data
can be preserved after disguising, we introduce a feed-
back process [16, 26, 37] in our disguising network. This
feedback process incorporates an inverse disguising model
Ty that re-maps from disguised unauthorized fy(Dy) to
the original unauthorized domain ﬁj(fd(Du)). To ensure
the content consistency, we constraint the per-element dif-
ference between the re-mapped unauthorized sample and
its original version. Specifically, we present the content-
consistent objective L5 as follows:

Les = Exq rpaaoe) (IFa(Fa(xu)) = xull1), )

where x, [O,. Both f4 and ﬁ, aim to minimize this ob-
jective for contentconsistency, i.e.:

fi ¥ arg min Les . @
fa.fa

Bidirectional Structure. To further enhance the bidirec-
tional consistency of our disguising network, we introduce a
reverse process [2, 61] from the authorized to the unautho-
rized domain. This bidirectional structure aims to further
enhance the network’s disguising ability through optimiza-
tion in both directions.

In this reverse process, we utilize the previously intro-
duced inverse disguising model fy that maps from autho-
rized domain D to disguised authorized domain f4(Dg)
and an additional discriminator fc that distinguishes be-
tween the disguised authorized domain f4(D,) and the real

unauthorized domain Dy. The adversarial learning objec-
tive for this reverse process is formulated as follows:
fov = Ex, o 100 Te(xu)]
+Ex., mpak(xa) [109[1 — Fe(fa(Xa))]]
where x, [, and X5 [,. Similar to the forward pro-

cess, we also introduce a content-consistency objective for
the reverse direction:

Ll = Ex. rpaoxay (Ifa(Fa(xa)) = Xall1) . (6)

where X, [CD,. This bidirectional setup ensures that our
disguising network can effectively disguise data in both di-
rections while preserving class-related content.

®)

Full Objective. Combining the forward, feedback, and
reverse processes, we establish a comprehensive bidirec-
tional disguising network. The full objective of our data-
intrinsic disguising process incorporates the adversarial
losses and consistency constraints:

L =Laav + Laav

)
+ )\cs(l—cs + LES) )

where Acs is a hyperparameter that balances the importance
of the content-consistency objectives. The optimal param-
eters for our disguising models and discriminators are ob-
tained by solving the following min-max problem:

i, 5 F5 L arg min maxL . @)
fa,fa e, Tc
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Figure 3. Statistics differences of NTL models on the authorized
(CIFAR-10) and the unauthorized domain (STL-10): (a) predic-
tion confidence, (b) prediction proportions.

Overall, by optimizing the full objective of the bidirec-
tional disguising network, we ensure our network can effec-
tively reduce domain discrepancy and preserve the class-
related content for unlabeled unauthorized data. This en-
ables the disguised unauthorized data can obtain authoriza-
tion and be correctly predicted by the NTL model. In this
way, the disguising network carries out initial jailbreak from
the perspective of data-intrinsic disguising.

3.3. Model-guided Disguising

While data-intrinsic disguising provides a foundation for
our attack method, we identified potential for further im-
provement through model-guided disguising. This ap-
proach leverages the output of the black-box NTL model
to refine our disguising process.

Previous research [17] has shown significant differences
in model confidence and class balance between the au-
thorized and unauthorized domains, as shown in Fig. 3
(More results are shown in Appendix C). To further en-
hance the disguising performance, our model-guided dis-
guising aims to minimize these differences in NTL’s confi-
dence and class balance between authorized and disguised
domains, as shown in Fig. 2 (b). This approach ensures
that the disguised data not only appears similar to the au-
thorized domain in terms of data intrinsic features but also
behaves similarly under NTL models, thereby providing a
more comprehensive disguising strategy.

Confidence loss. To quantify the NTL model’s confi-
dence across different domains, we employ entropy [9, 45]
as our metric. We first obtain the logits from NTL model,
denoted as fny(X), then apply the softmax function o to
compute the probability distribution of fi,¢1(X). Next, the
confidence is calculated based on the entropy of this distri-
bution as follows:

Ece() =~ o(fru(X))ilogo(fru(x))i,  (9)
i=1
where C is the number of classes, and o(-); indicates the

softmax value of the i-th class. The confidence loss Lcq¢ is
defined as the Mean Absolute Error (MAE) [15] between

the confidence of samples from the authorized domain D4
and the disguised unauthorized domain fy4(Dy,):

L I |
Ler = N |Ect (Xa) — Ecr (Fa(Xu))| (10)
i=1
where N is the batch size, xo [, and x, [CO,,.

Class Balance Loss. To assess the class balance, we em-
ploy the concept of entropy as a measure of distribution uni-
formity [10, 45]. Let Q = {1, 2, ..., C} be the set of class
labels, where C is the total number of classes. For a given
batch of samples, we define n; as the count qf_—cﬁples pre-
dicted as class i, where i [, and N = ;Z, n; as the
total number of samples in the batch. The class distribution
P is then defined as:

P(i)=%, i Q. (11)

The entropy of this distribution serves as our measure of
class balance, calculated using the following formula:

Epa(P)=—  P(i)logP(i). (12)
i=1
To quantify the difference in class balance between the
disguised unauthorized domain f4(Dy) and the authorized
domain D5, we compute the absolute difference between
their respective entropies as follows:

Lba = |Eba(Pf4(Dy)) — Eva(Pp.)I (13)

where Pg,p,,) and Pp, denote the class distributions for
fq(Dy) and Dy respectively.

Full Loss. To combine both data-intrinsic and model-
guided disguising, we update the overall loss function by
incorporating these terms as follows:

Liotal = Laav + Lzl;dv
+ )\cs(l—cs + LES) (14)
+ )\cf ch + )\bal—ba ’

where Acs, Acs, and Ayg are hyperparameters that balance
the importance of the consistency, confidence, and class bal-
ance objectives, respectively. It is worth noting that in or-
der to avoid back-propagating through the black-box NTL
model, we employ zero-order gradient estimation via finite
difference approximation [30] to apply model-guided dis-
guising losses to the disguising model fy.

By integrating these model-guided losses, we enhance
the disguising process to achieve better attack performance.
This combination allows us to generate disguised data that
not only resembles the authorized domain in appearance
but also mimics its behavior under NTL models, thereby
increasing the effectiveness of our attack method.

The complete algorithm for data-intrinsic disguising and
model-guided disguising is outlined in Algorithm 1.
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Algorithm 1: Training Disguising Network
Data: A small partition of authorized domain data
Da,; part of unauthorized domain data Dy,.
Input: The pre-trained NTL model f,y; initial
disguising models fq and fg; initial
discriminators f¢ and f; the training epochs
E.
1 fore=1toE do
2 Sample mini-batch B, and B, from Dy, and Dy;
3 Generate disguised domain f4(By), ﬁ,(Ba),
fa(fa(Bu)), Ta(fa(Ba));
4 Get the output of fy using inputs B, and
fd(Bu);
5 Compute Lagy, L
6;
6 Compute Lqf and Lpy with Eq. 10, 13;
7 Compute Liota by incorporating multiple losses
with Eq. 14;
8 Update parameters T4 and fy by minimizing
Lotar @nd update . and . by maximizing
Ltotal with Eq 8;
9 end for;
Output: The well-trained f -

Les, LT, with Eq. 1, 5, 3,

r
adv’

3.4. Attack Phase in JaiINTL

The attack phase in JailNTL follows a specific dataflow, as
illustrated in Fig. 4. This process can be described in three
main steps:

 Input: Data from the unauthorized domain Dy, are input
into the JailNTL.

« Disguising: The disguise model f4 maps the unautho-
rized domain data D, into disguised data fq(Dy), where
the disguise model f4 is well-trained through the data-
intrinsic disguising (DID) and model-guided disguising
(MGD) processes.

 Prediction: The disguised data f4(Dy,) is then input into
the NTL model f,¢;, which produces the final prediction.

Formally, this process can be expressed as:

¥ = Fau(fa(x)),

where ¥ is the predicted output.

Through these processes, JailNTL enables unauthorized
domains to jailbreak the non-transferable barrier, facilitat-
ing accurate predictions on unauthorized domains.

x [, (15)

3.5. Integration with White-box Approach

While JailNTL was initially designed as an independent at-
tack method for NTL models, in this section, we explore
the potential for combining JailNTL with other white-box
attack methods to enhance overall performance.

Disguise Model f;

Unauthorized
Domain
Dy

TTL model
Disgui_se e
chdr(rgul; Pred:;tmns
Figure 4. Attack Phase in JailNTL: Unauthorized domain test data
Dy, is input into the disguise model fy, producing disguised do-

main data fq(Du), which is then fed into the NTL model frnu to
obtain the final prediction .

In black-box scenarios, JailNTL directly inputs the dis-
guised domain data into the NTL model. However, in
white-box settings, the high-quality disguised data can be
utilized for model fine-tuning, creating novel opportunities
for integration with methods such as TransNTL [17]. We
adopt the TransNTL setting, where a limited set of autho-
rized domain data is available during the attack, and full ac-
cess to the model is granted. The process begins with train-
ing our disguising network using the available authorized
domain data in conjunction with unauthorized domain data.
Subsequently, applying the well-trained disguising network
to the unauthorized domain data yields a substantial amount
of disguised data with a distribution similar to that of the
authorized domain. Although these disguised data are un-
labeled and cannot be directly employed as authorized do-
main data in TransNTL, they still provide valuable addi-
tional data for enhancing the TransNTL process. Specifi-
cally, we incorporate the disguised data to calculate the self-
distillation loss Lsg, Which is then added to the total loss
during each optimization step, as shown in Appendix A.

Empirical results in Sec. 4.5 demonstrate that this in-
tegration leads to significant performance improvements
compared to the standard TransNTL approach alone.

4. Experiments
4.1. Experimental setups

For datasets, building on the NTL and CUTI settings
[52, 53], we conduct experiments on CIFAR10 [32], STL10
[8], and VisDA-2017 [41]. We perform the following trans-
ferable tasks: CIFAR10 - STL10, STL10 - CIFAR10,
and VisDA-T - VisDA-V. For pre-trained NTL models,
we utilize the open-sourced method NTL [52] and CUTI
domain [53] for our attack. For attack methods, we use
the fine-tuning methods RTAL, FTAL [1] and SOTA attack
method TransNTL [17] for comparison, by using 1% au-
thorized domain data. For evaluation, we report the Top-1
accuracy of both the original model and its performance un-
der attack. To ensure a fair comparison, all methods under
review are pre-trained using their respective released codes,
while maintaining consistent hyper-parameters, data splits,
data pre-processing methods, and backbones. We conduct
our experiments using PyTorch and an NVIDIA GeForce
RTX 4090 with 24GB of memory and a batch size of 5.
More details are presented in Appendix B.
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Table 1. Attack the NTL by using RTAL, FTAL, TransNTL, and JaiINTL with 1% of the authorized domain data. \We represent authorized

domain accuracy(%) in black and the

(%) in red. The change in accuracy compared to the pre-trained model

is indicated in brackets. We evaluate both the accuracy increase in unauthorized domain and the performance drop in uthorized domain.
Best results are highlighted in red background and second-best in yellow . “denotes white-box attacks and ™ indicates black-box attacks.

Domain | NTL method | Pre-trained | RTAL™ | FTAL™ | TransNTL™ | JailNTL"
NTL 85.6 76.0 (-9.6) 85.9 (+0.3) 79.8 (-5.8) 81.2 (-4.4)
CIFAR10
~ STL1O CuTI 85.8 77.3(-8.5) 86.8 (+1.0) 75.7 (-10.1) 82.5(-3.3)
domain
NTL 84.5 75.4 (-9.1) 85.1(+0.6) 74.8 (-9.7) 83.7 (-0.8)
STL10
~ CIFARIO CuTI 88.3 82.3 (-6.0) 87.9 (-0.4) 79.4 (-8.9) 85.6 (-2.7)
domain
NTL 93.0 89.7 (-3.3) 93.1 (+0.1) 74.9 (-18.1) 915 (-1.5)
VisDA-T
= VDAV oy 94.7 93.6 (-1.1) 95.0 (+0.3) 86.1 (-8.6) 936 (-1.1)
domain
4.2. Effectiveness of JailNTL Table 2.  Ablation Studies of JailNTL. Authorized domain

We conduct experiments on CIFAR10, STL10, and VisDA
domains. By taking 1% authorized domain data to attack
SOTA NTL methods (NTL [52] and CUTI [53]), we ver-
ify the effectiveness of JailNTL in improving the perfor-
mance on the unauthorized-domain test data while main-
taining performance on the authorized domain test data®.

As shown in Tab. 1, JailNTL effectively recovers per-
formance on the unauthorized domain for all tasks, achiev-
ing an increase of up to 51.6% in NTL and up to 55.7%
in the CUTI. Meanwhile, it successfully maintains per-
formance in the authorized domain, with a minimal de-
crease of only 0.8% in NTL and 1.1% in the CUTI. In con-
trast, existing fine-tuning methods (RTAL and FTAL [1])
fail to improve performance in the unauthorized domain on
both NTL methods. TransNTL [17] can only partially re-
cover the performance of unauthorized domains, typically
remaining inferior to JailNTL, and presents a significant de-
crease in the performance of the authorized domain. Over-
all, JaiINTL outperforms existing attacking baselines when
using 1% authorized domain data.

Furthermore, we observe variations in attack perfor-
mance across different domains, which can be attributed
to domain differences and the challenges associated with
disguising. The domain distribution difference between
VisDA-T and VisDA-V is greater than that between ClI-
FAR10 and STL10, which correlates with relatively weaker
attack performance. Additionally, disguising CIFAR10 as
STL10 is more challenging than the reverse, due to the
higher resolution of STL10 that demands more intricate de-
tail handling. This results in differing degrees of attack ef-

3In experiments, we additionally assume that we cannot definitively
distinguish between authorized and unauthorized test data. Thus, we treat
all given test data as unauthorized and apply the JailNTL methods to them.

accuracy(%) in black, (%) in
red. Change vs pre-trained NTL models are shown in brackets.
JailNTL 5the basic version of JailNTL, which only includes data-
intrinsic disguising without model-guide disguising (refer to Ap-
pendix A for its detailed algorithm).

Domain |  CIFAR10 -~ STL10 | STL10 - CIFARL0
| NTL | cumi | NTL | cCUTI
Pre- 85.6 85.8 845 88.3
Trained
JailNTLEY 823(33) | 8L4(-44) | 843(-0.2) | 86.8(-15)
Lo 82.2(-34) | 820(-38) | 84.2(-03) | 87.0(-13)
C
Ly 82.3(-33) | 835(-23) | 845(-0.0) | 87.5(-0.8)
a
JailNTL | 812(-44) | 825(-33) | 837(-08) | 856(27)

fectiveness between the two tasks.
Overall, the experiments demonstrate JailNTL’s effec-
tiveness across various domains for NTL and CUTI models.

4.3. Ablation Study

In this section, we conduct ablation studies to demonstrate
the effectiveness of main components in JailNTL across
CIFAR10 and STL10 domains, as shown in Tab. 2. Ini-
tially, we employ JailNTL SWithout model-guided disguis-
ing. Subsequently, the introduction of the confidence loss
Lcf, to JailNTL “énhances performance, with an increase in
unauthorized domain accuracy from 37.2% to 38.0%. Fur-
ther, the application of the balance loss, Lpa, to JailNTL™
yields varied but generally positive outcomes, with the au-
thorized domain accuracy increasing by 4.1% relative to
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Authorized Unauthorized Disguised  Disguised
(CIFAR10)  (STL10)  (CIFAR10) (STL10)

Input - |
Image ﬂ U‘g ﬂ € a
NTL Model ' r '

Figure 5. Visualization of JailNTL’s effect on model attention us-
ing GradCAM.

(a) NTL (b) CUTI
Figure 6. t-SNE visualization in CIFAR10 — STL10. We present

data from the authorized domain as , data from the unautho-
rized domain as red, and data from the disguised domain as

JailNTL "“Ultimately, the integration of both losses culmi-
nates in the complete JailNTL model, achieving the highest
accuracy in the unauthorized domain while maintaining sta-
ble performance in the authorized domain. More ablation
studies are shown in Appendix C.2 due to the limit space.

4.4. Visualization Analysis

Grad-CAM Attention Visualization. We visualize the
effect of JaiINTL on the NTL model’s attention mecha-
nism using GradCAM [44]. We utilize the CIFAR10 -
STL10 task as an exemplar, as shown in Fig. 5. The first
row presents the input images, comprising samples from the
original CIFAR10, STL10, and a disguised domain (modi-
fied to resemble CIFAR10). The second row depicts the
NTL model’s attention using Grad-CAM, where cooler col-
ors (blue) denote areas of low attention, while warmer col-
ors (red) highlight regions of high attention. Through effec-
tive disguising, we successfully altered the model’s atten-
tion. The Grad-CAM visualizations reveal that the attention
map for the disguised CIFAR10 image closely resembles
that of the original CIFAR10 image, exhibiting high atten-
tion on the cat. This contrasts sharply with the low attention
observed uniformly across the STL10 image.

These findings demonstrate that the JailNTL method
successfully disguised the unauthorized domain, manipu-
lated the model’s attention, and achieved an effective NTL
attack. More examples of Grad-CAM attention visualiza-
tion are shown in Appendix C.

t-SNE Feature Visualization. We further analyze the ef-
fectiveness of JailNTL using t-SNE [49] visualization, as

Table 3. TransNTL + JaiINTL: Authorized domain accuracy(%)
in black, (%) in red. Change vs
pre-trained in brackets.

Domain | Pretrained | TransNTL |  +JailNTL
CIFAR10 85.6 79.8 (-5.8) 81.0 (-4.6)
- STL10

STL10 84.5 74.8 (-9.7) 73.3(-11.2)
- CIFAR10

shown in Fig. 6. The t-SNE plots visualize the features
extracted from the last layer before the classification layer
of the NTL model. We present samples from the autho-
rized domain (CIFAR10) in green, the unauthorized domain
(STL10) in red, and the disguised domain generated by Jail-
NTL in blue. Subfigures (a) and (b) show the feature dis-
tributions across the three domains of the NTL and CUTI
models. In both subfigures, we observe a clear separation
between the authorized (green) and unauthorized (red) do-
mains, indicating a significant domain gap that typically
hinders knowledge transfer. Notably, the disguised domain
samples (blue) consistently cluster closely with the autho-
rized domain samples, while remaining distinctly separate
from the unauthorized domain.

This visualization provides compelling evidence for the
efficiency of JailNTL. By generating disguised samples that
closely align with the authorized domain’s distribution, Jail-
NTL successfully jailbreak the non-transferability barrier.
This strategy effectively misleads the model into producing
similar feature distributions for the disguised domain.

4.5. JaiINTL Improving White-Box Attack

In this section, we conduct experiments to integrate
JaiINTL with existing white-box attack methods (i.e.,
TransNTL [17]) against NTL models. As shown in Tab. 3,
the combination of TransNTL and JailNTL performs better
than TransNTL alone in the tasks of CIFAR10 to STL10
and STL10 to CIFAR10. This integration achieves an in-
crease of up to 6.5% in performance on unauthorized do-
mains compared to TransNTL, with only a 1.5% decrease
on authorized domains. This indicates that JailNTL is ef-
fectively assisting TransNTL in attacking NTL.

5. Conclusion

In this paper, we begin by exploring the limitations of cur-
rent white-box attack methods. Then we propose a novel
black-box attack method, named JailNTL, through test-time
data disguising. Our method employs a disguising network
that utilizes data-intrinsic and model-guided disguising, ef-
ficiently jailbreaking non-transferable barriers using only
1% of the authorized domain data. Experimental results
highlight JailNTL’s effectiveness both independently and in
combination with other white-box attack methods, demon-
strating significant attack performance improvements.
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