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Figure 1. High-fidelity human novel view synthesis. Given very sparse-view input images (e.g., 4 views) that do not enable accurate human
template estimation due to the limited overlappings, our method can robustly synthesize high-fidelity novel views in a generalizable manner,
without requiring any further fine-tuning or subject-specific optimization. Compared to both NeRF-based method, e.g., TransHuman [55],
and 3D Gaussian Splatting (3DGS) based methods, e.g., vanilla 3DGS [30] and GPS-Gaussian [90], our approach produces better result.

Abstract

This paper presents RoGSplat, a novel approach for syn-
thesizing high-fidelity novel views of unseen human from
sparse multi-view images, while requiring no cumbersome
per-subject optimization. Unlike previous methods that typi-
cally struggle with sparse views with few overlappings and
are less effective in reconstructing complex human geometry,
the proposed method enables robust reconstruction in such
challenging conditions. Our key idea is to lift SMPL vertices
to dense and reliable 3D prior points representing accurate
human body geometry, and then regress human Gaussian
parameters based on the points. To account for possible
misalignment between SMPL model and images, we pro-
pose to predict image-aligned 3D prior points by leveraging
both pixel-level features and voxel-level features, from which
we regress the coarse Gaussians. To enhance the ability
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to capture high-frequency details, we further render depth
maps from the coarse 3D Gaussians to help regress fine-
grained pixel-wise Gaussians. Experiments on several bench-
mark datasets demonstrate that our method outperforms
state-of-the-art methods in novel view synthesis and cross-
dataset generalization. Our code is available at https :
//github.com/iSEE-Laboratory/RoGSplat.

1. Introduction

Novel view synthesis is a widely discussed topic with
various applications in video games, telepresence, sports
broadcasting, and the metaverse [59]. The past few years
have witnessed remarkable progress in this domain, primar-
ily due to the emergence of neural radiance fields (NeRF)
[49] and 3D Gaussian Splatting (3DGS) [30]. However, hu-
man novel view synthesis still faces many challenges. First,
a tedious per-subject optimization is typically required by
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existing methods to adapt to unseen human subjects, which
significantly lowers their overall efficiency and practicability.
Second, previous methods usually require dense input views
or precise proxy geometry as input, thus their performance
may degrade severely when only sparse views with limited
overlappings are available. Third, the inherent intricate tex-
tures and self-occlusion in human characters introduce extra
difficulty for high-fidelity free-view human rendering.

To address these challenges, various NeRF-based meth-
ods are proposed to learn generalizable novel view syn-
thesis for unseen human by leveraging pixel-aligned im-
age features from multi-view images and human paramet-
ric template model (e.g., SMPL [46]) as structural prior
[17, 23, 33, 34, 55]. However, their performance is sensi-
tive to the quality of the estimated template model, which
is mostly unreliable for sparse multi-view images even ig-
noring the possible self-occlusion and depth ambiguities
arising from varying human poses (see Figure 1). Moreover,
these methods introduce extra computational overhead in
addition to the costly MLP-based queries in NeRF, gain-
ing generalizability at the expense of further degrading the
rendering speed. While there are numerous works speeding
up NeRF by adopting explicit representation such as voxels
[16, 43, 52], tri-planes [0, 62], and point clouds [24, 29, 78],
developing generalizable NeRF that enables high-fidelity
and efficient novel view synthesis remains an open problem.

3DGS-based methods have recently become mainstream
for generalizable novel view synthesis because of the advan-
tage of 3DGS in real-time rendering at high visual quality.
Several pioneering works propose to achieve generalizability
by incorporating depth estimation [4, 11, 45, 90], but these
methods are less effective for sparse multi-view images that
can contain limitted overlappings or depth ambiguity de-
rived from self-occlusions of human body (see Figure 1).
Although a recent work [54] proposes to learn generaliz-
able human 3DGS from a single-view image by utilizing
a 2D multi-view diffusion model. However, it fails to offer
high-fidelity novel view synthesis, especially when intricate
garments and accessories involved.

In this paper, we present RoGSplat, a new generalizable
human Gaussian Splatting approach that can robustly render
high-fidelity novel views of unseen human subjects from
sparse multi-view images. The core idea of our method lies
in lifting SMPL vectices to more dense and accurate 3D
points that accurately represent human body geometry for
fine-grained 3D Gaussian regression. To enhance the robust-
ness to the misalignment between SMPL model and multi-
view images, we propose to leverage both the pixel-level
features and voxel-level features for adaptive misalignment
compensation, by which we are able to obtain 3D prior points
well aligned with images. Based on the 3D prior points, we
further introduce a coarse-to-fine pixel-wise Gaussian pre-
diction strategy to regress fine-grained Gaussians that can

effectively model high-frequency details.
In summary, the main contributions of our work are:

* We present a novel generalizable human Gaussian Splat-
ting method that enables robust high-fidelity novel view
synthesis from sparse multi-view images.

* We propose a method to effectively lift SMPL ver-
tices to dense image-aligned 3D points, and introduce a
coarse-to-fine pixel-wise Gaussian prediction strategy
to enhance the effectiveness in modeling finer details.

» Experiments on benchmark datasets demonstrate that
our method outperforms state-of-the-art methods in
novel view synthesis and cross-dataset generalization.

2. Related Work

Neural implicit human reconstruction. Early methods
[61, 77, 92] focus primarily on leveraging pixel-aligned
image features to regress the signed distance field (SDF)
under the supervision of ground-truth 3D models. Later, the
emerging of neural radiance field (NeRF) [49] opens up
a new paradigm to render high-fidelity human based only
on sparse multi-view images [57, 63, 89] or even a monoc-
ular image/video [20, 23, 26, 71]. Although NeRF-based
methods have demonstrated impressive results in animating
[37, 38, 44, 69] and editing [10, 12, 13, 76, 79, 81] human
avatars, these methods typically fail to generalize to unseen
subjects because of requiring per-subject optimization, and
their rendering efficiency is low due to the inherent high com-
putation to render each pixel. To achieve generalizable NeRF,
a common solution is to construct feed-forward scene mod-
eling conditioned on image-based features [5, 40, 68, 86],
but it is shown to be highly sensitive to large variation in
pose and clothing. To address the issue, human priors such as
SMPL [46] and 3D skeleton keypoints are widely employed
in recent works [18, 23, 33, 48, 55, 89]. On the other hand,
there are various works for accelerating scene-specific NeRF
[6, 16, 52, 62]. However, developing efficient yet generaliz-
able NeRF remains a challenge.

Point-based rendering. As a discrete and unstructured rep-
resentation that can represent geometry with arbitrary topol-
ogy, point element has been widely used in multi-view 3D
reconstruction [3, 32, 36, 41, 60, 72, 78, 91]. Recently, 3D
Gaussian Splatting [30], a novel scene representation al-
lowing real-time and high-fidelity rendering by formulating
point clouds as 3D Gaussians with learnable properties such
as position, color, opacity and anisotropic covariance. Due to
its superior performance in rendering quality and efficiency,
a large number of works have been proposed to extend 3D
Gaussian representation for widespread applications includ-
ing dynamic scene modeling [25, 47, 73, 84, 85], human
reconstruction [15, 21, 22, 27, 28, 31, 39, 50, 51, 67, 80],
and autonomous driving [14, 82, 93, 94]. However, these
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Figure 2. Overview of RoGSplat. We first fit the SMPL model from input sparse views, and then feed the SMPL depth into a depth refiner
to get refined depth, from which we obtain voxel-level features. These features are then aggregated with pixel-level features extracted from
source images, followed by the SPD network [74, 75] to generate dense image-aligned prior points for coarse Gaussian rasterization. To help
model finer details, the image-aligned depth maps from coarse Gaussians are unprojected to yield finer pixel-wise points. These points are
then refined by an offset estimator, and finally employed to regress fine-grained Gaussians.

methods, although enable real-time inference, typically re-
quire either per-scene or per-frame optimization, prevent-
ing them from generalizing to unseen scenes. Recent at-
tempts towards generalizable 3D Gaussian Splatting are
basically built upon feed-forward regression of Gaussian
parameters [4, 7, 8, 11, 35, 45, 54, 58, 65, 90]. In particu-
lar, GPS-Gaussian [90] achieves generalizable novel view
synthesis of unseen humans by jointly learning an iterative
stereo-matching based depth estimation along with a Gaus-
sian parameter regression, while GHG [35] regresses the
3D Gaussian parameters on the 2D UV space of a human
template. However, these methods are usually less effective
in handling sparse views with limited overlappings, from
which depth can not be effectively estimated.

3. Method

Figure 2 presents the overview of our method. As shown,
given sparse views of a subject, our goal is to estimate prior
points that well represent the human body geometry, and
then regress 3D Gaussians in a feed-forward manner to gain
generalizability and eliminate the need for per-subject op-
timization. Specifically, our method is comprised of two
components, i.e., image-aligned human points prediction
and coarse-to-fine pixel-wise Gaussian regression, with the
former for prior points estimation and the latter for Gaussian
regression. Below we describe our method in detail.

3.1. Image-aligned Human Points Prediction

As shown in Figures 1 and 5, the SMPL model fitted from
sparse views is typically unreliable due to limited overlap-
pings. To get reliable yet dense prior points for Gaussian

regression, we develop image-aligned human points pre-
diction. Considering that SMPL model contains only sparse
points, we employ the Snowflake Point Deconvolution (SPD)
network [74, 75] that is suitable for refining and densifying
the estimated SMPL points P due to the ability to learn local
geometric characteristics. Akin to [74, 75], we employ two
SPD steps. To enhance its effectiveness and robustness, we
integrate it with both pixel-level and voxel-level features to
get the output human points by:

P° = Fspp(P, fp, fo), (D

where P denotes the output points. f, and f, represent the
utilized pixel-level and voxel-level features, respectively.

Pixel-level features. To obtain projection-aware encoding
that captures fine-grained local human details, while promot-
ing the learning of spatial relationships between points and
also the semantic information, we choose to adopt pixel-level
features. To get the features, we first feed source multi-view
images {I,,|m = 1,2,..., M} into a U-Net based feature
extractor F,,, to obtain the corresponding feature maps
fm = Fimg(Im). Next, we conduct feature projection for
these features, which consists of point projection and multi-
view feature aggregation. Specifically, we first project the
SMPL points P onto the multi-view feature maps to fetch
points’ feature embeddings z,, = II(f.,, P), where II de-
notes projection. We then employ a visibility-aware aggrega-
tion strategy [35, 66, 89] to obtain pixel-level features f, by:

M
fo=> Wm - zm, )
m=1
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where w,, denotes normalized visibility.

Voxel-level features. While pixel-level features provide
projection-aware local details for human subject, they fail
to represent accurate human geometry due to the lack of
3D geometric information. Therefore, we propose to adopt
voxel-level features to complement the limitation of pixel-
level features. We first feed the SMPL depth under the m-th
view, denoted as D,,,, and the related image I,,, into a U-Net
based depth refiner network J to obtain the refined depth
map D,, and corresponding depth features H,,:

(D, Hin) = Fa(Don, Ln). 3)

Considering that directly unprojecting depth maps to 3D
points is often too noisy to get reliable geometric informa-
tion. We propose to voxelize them for producing a coarser but
cleaner voxel feature volume that provides spatially aligned
information. Specifically, we unproject the depth maps to-
gether with the corresponding features to 3D space, and then
aggregate them to yield 3D points and per-point features.
Next, we employ a sparse 3D convolution network [19, 42]
to fuse nearby features. The final voxel-level features f, are
obtained via tri-linear interpolation as follows:

fo=T(V,P), 4)

where T denotes tri-linear interpolation. V is the feature
volume generated by the sparse convolution network. By
integrating both pixel-level and voxel-level features, we can
obtain image-aligned prior points that capture both fine-
grained local 2D details and 3D-aware geometric informa-
tion, which benefits generating high-fidelity human render-
ings, as demonstrated in Figure 6.

3D Gaussian regression. In the absence of available 3D in-
formation for supervision, we instead regress a set of coarse
Gaussians. These can be rendered into images using differen-
tiable rasterization, thereby providing effective supervision
for SPD network. Each Gaussian point in 3D space is defined
by attributes {x, R, S, o, ¢}, representing position, rotation,
scaling, opacity, and color, respectively. We utilize the prior
points P as the positions of the 3D Gaussians, and then
regress the remaining four properties based on both point fea-
tures q from the last layer of SPD network and the pixel-level
image features f, of prior points P*:

:-ng(quf;)a (5)

where G represents the estimated Gaussian properties. Note,
although our utilized 3D prior points are significantly denser
compared to the SMPL vertices, they are still insufficient to
regress fine-grained Gaussians that allow for high-fidelity
novel view synthesis, as demonstrated in Figure 6. However,
the coarse Gaussians offer a rough yet image-aligned repre-
sentation of geometric information, which is a basis of our
subsequent coarse-to-fine pixel-wise Gaussian regression.

3.2. Coarse-to-fine Pixel-wise Gaussian Regression

As described above, the predicted coarse Gaussians are
insufficient for rendering high-fidelity novel views. To render
high-fidelity images with fine-grained details, existing meth-
ods usually regress pixel-wise Gaussians based on depth
information [90]. However, these methods basically fail to
deal with sparse views that do not allow reliable depth es-
timation. Unlike previous methods, we find that our coarse
Gaussians derived from prior points can help produce ro-
bust depth maps, which inspires us to develop an effective
coarse-to-fine pixel-wise Gaussian regression.

With the coarse Gaussians derived from the prior points,
we first rasterize them to generate per-view depth maps,
which are then similarly refined via Eq. (3) to produce image-
aligned depth maps. Then, we unproject these depth maps
into 3D space to obtain pixel-wise points P’ that capture
high-frequency details and more accurate human geometry.
To further enhance the robustness of these points, we follow
previous methods [56, 57, 64] to utilize the prior points
and the corresponding point features q to generate a latent
feature volume V' via sparse convolution network, and then
interpolate the voxel-level features f; for pixel-wise points:

fo=T(V P, 6)

where T denotes tri-linear interpolation and \'a represents
the feature volume generated by sparse convolution network.
This interpolated feature is then fed into a tiny MLP to
predict offset & of each point:

5= Fs(f)). (7

The final points P9 are computed as P9 = P’ + 6. Once
the final points are obtained, we employ additional MLPs to
predict pixel-wise 3D Gaussians:

G =F,.(f¢ 1), (8)

where fg and fJ represent the pixel-level depth and image
features of final points P9, respectively.

3.3. Training Details

To stabilize the training while obtaining better perfor-
mance, we train our method in two stages. We first train
the image-aligned human points prediction module to ob-
tain stable coarse Gaussians. Then, we freeze this module
and proceed to train the coarse-to-fine pixel-wise Gaussian
regression.

Loss function for stage 1. We follow [30, 90] to use L1
loss and SSIM loss [70] respectively indicated by L, 4. and
Lssrn, to measure the difference between the rendered
output and the ground truth. Besides, we apply a mask loss
[22] to provide supervision for geometry learning:

‘Cm = HMgt - M||27 (9)
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Figure 3. Qualitative comparison of in-domain generalization on THuman2.0 [87] dataset.

Table 1. Quantitative comparison of in-domain generalization with NeRF-based methods on THuman2.0 [87], RenderPeople [1], and
ZJU-MoCap [57]. Note, except for SHERF [23] which is evaluated on single view input, all other methods are evaluated on 4-view inputs.

THuman2.0

RenderPeople

ZJU-MoCap

Method PSNR1 SSIM{ LPIPS| PSNR{ SSIM] LPIPS| PSNR+ SSIM| LPIPS | ©aram
SHERF [23] 1925 08942 0.1121 2338 09379 00767 2781 09582 0.0526 56.4M
NHP [33] 2574 09356 0.0748 2601 0938 00726 3096 09644 0.0457 162M
GP-NeRF [9] 2328 09325 00798 2533 09326 0.0792  29.64 09563 0.0533 9.5M
TransHuman [55]  27.36  0.9487  0.0505 2637 09451 00579 3141 09656 0.0370 21.9M
Ours 2894 09615 0.0433  27.00 09530 0.0519 31.89 09623 0.0353 12.2M

where M denotes the predicted target-view mask. M; in-
dicates ground-truth mask. To constrain the depth refiner to
produce meaningful estimations, we enforce its output Dy,
to be close to the input depth D,,, in valid areas:

La = ||D[M] — D [M]]|1, (10)

where M means valid mask of depth map. Furthermore,
inspired by [83], we similarly define a semantic alignment
loss to constrain the DINOv2 [53] semantic features of the
refined depth to be close to those of the input images:

(an

where Ny, g and hgepen represent the semantic features of
input images and refined depth.
The overall loss function for stage 1 is formulated as:

['s = ||hzmg - hdepth”la

L1 =ML+ Lssivr +A3Lm +ALg+ s Ls, (12)

where we empirically set Ay = 0.8, Ao = 0.2, A3 = 1.0,
Ay =0.1and A5 = 0.1.

Loss function for stage 2. Since the coarse Gaussians are
already approximately aligned with the images, we employ
only the two photometric losses (i.e., L,,qe and Lgsyas) and
the depth refinement loss £, for training:

Lo = XeLomae + M Lssiv + AL, (13)

where we set A\g = 0.8, A7 = 0.2 and A\g = 0.1.

3.4. Implementation details

We first train the depth refiner for 20k iterations and then
jointly train all modules for 200k iterations using a mini-
batch size of 1 on an NVIDIA RTX 4090 GPU. The entire
network is optimized using the AdamW optimizer with a
learning rate of 1 x 10~*. We set the voxel size for sparse
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Figure 4. Qualitative comparison of cross-domain generalization. The results of each method here are produced by their models trained
on the THuman?2.0 dataset [87].

Table 2. Quantitative comparison of cross-domain generalization on RenderPeople [1], ZJU-MoCap [57], and the real-world dataset
collected by[90]. Note, the results of each method here are produced by their models trained on the THuman2.0 dataset [87].

Method View RenderPeople ZJU-MoCap Real-world data
PSNR{ SSIM1 LPIPS| PSNR{t SSIM{ LPIPS| PSNR{T SSIM{t LPIPS|
NHP [33] 4 23.83 0.9276  0.0765 29.46 0.9467  0.0614 23.51 09182  0.0947
GP-NeRF [9] 4 23.13 0.9228  0.0852 26.78 0.9398  0.0693 20.09 0.8986  0.1130
TransHuman [55] 4 24.85 0.9347  0.0640 29.57 0.9473  0.0583 24.60 0.9257  0.0744
GPS-Gaussian [90] 6 25.11 0.9325  0.0682 29.06 0.9527  0.0464 21.55 0.9231  0.0847
Ours 4 25.12 0.9380  0.0661 30.80 0.9596  0.0435 25.99 0.9452  0.0572

convolution as 5mm X 5mm x bmm, and produce output
feature volumes with downsampling factors of 2x, 4%, 8%,
and 16 x. Our method takes about 20 hours to train on the
THuman2.0 dataset and 180ms for inference on 512 x 512
images.

4. Experiments

4.1. Datasets and Metrics

We evaluate our method on three benchmark human
datasets including THuman2.0 [87], RenderPeople [1], and

ZJU-MoCap [57]. For THuman2.0, we select 400 subjects
for training while the remaining 125 subjects for testing. As
for RenderPeople, we utilize the version processed by [23],
which consists of 482 subjects. We use 340 subjects for train-
ing and the others for testing. For ZJU-MoCap, we select
7 subjects for training and the other 3 subjects for testing.
We also employ one real-world dataset collected by [90].
Note, we adopt [2] to estimate SMPL model parameters us-
ing fixed four-view (i.e., front, back, left, and right) images
for all datasets. Similar to [90], we employ PSNR, SSIM
[70], and LPIPS [88] as metrics to quantitatively evaluate
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Table 3. Quantitative comparison of in-domain generalization
with Gaussian Splatting based methods on THuman2.0 [87].

Method PSNRT SSIM{ LPIPS| Param.
3DGS [30] 2207  0.9068  0.0846 /

GPS-Gaussian [90]  27.79  0.9603  0.0397  5.IM
GHG [35] 2498 09418 00522 17.8M
Ours 2894 09615 00433 122M

LA

GP-NeRF

SMPL NHP

TransHuman Ours

Figure 5. Robustness to inaccurate SMPL. Our method, unlike
previous methods, can produce visually similar high-fidelity ren-
derings from either inaccurate fitted SMPL or the GT SMPL.

the rendering quality on the entire image.

4.2. Comparison with State-of-the-art Methods

Baselines. We compare our method against four NeRF-based
generalizable human rendering methods, including NHP
[33], GP-NeRF [9], TransHuman [55] and SHERF [23], on
THuman2.0 [87], RenderPeople [1], and ZJU-MoCap [57]
datasets, and two generalizable human Gaussian Splatting
methods including GPS-Gaussian [90] and GHG [35] only
on THuman2.0 dataset due to following reasons: (i) GPS-
Gaussian relies on RGB-D data rendered from 3D model for
training while we only have available 3D models in THu-
man2.0. (ii) The training code of GHG [35] has not been
released, we instead use their publicly-available pre-trained
model trained on THuman2.0 dataset. For fair comparison,
we retrain all baselines (except GHG) under the same train-
ing setting with 4 sparse input views, except GPS-Gaussian
because it requires at least 6 views to train.

In-domain generalization comparison. Tables 1 and 3
quantitatively compare our method with others on in-domain
generalization. As shown, our approach clearly outperforms
NeRF-based methods on THuman2.0, RenderPeople, ZJU-
MoCap datasets, and exhibits superiority over other Gaussian
Splatting based methods on THuman2.0 dataset. Figure 3
further qualitatively demonstrates that our method is able

Table 4. Ablation studies on THuman2.0 [87] dataset. Note,
“baseline” here indicates we directly feed originally fitted SMPL
points into the SPD network for coarse Gaussian regression.

Method PSNRfT SSIM1 LPIPS |
baseline 23.28 09301  0.0975
w/o pixel & voxel-level features 27.41 0.9467  0.0629
w/o pixel-level features 28.45 0.9603  0.0460
w/o voxel-level features 28.28  0.9585  0.0459
w/o coarse-to-fine Gaussian regress.  28.00 0.9563  0.0602
w/o offset estimator 28.56  0.9611 0.0439
full method 28.94  0.9615  0.0433

to generate high-fidelity human novel view renderings with
well-preserved geometry and texture details. Note, although
GHG also utilizes human template to serve as geometry
prior like us, it does not consider the possible misalignment
between template model and sparse-view images, and thus
may induce results with inaccurate geometry. As for GPS-
Gaussian, due to the difficulty to infer reliable depth from
sparse views with limited overlapping, this method tends to
produce incomplete human renderings.

Cross-domain generalization comparison. To evaluate the
cross-domain generalizability of our method, we train our
method and the compared methods on THuman2.0 dataset
and then perform comparison on three challenging datasets
including RenderPeople [1], ZJU-MoCap [57], and a real-
world dataset collected by [90], without any test-time op-
timization. As shown in Table 2, our method achieves the
best performance on all the three metrics, manifesting its
advantage in cross-domain generalization. In addition, by
comparing the visual results in Figure 4, it is clear that our
method is able to produce renderings with more accurate
geometry and finer details.

4.3. More Analysis

Ablation studies. Here we conduct ablation studies to val-
idate the effectiveness of our pixel/voxel-level features,
coarse-to-fine pixel-wise Gaussian regression, and offset
estimator. Table 4 presents the numerical results of ablation
studies on THuman2.0 dataset, where we can see that each of
the four components has a clear contribution to the success
of our method. Figure 6 further presents visual demonstra-
tion. As shown, the adoption of the pixel- and voxel-level
features benefits more accurate geometry estimation, while
the coarse-to-fine pixel-wise Gaussian regression enables our
method to capture finer details. The offset estimator helps
obtain clearer rendering by avoiding incorrect Gaussian po-
sitioning.

Robustness to inaccurate SMPL. We also validate the
robustness of our method to inaccurate SMPL models in
Figure 5, where the top row gives the results of different
methods produced with the SMPL model fitted from sparse
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w/o pix. & vox. feat. ~ w/o pixel. feat. w/o voxel. feat.

w/o coarse-to-fine

w/o offset full method ground truth

Figure 6. Ablation studies on THuman2.0 dataset. “w/o pix. & vox. feat.” refers to omitting both pixel-level and voxel-level features, while
“wi/o pixel. feat.” and “w/o voxel. feat.” correspond to ignoring pixel-level features and voxel-level features, respectively. “w/o coarse-to-fine”
means we directly use coarse Gaussians for novel view synthesis, and “w/o offset” indicates removing the offset estimator.

1.4

Fitted SMPL pcd

GT SMPL pcd

Our refined pcd

Figure 7. Comparison of our estimated prior points and GT
SMPL points. Here we project estimated SMPL points, our pre-
dicted prior points as well as the GT SMPL points provided in
dataset onto image for comparison.

views, while results on the bottom are produced from GT
SMPL model provided in dataset. As shown, despite that
the fitted SMPL model on the top is clearly inaccurate, our
method still produces high-fidelity result close to the one
produced with GT SMPL. In contrast, the use of GT SMPL
leads to significant performance increase in results of other
compared methods. Figure 7 further compares our estimated
prior points and the GT SMPL points. As shown, our prior
points are denser and capture accurate human geometry con-
formed with the GT SMPL points, effectively eliminating the
misalignment between fitted SMPL points and the images.

Limitations. As shown in Figure 8, our method may fail
to handle loose clothing, from which it is very difficult to
get a sufficient number of prior points. Besides, it may also
struggle to recover high-frequency finer details for face and
hands. Additionally, our method cannot animate or edit the
reconstructed human models, and is designed to receive only
fixed-view images as input.

Al

TransHuman Ours GT

NHP

Figure 8. Failure case. Our method fails to handle loose clothing.

5. Conclusion

We have presented RoGSplat, a robust generalizable hu-
man Gaussian Splatting that enables high-fidelity novel
views from very sparse views. The key idea lies in lifting
SMPL vertices to dense image-aligned 3D points represent-
ing human body geometry, and then performing point-based
Gaussian regression. To this end, we present image-aligned
human points prediction that integrates both pixel-level and
voxel-level features to adaptively compensate the misalign-
ment between the SMPL model and the multi-view images.
With the obtained image-aligned points, we then introduce
a coarse-to-fine pixel-wise Gaussian regression strategy to
enhance the ability to model finer details. Experiments show
that our method outperforms state-of-the-arts in photorealis-
tic novel view synthesis and cross-dataset generalization.
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