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Figure 1. We propose TurboFill, a fast image inpainting method that leverages a 3-step adversarial training scheme. With only four
diffusion steps, TurboFill outperforms the multi-step BrushNet* [11], delivering realistic details and textures with remarkable efficiency.

Abstract 1. Introduction

Image inpainting, the task of filling missing regions in an
image, has seen significant advancement with the rise of
deep generative models [1, 5, 11, 16]. Existing diffusion-
based inpainting methods have shown promising results for
various applications such as object removal, regeneration,
and text-guided object insertion.

The most straightforward way of training diffusion-
based inpainting models is to add the masked image (back-
ground conditioning) to the input channels of a pretrained
diffusion model and finetune it with inpainting data, as
shown by SDXL-inpaint [7]. However, such methods typi-
cally require fine-tuning the entire network, entailing large
training datasets and significant computational resources. In
contrast, adapter-based approaches, like BrushNet [11], uti-
lize a ControlNet [33] to capture conditioning information
and inject features into a frozen diffusion U-Net. BrushNet
achieves state-of-the-art inpainting results while incurring
relatively low training costs in terms of data and computa-
t Corresponding author tional resources, owing to the adapter’s efficiency and the

This paper introduces TurboFill, a fast image inpaint-
ing model that enhances a few-step text-to-image diffusion
model with an inpainting adapter for high-quality and ef-
ficient inpainting. While standard diffusion models gen-
erate high-quality results, they incur high computational
costs. We overcome this by training an inpainting adapter
on a few-step distilled text-to-image model, DMD?2, using a
novel 3-step adversarial training scheme to ensure realistic,
structurally consistent, and visually harmonious inpainted
regions. To evaluate TurboFill, we propose two bench-
marks: DilationBench, which tests performance across
mask sizes, and HumanBench, based on human feedback
for complex prompts. Experiments show that TurboFill out-
performs both multi-step BrushNet and few-step inpainting
methods, setting a new benchmark for high-performance in-
painting tasks. The project page is available here.
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2. Related Work

Image inpainting, a classic problem in computer vision, fo-
cuses on reconstructing missing regions in an image with
realistic and natural content. Early methods, including tra-
ditional techniques, VAEs, and GANs [2, 3, 9, 28-31], of-
ten struggled to produce high-quality results. Recently,
diffusion models have gained popularity for their ability
to generate high-quality, diverse outputs with fine-grained
control, demonstrating significant advancements over ear-
lier approaches [1, 5, 11, 16]. Diffusion models, particu-
larly the Stable Diffusion family, have introduced a robust
framework for image generation and inpainting by itera-
tively denoising latent representations. Stable Diffusion-
based methods have achieved impressive results in high-
resolution image inpainting, yet are computationally inten-
sive due to multi-step sampling.

Inpainting tasks based on diffusion models generally fol-
low two approaches: training an entire diffusion model or
incorporating external modules. The first approach, like
PowerPaint [5], CATDiffusion [6], and SDXL-Inpainting,
focuses on adapting the model itself. PowerPaint intro-
duces learnable task prompts along with tailored fine-tuning
strategies to guide the model’s focus on specific inpainting
targets, while SDXL-Inpainting [7] directly utilizes both the
background region and the mask as inputs to fine-tune a
new model. In contrast, the second approach, exemplified
by methods such as ControlNet [33] or T2I-Adapter [17],
leverages external modules to enhance the diffusion model’s
capabilities without retraining it entirely. Recent methods,
such as BrushNet [11], employ mask-specific prompts, re-
fining the generated content within the masked area for im-
proved coherence with the background.

Our method builds on these developments by leveraging
a ControlNet-like adapter for DMD2, integrating both GAN
and diffusion losses to enhance image realism and style co-
herence. By focusing on masked-region-specific prompts
and incorporating fine-grained diffusion control, our ap-
proach achieves fast and high-quality inpainting results that
align closely with user inputs and surrounding context, ad-
vancing upon prior work in speed, quality, and flexibility in
real-world applications.

3. Preliminary

The forward diffusion process gradually adds Gaussian
noise ¢; to a clean image x( by

Ty = Vo + V1 — Qe (D
where a; controls noise schedule. In the training phase,
a denoising network €y is trained to predict €; given x;,
timestep ¢ and text prompt ¢, with the diffusion loss:

L(é9) = Eupmgicnonlll €0(@e.ct) — e |7l (2)
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To enable condition generation, adapter-based methods
[11, 17, 32] introduce additional conditioning information
via a lightweight adapter, and achieve efficient training
(since the main diffusion network remains frozen), with a
slight inference overhead.

Traditionally, reverse diffusion processes necessitate a
computationally intensive multi-step iterative sampling pro-
cedure (typically 20-50 steps). Distillation techniques
[13, 15, 20, 26] have been developed to reduce this require-
ment, achieving accelerated sampling with as few as 1-4
steps. However, these distillation processes are resource-
intensive in both computational power and time. In contrast,
our approach directly trains the adapter with both the multi-
step and few-step text-to-image diffusion model, eliminat-
ing the need for a separate distillation process, thereby en-
abling more efficient training and inference.

4. Our Approach

In this work, we propose a fast inpainting model, TurbokFill,
which directly trains an inpainting adapter on top of a few-
step text-to-image diffusion model. As shown in Fig. 3,
there are three components: the fast generator, the slow
generator and the diffusion discriminator. All these three
components aim to enhance the adapter’s capability of in-
painting masked images. Specifically, the slow generator
helps the adapter to denoise the noisy latents towards the
most probable direction of realistic image generation. The
fast generator enables the adapter to generate a clean im-
age for critique during training. The diffusion discriminator
guides the adapter to generate images with better textures,
details and content harmonization. Based on these three
components, TurboFill follows a 3-step adversarial training
scheme. The training alternates between 3 steps throughout
the training process. In the following sections, we provide a
detailed description of the training procedure for each step
and the components.

4.1. Training the Adapter in Slow Generator

To capture conditioning information and introduce addi-
tional features to the diffusion model, we utilize an inpaint-
ing adapter with the same ControlNet architecture as Brush-
Net [11]. Given that SDXL is a multi-step text-to-image
generator, we designate the integration of the inpainting
adapter and SDXL as the ‘slow generator’. In contrast,
DMD?2 is a few-step text-to-image generator, so the com-
bination of the inpainting adapter and DMD?2 is named the
‘fast generator’. In both generators, conditioning informa-
tion is introduced by concatenating the noisy latent x;, the
background image latent x4, and a downsampled binary
mask m. This concatenated input is then processed by the
inpainting adapter, while z; is simultaneously fed into the
UNet. Then, the features produced by the inpainting adapter
are fused with the UNet’s features via residual connection.
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Figure 3. The training of TurboFill alternates between 3 steps: @ optimizing the adapter using the gradient of L&, and @ Lg and Lpc
are employed to update the adapter in fast generator, and @ LE. and Lp are jointly applied to update the parameters of the diffusion
discriminator module. Note that the adapters in slow generator and fast generator share same weights during training.

As shown in Fig. 3 (1), the parameters of the inpaint-
ing adapter in slow generator are updated based on the real
diffusion loss:

3)

R _ .
Lpir = Hg;n Eg. tm[0,7],e~N(0,1)
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where 7" = 1,000 and DDPM scheduler [10] is employed
to generate ;.

4.2. Training the Adapter in Fast Generator

Given that adversarial training is highly effective in min-
imizing the divergence between different distributions, we
employ adversarial training to minimize the discrepancy be-
tween real latent distribution and the fake latent distribution
{Zo}. Specifically, we first generate the clean fake latent
from the noisy latent x; with the fast generator in a single
step, as described by

— VT —=ar x fMP2 (2, [1g, T4, M), )
\/&»t )
where &; is determined by the LCM scheduler [15] and £ is
the sampled timestep. Then, the noisy version «; originated
from 2 is fed into the diffusion discriminator. Meanwhile,
to preserve the background region, zy is used to compute
the background loss.
Diffusion discriminator. As shown in Fig. 3 (2), the dif-
fusion discriminator Dy consists of the SDXL encoder, the
assistant encoder, and the convolution-based classifier. For
assistant encoder, we use the same encoder structure of in-
painting adapter. It takes concatenated noisy latent, down-
sampled binary mask, and masked image latent x, as the
input. The features extracted by the assistant encoder are
progressively integrated into the SDXL encoder. The fi-
nal feature maps are then passed through the classifier and

Tt

“)

To =
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mapped to a one-dimensional vector. Based on the vector,
we calculate Lg:

ml, )],
®)

Eg = Hgn 7Eyt,t~[0,T] [log Dgﬁ (i'Oa [xbga 5607

where T' = 1, 000.

Background preservation. For the image inpainting task,
it is essential to preserve the background region. Therefore,
for the clean fake latent 2y, we apply a reconstruction loss
to the background region to minimize the distance between
o and the clean latent x:

(6)

where © represents point-wise multiplication. Based on
AMLg + AoLpg, in this step, only the parameters of the
inpainting adapter are updated.

Lpg = ||ro ©m — Zg ®m||§,

4.3. Training the Diffusion Discriminator

When updating the discriminator, we fix the parameters of
the inpainting adapter and update the parameters of the as-
sistant encoder and classifier. Specifically, both the real
noisy latent x; and the fake noisy latent 2; are input into
the diffusion discriminator to compute the loss Lp:

—Ez, , t~j0,7) 108(1 — Dy (20, [21g, £0,m], 1)))]
- ExtﬁtN[O,T] [1Og D¢ (xta [‘Ibg7 Lty mL t))] .
@)

Although the inpainting adapter optimized only with
GAN loss can generate images, the generated images are
of inferior quality and commonly incorporate unwanted el-
ements. We attribute this issue to the limitations of the GAN
loss, which rarely assists the discriminator in comprehend-
ing the image structure. In contrast, diffusion loss excels
at scene understanding. Therefore, we introduce the fake
diffusion loss to train the discriminator while allowing the

Lp =



GAN loss to focus more on enhancing image textures and
object details. To compute the diffusion loss for the fake
noisy latent 7y, we introduce an assistant decoder, follow-
ing the assistant encoder. The fake diffusion loss is:

®)

F _ .
Lpig = min Ey, t~[0,7],e~N(0,1)

2
e = ASPX (a1, g, 0, )|

)

2

where A, represents the parameters of assistant encoder
and decoder. The combination of L. + A3Lp is used as
the loss to optimize the assistant encoder, assistant decoder
modules, and classifier.

5. Experiments

5.1. Datasets and Metrics
5.1.1. Training Dataset

To enable editing through the input of a local mask and
the corresponding prompt for the masked region, we con-
struct a dataset that includes local masks and their associ-
ated textual descriptions. Specifically, we crawl approxi-
mately 1,200, 000 images from Internet and use Florence-
2 [25] to perform the dense region caption task with the
prompt <DENSE_REGION_CAPTION>>. This task identi-
fies the main objects in the images and generates their cor-
responding short descriptions. These descriptions are then
input into SAM?2 [19] to obtain the segmentation masks for
the objects. We name this dataset as LocalCaptionData.

5.1.2. Evaluation Datasets

The commonly used public datasets in the field of image in-
painting are primarily OpenImage V6 [12], MSCOCO [14],
and BrushBench [11]. Among these, Openlmage V6 and
MSCOCO provide precise segmentation masks and bound-
ing box masks, which are used to perform inpainting on the
masked regions based on class names. BrushBench only of-
fers accurate segmentation masks, where inpainting is per-
formed on the masked regions using a global image descrip-
tion. However, considering that users typically perform in-
painting with rough masks and corresponding descriptions
(which may sometimes be complex and contain multiple
attributes), these three datasets significantly diverge from
real-world scenarios. To better simulate user operations, we
construct two evaluation datasets:
 DilationBench: The masks are created by randomly di-
lating the segmentation masks, and the prompts describe
the content within the masked area of the original image.
DilationBench contains 300 pairs of masks and prompts.
* HumanBench: The masks are manually labeled, and the
prompts are manually written. HumanBench contains
150 pairs of masks and prompts.
The descriptions and visualizations of the two benchmark
datasets are included in the supplementary material.
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5.1.3. Evaluation Metrics

To evaluate the quality of inpainted images, we use three
metrics: Q-Align [23], CLIPIQA+ [22], TOPIQ [4]. They
assess visual quality from different perspectives. Q-Align,
which leverages a large language model (LLM) to gener-
ate visual scores, is state-of-the-art on various Image Qual-
ity Assessment (IQA) leaderboards'. Excluding Q-Align,
CLIPIQA+ and TOPIQ rank first in non-reference and im-
age aesthetic benchmarks, respectively, making them reli-
able indicators of visual quality and providing complemen-
tary insights. For a more comprehensive evaluation of in-
painting results, we consider not only the masked region
but also the entire image, ensuring that both local quality in
the inpainted area and overall visual coherence across the
entire image are assessed. To measure the consistency be-
tween the text and the content generated in the mask region,
we use the CLIP Similarity metric [18]. Higher values for
all four metrics indicate better performance.

5.2. Experimental Settings
5.2.1. Network Configurations

Inpainting adapter adopts the same architecture as Brush-
Net, with modifications to the SDXL model. Specifically,
the self-attention and cross-attention modules are removed.
Note that our approach does not impose any architectural
constraints on inpainting adapter. Assistant also adopts
U-Net like structure, for simiplity, we directly adopt the
same architecture as inpainting adapter. The classifier is
composed of convolutional layers, GroupNorm [24], and
SiL.U [8] activation, which together map the feature map
to a 1-dimensional vector. The details of classifier are de-
scribed in the supplementary material.

When using SDXL as the base model for noise pre-
diction, we employ a DDIM scheduler [21] and sample
randomly from 1,000 timesteps. In contrast, when us-
ing DMD?2 as the base model, we use an LCM sched-
uler [15] and randomly sample from four specific timesteps:
{999, 749,499, 249}.

5.2.2. Implementation Details

All experiments are performed on 8§ A100 GPUs with 80GB
memory. During training, the learning rate for parameter
updates is set to le-5, with a batch size of 2 and gradient
accumulation steps configured to 4. We adopt mixed pre-
cision to optimize computational efficiency. Aj, A2, A3 are
set to le™3, le~ !, and le~2, respectively. All models are
trained for 40K iterations using the AdamW optimizer.

5.3. Quantitative Comparisons

We compare TurboFill with existing state-of-the-art im-
age inpainting methods, namely BLD [1], HD-Painter [16],

https://iqa-pytorch.readthedocs.io/en/latest/benchmark.html
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Figure 4. Comparison of previous inpainting methods and BrushNet on DilationBench. Compared to other methods, TurboFill generates
more realistic details and textures in just 4 steps, while achieving good scene harmonization. (Zoom in for best view)

SDXL-Inpainting!, BrushNet-Rand [11], and Power-
Paint [5]. All of these methods follow a multi-step ap-
proach, requiring 50 steps during inference to generate in-
painting results. While BrushNet-Rand, trained with ran-
dom masks, effectively handles imprecise masks and uses a
full image description during inference, the other methods
rely only on descriptions of the masked region.

Since we adopt the architecture design of BrushNet, for
fair comparison, we also train BrushNet using LocalCap-
tionData, referring to this configuration as BrushNet*. No-
tably, BrushNet, as an external module, can be directly

https://huggingface.co/diffusers/stable-diffusion-xI-1.0-inpainting-
0.1
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adapted into a 4-step diffusion model (e.g., DMD2) to
form a 4-step BrushNet configuration. In contrast, meth-
ods such as HD-Painter and SDXL-Inpainting, which mod-
ify the base model structure, cannot integrate with a 4-step
diffusion model. PowerPaint V2, an advanced version of
BrushNet and SD1.5, incorporates learnable task prompts
and specialized fine-tuning strategies across four distinct in-
painting tasks. However, since PowerPaint lacks an SDXL
version, it cannot be adapted to a 4-step DMD2 model.

Comparative results for these methods on both Dilation-
Bench and HumanBench datasets are presented in Tab. |
and Tab. 2. Given that HumanBench, like real inpaint-
ing tasks, does not provide a global description of the en-






Settings Mask Region Quality Whole Image Quality Text-Align
Q-Align CLIPIQA+ TOPIQ | Q-Align CLIPIQA+ TOPIQ | CLIP Sim
TurboFill | 4.5703 0.7332 52753 | 4.7227 0.7111 5.5392 25.352
—Lpc 4.3672 0.6858 5.0262 | 4.5469 0.6570 5.3826 25.335
—LE 4.1875 0.6554 4.8695 | 4.4922 0.6426 5.3297 25.062
—RE.q 4.0664 0.6322 4.8497 | 4.4492 0.6412 5.3062 24.875

Table 3. The effectiveness of different losses.
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Figure 5. The effectiveness of LocalCaptionData. All results are
obtained based on 4-step DMD2. (Zoom in for best view)
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Figure 6. The effectiveness of different losses. From left to right,
we progressively remove specific losses. (Zoom in for best view)

tively weak text alignment capabilities, as shown in Fig. 5.
In cases where BrushNet attempts to generate content sim-
ilar or semantically related to existing objects in the image,
it often either defaults to complete the background or shifts
focus to other categories in the prompt (e.g., a cat). Fur-
thermore, relying on a global prompt limits BrushNet’s ef-
fectiveness in handling more complex prompts. By using
LocalCaptionData, BrushNet* effectively overcomes these
limitations without any changes to the training approach, re-
sulting in a significant improvement in text alignment per-
formance. Additionally, TurboFill demonstrates superior
performance in generating fine details.
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From top to down, we progressively remove specific losses.

5.6. Ablation Studies.

Starting from TurboFill, we remove Lpg, L4, and L.+
in sequence, with quantitative and qualitative results shown
in Fig. 6 and Tab. 3. When Lp¢ is removed, there is a
clear performance drop in all metrics. In the visualizations,
we see that without Lp, the color of background region
changes noticeably, creating a sharp boundary between the
fill-in and background regions. Further removing Egiﬁ in-
troduces conflicting elements (i.e., house) in the fill-in re-
gion, suggesting the discriminator fails to fully capture the
holistic scene. Finally, without L&, relying only on GAN
loss, the inpainted images exhibit not only inconsistencies
with the background but also poor texture and detail. This
highlights that GAN loss alone struggles to close the gap
between fake and real latents. Only when combining £5.¢,
LE. ., and Lpc in GAN training does the model achieve
enhanced texture, detail, and effective scene harmonization
between fill-in and background regions.

6. Conclusion

In this work, we introduce TurboFill, a fast inpainting
model designed to address the computational and quality
challenges in diffusion-based inpainting tasks. By directly
training an inpainting adapter on a few-step distilled text-to-
image diffusion model, TurboFill achieves state-of-the-art
inpainting results with significantly smaller inference costs.
The proposed three-step adversarial training scheme, incor-
porating both GAN and diffusion losses, ensures the gener-
ation of realistic and harmonious content with fine textures
and structural coherence. To evaluate TurboFill’s perfor-
mance, we introduce two new benchmarks, DilationBench
and HumanBench, which provide robust evaluations across
varying mask complexities and user-centric scenarios. Ex-
perimental results demonstrate TurboFill’s ability to outper-
form existing few-step and multi-step BrushNet, setting a
new benchmark for practical and efficient inpainting.
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