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Abstract

Recent graph-based multi-view clustering (GMVC) meth-
ods typically encode view features into high-dimensional
spaces and construct graphs based on distance similarity.
However, the high dimensionality of the embeddings often
leads to the hubness problem, where a few points repeat-
edly appear in the nearest neighbor lists of other points.
We show that this negatively impacts the extracted graph
structures and message passing, thus degrading clustering
performance. To the best of our knowledge, we are the first to
highlight the detrimental effect of hubness in GMVC methods
and introduce the hubREP (hub-aware Representation Em-
bedding and Pairing) framework. Specifically, we propose
a simple yet effective encoder that reduces hubness while
preserving neighborhood topology within each view. Addi-
tionally, we propose a hub-aware pairing module to main-
tain structure consistency across views, efficiently enhancing
the view-specific representations. The proposed hubREP is
lightweight compared to the conventional autoencoders used
in state-of-the-art GMVC methods and can be integrated into
existing GMVC methods that mostly focus on novel fusion
mechanisms, further boosting their performance. Compre-
hensive experiments performed on eight benchmarks con-
firm the superiority of our method. The code is available at
https://github.com/zmxul96/hubREP.

1. Introduction

Multi-view data, providing diverse information from various
domains or sensors of the same target, has gained significant
attention in complex tasks, including autonomous driving
[39] and disease analysis [26]. In the unsupervised context,
multi-view clustering (MVC) [17, 40] aims to leverage the
consistent and complementary information inherent in multi-
view data to group samples into distinct clusters.

In light of the exceptional performance of deep neural
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Figure 1. Integragating our proposed hubREP into a standard
autoencoder-based approach (SAE) and DMCAG [8] empirically
reduces the hubness metric while improving clustering performance
over three multi-view datasets, i.e., BBCSport, BDGP and Reuters.
Arrows illustrate how methods improve with hubREP.

networks [16], the past few years have seen a surge in deep
MVC methods. One group of approaches focuses on sub-
space learning [14, 27, 29, 47], which seeks to find a com-
mon latent space for aligning and clustering multi-view data,
frequently employing contrastive learning techniques. Alter-
natively, another group of methods [18, 32, 50] addresses
MVC via adversarial learning, utilizing generators and dis-
criminators to align latent representations by minimizing
discrepancies across views. Despite achieving remarkable
performance, the above two groups neglect the intrinsic topo-
logical structure of multi-view data, which is inherently fitted
to clustering tasks.

To fully leverage the underlying topology of multi-
view data, deep graph-based MVC (GMVC) has become
a dominant branch, with a majority profiting from the abil-
ity of graph neural networks (GNNs) to aggregate neigh-
bor information. In particular, these methods exploit view-
specific graphs that have been built either by leveraging raw
data [37, 43] or more recently via latent embeddings [8, 25]
and focus on designing various mechanisms to effectively
fuse these view-specific graphs [34, 43].

In this work, we argue that instead of focusing on the de-
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sign of novel fusion approaches for the view-specific graphs,
we need to focus on the root cause of the problem by un-
derstanding and improving the quality of the underlying
representations that these graphs are built upon. In partic-
ular, current state-of-the-art GMVC approaches, leverage
deep autoenoders (AEs) to learn embeddings and then con-
struct similarity-based k-Nearest Neighbor (kNN) graphs
from them. This leads to two particular shortcomings. (1)
These methods are particularly affected by the hubness prob-
lem [23, 24], where certain points frequently appear in the
nearest neighbor lists of other points, resulting in sub-optimal
graph construction. (2) By leveraging deep AEs to obtain the
latent representations, they typically do not explicitly encour-
age the preservation of neighborhood information, leading
to sub-optimal embeddings for the clustering-oriented graph
generation.

To address the above two challenges jointly, we first con-
duct empirical studies demonstrating that GMVC is indeed
vulnerable to hubness and that hubness reduction techniques
can mitigate performance degradation. Based on these in-
sights, we propose a simple yet effective GMVC frame-
work, hub-aware Representation Embedding and Pairing
for Graph-Based Multi-View Clustering (hubREP). Our ap-
proach departs from the autoencoder paradigm and leverages
a novel hubness-aware view-specific encoder that encour-
ages embeddings to be uniformly spread on a hypersphere,
which provably reduces hubness [28], while at the same time
ensuring that we learn structure-aware embeddings that facil-
itate graph construction and GNN message passing. Figure 1
shows the effectiveness and flexibility of hubREP in mitigat-
ing hubness while enhancing clustering performance over
existing methods. Besides the hubness-reduction for each
view, we additionally leverage a hub-aware pairing across
views by employing a consistency loss that aligns structures
across views.

In summary, our major contributions are as follows:

* We provide the first demonstration that the hubness prob-
lem is an important underlying issue in multi-view clus-
tering and is harmful to GMVC methods. This analysis
motivates our study.

* We propose a simple but effective view-specific encoder
to eliminate hubs while preserving local structures of sam-
ples for better graph construction. Moreover, the proposed
encoder can be flexibly plugged into prior GMVC methods
that tend to focus on the fusion aspect, leading to improved
performance (see Figure 1).

* We propose a cross-view pairing approach with a hub-
aware pairing mechanism to maintain structural consis-
tency among different views.

* We provide an extensive empirical evaluation, with results
conveying the effectiveness and superiority of the proposed
method.

2. Related Work

Deep Graph-based Multi-view Clustering. Over the years,
deep MVC has leveraged the powerful capability of deep
learning, allowing for deeper analysis through deep sub-
space methods [13, 29, 47, 48], deep adversarial methods
[18, 32, 50], and deep graph-based methods [25, 33], en-
abling richer representations of multi-view data. In recent
years, Graph Neural Networks (GNNs) [41] have garnered
substantial attention due to their ability to explore both struc-
tural and content information within data samples. While
early approaches [32, 37, 43] prepare view-specific graphs
for GNNss from the original data representation, more recent
approaches [8, 21, 22, 25] have constructed graphs from
latent embeddings. Among these, DFMVC [25] employs
deep autoencoders to extract embedded features and latent
graphs per view, creating a fusion graph and global feature
for graph convolution. DMCAG [8] focuses on building
anchor graphs from subspace representations and refines em-
beddings with pseudo-labels. While these methods explore
latent topology for each view, they ignore the hubness prob-
lem in high-dimensional spaces. Further, the autoencoder
they employed is not specifically designed for GNN-based
clustering and lacks local structure preservation. On the con-
trary, our method is designed to explicitly address the hub-
ness problem and simultaneously maintain the view-specific
topology structure in the data, boosting the clustering perfor-
mance.

The Hubness Problem. Hubness is an intrinsic property
of high-dimensional representation spaces, where certain
data points, known as hubs, frequently emerge among the
nearest neighbors of numerous other points [24]. Therefore,
hubs significantly influence graph-based tasks like distance-
based graph construction and message propagation. Several
communities such as cross-model retrieval [3, 38] and zero-
shot or few-shot learning [6, 9, 28, 42] have witnessed the
negative impact of the hubness problem. As a remedy, var-
ious normalization methods have been utilized to project
the representations onto a hypersphere [11, 36], which help
reduce hubness but do not guarantee a zero data mean, a
prerequisite to eliminate hubness. Trosten et al. [28] aimed
to address this problem by proposing an embedding projec-
tion method nohub to reduce the hubness theoretically for
transductive few-shot learning. However, this optimization-
based approach is limited to approaches with fixed represen-
tations (transductive setting) as the approach does not learn
a parametric mapping and lacks an out-of-sample extension,
requiring retraining for new unseen samples. To address the
hubness problem in GMVC, we instead introduce a paramet-
ric encoder that is able to learn a direct mapping from the
input space to a latent space where hubness is reduced, while
structure is preserved.
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Figure 2. Empirical Studies. (a) Normalized frequency histograms of k-occurrence with different dimensions in BBCSport. The x-axis
denotes N (x).(b) The relationship between dimension and skewness (SK), a measure of hubness, on five datasets. (c) Clustering accuracy
(bar chart) and SK value (dot line) across different hubness reduction techniques. (d) The relationship between dimension and clustering
performance on five datasets. (e) Correlation between SK and clustering accuracy. (f) Correlation between SK and clustering performance,

measured in terms of normalized mutual information (NMI).
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Figure 3. Visualization of the absolute difference of Ny (z") across
two different views for the BBCSport dataset.

3. Motivation

Over the past decades, the hubness phenomenon has been
neglected in the context of multi-view clustering. Instead,
within graph neural network-based multi-view clustering
(GMVC), existing approaches have focused on novel ap-
proaches for the fusion of the multi-view embeddings. To
systematically investigate the role of hubness in GMVC, we
propose a series of empirical studies aimed at examining both
the impact of hubness on clustering performance and the lim-
itations of current autoencoder (AE)-based approaches in
handling the hubness and structure-preservation problem.
To evaluate the fundamental issues of view-specific embed-
dings, we focus on the core aspects of current state-of-the-art
models, excluding different fusion approaches. Specifically,

we use autoencoders as the view-specific embedding back-
bone and graph autoencoders to explore sample topology.
K-means is then applied to the average-fused representation
for clustering. Let Ny (z) denote the k-occurrence, the num-
ber of times a sample x appears as a k-nearest neighbor to
other samples, we use the skewness (SK) metric [23] to de-
scribe the asymmetry of the N (x) distribution. A positive
SK value signifies a right-skewed distribution, where the
tail extends to the right. The greater the SK value, the more
severe the hubness problem, as more points become hubs.
Additional implementation details of the model and metrics
can be found in the supplementary materials.

(I) Sensitivity to the Hubness Problem

Observation 1: Prevalence of the hubness problem in
MVC. Let d denotes the dimensionality of the representa-
tion in the latent space of the AE. In Figure 2a, we present
the normalized frequency of hub occurrences across various
d on the BBCSport dataset. As d increases, the histogram
becomes more right-skewed, indicating that a larger num-
ber of samples frequently appear in the neighborhoods of
other samples. To confirm that this hubness problem is not
dataset-specific, we expanded our analysis on more datasets,
as shown in Figure 2b, consistently observing hubness across
different data. Besides, we also visualize the absolute differ-
ence of Ny (z") between two views in Figure 3, observing
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that the same sample holds different hubness scores in differ-
ent views, highlighting the importance of aligning cross-view
hubness to maintain multi-view consistency.

Observation 2: Reducing hubness by reducing dimen-
sionality hurts performance. Even though autoencoders
are designed to embed high-dimensional data into a lower-
dimensional latent space, our empirical studies on five com-
mon benchmarks' reveal that excessive dimensionality re-
duction can lead to significant information loss. Specifically,
we varied d over the set {10, 64, 128, 256, 512, 1024}. As
shown in Figure 2d, simply reducing dimensionality to avoid
the hubness problem can result in suboptimal clustering per-
formance due to the potential loss of critical information
during data compression.

Observation 3: Reducing hubness enhances GNN-based
MYVC. Building on the previous observations, we turn to ex-
isting simple embedding approaches, including L2 normal-
ization [36], Z-score normalization (ZN) [11], and centered
L2-normalization (CL2N) [36], which have been shown to
reduce hubness effectively in the context of FSL. Specifically,
we examine the impact of these techniques on clustering per-
formance and hubness. Here d = 1024. In Figure 2c, all five
datasets exhibit a consistent trend: each hubness reduction
technique successfully decreases hubness while simultane-
ously improving clustering performance. To better quan-
tify the relationship between hubness and clustering perfor-
mance, we further performed correlation analyses over eight
datasets with Pearson correlation coefficients [7], which can
assess the linear relationship between two variables. Here
we include three additional datasets beyond the previous five
to further emphasize the importance of the problem (see Sup-
plementary for the dataset details). As depicted in Figure 2e
and Figure 2f, there is a strong, statistically significant nega-
tive correlation (r<1, p-value<0.05) between hubness (SK)
and clustering performance (ACC, NMI). This demonstrates
that the embedding-based hubness reduction techniques can
further enhance the performance of GMVC, indicating the
potential that hubness-aware GMVC approaches could have.

(II) Lack of Local Structure Preservation

Given multi-view data {X"}Y_,, where X" = {2?}¥,
represents the data samples in view v and z? € R%, with N
and d,, denoting the number of samples and the dimension
of the v-th view data, respectively. In general, conventional
deep autoencoders in multi-view clustering can be expressed
as minimizing the reconstruction function as follows:

Sy

v=1 i=1

— gae(fap@E@)IE, @)

dutoencoder

where f4 () and g% 5 (-) are the view-specific encoders and
decoders. || - || = denotes the Frobenius norm. This objective
maximizes a lower bound of the Mutual Information between

!Dataset details are provided in Sec. 5.1.

Figure 4. Overview of our proposed hubREP. The main goal of
hubREDP is to provide better view-specific representations for the
clustering-oriented graph construction. In hubREP, we first perform
hub reduction and neighbor structure preservation for each view,
while paring different views through hub-aware alignment. The
resulting embeddings and graphs are then fed into graph autoen-
coders for the consensus representation, followed by the K-means
clustering algorithm.

x¥ and latent representation f% (x¥) [31]. However, it does
not explicitly consider the preservation of local structure.
In other words, if two samples x; and x; are similar in the
original space, there is no guarantee of the closeness of their
latent representations f% (x;) and f% z(z;). As a result, the
deep autoencoder may obtain sub-optimal latent embeddings.
An ideal encoder f£ for GMVC, on the other hand, should
also transform the pairwise relations among samples.

To this end, we seek to propose a hub-aware embedding
framework designed to: (1) eliminate hubs, thereby prevent-
ing severe error propagation in subsequent graph neural
network layers; (2) align cross-view samples for inter-view
consistency; (3) preserve the local structure of data to enable
better view-specific graph construction with higher quality.

4. Method

Motivated by the analysis and empirical observations in
Sec. 3, we propose a simple yet effective framework, dubbed
hubREDP, as illustrated in Figure 4, to embed data into hub-
aware representations in the context of GMVC. Specifically,
for intra-view data, we replace the typical encoder-decoder
structure with hub-aware encoders to reduce hubness while
preserving structure relations. For the inter-view aspect, we
propose a hub-aware cross-view paring objective, ensuring
that the core structure of the data is preserved across views.

4.1. View-specific Hub-aware Feature Embedding

Previous graph-based methods primarily focus on novel fu-
sion strategies and neglect the quality of the underlying
embeddings. In this work we demonstrate that the way these
embeddings are currently obtained is inherently flawed, re-
sulting in sub-optimal downstream clustering performance
(see Sec. 3). Building on these insights and in order to ad-
dress this fundamental problem of current approaches, we
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propose a new approach to construct effective view-specific
feature embeddings. Our approach is designed to address the
hubness problem and preserve neighborhood information,
resulting in feature embeddings that are well-suited for graph
construction in multi-view clustering.

We demonstrated in the previous section, that simple nor-
malization techniques like L2, ZN, and CL2N can reduce
hubness and improve performance by projecting points onto
a hypersphere, a geometry that is more suited to reducing the
hubness problem [11, 28]. However, these methods do not
encourage representations to be uniform spread across the
hypersphere or zero-mean embeddings, which is required to
eliminate hubness [28]. Further, they neglect local neighbor-
hood preservation, resulting in suboptimal performance.

In transductive few-shot learning (TFSL), this has re-
sulted in the design of novel embedding approaches [28]
that directly optimize the embeddings to adhere to the de-
sired properties, following a t-SNE [30] inspired approach.
However, by directly optimizing the embeddings, no map-
ping function is learned from the original (pre-normalized)
embedding to the normalized embeddings. While this is
not a problem in TFSL, where the original embeddings are
assumed fixed and the mapping is not required, it is not appli-
cable for multi-view clustering approaches, where we need
to learn the embedding function.

Inspired by the theoretical study of [28], we therefore
propose a new parametric hub-aware embedding approach
for GMVC. Specifically, given the input space X'V and the
hidden latent space H", we are interested in learning the
non-linear mapping in each view f¥ : X¥ — H".

To ensure neighborhood preservation, while at the same
time avoiding the need for an encoder-decoder structure,
we define similarities in the input space and the embed-
ding space using a softmax over pairwise cosine similarities.
Specifically, in the input space XY, we compute pairwise
similarity p}; = %(p” -+ pY ), where the conditional proba-

R ilj T2l
bility pij; 18 formulated as:

exp (ki(ay "@3)/||=7]l]|23]])

2bm P (Ri(zy T xh) /[l

pf‘ i (2)

where r; is set such that the effective neighborhood of
27 consists of a pre-defined number of neighbors, thus con-
trolling the scale of the neighborhood.” Here, b and m are
sample indices iterating over all sample pairs.

= exp (mf”(m§’|@”)—'—f”(x’j|@”))
Y 2 mexp (R (2|07 T o (a,|0Y))
where points x} /; are embedded via the parametric mapping

function (the view-specific encoder) f*(z},;|©"), which is
parameterized by ©%, and & is a hyperparameter. Note, this

3)

2Details on the computation of r; are included in the supplementary Sec. 3.

setup follows [28] and [30], with key differences: unlike [30],
our embedding space is a hypersphere, and unlike both [28]
and [30] our embeddings are parameterized mappings from
the input. To learn the non-linear mapping f*, parameterized
by O, to preserve the local neighborhood structure, we
optimize the KL divergence, resulting in:

p?’.
arg min K L(P = arg min Y.log —L. (4
gmin KL(P||Q) = argmin > pi; log -

irj “

This optimization can be decomposed into optimizing a
combination of two losses, one encouraging the preservation
of neighborhood information and one encouraging a uniform
embedding on the hypersphere?, resulting in:

Li=—(1-2)) Zfﬂpé’j (f*(al0") T f*(z5]10"))

Neighborhood Preservation L.,

+ )xlogz Zexp (kfo(xp|©Y) T f2(22,10)), (5)

v bm

Hubness Reduction Ly,,-

where a trade-off parameter ) is introduced to control the
impact of each of the terms. The neighborhood preservation
term L,,;, will be minimized if highly similar points in the in-
put space (large p;;) have a high similarity in the embedding
space. While the hubness reduction term Ly, corresponds
to the negative entropy on the sphere, thus encouraging em-
beddings to be spread out uniformly on the sphere, thereby
reducing hubness. Optimizing this loss allows us to train a
view-specific hub-aware encoder that efficiently ensures that
representations exhibit reduced hubness while ensuring that
local structural information is preserved.

4.2. Hub-aware Cross-view Pairing

Representation alignment is a crucial component of deep
multi-view clustering. Recent methods commonly employ
contrastive learning to consider pairwise similarity by
pulling similar samples closer and pushing different samples
apart. However, these methods often struggle with negative
sample selection. Although some work turns to directly align-
ing view-specific structures [44, 48], they primarily treat
each sample equally, leading to sub-optimal performance. In
addition, their graphs built from kNN are generally sparse,
overlooking relations between samples. Unlike these pre-
vious works, we propose a hub-aware cross-view pairing
loss, aiming to effectively align pairwise structures across
different views.

Specifically, we introduce the hubness score to dynami-
cally adjust the weight of each sample for each view. Given
embedding H” = {hY} , from the view-specific encoder,

3See supplementary Sec. 3 for the derivation.
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the hubness score s(h?) of sample h¥ can be formulated as
follows:

N
s(hy) =Y 1 (hY € KNN(RY)) + ¢, (6)
i=1
where 1(-) is the Iverson bracket indicator function that
returns 1 when the condition is true and 0 otherwise. Here,
we introduce a small value € to ensure that s(h?) is positive,
taking outliers into account; KNN(h?) represents the set
of k-nearest neighbors of the sample h]. As demonstrated
in Sec. 3, for the same sample, the hubness score varies
across views, resulting in different hubness distributions.
Generally speaking, hubs exhibit a centrical property and are
statistically significant among all samples. Therefore, they
should receive more attention during cross-view alignment.
To this end, the proposed hub-aware cross-view pairing loss
can be defined as:

1
['c _ V Z H(SuSUT) o) (HuHuT _ HUHUT)”%‘, (7)
vFEU
where ® denotes the element-wise multiplication operation
and S*,S” € R¥ denote the hubness scores for the u;, and
v, Views, respectively.

4.3. Graph Autoencoder

Given latent embedding H” in each view, we first build
view-specific graph A” via the kNN algorithm. To fully
leverage graph structure information, we further utilize graph
autoencoders [10] to enhance view-specific representations
by aggregating structural information from neighbors.
Graph Encoder. For each view v, we then employ a graph
encoder ¢V (+) to aggregate information from neighbor sam-
ples. The representation is updated as follows:

Zyy =0 (A'Zjy Wi +bfy ), ®

where AV = ]5'“_% K“f)'“_éis the symmetrically normal-
ized adjacency matrix, with D" representing the degree ma-
trix of AY = A¥ + I. A" is the original adjacency matrix
and I is the identity matrix. Here, Z} € RN*di denotes
the hidden feature matrix at the [-th layer for view v, with
ZE’()) = HY" being the initial feature matrix. o(-) denotes the
activation function.

Graph Decoder. The decoder d¥(-) includes reconstruct-
ing both the feature and adjacency matrices for each view
v, ensuring that the latent embeddings retain both at-
tribute information and graph structure. Concretely, we in-
troduce a feature-level decoder e”(-) and a structure-level
decoder ¢ (-), thereby obtaining reconstructed embedding
HY = ¢¥(Z") and reconstructed graphs AV = t"(Z") =
sigmoid(Z*Z""). The reconstruction loss of the graph au-
toencoder can then be formulated as:

2 v N
AY — A” 9
F+;H ©)

2
» .

14
»Cgrec = Z HHU - I:IU
v=1

Datasets Views Dimension Samples  Clusters
3Sources 3 3560/3631/3068 169 6
BBCSport 2 3183/3203 544 5
BDGP 2 1750/79 2500 5
MNIST-USPS 2 784/784 5000 10
Hdigit 2 784/256 10000 10
Reuters 5 2000/2000/2000/2000/2000 1200 6
Animal 4 2689/2000/2001/2000 11673 20
Noisyminist 2 784/784 15000 10

Table 1. Details of the multi-view datasets considered in this work.

4.4. The Overall Loss Function.

In summary, we avoid the need for view-specific decoders
and introduce a simple yet effective encoder that produces
hub-aware embeddings and cross-view pairing for GMVC,
which jointly enhances the preservation of neighborhood re-
lationships, mitigates the hubness problem and aligns struc-
tures across views.

The overall loss function can therefore be defined as:

L :‘cgrec"i_a‘cs_"ﬁ‘cca (10)

where o and f3 are trade-off parameters. Finally, we obtain
the desired view-specific embeddings, which are then passed
through a K-means clustering algorithm after average fusion
to yield the final clustering results.

5. Experiment
5.1. Setup

Datasets, Evaluation Metrics, and Implementation De-
tails. The experiments are carried out on eight public multi-
view datasets, including 3Sources 4 BBCSport 5 BDGP [4],
MNIST-USPS [20], Hdigit [5], Reuters [2], Animal [15]
and Noisyminist [35] (see Table 1). For evaluation of clus-
tering performance, we employ seven common metrics [1],
i.e., accuracy (ACC), normalized mutual information (NMI),
adjusted rand index (ARI), purity (PUR), precision (PRE),
recall (REC), and Fl-score (F1) to assess clustering per-
formance. For the hubness, we measure the skewness (SK)
[24] and hub occurrence (HO) [12]. In our experiment, we
perform end-to-end training and do not need to pertain the
view-specific decoders. More experimental details are pro-
vided in the supplementary Sec. 5.

Baselines. In this paper, we compare our model with 10 state-
of-the-art methods, including adversarial-based approaches
[50], subspace-based methods [29, 44—46] and graph-based
approaches [8, 19, 43, 45, 49]. For a fair comparison, all the
baseline methods are executed with recommended parame-
ters or by performing a parameter search to achieve optimal
performance.

4http://mlg.ucd.ie/datasets/3sources.html
5http://mlq.ucd.ie/datasets/seqment.html
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3Sources Animal

Method ACC NMI ARI PUR PRE Fl1 ACC NMI ARI PUR PRE F1

MCGC (TIP*19[49]) 0.4201  0.1491 0.0060 0.4852 0.2350 0.3525 0.1387 0.0636 0.1391 0.1293  0.0703 0.0241
EAMC (CVPR*20[50]) 0.3018 0.0899 0.0450 0.4615 0.2948 0.2515 0.2557 0.4031 0.1009 03062 0.1975 0.2255
MFLVC (CVPR'22[44]) 04899 0.3279 0.2103 0.5763 03687 0.4115 0.1964 0.1813 0.0712 0.2386 0.1182 0.1259
AECoDDC (cvpPr23[29) 03609 0.1712  0.0947 0.5325 0.3494 0.3000 0.2796 0.3841 0.1661 0.3229 0.1864 0.1862
GCFAgg (CVPR'23[46]) 0.5030 0.4202 0.2704 0.6154 0.4220 0.4638 0.1441 0.1350 0.0615 0.2044 0.1097 0.1176
DFP-GNN TMM23[43] 0.6450 0.5812 0.5451 0.7396 0.6352 0.6384 0.1856 0.1399 0.0667 0.2226 0.1117 0.1291
DMCAG (1ICAT23[8]) 0.5562 0.4079 0.3289 0.4793 0.5555 0.4822 0.2864 0.4049 0.1689 0.3359 0.1912 0.1878
S2MVTC (CVPR'24{19]) 0.3018 0.0868 0.0124 0.4083 0.2413 0.2542 0.2127 0.1637 0.0689 0.2249 0.1108 0.1357
MVCAN (CVPR*24[45]) 0.4260 0.2972  0.1265 0.5030 0.4299 0.4532 0.1303 0.1048 0.0196 0.1854 0.0891 0.1526
SURER (AAAT'24[34]) 0.7160 0.5713  0.5551 0.7515 0.6045 0.6837 OOM OOM OOM OOM OOM OOM
Ours 0.9290 0.8246 0.8519 0.9408 0.8692 0.8712 0.2966 0.4904 0.2071 0.3590 0.2334 0.2334

BDGP MNIST-USPS

Method ACC NMI ARI PUR PRE F1 ACC NMI ARI PUR PRE F1

MCGC (TIP’19[49]) 04964 0.2743 0.2463 04964 03767 0.4102 04610 0.5271 0.4676 0.4820 0.3182 0.3761
EAMC (CVPR’20[50]) 0.5172  0.2977 0.2331 0.5944 03977 04114 05452 05120 0.3566 0.5720 0.4476 0.4943
MFLVC (CVPR22[44]) 0.9832 0.9441 0.9586 0.9832 0.9673 0.9672 0.9936 0.9818 0.9858 0.9936 0.9873 0.9873
AECoDDC (cvPr23[29]) 0.4176 0.2164 0.1466 0.5528 0.3213 0.3205 0.9161 0.9367 0.8988 0.9326 0.9172 0.9270
GCFAgg (CVPR'23[46]) 0.5128 0.3797 0.2541 0.5228 0.4242 0.4267 0.9714 0.9355 0.9380 0.9750 0.9448 0.9448
DFP-GNN TMM'23[43] 0.9676 0.9071 0.9208 0.9708 0.9382 09381 09161 0.9367 0.8988 0.9326 0.9172 0.9270
DMCAG (1ICAI'23[8]) 0.9776  0.9396 0.9453 0.8036 0.9571 09571 0.9794 0.9577 0.9556 0.9814 0.9618 0.9617
S2MVTC (CVPR*24[19]) 0.5308 03614 0.1999 0.5308 0.3268 0.3912 0.4002 0.3369 0.2142 04120 0.2862 0.2950
MVCAN (CVPR’24[45]) 0.8284 0.7149 0.8300 0.8300 0.7570 0.7480 0.9822 0.9611 0.9652 0.9568 0.9653 0.9652
SURER (AAAI'24[34]) 0.9736 09194 0.9352 0.9860 0.9490 0.9491 0.6393 0.5787 0.3714 0.6634 0.5445 0.5653
Ours 0.9868 0.9538 0.9674 0.9916 0.9740 0.9740 0.9572 0.9090 0.9084 0.9592 0.9191 0.9190

Reuters Noisymnist

Method ACC NMI ARI PUR PRE Fl1 ACC NMI ARI PUR PRE Fl1

MCGC (TIP*19[49]) 0.1842  0.0409 0.2058 0.2836 0.1673 0.0031 0.4863 0.5399 0.4063 0.4971 0.3390 0.4930
EAMC (CVPR*20[50]) 02783  0.0596 0.0474 0.3592 02032 0.2267 0.3239 0.2642 0.1451 03483 0.2476 0.2483
MFLVC (CVPR22[44]) 03625 0.1508 0.1042 0.3817 0.2567 0.2567 02497 0.2054 0.0778 0.1905 0.1905 0.2609
AECoDDC (cvpPr23[29)  0.3583  0.1364 0.0942 0.4067 0.2476 0.2489 0.6407 0.5069 0.4356 0.6421 0.4921 0.4908
GCFAgg (CVPR’23[46]) 04667 0.2333  0.1925 0.5083 03341 03336 03249 0.2501 0.1574 0.3653 0.2431 0.2427
DFP-GNN TMM’23[43] 05117 0.3089 0.2293 0.5558 0.3716 0.3683 0.4649 04416 0.2864 0.5566 0.4051 0.3758
DMCAG (1ICAT23[8]) 0.5908 0.3551 0.3029 0.6083 0.4246 0.4242 0.3215 0.2556 0.1447 03585 0.2576 0.2587
SZMVTC (CVPR'24[19]) 03325 02132 0.1135 0.3833 0.2333 0.3074 0.3091 0.1808 0.1313 0.3173 0.1999 0.2328
MVCAN (CVPR*24[45]) 0.3825 0.2553 0.1546 04775 03211 03735 0.5457 0.5118 0.3965 0.6058 0.4671 0.4699
SURER (AAAT'24[34]) 0.4575 02653 0.1782 0.4925 0.3251 0.3859 03432 0.2874 0.1477 0.3805 0.2789 0.2827
Ours 0.6533 0.4330 0.3628 0.6567 0.4921 0.4946 0.6815 0.6802 0.5785 0.6898 0.6205 0.6220

Hdigit BBCSport

Method ACC NMI ARI PUR PRE F1 ACC NMI ARI PUR PRE F1

MCGC (TIP*19[49]) 0.5723 0.6174 0.5196 0.5725 0.4349 0.5841 03511 0.0244 0.0091 03713 0.2424 0.3672
EAMC (CVPR20[50]) 04803 0.4008 0.2389 0.5066 0.3641 0.4085 0.2904 0.0260 0.0178 0.3989 0.2557 0.2401
MFLVC (CVPR*22[44]) 0.9427 0.8709 0.8775 0.9427 0.8926 0.8919 0.6445 0.4502 0.3628 0.6662 0.5134 0.5318
AECoDDC (cvpr23129])  0.8827 0.8079 0.7799 0.8834 0.8038 0.8038 0.2978 0.4577 0.0536 0.2327 0.2739 0.0303
GCFAgg (CVPR'23[46]) 0.9628 0.9231 0.9221 0.9628 0.9300 0.9303 0.5864 0.4010 0.2922 0.5864 0.4496 0.4631
DFP-GNN TMM’23[43] 0.7375 0.6608 0.4964 0.7607 0.6356 0.6159 0.9438 0.8451 0.8541 0.9603 0.8940 0.8943
DMCAG (1ICAI'23[8]) 0.9484 0.9480 0.9108 0.9484 0.9387 0.9326 0.6654 0.5629 0.5027 0.7610 0.6109 0.6420
S2MVTC (CVPR*24[19]) 0.8785 0.9524 0.8762 0.8998 0.8277 0.8895 0.8860 0.8860 0.8852 0.9094 0.8486 0.9147
MVCAN (CVPR'24[45]) 0.5147 0.5506 0.3795 0.5460 0.4417 0.4520 04761 03259 0.1308 0.5864 0.4719 0.5057
SURER (AAAT'24[34]) 0.9430 0.8849 0.9440 0.8762 0.8945 0.8935 0.9430 0.8440 0.8525 0.9581 0.8925 0.8931
Ours 0.9661 0.9331 0.9295 0.9662 0.9370 0.9377 0.9632 0.8948 0.9070 0.9853 0.9298 0.9297

Table 2. Clustering results. Best results and second best are highlighted in

bold and underlined, respectively. “OOM” denotes out-of-memory.

5.2. Experimental Results and Analysis

Superiority of hubREP. The comparison results of the clus-
tering performance with ten methods on eight datasets are
presented in Table 2. It can be observed that: (1) our method
achieves superior performance in all but one case, achieving
for instance improvements of respectively 21.30%, 24.34%,
and 29.68% higher ACC, NMI, and ARI scores compared
to the closest competitor on the 3Sources dataset. Note,
hubRERP is still one of the best-performing approaches also
for the MNIST-USPS dataset.

The improvements of hubREP are obtained by only fo-
cusing on the representation embedding in each view, with-
out leveraging more advanced fusion mechanisms, which
demonstrates the effectiveness of our simple approach. In
the following paragraph and Table 4, we further investigate
the potential of integrating our approach with a more ad-
vanced fusion mechanism. (2) Compared to previous GMVC
methods, including the most relevant DMCAG that focuses
on latent graph construction, and DFP-GNN and SURER
that build graphs from raw data, hubREP obtains superior

performance in most cases, demonstrating the effectiveness
of our hub-aware embedding and pairing approach.

Simplicity and Transferability of hubREP. Our proposed
hubREP primarily focuses on improving view-specific rep-
resentations, making it highly adaptable for integration with
alternative graph-based clustering methods. In this subsec-
tion, we perform a transferability analysis by integrating our
methods into DMCAG, which focuses on latent-space an-
chor graph learning, along with pseudo-label and contrastive
learning-based fusion mechanisms. As shown in Table 4,
integrating our method effectively reduces the hubness prob-
lem while simultaneously improving clustering performance.
Additionally, by dropping the decoders our approach further
reduces the number of trainable parameters significantly. No-
tably, we achieve the best results on BDGP, Reuters, and
MNIST-USPS, demonstrating the superior performance and
seamless integration of our method when applied to other
graph-based frameworks.

Ablation Study. To verify the effectiveness of each com-
ponent in hubREP, we compare our approach with sev-
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3Sources BBCSport BDGP Reuters
Method ACC  NMI ARl PUR ACC NMI ARl PUR ACC NMI ARl PUR ACC NMI ARl  PUR
hubREP—L, — £, 07065 0.6519 05579 0.8201 09246 0.8045 0.8104 09511 07211 05991 03695 07214 05102 03252 02417 0.5418
hubREP—£, 03629 0.1686 0.0755 04517 04136 00654 00668 04632 04778 03037 0.1283 05403 02417 0.1022 0.0336 03397
hubREP— £, 0.8817 07619 07604 0.8915 09400 0.8362 0.8436 09559 09348 0.8394 0.8469 09419 0.5322 0.3987 03160 0.5994
hubREP 09290 0.8246 0.8519 0.9408 09632 0.8948 0.9070 0.9853 0.9868 0.9538 0.9674 0.9916 0.6533 04330 03628 0.6567
Table 3. Ablation study results on four datasets with four evaluation metrics.
Datasets | Method | SK| HO| | ACCT NMIT ARIT | #Params |
BECShort DMCAG [8] | 0.9671 03058 | 0.6654 05629 05027 | 11.57M
por +hubREP | 05846 0.1947 | 0.8143 0.6654 0.6011 7.94M
BDGP DMCAG [8] | 1.1501 1380 | 0.9776 09396 0.9453 7.30M
+hubREP | 0.1783  0.0957 | 0.9928 0.9821 0.9842 6.00M
Reuters DMCAG [8] | 0.8146 02715 | 0.5908 03551 03029 | 23.11M
euters +hubREP | 07400 0.2682 | 0.6805 0.6357 0.5011 17.02M
3Sources 14033 0.4300 | 05562 04079 03289 | 17.94M
ources +hubREP 0.0781 | 0.7456  0.7029 0.5966 12.01M
DMCAG [8] | 0.5403 0.1421 | 0.9794 09577 0.9556 741M
MNIST-USPS ‘ +hubREP | 0.1001 0.0736 | 0.9962 0.9900 09916 |  625M

Table 4. Simplicity and transferability analysis of hubREP across
five datasets. Note that the bold and underlined values achieve the
best and second-best results when compared to the results in Table
2, respectively.

AE+None AE+L2

AE+ZN

Raw SURER Ours

T

=

Figure 5. The inner product of representations embedded by differ-
ent methods on the BBCSport dataset for each view.

eral degraded variants: (i) hubREP—L; — L, which re-
moves both £, and £, and replace the hub-aware encoders
with conventional autoencoders; (ii) hubREP—L,, and (iii)
hubREP—L,., which remove £, and L. from the whole
model, respectively. According to Table 3, the comparison
between (i) and (ii) highlights the importance of preserv-
ing neighborhood topology for GMVC. Furthermore, our
hubREP consistently outperforms both (ii) and (iii), verify-
ing the effectiveness of jointly optimizing hub-aware repre-
sentation embedding and pairing for GMVC.

Parameter Sensitivity Analysis. In this section, we empiri-
cally evaluate the trade-off hyper-parameters «, /3, and A in
Eq. 5 and Eq. 10. Experimental results in Figure 6 indicate
that the performance stays stable when « and (8 have rela-
tively large values and drops sharply when « is too small due
to the importance of intra-view embedding in MVC. Since
A is an internal parameter of £, controlled by «, we fix 5
as 1 to investigate the effect of \. Note that when A = 0/1,
Eq. 5 degrades to L,,;, or Ly, It can be observed in Figure 6
that X in the range of [0.3,0.7] achieves higher performance.
Empirically, we recommend setting \ as 0.5.

Visualization. To demonstrate the effectiveness of our
method, we plot the inner product matrices for each view

(a) ACC with B vs (b) ACC with ax vs A

Figure 6. Parameter sensitivity analysis on BBCSport.

(a) AE+GNN (b) SURER (c) Ours

Figure 7. T-SNE visualization of the consensus representation on
the BBCSport dataset.

in Figure 5. Compared to raw, conventional normalization
methods (see supplementary material Sec. 5 for AE+CL2N),
and SURER [34], our approach provides a clearer structure
by preserving local neighbor relationships and ensuring con-
sistent alignment across views. This is achieved through our
hub-pairing strategy, which reduces noisy hubs. More intu-
itively, the t-SNE visualization in Figure 7 shows that our
method learns more discriminative representations, resulting
in better clustering performance.

6. Conclusion

In this paper, we demonstrate and address the hubness
problem in graph-based multi-view clustering (GMVC) by
proposing hubREP, a simple yet efficient encoder that simul-
taneously reduces hubness, preserves neighbor topology, and
aligns hub-weighed structure across views to embed optimal
representations for cluster-friendly graph generation. Focus-
ing on view-specific embeddings, hubREP offers a flexible
solution that can be integrated into other GMVC methods,
including those with more advanced fusion modules. Exten-
sive experimental results across eight datasets demonstrate
the effectiveness and adaptability of the proposed method.
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