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Abstract

Training-free diffusion-based methods have achieved re-
markable success in style transfer, eliminating the need for
extensive training or fine-tuning. However, due to the lack
of targeted training for style information extraction and
constraints on the content image layout, training-free meth-
ods often suffer from layout changes of original content and
content leakage from style images. Through a series of ex-
periments, we discovered that an effective startpoint in the
sampling stage significantly enhances the style transfer pro-
cess. Based on this discovery, we propose StyleSSP, which
focuses on obtaining a better startpoint to address layout
changes of original content and content leakage from style
image. StyleSSP comprises two key components: (1) Fre-
quency Manipulation: To improve content preservation, we
reduce the low-frequency components of the DDIM latent,
allowing the sampling stage to pay more attention to the
layout of content images; and (2) Negative Guidance via
Inversion: To mitigate the content leakage from style im-
age, we employ negative guidance in the inversion stage to
ensure that the startpoint of the sampling stage is distanced
from the content of style image. Experiments show that Sty-
leSSP surpasses previous training-free style transfer base-
lines, particularly in preserving original content and mini-
mizing the content leakage from style image. Project page:
https://github.com/bytedance/StyleSSP.

1. Introduction
Recently, Diffusion Models (DMs) have yielded high-

quality results in various areas such as text-to-image genera-

*Corresponding author

tion [27, 37, 40] and image or video editing [3, 7, 8, 14]. As

part of image editing, diffusion-based style transfer meth-

ods [4, 12, 31, 49] have garnered widespread attention.

These methods enable condition-guided image generation

that transfers the style of one image onto another while

maintaining the original content.

Previous diffusion-based style transfer methods [20, 21,

31, 55] leverage the generative capability of pre-trained

DMs using inference-stage optimization, yet they are either

time-consuming or fail to fully utilize the generative ability

of large-scale diffusion models. Based on these challenges,

training-free methods [4, 20, 45, 46] have been proposed.

Although these methods have shown promising results, they

still encounter two key issues: (1) Content preservation
problem. Due to the lack of constraints directly imposed

on the content of generated images during training, training-

free methods often struggle to maintain the original seman-

tic and structural content [26]. Although additional modules

like ControlNet [53] can be used as content constraints, ex-

periments have shown that these methods still risk failure

(as shown in supplementary materials). This issue largely

arises from the diffusion model’s imbalanced preference for

different conditions when multiple conditions are injected

into the U-Net during the sampling stage [9, 13]; (2) Con-
tent leakage from the style image. Without targeted train-

ing for style extraction, training-free methods struggle to

effectively decouple the style and content. Therefore, when

the style image is directly injected into the pre-trained diffu-

sion model, the generation process is inevitably influenced

by the content of style image. Fig. 1 illustrates examples of

these two problems.

To address these challenges, we begin by noting recent

advancements in image synthesis tasks with DMs. These
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(a) Content Preservation problem. (b) Content Leakage problem.

(c) Comparison with other works

Figure 1. Current problems for style transfer and our improvements. (a) Original content changes in previous work (right) even with

ControlNet as an additional content controller. (b) Content leakage from style image in previous work (right), where the river from

original image is covered by a lawn that shouldn’t exist. (c) Given a style image and content image, StyleSSP is capable of synthesizing

new images that achieve the best style transfer effect while preserving the details of original content.

studies reveal the significant influence of the initial noise

(referred to here as the “startpoint”) on the generated out-

come. For example, FreeNoise [32] analyzes the impact of

startpoint within video diffusion models, emphasizing the

importance of initialization with a sequence of long-range

correlated noises. Similarly, FlexiEdit [16] enhances the

startpoint by reducing low-frequency components, improv-

ing the fidelity to editing prompts. While the significance of

startpoint selection is increasingly acknowledged in genera-

tion and editing tasks, it remains largely unexplored in style

transfer. StyleID [4] does incorporate startpoint manipula-

tion, but only by rescaling the startpoint to offset the pre-

trained model’s tendency to generate images with median

colors, without fully investigating its role in style transfer.

Inspired by the aforementioned methods, we creatively

argue that refining the sampling startpoint is an effective

strategy for improving style transfer. Our supplemen-

tary materials further demonstrates this point. In these

experiments, we show the startpoint’s significant impact

on content preservation and tonal adjustment. Based on

these findings, we propose StyleSSP (Style transfer method

via Sampling StartPoint enhancement), a training-free ap-

proach that refines the sampling startpoint in diffusion mod-

els. To the best of our knowledge, this work is the first

to highlight the importance of selecting an effective sam-

pling startpoint to improve style transfer in a training-free,

diffusion-based framework.

First, we propose frequency manipulation to improve

original content preservation in style transfer. Inspired by

FlexiEdit [16], which highlights that high-frequency com-

ponents are more closely associated with image layout

(e.g., contours and details) than low-frequency components,

we improve detail preservation by reducing low-frequency

components of the DDIM latent, which serves as the sam-

pling startpoint. This refinement enhances the model’s abil-

ity to retain the image layout during style transfer.

Second, we introduce negative guidance in the DDIM

inversion stage to alleviate content leakage from style im-

ages. This approach ensures that the sampling startpoint

is further “distanced” from the content of style image. Our

experiments (Fig. 5) show that, compared to traditional neg-

ative guidance [28] applied during the sampling stage, ap-

plying guidance in the inversion stage yields superior results

by mitigating multi-condition control failures [9, 13]. Ad-

ditionally, we use the pre-trained IP-Instruct model [39] as

our style and content extractor, providing negative guidance

in the inversion stage for a better startpoint.

In summary, our main contributions are as follows:

• We propose a novel sampling startpoint enhancement

method for training-free diffusion-based style transfer,

addressing issues of content leakage from style images

and changes in original content. To the best of our knowl-

edge, we are the first work to highlight the importance of

the startpoint in this area.

• We propose frequency manipulation to reduce the low-

frequency components of the DDIM latent, which serves

as the sampling startpoint, thereby enhancing original

content preservation.

• We propose negative guidance via inversion to distance

the sampling startpoint from the content of style image,
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thus alleviating content leakage from style image.

• Extensive experiments on the style transfer dataset vali-

date that the proposed method significantly outperforms

previous works both quantitatively and qualitatively.

2. Related Work

2.1. Diffusion-Based Text-to-Image Generation
Diffusion models have achieved significant success in im-

age generation recently. Diffusion Probabilistic Models

(DPMs) [42] are proposed to transform random noise into

high quality images through a sequential sampling process.

Many previous diffusion-based image generation works

have demonstrated strong generative capabilities. Latent

Diffusion Models (LDMs) [36, 38] further revolutionize

this approach by operating in a compressed latent space,

using a pre-trained auto-encoder [33, 34] to enhance com-

putational efficiency and yield high-resolution images from

textual descriptions. This transition to latent space not only

accelerates the generation process but also improves the

quality and coherence of the generated images. As text-to-

image (T2I) diffusion models [18, 51] continue to grow in

influence within the field of image generation, it has become

evident that texts offer limited control over spatial and tex-

tural aspects of images. This has promoted the development

of using more conditions from a reference image based on

the T2I diffusion model [51, 53]. One of these particular

conditions is style, which is the key focus of this paper.

2.2. Style Transfer with T2I Models
Style transfer is a condition-guided image generation task

that applies the style of one image to another while pre-

serving the original content. Early neural style transfer

was extensively explored in deep convolutional [6], gener-

ative adversarial [11, 25, 56], and transformer-based net-

works [15, 29], marking substantial progress over tradi-

tional methods based on signal processing [5, 24]. This

evolution has enabled numerous applications, particularly

in advertising and marketing. With the powerful generative

capacity of the T2I diffusion model, neural style transfer in-

creasingly relies on pre-trained diffusion models to achieve

style transfer. Previous methods [20, 21, 31, 55] have relied

on paired datasets with shared content but different styles to

learn style concepts through reconstruction. For instance,

DEADiff [31] trains an additional image encoder guided

by textual descriptions to separate style and content in the

reference image. Although these approaches have demon-

strated impressive style transfer capabilities, they are often

time-consuming or fail to fully exploit the generative poten-

tial of large-scale diffusion models.

Training-free style transfer methods are gaining popu-

larity due to their generalization and convenience. Diff-

Style [12] leverages h-space and adjusts skip connections

to effectively convey style and content information, respec-

tively. InstantStyle [45] integrates features from a refer-

ence style image into style-specific layers, enhancing the

style transfer process. However, these approaches often en-

counter challenges in preserving the original image layout.

Methods like StyleID [4] and InstantStyle plus [46] have

underscored the importance of inversion in content preser-

vation, designing fusion operations for intermediate fea-

tures between user-provided style reconstructions and other

image streams. Nonetheless, these methods still face con-

tent leakage issues from style images.

To address these issues, we propose a novel, training-

free method based on the sampling startpoint enhancement

by frequency manipulation and negative guidance via inver-

sion, which avoids content leakage from style images while

ensuring strong content preservation.

3. Preliminary
3.1. Diffusion Model
Stable Diffusion (SD) [38] is a type of latent diffusion

model designed to map a random noise vector zt and a text

prompt P to an output image I0, aligning with the given

conditioning prompt via cross-attention. The objective of

this process is defined as:

L = Ez0,ε∼N(0,I),t∼Uniform(1,T )‖ε− εθ(zt, t, C)‖22, (1)

where C = ϕ(P) is the embedding of text prompt generated

by the text encoder ϕ, t is the number of time steps which

uniformly sampled from {1, ..., T}. ε and εθ represent the

actual and predicted noise, respectively. Classifier-Free
Guidance (CFG) [10] enhances image generation quality

by using a null-text embedding ∅, which corresponds to

the embedding of a null text “ ”, as a reference for uncon-

ditional predictions during sampling. The modified noise

prediction is expressed as:

ε̃θ(zt, t, C,∅) = εθ(zt, t,∅)+

ω (εθ(zt, t, C)− εθ(zt, t,∅)) ,
(2)

where the guidance scale ω ≥ 0 adjusts the strength of

the conditional prediction εθ(zt, t, C) against to the uncon-

ditional prediction εθ(zt, t,∅).
DDIM Inversion: The Denoising Diffusion Implicit Model

(DDIM) [43] is a generative model that improves image

synthesis efficiency and quality through a non-Markovian

diffusion process, reducing the number of steps needed to

generate samples. Within SD model, deterministic DDIM

sampling uses a denoiser network εθ, described by:

zt−1 =

√
αt−1

αt
zt+

(√
1

αt−1
− 1−

√
1

αt
− 1

)
·εθ(zt, t),

(3)
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Figure 2. Overall Framework. (Left) Illustration of the proposed style transfer method. First, we invert the content image Ic into the

latent noise space as zcT . During this process, we use negative guidance (Sec. 4.2) to ensure that zcT diverges from the content information

of the style image. We then apply frequency manipulation (Sec. 4.1) to zcT , obtaining a low-frequency reduced latent zc,T
′ as the startpoint

for the sampling stage. During sampling, we follow InstantStyle’s approach by injecting style features exclusively into the style-specific

block and utilizing the ControlNet model to further preserve original content. (Right) Detailed explanation of frequency manipulation. We

reduce the low-frequency components by a factor α, while adding Gaussian noise proportional to 1− α.

where α = (α1, ..., αT ) ∈ R
T
≥0 are hyper-parameters defin-

ing noise scales at T diffusion steps. In this work, we

use the publicly available SD model [30], where the diffu-

sion forward process is applied to a latent image encoding

z0 = E(I0), and an image decoder is employed at the end

of the diffusion backward process I0 = D(z0).
By representing the DDIM sampling equation as an or-

dinary differential equation (ODE), the forward process can

be expressed in terms of εθ(zt, t) by inverting the reverse

diffusion process (DDIM Inversion) as follows:

z∗t+1 =

√
αt+1

αt
z∗t+

√
αt+1

(√
1

αt+1
− 1−

√
1

αt
− 1

)
· εθ(z∗t , t).

(4)

In Eq. 4, z∗t denotes latent features during the DDIM In-

version process. Therefore, we obtain the DDIM Inversion

trajectory, denoted as [z∗t ]
T
t=0. Recent works [4, 55] have

shown that initiating DDIM sampling from zT = z∗T ben-

efits to original content preservation. These findings high-

light the importance of a proper startpoint for the sampling

stage (denoted as zT ), motivating our approach to guide the

inversion stage and manipulate the DDIM latent zT .

3.2. Frequency Analysis
Inspired by FlexiEdit [16], which highlights that high-

frequency components play a more significant role in form-

ing the object’s layout than low-frequency components, we

conduct a frequency analysis on the DDIM latent zT to ex-

plore frequency-domain operations that benefit to preserve

the original content in style transfer. Our method separates

the DDIM latent zT into high- and low-frequency compo-

nents in the frequency domain as follows:

fL,α
T = α ∗ fT � Lr + fT �Hr, where α ∈ [0, 1], (5)

fH,α
T = fT � Lr + α ∗ fT �Hr, where α ∈ [0, 1], (6)

zL,α
T = IFFT (fL,α

T ), zH,α
T = IFFT (fH,α

T ), (7)

where FFT (·) and IFFT (·) denote the 2D Fast Fourier

Transform and its inverse, respectively; fT represents the

frequency spectrum of zT ; Lr is a low-pass filter (e.g.,

Gaussian, Butterworth, or Chebyshev), and Hr = 1 − Lr

is the corresponding high-pass filter. Here, � denotes

element-wise multiplication.

Since α ∈ [0, 1], zL,α
T and zH,α

T represent low- and

high-frequency reduced latents, respectively, with reduc-

tion degrees adjusted by the scale α. In Fig. 3, we observe

that as α increases in reconstructions from zH,α
T , content

preservation effects improve significantly. Conversely, re-

constructions from zL,α
T consistently maintain layout accu-

racy across varying α values, indicating that high-frequency

components in zT are more crucial in determining the lay-

out of image.

4. Method
Based on our discoveries (shown in supplementary mate-

rials), which highlight the importance of a better sampling

startpoint, we propose a sampling startpoint enhancement

method called StyleSSP for training-free diffusion-based

style transfer, shown in Fig. 2. Focusing on the prob-

lems of original content changes and content leakage from
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Figure 3. Reconstruction results with varying α values, demon-

strating that high-frequency components play a critical role in the

image layout, while low-frequency components contribute less to

layout preservation.

style images in current training-free methods, StyleSSP pro-

poses two main components: (1) Frequency Manipulation

(Sec. 4.1) and (2) Negative Prompt Guidance via Inversion

(Sec. 4.2).

Let Ic be a given content image whose text prompt P is

generated by BLIP [19]. Our goal is to modify the style of

Ic to that of style image Is. The generated styled image Ics

will maintain the content of Ic while its style is consistent

with Is. In the following sections, we refer to the content,

style, and stylized images as their encoded counterparts zc0,

zs0, and zcs0 , respectively.

4.1. Frequency Manipulation
Frequency analysis in Sec. 3.2 indicates that high-frequency

components within DDIM latent zcT of content image are

more crucial in determining the layout of original image

than low-frequency components. Based on this, we ma-

nipulate the frequency components of DDIM latent zcT by

a high-pass filter, which can achieve better preservation of

original layout, resulting in improvement of details repre-

sentation in the generated image.

To this end, we first obtain the latent of content image

with DDIM Inversion, and then filter the DDIM latent zcT
to get the low-frequency reduced latent zc,L,α

T , which more

tightly bound with the layout of image.

zcT = DDIM-Inv(zc0), (8)

zc,T
′ = zc,L,α

T +N (0, σ2) ∗ (1− α), (9)

where the definition of zc,L,α
T is given in Eq. 7, denoting

the low-frequency reduced DDIM latent of content image.

This procedure selectively reduces the low-frequency com-

ponents by factor α and introduces Gaussian noise scaled

by 1 − α, resulting in a manipulated latent zc,T
′. As shown

in Fig. 4, we illustrate the importance of frequency manip-

ulation for preserving the background details of image.

Figure 4. Style transfer results wi/o frequency manipulation, rep-

resenting the detail preservation enhancement of frequency manip-

ulation. Result with frequency manipulation outperforms in keep-

ing the text and lines in the background.

4.2. Negative Guidance via Inversion
To distance the sampling startpoint from the content of style

image, we draw from insights in previous negative guid-

ance methods. Negative prompt guidance [28], introduced

in conditional generation models such as SD, allows users

to specify what to exclude from generated images. This

approach has gained significant attention for its effective-

ness [1, 47]. Specifically, when the null-text embedding

∅ in the unconditional format is replaced with an actual

prompt, it represents what to remove from the generated

image, leveraging the negative sign. This can be formally

expressed as:

ε̂θ(zt, t, C+, C−) = εθ(zt, t, C−)+
ωi(εθ(zt, t, C+)− εθ(zt, t, C−)),

(10)

where C+ = ϕ(P+) and C− = ϕ(P−) are the embedding

of positive text prompt P+ and negative text prompt P−,

respectively. ωi is the negative guidance scale. More details

on the principles of negative prompt guidance can be found

in supplementary materials.

Although negative prompts provide additional control,

they may interfere with the original prompt or even be disre-

garded [2], requiring careful tuning by users. Furthermore,

the expressive capacity of text is inherently constrained,

particularly for style transfer, where it is nearly impossible

to comprehensively capture an image’s content or precisely

describe its style with words alone. These limitations sub-

stantially reduce the effectiveness of negative prompt guid-

ance. To address this issue, we leverage the pre-trained IP-

Instruct model [39] as a content and style extractor. The

embeddings from this extractor serve as negative guidance,

allowing us to overcome the challenges of accurately repre-

senting style and content information.

ε̂θ(zt, t, C+, E−) = εθ(zt, t, E−)+
ωi(εθ(zt, t, C+)− εθ(zt, t, E−)),

(11)
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Figure 5. Illustrations of negative guidance via inversion, negative

guidance in sampling step and negative prompt guidance results

for style transfer. The latter two all face severe content leakage

problems (the out-of-place grass on the river), while our method

prevents this phenomenon.

where E− = concat (Φ(Ic)s,Φ(Is)c). Φ(Is)c denotes the

content embedding of style image Is, and Φ(Ic)s denotes

style embedding of content image Ic. Φ is the IP-Instruct

model to extract style and content information.

Notably, based on our significant discovery, which

highlights the importance of sampling startpoint for style

transfer, we innovatively employ negative guidance during

DDIM Inversion. We utilize ε̂θ(zt, t, C+, E−) in Eq. 11

to replace the εθ(z
∗
t , t) in Eq. 4, presenting the predicted

noises that are added into the content image gradually. As

shown in Fig. 5, the negative guidance via inversion outper-

forms both the traditional negative prompt guidance and the

negative guidance while sampling. This demonstrates that

negative guidance via inversion can prevent content leakage

by keeping the startpoint away style image’s content.

4.3. Injection & Controlling

Style Injection: Previous studies [23, 52] have demon-

strated that each layer of a deep network captures dif-

ferent types of semantic information, which informs the

style injection strategy. This approach focuses on inject-

ing style solely into the blocks responsible for style gener-

ation in the U-Net architecture, thereby preventing content

leakage. This strategy is supported by findings from In-

stantStyle [45], which show that the first upsampling block

of U-Net primarily captures style-related features such as

color, material, and atmosphere. Consequently, in this

work, we concentrate on injecting style features into a spe-

cific block to achieve seamless style transfer, in line with

the approach used in InstantStyle.

ControlNet for Content Preservation: ControlNet has be-

come one of the most widely adopted techniques for spa-

tial conditioning, including for canny edges, depth maps,

human poses, and more. In this work, we utilize Control-

Net model to help preserve the layout of the content image,

thereby enabling more precise control over the original con-

tent during style transfer.

5. Experiments
5.1. Experimental Settings
We conduct all experiments in pre-trained Stable Diffu-

sion XL [30] and tile ControlNet [53], as well as adopt

DDIM inversion and sampling with a total 50 timesteps

(t = {1, ..., 50}). The negative guidance operates with

guidance scale ωi equal to 1.5 while the CFG scale for sam-

pling stage is set to 5.0. We use the Gaussian filter with

variance σ equal to 0.3 in frequency manipulation, and de-

termine the scale value α to be 0.7. We utilize ViT-L/14

from CLIP [35] as the image encoder. All the experiments

are conducted on an NVIDIA A100 GPU.

Dataset: Our evaluations employ content images from MS-

COCO [22] dataset and style image from WikiArt [44]

dataset. For quantitative comparison, we randomly selected

content and style images from each dataset, generating 800

stylized images.

Evaluation metric: We employ the evaluation metric Art-

FID [48], LPIPS [54] and FID [41], consistent with StyleID.

ArtFID evaluates overall style transfer performances with

consideration of both content and style preservation and

also is known as strongly coinciding with human judgment,

which is computed as ArtFID = (1 + LPIPS) · (1 +
FID). LPIPS measures content fidelity between the styl-

ized image and the corresponding content image, and FID

assesses the style fidelity between the stylized image and

the corresponding style image.

5.2. Qualitative Results
Fig. 6 presents the superior style transfer results of StyleSSP

across various subjects, demonstrating its robustness and

versatility in adapting to diverse content and styles. The

results show that our method not only performs straightfor-

ward color transfer but also captures more distinctive fea-

tures, such as brush strokes and textures from the style im-

age, leading to visually appealing style transfer effects. Ad-

ditional results can be found in the supplementary materials.

5.3. Comparison with State-of-the-Art Methods
We evaluate our proposed method by comparing it

with previous state-of-the-art methods, including training-

free diffusion-based methods such as StyleID [4],

StyleAlign [20], InstantStyle plus [46], InstantStyle [45],

DiffuseIT [17], and DiffStyle [12]. Additionally, we also in-

clude the optimization-based method InST [55] in our com-

parison, based on the experimental settings of StyleID.

Quantitative Comparisons: As shown in Tab. 1, our

method outperforms previous style transfer methods in

terms of ArtFID, FID, and LPIPS, indicating superior style

resemblance and content fidelity. Several key observations

can be made from this comparison. First, when compared

to content preservation methods such as InstantStyle plus,
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Figure 6. Style transfer results of style and content image pairs. Zoom in for better visualization.

Figure 7. Qualitative comparison with previous work.

StyleID, and InST, our approach achieves the best LPIPS

score, demonstrating a significant improvement in content

preservation. Second, our method also achieves the low-

est FID, highlighting its superior style transfer performance.

In summary, StyleSSP strikes an optimal balance between

high-quality style transfer and precise content preservation.

Qualitative Comparisons: Fig. 7 presents a visual com-

parison between our method and previous works. Overall,

our approach achieves the best balance between enhancing

stylistic effects and preserving the original content, while

effectively preventing the content leakage from style im-

age. Several key observations can be made from this figure.

First, methods without inversion exhibit significant limita-

tions in content preservation, particularly in the background

details, as shown in the 1st row. Second, although inversion-

based methods like StyleID, InST, and InstantStyle plus

present some content preservation ability, they fail to fully

decouple style and content information. This results in vis-

ible content leakage, for example in the 4th row of Fig. 7. If

users interpret the waves in the 4th row as part of the style,

we show in Sec. 5.5 that content leakage can be controlled

by adjusting the negative guidance scale ωi.
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Metric Ours StyleID InstantStyle plus StyleAlign InstantStyle DiffuseIT InST DiffStyle

ArtFID↓ 21.499 28.801 25.886 36.269 37.524 40.721 40.633 41.464

FID↓ 13.448 18.131 16.097 20.338 21.817 23.065 21.571 20.903

LPIPS↓ 0.4881 0.5055 0.5140 0.6997 0.6446 0.6921 0.8002 0.8931

Table 1. Quantitative comparison with diffusion model baselines

Configuration ArtFID↓ FID↓ LPIPS↓
Baseline 26.683 16.205 0.5509

+ FM 24.112 15.103 0.4973

+ NG 26.542 16.128 0.5496

StyleSSP 21.499 13.448 0.4881

Table 2. Quantitative results from gradually increasing compo-

nents with StyleSSP.

5.4. Ablation Study
To validate the effectiveness of the proposed components,

we conduct ablation studies from both quantitative and

qualitative perspectives. The baseline refers to the method

without frequency manipulation (FM) and negative guid-

ance via inversion (NG). Qualitative results, as shown in

Fig. 8, illustrate the effects of frequency manipulation for

content preservation and negative guidance for preventing

content leakage. First, referring to the 3rd row of Fig. 8, FM

improves the preservation of background details in the con-

tent image. Second, referring to the 1st, 2nd, 4th rows, NG

effectively prevents the contamination of content by style

images. By guiding the startpoint distance from the content

of style image, NG successfully prevents the contamination

of river, human faces, and sky by the grassland, waves, and

yellow dots from style images. Quantitative results shown

in Tab. 2 further demonstrate the superior performance of

our proposed components. In summary, our method excels

in both visual effects and quantitative metrics.

5.5. Additional Analysis
We investigate the effects of different negative guidance

scales ωi and frequency manipulation ratio α. We observe

that the gradual increase of ωi reduces the degree of con-

tent leakage from style image, as shown in Fig. 9 (top).

This result further implies that negative guidance is effec-

tive in mitigating content leakage. In addition, as shown in

Fig. 9 (bottom), a lower frequency manipulation ratio α re-

sults in stylized images with clearer contours and more de-

fined layouts, highlighting the importance of reducing low-

frequency components in the startpoint for enhancing image

structure and detail. This characteristic suggests that users

can adjust the degree of contour sharpness and content leak-

age based on their preferences.

Figure 8. Qualitative comparison with ablation studies.

Figure 9. Visualization of the effects of negative guidance scale ωi

and frequency manipulation ratio α.

6. Conclusion
In this paper, we introduce StyleSSP, a novel method for

sampling startpoint enhancement in training-free diffusion-

based style transfer. To the best of our knowledge, we are

the first to emphasize the importance of the sampling start-

point in style transfer. We identify two key challenges in

training-free methods: changes of original content and con-

tent leakage from style images. To address these issues,

we propose two components for optimizing the sampling

startpoint: (1) frequency manipulation for improved con-

tent preservation, and (2) negative guidance via inversion to

prevent content leakage. Empirical results demonstrate that

StyleSSP effectively mitigates original content changes and

content leakage from style image while achieving superior

style transfer performance. Comparison experiments show

that StyleSSP outperforms previous methods both qualita-

tively and quantitatively.
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