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Figure 1. Left: videos generated by the current text-to-video generation model (CogVideoX-5B [50]) cannot adhere to the real-world
physical rules (described in brackets following the user prompt). Right: our method PhyT2V, when applied to the same model, better

reflects the real-world physical knowledge.

Abstract

Text-to-video (T2V) generation has been recently enabled
by transformer-based diffusion models, but current T2V
models lack capabilities in adhering to the real-world com-
mon knowledge and physical rules, due to their limited un-
derstanding of physical realism and deficiency in temporal
modeling. Existing solutions are either data-driven or re-
quire extra model inputs, but cannot be generalizable to out-
of-distribution domains. In this paper, we present PhyT2V,
a new data-independent T2V technique that expands the
current T2V model’s capability of video generation to out-
of-distribution domains, by enabling chain-of-thought and
step-back reasoning in T2V prompting. Our experiments
show that PhyT2V improves existing T2V models’ adher-
ence to real-world physical rules by 2.3x, and achieves 35%
improvement compared to T2V prompt enhancers.

1. Introduction

Text-to-video (T2V) generation has recently marked a sig-
nificant breakthrough of generative Al, with the advent of
transformer-based diffusion models such as Sora [3], Pika
[17] and CogVideoX [51] that can produce videos condi-
tioned on textual prompts. These models demonstrate as-
tonishing capabilities of generating complex and photoreal-
istic scenes, and could even make it difficult for humans to
distinguish between real-world and Al-generated videos, in
the aspect of individual video frames’ quality [1, 37].

On the other hand, as shown in Figure | - Left, current
T2V models still have significant drawbacks in adhering to
the real-world common knowledge and physical rules, such
as quantity, material, fluid dynamics, gravity, motion, colli-
sion and causality, and such limitations fundamentally pre-
vent current T2V models from being used for real-world
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simulation [7, 19, 31]. Enforcement of real-world knowl-
edge and physical rules in T2V generation, however, is chal-
lenging because it requires the models’ understandings of
not only individual objects but also how these objects move
and interact with each other. Further, unlike generating
static images, T2V generation requires frame-to-frame con-
sistency in object appearance, shape, motion, lighting and
other dynamics [11]. Current T2V models often lack such
temporal modeling, especially over long sequences [20],
and the generated videos often contain flickering, inconsis-
tent motion and object deformations across frames [26].

Most of the existing solutions to these challenges are
data-driven, by using large multimodal T2V datasets that
cover different real-world domains to train the diffusion
model [10, 12, 41, 49]. However, these solutions heav-
ily rely on the volume, quality and diversity of datasets
[42, 51]. Since real-world common knowledge and physi-
cal rules are not explicitly embedded in the T2V generation
process, the quality of video generation would largely drop
in out-of-distribution domains that are not covered by the
training dataset, and the generalizability of T2V models is
limited due to the vast diversity of real-world scenario do-
mains. Alternatively, researchers also use the existing 3D
engines (e.g, Blender [8], Unity3D [36] and Unreal [16]) or
mathematical models of edge and depth maps [26—28] to in-
ject real-world physical knowledge into the T2V model, but
these approaches are limited to fixed physical categories and
patterns such as predefined objects and movements [26, 49],
similarly lacking generalizability.

To achieve generalizable enforcement of physics-
grounded T2V generation, we propose a fundamentally dif-
ferent approach: instead of expanding the training dataset or
further complicating the T2V model architecture, we aim to
expand the current T2V model’s capability of video gen-
eration from in-distribution to out-of-distribution domains,
by embedding real-world knowledge and physical rules into
the text prompts with sufficient and appropriate contexts.
To avoid ambiguous and unexplainable prompt engineer-
ing [9, 32, 33], our basic idea is to enable chain-of-thought
(CoT) and step-back reasoning in T2V generation prompt-
ing, to ensure that T2V models follow correct physical dy-
namics and inter-frame consistency by applying step-by-
step guidance and iterative refinement.

Based on this idea, this paper presents Physcial-
grounded Text-to-Video (PhyT2V), a new T2V technique
that harnesses the natural language reasoning capabilities of
well-trained LLMs (e.g, ChatGPT-40), to facilitate CoT and
step-back reasoning as described above. As shown in Figure
2, such reasoning is iteratively conducted in PhyT2V, and
each iteration autonomously refines both the T2V prompt
and generated video in three steps. In Step 1, the LLM an-
alyzes the T2V prompt to extract objects to be shown and
physical rules to follow in the video via in-context learning.
In Step 2, we first use a video captioning model to translate

T2V model

Initial T2V prompt Video captioning model

Ly

Video Caption:
The video shows pieces
of an apple falling and
bouncing on a wooden
surface.

An apple falls on
the hard ground

Refined prompt:
| An apple, dappled with few
speckles, breaks free from...

Semantic Mismatch:
Multiple apple,
bouncing, ...

Figure 2. One iteration of video and prompt self-refinement in
PhyT2V. Such self-refinement will be iteratively conducted in
multiple rounds until the quality of generated video is satisfactory.

the video’s semantic contents into texts according to the list

of objects obtained in Step 1, and then use the LLM to eval-

uate the mismatch between the video caption and current

T2V prompt via CoT reasoning. In Step 3, the LLM refines

the current T2V prompt, by incorporating the physical rules

summarized in Step 1 and resolving the mismatch derived
in Step 2, through step-back prompting. The refined T2V
prompt is then used by the T2V model again for video gen-
eration, starting a new round of refinement. Such iterative
refinement stops when the quality of generated video is sat-
isfactory or the improvement of video quality converges.
For physcial-grounded video generation performance,
we further evaluated PhyT2V by applying it onto multiple

SOTA T2V models, by using ChatGPT4 ol-preview [18]

for LLM reasoning and Tarsier [39] as the video captioning

model. We used two major T2V prompt datasets that cover

7 different real-world domains, and compared PhyT2V with

the most competitive baselines of prompt enhancers. Our

main findings are as follows:

* PhyT2V is highly effective. Without involving any model
retraining efforts on any auxiliary model inputs, PhyT2V
can improve the adherence of the existing T2V models’
generated videos to real-world physical rules by up to
2.3x, by only refining the text prompts to the T2V model.

e PhyT2V is high generic. It can result in significant im-
provement of video quality in a large diversity of real-
world domains, covering solid, liquid, mechanics, optics,
thermal, etc. It is fully data independent, and its prompt-
ing templates can be applied to any existing T2V models
with different architectures and input formats.

* Based on LLM-guided reasoning and self-refinement,
PhyT2V is fully automated and involve the minimum
amount of engineering and manual efforts.

2. Related Work and Motivation
2.1. T2V Generation Models

Early T2V techniques generate video frames from text-to-
image model outputs with temporal extensions [35], but
cannot maintain temporal consistency and coherence over
time, often producing visually appealing but temporally dis-
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connected outputs. Diffusion Transformers (DiT) [30] im-
proved such consistency with a transformer backbone capa-
ble of capturing more complex temporal dynamics and re-
lationships across frames through attention mechanism and
long-range dependency modeling [42, 51]. Based on the
DiT architecture, recent T2V models, such as OpenSora
[53] and VideoCrafter [4], demonstrated that T2V gener-
ation can be further improved by in-context learning when
provided with sufficient contextual information [44].

Cream swirling

into hearty soup
In Distribution

‘Whigking egg into
milk for scramble
Out of
Distribution

surface of a pond
In Distribution

A skillfully thrown
stone skims across
the placid lake
Out of
Distribution

Stone floating on water

Figure 3. Examples of videos generated from in-distribution and
out-of-distribution prompts, using the CogVideoX-5B model

However, as shown in Figure 3, although these T2V
models demonstrate strong capabilities in video generation
when dealing with prompts aligned with the distributions
found in the training data, they encounter significant chal-
lenges with out-of-distribution prompts that are not covered
by training data'. In such cases, the outputs often con-
tain physical illusions or artifacts, reflecting the model’s
limitations in generating realistic and coherent video con-
tents under unfamiliar conditions. Such limitations can
be addressed by enlarging the training datasets, improving
T2V model architectures or developing new mechanisms
for adaptation and error correction [43, 45], but these ap-
proaches are all prompt-specific and lack generalizability.

Begin by cracking the egg into a mixing bowl and adding the milk. Using a whisk, beat the egg and
milk together thoroughly until the mixture is completely smooth, with no streaks of yolk or whites.

Continue whisking briskly to i
eggs. Ensure the ingredients are well-blended for a i texture

air, which will contribute to Light and fluffy scrambled
hroughout the

Figure 4. A video generated by enhancing the out-of-distribution
prompt “Whisking egg into milk for scramble” in Figure 3

On the other hand, as shown in Figure 4, recent research
has demonstrated that the quality of video generation with
an out-of-distribution prompt can be improved by refining
the prompt with sufficient and appropriate details [11, 51].
These findings motivate our design of PhyT2V that embeds
contexts of real-world knowledge and physical rules into

'In Figure 3, the in-distribution prompts are picked from the ones listed
in [50], and the out-of-distribution prompts are our crafted ones for similar
scenarios as the in-distribution prompts.

T2V prompts, to guide the T2V process for better physi-
cal accuracy and temporal alignment. The existing works,
however, could still fail when tackling more intricate sce-
narios such as multi-object interactions, because the T2V
model lacks an efficient feedback mechanism to learn how
the generated video deviates from the real-world knowl-
edge and physical rules. Researchers suggest to provide
such feedback with extra input modalities to T2V models
such as sampled video frames, depth map or scribble im-
ages [44, 52], but incur significant amounts of extra com-
puting overhead and cannot be generalizable. Instead, in
our design of PhyT2V, we aim to fully automate the feed-
back with only text prompts, and enable iterative feedback
for the optimum video quality.

CoT Prompting

What happens to the pressure, P,
of an ideal gas if the temperature
is increased by 2x and the
volume is increased by 8x? Y,

CoT process Reasoning

If temperature is increased m
2x and the volume is
increased by 2x, we can
rewrite the ideal gas law as:
2P' (8V) = nR(2T)...

Simplifying the equation, we

Step-back Prompting

Original
What happens to the pressure, P, of an ideal}

gas if the temperature is increased by 2x and
the volume is increased by 8x?

Step 1:

Step-back i Abstraction
J
What are the physics principles behind the
question above?

Step-back answer
Ideal gas law: PV = nRT, where P is the pressure,

Vis the volume, n is the number of moles, R is

get: ... the gas constant, and T is the temperature.
Since n, R, and V are Step 2:
constants, we can write this Reasoning

Apply ideal gas law to find out the pressure.
If the temperature is increased by 2x, then T

as: P'=(1/8) * (nRT/V)...

Final answer

If the temperature is increased
by 2x and the volume is
increased by 8x, the pressure

becomes 2T. If the volume is increased by 8x,
thenV becomes 8V.

Substituting these values into the ideal gas

will decrease by 4x. law, we get: P = nR(2T) / 8V, so the pressure
w has decreased by 4x.

Figure 5. Examples of CoT and step-back reasoning

2.2. Using LLLM in T2V Generation

LLMs with strong capabilities in natural language process-
ing (NLP) have been a natural choice for prompt refine-
ment in text-to-image and text-to-video generation, and ex-
isting work utilized LLMs to interpret text prompts and
orchestrate the initial layout configurations [13, 14, 23—
25, 46, 48, 54]. However, since current LLMs lack inherent
understandings of the real-world physical laws, using LLMs
with simple instructions usually result in videos that appear
visually coherent but lack accurate physical realism, par-
ticularly when generating scenes with complex object in-
teractions. Furthermore, these approaches frequently rely
on static prompts or simple iterative refinements based on
bounding box and segmentation map, which may capture
basic visual attributes but fail to adapt to nuanced changes
that require continuous physical modeling and adjustment.
An effective approach to addressing these limitations and
providing effective feedback for prompt refinement is to ex-
plicitly trigger in-context learning and reasoning in LLM.
For example, as shown in Figure 5, CoT reasoning decon-
structs complex prompts into stepwise logical tasks, and
hence ensures a precise scheduling path to align generated
content with the input prompt. However, CoT reasoning, in
some cases, could make errors in some intermediate steps,
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Step 1: Identifying the Physical Rule and Main Object

object should obey, with as much detail as possible in a descriptive

reference, and you need to finish the current task.

'ask instruction
(" #Task instructi
You are a physics expert. Your task is to identify the main object in the
[ I] given user prompt and provide the physical rules in reality the main

without giving formulas. Some in-context examples are provided for your

way

# In-context examples

[E] User prompt: A rubber ball hits the ground and then bounces up
Main object: Rubber ball
Physical rule: Newton’s gravity law...
# Current task
T [Pl] [t] User Prompt: <user prompt>. Let’s think step by step. )
" w_p@®
[LEY[T[P:]](e]" = Py

Step 2: Identifying the Mismatch

f # Task instruction

You are a physics expert. Provide you a user prompt used as an input
1]
mismatch the user prompt, if there is no mismatch, please reply "

finish the current task.

video generation model and a caption of the video generated by the model
based on the prompt. The video content should follow the user prompt.
Your task is summarizing what the video content described by caption

Some in-context examples are provided for your reference and you need to

toa

No".

# In-context examples

[E] User prompt: A rubber ball hits the ground and then bounces up
Video caption: The rubber ball is rolling from left to right across ...
Mismatch: Vertical vs. Horizontal Motion ...

# Current task
T [P l] [t] User Prompt: <user prompt>. Let’s think step by step.

"MEN[TIP]][e]" = P2

Step 3: Generating the Refined Prompt

# Task instruction

You are a prompt engineering expert. You are using a
diffusion model to generating video by giving a prompt.
Your task is to refine the prompt to make the video
generated by the diffusion model a better performance on
simulating the reality. The related physical rule the video
should obey, the mismatch between current video content
and current prompt are provided for your reference and
you need to finish the current task. Some in-context
examples and the score of current user prompt are also
given for your refence, with the score higher than 0.5
means a good prompt, the score lower than 0.5 means a
bad prompt. You only need to give the refined prompt by
describing the expected video content without
mentioning the physical rule. The output cannot exceed
120 words.

(1]

# Mismatch
<M

# Score

<Score>

# In-context examples

User prompt: A rubber ball hits the ground and then
[E] bounces up
Refined prompt: A minuscule, radiant red rubber ball
dramatically emerges from the top of the frame, ...

# Current task
kT [P i] [t] User Prompt: <user prompt>
Py

A [ Site (i)

[A%)]

toh>

5]

Figure 6. Our design of PhyT2V, illustrated by one round of video refinement consisting of three steps. Texts in brown are inputs from
previous step. Texts in red are outputs to the next step; Texts in purple are prompts to trigger LLM reasoning

and step-back prompting can address this limitation by fur-
ther deriving the step-back question at a higher level of ab-
straction and hence avoiding confusions and vagueness. In
our design of PhyT2V, we will utilize such LLM reasoning
to analyze the inconsistency of the generated video to real-
world common knowledge and physical rules, and use the
reasoning outcome as feedback for T2V prompt refinement.

The Chain-of-Thought (CoT) method is suitable for sin-
gle data mode processing because it emphasizes linear de-
composition and step-by-step reasoning, and it is espe-
cially effective for data processing flows that do not require
cross-modal synchronization or interaction. However, mul-
timodal data processing involves the fusion of data from
different modalities and complex synchronization require-
ments, which cannot be completed through simple linear
decomposition and requires frequent cross-modal informa-
tion interaction and parallel processing, which exceeds the
linear reasoning ability of the CoT method, resulting in lim-
ited performance in multimodal tasks. This is the reason
why it is hard to directly apply CoT reasoning in T2V pro-
cess itself as it requires multimodal alignment between the
next and video modality. This also motivates us to adopt
video captioning and use the video caption in the reasoning
process, so that we can conduct CoT and step-back reason-
ing only in the text domain.

3. Method

In this section, we present details of our PhyT2V design.
In principal, PhyT2V’s refinement of T2V generation is an
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iterative process consisting of multiple rounds. In each
round, as shown in Figure 6, the primary objective of
our PhyT2V design is to guide a well-trained LLM (e.g.,
ChatGPT-40) to generate a refined prompt that enables the
pre-trained T2V model to generate videos that better match
the given user prompt and real-world physical rules, and
the refined prompt will be iteratively used as the new user
prompt in the next round of refinement.

Each round of refinement is structured around decom-
posing the complex refinement problem into a series of sim-
pler subproblems, more specifically, two parallel subprob-
lems and one final subproblem. The two parallel subprob-
lems are: Step 1) identifying the relevant physical rules that
the generated video should follow based on the user prompt,
and Step 2) identifying semantic mismatches between the
user prompt and the generated video. Based on the knowl-
edge about physical rules and semantic mismatches, the fi-
nal subproblem (Step 3) generates the refined prompt to bet-
ter adhere to the physical rules and resolve the mismatches.

To ensure proper identification in the parallel subprob-
lems and prompt generation in the final subproblem, the
core of PhyT2V design is two types of LLM reasoning pro-
cesses within the prompt enhancement loop: the local CoT
reasoning for individual subproblems and global step-back
reasoning for the overall prompt refinement problem.
Local CoT reasoning is executed within the prompt for
each subproblem, to prompt the LLM to generate a de-
tailed reasoning chain in its latent embedding space [38].
Addressing the parallel subproblems facilitates LLM with a



more concentrated attention on prerequisites of prompt re-
finement, enabling a deeper comprehension of the physical
laws that govern the video content as well as the identifica-
tion of discrepancies between the generated video and the
user prompt. The outcomes derived from these parallel sub-
problems reflect the language model’s abstraction in step-
back reasoning on the overarching prompt refinement.
Global step-back reasoning: To integrate various subprob-
lems into a coherent framework for prompt and video re-
finement, one intuitive approach involves employing CoT
reasoning across these subproblems, allowing the LLM to
engage in self-questioning. However, this method may
lead to the risk of traversing incorrect reasoning pathways.
Instead, we apply global step-back reasoning across sub-
problems, by using a self-augmented prompt to incorporate
the LLM-generated responses to high-level questions about
physical rules and semantic mismatches in earlier parallel
problems, when generating the refined prompt in the final
subproblem. In this way, we can improve the correctness of
intermediate reasoning steps in CoT reasoning, and enable
consistent improvement across steps in reasoning.

Both reasoning processes are facilitated through appro-
priate task instruction prompting tailored to different sub-
problems. In general, our prompting procedure follows the
prompt modeling in [34], which divides task instructions
into several components. More details about these compo-
nents in our design of PhyT2V are elaborated as follows.

Compared to the previous prompt enhancing methods,
PhyT2V’s key contribution is to analyze the semantic mis-
match between currently generated video and the prompt,
as well as refinements based on such mismatch. Previous
methods can be formulated as p’ = fennance(p, 0), where p
and p’ are the original and enhanced prompts, fenhance 18 the
prompt enhancer, and 6 represents parameters or rules guid-
ing the enhancement. In contrast, PhyT2V further involves
the additional information about the T2V process, i.e.,
P = fenhance (Ps fmismaten(C(V (p)), p), fphy (p),0), where
fphy(p) analyzes the physical rules to be followed given p,
V(p) is the currently generated video given prompt p, C'is
the video captioning model and f,,;smaten finds the seman-
tic mismatch between C'(V(p)) and p. The key advantages
are: (1) Semantic awareness: the refinement process explic-
itly incorporates the semantic mismatch to enable targeted
T2V improvements; (2) Physical-world knowledge integra-
tion: physical rules derived from p enable guided enhance-
ment; (3) Guided reasoning: unlike prior methods that rely
solely on templates or embeddings, PhyT2V dynamically
adapts prompt refinement to the semantic mismatch.

3.1. Prompting in Parallel Subproblems for Local
CoT Reasoning

In both Step 1 and Step 2, the first part of prompt is a task

instruction prompt [/] to instruct the LLM to understand the

task in the subproblem. [I] is designed with multiple com-

ponents, each of which corresponds to different functions.

In the first sentence, it provides general guidance to relate
the current subproblem to the entire refinement problem,
to better condition the subproblem answer. Afterwards, it
will include detailed descriptions of the task: identifying
the physical rule and main object in Step 1, and identifying
the semantic mismatch between the user prompt and cap-
tion of the generated video (generated by the video caption-
ing model) in Step 2. It will also contain the requirements
about the expected information in LLM’s output. For ex-
ample, in Step 1, the LLM’s output about the physical rule
should be in a descriptive way without giving formulas.

Besides, to ensure proper CoT reasoning, we follow the
existing work [22, 40] and provide in-context examples [F]
about tasks. To facilitate LLM’s in-context learning [5, 6],
[E] is given in the format of QA pairs. That is, instead of
fine-tuning a separate LLM checkpoint for each new task,
we prompt the LLM with a few input-output exemplars, to
demonstrate the task and condition the task’s input-output
format to the LLM, to guide the LLM’s reasoning process.

Then, the final part of the prompt, denoted as [T, is the
information of the current instance of the task, usually with
the current user prompt (F;) being embedded. As acommon
practice of CoT reasoning, it also contains the hand-crafted
trigger phrase (t), “Let’s think step by step”, to activate the
local CoT reasoning in LLM.

3.2. Prompting in the Final Subproblem for Global
Step-Back Reasoning

In the final subproblem, we enforce global step-back rea-
soning, by using the outputs of the two parallel subprob-
lems above, i.e., knowledge about the physical rules and
the prompt-video mismatch, as the high-level concepts and
facts. Grounded on such high-level abstractions, we can
make sure to improve the LLM’s ability in following the
correct reasoning path of generating the refined prompt.

Being similar to the prompts used in the two parallel
subproblems above, the prompt structure in the final sub-
problem also contains [I], [E] and [T]. Furthermore, to
ensure the correct reasoning path, we also provide quan-
titative feedback to the LLM about the effectiveness of pre-
vious round’s prompt refinement. Such effectiveness could
be measured by the existing T2V evaluators, which judge
the semantic alignment and quality of physical common
sense of the currently generated video’. For example, the
VideoCon-Physics evaluator [2] gives a score ([S]) between
0 and 1. If [S] is <0.5, it indicates that the refined prompt
produced in the previous round is ineffective, hence guiding
the LLM to take another alternative reasoning path.

Since the prompt in the final subproblem is rich with rea-
soning and inherently very long-tailed, we removed the trig-
ger prompt [t], to prevent incorporating the information in
the final answer unrelated to the user’s initial input prompt.

2This video is generated using the prompt refined in the previous round,
and is also used to generate the video caption as the input in Step 2.
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3.3. The Stopping Condition

The process of iterative refinement normally continues until
the quality of the generated video is satisfactory, measured
by the T2V evaluator as described above. Furthermore, the
current T2V models naturally have limitations in generating
some complicated or subtle scenes. In these cases, it would
be difficult, even for PhyT2V, to reach physical realism af-
ter multiple rounds of iterations, and PhyT2V’s refinement
would stop when the iterations converge, i.e., the improve-
ment of video quality becomes little over rounds.

4. Experiments

Models & Datasets: We applied PhyT2V on several DiT-
based open-source T2V models, as listed below, and eval-
uated how PhyT2V improves the generated videos’ adher-
ence to real-world knowledge and physical rules. We use
ChatGPT4 ol-preview [18] as the LLM for reasoning, and
Tarsier [39] as the video captioning model. All gener-
ated videos last 6 seconds with 10 FPS and resolution of
720x480. Details of evaluation setup are in Appendix A.

¢ CogVideoX [51]: It generates 10-second videos from text
prompts, with 16 FPS and 768 x 1360 resolution. It offers
two model variants with 2B and 5B parameters.

e OpenSora 1.2 [53]: As an alternative to OpenAl’s Sora
[3], it contains 1.1B parameters and produces videos with
16 seconds, 720p resolution and different aspect ratios.

¢ VideoCrafter [4]: With 1.8B parameters, it can gen-
erate both images and videos from text prompts, with
5761024 resolution and a focus on video dynamics.

Since we target enhancing the T2V models’ capability of
generating physics-grounded video contents, we use the fol-
lowing two prompt benchmarks that emphasize physical
laws and adherence as the text prompts for T2V:

* VideoPhy [2] is designed to assess whether the gener-
ated videos follow physical common sense for real-world
activities. It consists 688 human-verified captions that
describe interactions between various types of real-world
objects, including solid and fluid.

¢ PhyGenBench [29], similarly, allows evaluating the cor-
rectness of following physical common sense in T2V gen-
eration. It comprises 160 carefully crafted prompts span-
ning four physical domains, namely mechanics, optics,
thermal and material properties. Since the domain of ma-
terial properties has been covered by VideoPhy, we use
the first three domains listed above.

Evaluation metric: We use VideoCon-Physics evaluator

provided with VideoPhy [2], to measure how the generated

video adheres to physical common sense (PC) and achieves
semantic adherence (SA). The PC metric evaluates whether
the depicted actions and object’s state follow the real-world
physics laws. The SA metric measures if the actions, events,
entities and their interactions specified in the prompt are
present. Both metrics yield binary outputs: 1 indicates ad-
herence and 0 indicates otherwise. On each T2V model and

Round 1 2 3 4

PC 026 032 039 042
SA 048 052 056 059

CogVideoX-5B [51]

PC 013 019 027 029
SA 022 0.12 040 042
PC 017 029 027 031
SA 029 038 044 047
PC 015 025 029 033
SA 024 038 044 049

CogVideoX-2B [51]

OpenSora [53]

VideoCrafter [4]

Table 1. The quality of videos generated by different T2V models
using the VideoPhy prompt dataset, over multiple rounds of itera-
tive refinement in PhyT2V

Round 1 2 3 4

PC 028 032 038 042
SA 022 035 036 038
PC 016 019 024 027
SA 0.5 029 033 035

CogVideoX-5B [51]

CogVideoX-2B [51]

PC 021 025 024 026
SA 023 028 029 030
PC 020 024 032 036
SA 027 033 037 042

OpenSora [53]

VideoCrafter [4]

Table 2. The quality of videos generated by different T2V models
using the PhyGenBench prompt dataset, over multiple rounds of
iterative refinement in PhyT2V

dataset, the binary outputs from all prompts are averaged.

In addition, we also evaluated PhyT2V using the widely
used VBench metrics and benchmarks [15], which allow
comprehensive evaluations of the generated video in multi-
ple aspects, including video quality, video-condition consis-
tency, prompt following and human preference alignment.
Baselines: For fair comparison, we only use the existing
T2V prompt enhancers as baselines, and other existing work
with extra inputs to T2V models [7, 19, 26, 27, 31] are
not applicable. We involve two prompt enhancers: 1) Di-
rectly using the existing LLM, particularly ChatGPT4, as
the prompt enhancer [28, 47]; 2) Promptist [21], which uses
reinforcement learning to automatically refine and enhance
prompts in the model-preferred way.

4.1. Improvement of the Generated Video Quality

As shown in Table | and 2, when PhyT2V is applied to dif-
ferent T2V models, it can significantly improve the gener-
ated video’s adherence to both the text prompt itself and the
real-world physical rules, compared to the videos generated
by vanilla T2V models (i.e., in Round 1 of PhyT2V’s refine-
ment). In particular, such improvement is the most signifi-
cant on the CogVideoX-2B model, where PC improvement
can be up to 2.2x and SA improvement can be up to 2.3x.
On all the other models, PhyT2V can also reach noticeable
improvement, ranging from 1.3x to 1.9x.

Meanwhile, results in Table 1 and 2 showed that
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CogVideoX-5B  OpenSora
ChatGPT 4 [28] PC 0.33 0.21
SA 0.41 0.32
Promptist [21] rC 0.25 0.19
SA 0.39 0.33

Table 3. The quality of videos generated by enhancing the prompts
in the VideoPhy dataset using different prompt enhancers

CogVideoX-5B  OpenSora
ChatGPT 4 [28] PC 0.27 0.20
SA 0.23 0.23
Promptist [21] PC 0.32 0.19
SA 0.24 0.21

Table 4. The quality of videos generated by enhancing the prompts
in the PhyGenBench dataset using different prompt enhancers

PhyT2V’s process of iterative refinement converge quickly
and only takes few rounds. Most improvement of video
quality happens in the first two rounds, and little improve-
ment can be observed in the fourth round. Hence, in prac-
tice, we believe that 3-4 iterative rounds would be sufficient.
Furthermore, as shown in Table 3 and 4, PhyT2V also
largely outperforms the existing prompt enhancers by at
least 35%, when being applied to CogVideoX-5B and
OpenSora models. In particular, ChatGPT 4, when being
used as the prompt enhancer, delivers better performance
than Promptist due to its stronger language processing capa-
bilities, but still cannot ensure physics-grounded T2V, due
to the lack of explicit reasoning on text-to-video alignment.
Our evaluation results on the VBench metrics are shown
in Figure 7, where numbers in Round 1 are the T2V model’s
original performance in current VBench leaderboard, and
iterative prompt refinements by PhyT2V in Round 2 & 3
noticeably improve the performance in many dimensions.
In particular, large improvements are noted in most di-
mensions of Video-Condition Consistency, showing that
PhyT2V improves T2V model’s adherence to prompts and
real-world physical rules underlying the prompts.

Scene

Appearance
styie v

Figure 7. PhyT2V VBench evaluation results with CogVideoX-5B
(left) and OpenSora (right)

4.2. Different Domains of Physical Rules

We also conducted in-depth analysis on PhyT2V’s per-
formance on improving the generated video’s quality in
different domains of real-world physical rules, using the

Mechanics | Ezbanced
T2V model

only
Optics mced

Thermal | Echanced ' :

A e R eion o oo e mtash i o oo window ™ 1

Figure 8. Examples of videos generated using different categories
of prompts in the PhyGenBench dataset

T2V model
only
Solid
Enhanced
to]id romat -
8ol —|
PhyT2V’ a ¢ (
i e, e
A puck flits awiftly acrosa a clean ice qurface.
I - i
Solid
to
fluid
Fluid
to
fluid

Figure 9. Examples of videos generated using different categories
of prompts in the VideoPhy dataset

CogVideoX-5B as the T2V model and ChatGPT 4 as the
prompt enhancer. As shown in Table 5 and 6, PhyT2V
achieves large improvements in most domains of physical
rules. Especially in domains where physical interaction be-
tween objects are more subtle and difficult to be precisely
captured, such as interaction with fluids and thermal-related
scene changes, such improvements will be even higher.
These improvements are also exemplified with sample
videos and their related input prompts in Figure 9 and
Figure 8. With LLM reasoning and iterative refinement,
PhyT2V can largely enhance the T2V model’s capability
when encountering out-of-distribution prompts, by provid-
ing correct and sufficient contexts to ensure that the T2V
model’s video generation correctly capture the key objects
and interaction between objects. For example, when the
prompt of “juice dropping from a bottle onto the counter”,
PhyT2V correctly depicts the juice’s slow diffusion on the
counter. More examples can be found in Appendix B.

4.3. Ablation Study

We conduct an ablation study to evaluate the necessity of
both the physical rule reasoning (Step 1) and the mismatch
reasoning (Step 2) within our PhyT2V workflow, by remov-
ing one of these steps from the refinement process to assess
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I CogVideoX-5B I CogVideoX-2B I OpenSora [ VideoCrafter

Round | 1 2 3 4 || 1 2 3 4 || 1 2 3 4 || 1 2 3 4
Solid-Soia PC [l 021 028 034 032 || 009 013 014 022 || 012 027 029 030 | 019 022 027 028
SA || 024 048 049 047 || 018 025 036 033 ] 016 034 037 035 | 024 040 045 047

Solid-Fuia FPC 1 022 027 028 030 || 011 048 028 027 || 0.17 021 024 025 || 018 024 025 026
SA || 039 054 060 061 || 029 043 044 043 | 0.16 040 041 036 || 034 043 048 052

Fluid-Fluid  FC [l 057 059 063 062 || 034 038 035 036 || 015 032 029 031 [ 033 041 053 051
SA || 041 057 059 067 || 027 042 039 044 | 031 044 045 046 || 032 042 049 051

Table 5. The improvement of generated video quality in different categories of physical rules in the VideoPhy prompt dataset

| CogVideoX-5B [ CogVideoX-2B | OpenSora [ VideoCrafter

Round |1 2 3 4 |t 2 3 4|1 2 3 41 2 3 4

Mechanics PC Il 019 025 034 035 [ 0.2 016 018 024 || 011 013 017 022 || 0.14 023 029 028
echanics

SA H 0.21 028 029 032 H 0.11 0.18 0.19 022 H 0.19  0.21 0.27  0.32 H 020 024 028 035

opties  PC 1022 035 041 039 ]| 022 025 029 028 || 024 026 025 025/ 022 021 027 03

SA || 027 042 039 044 ] 023 034 037 039 || 026 031 029 030 || 022 028 035 039

- PC || 033 035 035 035 || 013 015 015 014 || 027 030 031 033 || 025 028 026 028
ermal

SA || 022 036 043 045 || 012 006 024 027 || 023 025 037 036 || 025 037 041 043

Table 6. The improvement of generated video quality in different categories of physical rules in the PhyGenBench prompt dataset

its impact on physical-grounded video generation.
Physical rule reasoning (Step 1). As shown in Figure
10, the Step 1 of physical rule reasoning significantly en-
hances the T2V process by providing a more detailed and
coherent description of the principal object’s physical sta-
tus, such as motion, states and deformation (red texts in Fig-
ure 10), all grounded in relevant physical laws. By anchor-
ing the prompt in established physical rules, this step also
help avoid unnecessary texts (brown texts in Figure 10) and
vague physical rule descriptions (purple texts in Figure 10),
hence achieving a higher PC score.

Without physical rule reasoning ‘With physical rule reasoning

Refined
prompt

Input
prompt

‘Without mismatch reasoning

A stone, smooth and rounded, is precision-

i by an unseen hand above a pool
brimming with serene water. In slow motion,
the stone makes contact with the undisturbed
surface, sending tiny droplets of glistening
water upwards, which throne momentarily in
the ambient light before cascading back into
the pool. As the stone begins its descent into
the aquatic abyss, the surface of the water
rebounds, creating miniature ripples that
slowly propagate outwards, distorting the
reflection of the swrroundings on the water's
mirror-like surface. The water gracefully
swallows the stone, leaving behind an echo of
its presence in the ever-diminishing circles
upon the surface.

With mismatch reasoning

A hefty stone, its rustic texture offering a
contrast to the still tranquility of a water-filled
pool, is glowly and deliberately lowered towards
the surface. As it barely touches the glassy

interface,
disturbing
Submerged, it disrupts the water's hold,
displacing it around the stone's form. It begins
its unhurried descent, pulled by gravity's call,
yet slowed by the water's resistance, sinking in
a steady, downward dance, leaving behind a
world that is slightly altered by its tmassuming
presence.

small ripples radiate outward,
mirror-like  reflection.

A stone is gently placed on the surface of a pool filled

with water

Figure 11. Ablation study on Step 2 of mismatch reasoning

Refined
prompt

A squeezable container emerges, floating in a.

by the
ambient light. With a slow yet deliberate
motion, it releases a dollop of glistening
honey, which spirals lazily but methodically
into the surrounding area in a zero-gravity
space station. The honey, not subject to the
usual constraints of earthbound gravity,
doesn't fall but forms a floating, seamless,
glowing amber blob. Its surface continuously
undulates and morphs as it interacts with the
air, creating an entrancing display of fluid

In the zero-gravity environment of a space station,
& gripping hand delicately squeezes a container of
honey. As the pressure gently ebbs, the lustrous
honey gradually freed captures the light, appearing
gold and viscous in the muted space-station light.
Rather than flowing downwards, it transforms into
a floating globule that retains its spherical shape,
‘merging into the air, held together
tightly by surface tension, demonstrating the
unusual physics of space. As the honey separates
from the container, the dispenser subtly floats in

the opposite direction, in keeping with the law of

ion of ing silence
soon dominates the scene as droplets of honey
slowly meander away, while others stay close, a
dance of Brownian motion manifesting in the most
attractive way in space.

dynamics in a gravity-free context, as if
engaged in a cosmic ballet. The scene
encapsulates an unusual blend of human
Tleisure and scientific exploration.

Input
prompt

A cup of oil ig glowly poured out in the space station, releasing the
liquid into the surrounding area.

Figure 10. Ablation study on Step 1 of physical rule reasoning

Mismatch reasoning (Step 2). The Step 2 of mismatch
reasoning addresses details that may have been overlooked
in the previous iteration of the generated video as shown
in Figure 11. This step plays a critical role in the iterative
refinement process by identifying and correcting discrepan-
cies between expected and observed outputs. By enhanc-
ing the model’s focus on the principal object, the mismatch
reasoning step reduces the likelihood of losing attention to

important features (brown and purple texts in Figure 11),
improving the fidelity and relevance of generated video con-
tent (red texts in Figure 11) towards a higher SA score.

Overall, our study shows that both reasoning steps are
integral to PhyT2V, contributing to a more robust and
semantically-aligned generation of refined prompts in Step
3. More detailed ablation studies are in Appendix C.

5. Conclusion

In this paper, we present PhyT2V, a novel data-independent
T2V generation framework designed to enhance the gen-
eralization capability of existing T2V models to out-of-
distribution domains. By incorporating CoT reasoning and
step-back prompting, PhyT2V systematically refines T2V
prompts to ensure adherence to real-world physical prin-
ciples without necessitating additional model retraining or
reliance on additional conditions. Evaluation results indi-
cate that PhyT2V achieves a 2.3x enhancement in physical
realism compared to baseline T2V models and outperforms
state-of-the-art T2V prompt enhancers by 35%.
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