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Abstract

Diffusion models are proficient at generating high-quality
images. They are however effective only when operating at
the resolution used during training. Inference at a scaled
resolution leads to repetitive patterns and structural dis-
tortions. Retraining at higher resolutions quickly becomes
prohibitive. Thus, methods enabling pre-existing diffusion
models to operate at flexible test-time resolutions are highly
desirable. Previous works suffer from frequent artifacts and
often introduce large latency overheads. We propose two
simple modules that combine to solve these issues. We intro-
duce a Frequency Modulation (FM) module that leverages
the Fourier domain to improve the global structure consis-
tency, and an Attention Modulation (AM) module which im-
proves the consistency of local texture patterns, a problem
largely ignored in prior works. Our method, coined FAM
diffusion, can seamlessly integrate into any latent diffusion
model and requires no additional training. Extensive qual-
itative results highlight the effectiveness of our method in
addressing structural and local artifacts, while quantitative
results show state-of-the-art performance. Also, our method
avoids redundant inference tricks for improved consistency
such as patch-based or progressive generation, leading to
negligible latency overheads. FAM diffusion project web-
page: https://happy-hsy.github.io/projects/Famdiffusion/

1. Introduction
Diffusion models [22] demonstrate impressive generative
power across a range of applications [6, 18, 20, 23, 29, 30,
33]. While powerful, one known shortcoming of diffusion
models is their inability to seamlessly scale to higher reso-
lutions beyond the one used during training. It is known that
directly generating images at resolutions beyond the train-
ing resolution results in severe object repetition and unreal-

*This work was conducted while Haosen Yang was an intern at Sam-
sung AI Center, Cambridge, UK.

istic local patterns [1, 3, 7]. This is illustrated in Figure 1(a).
While retraining diffusion models on higher-resolution im-
ages is a straightforward solution, the computational de-
mands quickly become prohibitive. This restricts applica-
tions requiring flexible or high-resolution image generation,
e.g. 4K. Therefore, adapting pre-trained diffusion models to
generate high-resolution images without additional training
is a topic of high interest that we tackle in this work.

Prior efforts addressing this important problem can be
largely categorized into two tracks. The first set of ap-
proaches, e.g. [3, 15], propose mechanisms that improve the
global structure consistency by steering the high-resolution
generation using the image generated at native (i.e. training)
resolution. However, the effectiveness of such mechanisms
is mixed, with trailing issues like poor detail quality, incon-
sistent local textures, and even persisting pattern repetitions
as shown in Figure 1(b). Furthermore, these works typically
operate on a patch-based basis, generating one patch at a
time. Concretely, this means that these methods resort to
redundant and overlapping forward passes, leading to large
latency overheads. The second group of approaches, e.g.
[7, 11, 34], eschews patch-based generation in favor of a
one-pass approach by directly altering the model architec-
ture. This leads to faster generation, but unfortunately, it
comes at the cost of image quality, as shown in Fig. 1 (c).

To address the aforementioned limitations, we propose
a straightforward yet effective approach that takes the best
of both worlds. Our method follows the single pass genera-
tion strategy for improved latency but, like patch-based ap-
proaches, leverages the native resolution generation to steer
the high-resolution one. Specifically, our method starts by
generating an image at native resolution conditioned on the
input text prompt. We then resort to a test-time diffuse-
denoise strategy [3, 8, 27], where the high-resolution de-
noising stage is guided by the native resolution diffusion
process. However, instead of blindly steering the high-res
image toward the low-res one as done elsewhere [3, 15], we
propose a Frequency Modulation (FM) module. In partic-
ular, we leverage the Fourier domain to selectively condi-
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(a) Direct Inference (b) DemoFusion (c) HiDiffusion (d) Ours

Figure 1. Comparisons of 3× (3072 × 3072) image generation based on SDXL [19].

tion low-frequency components during the high-resolution
image generation stage, while providing full control over
high-frequency components to the denoising process.

While the FM module resolves artifacts related to global
consistency, artifacts related to inconsistent local texture
might still be present, i.e. finer texture generated on se-
mantically related parts of the image might be inconsistent.
To tackle this second issue, largely ignored in the literature,
we propose an Attention Modulation (AM) mechanism that
leverages attention maps from the denoising process at na-
tive resolution to condition the attention maps of the de-
noising process at high resolution. Since attention maps
at native resolution encode which regions of the image are
semantically related, they regularize the high-res denoising
towards consistent finer texture generation. Our method,
coined Frequency and Attention Modulated diffusion (FAM
diffusion), combines our FM and AM modules to yield su-
perior quality results, see Fig. 1 (d).

Our method seamlessly integrates with any latent dif-
fusion model without additional training or architectural
changes. We empirically show that our method significantly
enhances the quality and efficiency of high-resolution im-
age generation, establishing a new state-of-the-art.

2. Related Work

Diffusion models have shown impressive performance in
generating creative and accurate representations given text
prompts [10, 22]. While early work [22] was limited to gen-
erating relatively low-resolution images (i.e. 256 × 256),
follow-up work showed that their performance can scale to
higher resolutions, e.g. 512 × 512 with SD1.5 [22] and
1024×1024 with SDXL [19]. However, a major shortcom-
ing with all these models is that generation remains lim-
ited by the resolution used at training time. Naively tar-
geting higher train-time resolutions quickly results in pro-
hibitive training costs and computational requirements, and
the limited availability of high-resolution training data also
restricts the diversity of image generation. Thus, adapting

pre-trained diffusion models to generate high-resolution im-
ages without retraining has emerged as a topic of interest.

Early works [1, 14] proposed using overlapping patches
at native resolution and blending the outputs to produce an
image without seams. However, this leads to frequent rep-
etitions and inconsistent global image structure. Therefore,
subsequent works introduced various mechanisms to en-
courage global structural consistency. For instance, Demo-
Fusion [3] proposed a patch-based generation process with
mechanisms such as skip residuals and progressive upsam-
pling, while AccDiffusion [15] used localized prompting to
guide high-resolution generation and improve consistency
with images generated at native resolutions. However, these
methods still suffer from issues like local repetitions, and
inconsistent global coherence. They also have significant
latency overheads due to the running cost of multiple back-
ward passes. To mitigate the high latencies, other works
aim to generate high-resolution images in a single pass by
modifying the architecture of the UNet. For example, Scale-
Crafter [7] employs dilated convolutions to adjust the recep-
tive field of convolutions in the denoising UNet. HiDiffu-
sion [34] introduces an alternative UNet that dynamically
adjusts the feature map size during the denoising process.
While these approaches achieve faster generation, they of-
ten result in image distortions.

More closely related to ours are methods that have ap-
proached structural consistency from a frequency domain
perspective. FouriScale [12] splits the image in Fourier
domain, then proceeds to incorporate a low-pass filtering
operation and impose structural consistency with an image
generated at natire resolution. However, this splitting op-
eration results in unrealistic images. HiPrompt [16] de-
composes images into spatial frequency components con-
ditioned on local and global prompts, but it often relies on
redundant operations that lead to high latencies. ResMas-
ter [25] leverages low-frequency information from the la-
tent representation of the native image to provide desirable
global semantics during the denoising process. However, it
ignores the noise distribution differences between the cur-
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rent high-resolution denoising step and the native image in
latent space. In addition, it still relies on patch-based de-
noising, making it inefficient. In contrast to these methods,
we propose a one-pass method that does not alter the model
architecture. Importantly, our method introduces a comple-
mentary novel attention modulation mechanism, which tar-
gets local structure consistency; an issue overlooked by all
existing works.

3. Method
In this work, we leverage pretrained latent diffusion mod-
els (LDMs), which have been extensively trained on large-
scale high-quality data. Our goal is to generate images at
higher resolutions than during training, without any addi-
tional finetuning or model modification. Sec. 3.1 briefly
reviews the diffusion notation and the test-time diffuse-
denoise strategy. In Sec. 3.2 we present our Frequency
Modulated (FM) denoising approach, which is designed to
improve global consistency. Finally, we introduce our At-
tention Modulation (AM) mechanism, which is designed
to improve the consistency of the local texture and high-
frequency detail, in Sec. 3.3. We provide an overview of
our method in Figure 2.

3.1. Preliminaries
Latent Diffusion Models (LDM) [22]: We operate in the
realm of LDMs, which first convert image x0 to a latent
representation z0 using an encoder such that z0 = E(x0),
z0 ∈ Rc×h×w. During training, a Markovian diffusion pro-
cess progressively adds noise to the input latent z0 accord-
ing to a predefined schedule βt, t ∈ [1, T ] by sampling se-
quentially from:

q(zt|zt−1) := N (zt|
√

1− βtzt−1, βtI) (1)

Conversely, a trainable denoising process progressively re-
covers the original latent z0 using a noise estimator Zθ =
(µθ,Σθ) parametrized by θ by sampling from:

pθ(zt−1|zt) := N (zt−1|µθ(zt, t),Σθ(zt, t)) (2)

During inference, an image is generated by denoising from
random noise, zT ∼ N (0, I) ∈ Rc×h×w, through sequen-
tial calls to Zθ. The quality of the generated image im-
proves with the number of steps to finally yield the latent
representation zn0 ∈ Rc×h×w, where we introduce the su-
perscript n to indicates generation at native resolution h×w
(i.e. same as training resolution).
Inference-time diffuse-denoise: Our goal is to use the
pretrained parametric denoiser Zθ, without further finetun-
ing, to generate zm0 ∈ Rc×sh×sw at a higher resolution m,
m = sh × sw, where s is the target resolution scaling fac-
tor. The naive approach is to directly start from random

noise at the target resolution, zmT ∼ N (0, I) ∈ Rc×sh×sw.
However, this has been repeatedly shown to lead to subop-
timal results, with frequent artifacts and object duplication
[3, 7, 34]. This is illustrated in Fig. 3a.

Instead, prior works proposed a test time diffuse-denoise
process [3, 8, 27]. The idea is to start from the output of the
denoising process at native resolution, zn0 rather than noise,
which is then upsampled to the target resolution m to obtain
z̃m0 = U(zn0 , s), where U denotes an upsampling function.
Next, T forward diffusion steps progressively add noise to
the latents z̃mt=1...T . Finally, the backward process denoises
from z̃mT to yield the final output zm0 . Note that we use z̃
and z to refer to the latents generated during diffusion and
denoising respectively.

While a standard denoising process as in Eq. 2 could
be used, it often leads to inconsistent global structures, as
shown in Fig. 3b. Instead, the denoising process from Eq. 2
is now defined as:

pθ
(
zmt−1|ft(z̃mt , zmt )

)
(3)

where ft(.) is tasked with steering the denoising process
and improving the consistency between the high-res and
low-res images. Previous work [3, 15] define ft(.) as a sim-
ple weighted linear combination of z̃mt and zmt and coin the
mechanism skip residual. We show in Fig. 3c that this yields
to suboptimal results. In contrast, we propose a Frequency
Modulated approach to defining ft(.).

3.2. Frequency-Modulated Denoising
The conditioning of the denoising steps through the skip
residual has been shown to improve consistency between
low and high-resolution images. We however observe that it
lacks control over the information transferred. More specif-
ically, the goal of the test-time diffuse-denoise process is
to take the upsampled low-resolution image and to produce
an output that 1) preserves the global structure, and 2) im-
proves the texture and high-frequency details. The skip
residual mechanism however steers the output towards the
input indiscriminately, which serves the first objective but
can negatively impact the latter. It would be desirable to
instead harness the global structure information from the
diffused latents of the forward process, while allowing the
denoising process to handle the generation of details. To
this end, we appeal to the frequency domain, where global
structure and finer details are captured by low- and high-
frequency, respectively [17, 28, 31], and re-define the func-
tion ft(.), which controls information transfer from the for-
ward diffusion into the denoising process, in accordance.

Let K(t) be a high-pass filter for timestep t, the function
ft(.) in Eq. 3 is defined as follows:

ft(z̃
m
t , zmt ) =IDFT2D(K(t)⊙DFT2D (zmt )

+ (1−K(t))⊙DFT2D (z̃mt )),
(4)
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Figure 2. Overview of the FAM diffusion. (a) We first generate an image at native resolution, followed by a test-time diffuse-denoise
process. We incorporate our Frequency Modulation module and Attention Modulation during high-res denoising to control global structure
and fine local texture, respectively. (b) Details of the Frequency Modulation, where we use the Fourier domain to selectively condition
low-frequency components during high-res denoising while leaving high-frequency components fully controllable. (c) Details of Attention
Modulation, where attention maps from the native image denoising are used to correct the high-res denoising.

(a) DI (b) DI* (c) SR (d) FM (e) FM-AM

Figure 3. Ablation on the components of FAM diffusion. Direct Inference (DI) at high resolution from noise, Direct Inference from low-res
latent (DI*), Skip Residual (SR) from DemoFusion [3], Frequency Modulation (FM), Attention Modulation (AM).

where ⊙ denotes the Hadamard product. Essentially, the
high-frequency coefficients of the denoised latent zmt are
combined with the low-frequency coefficients of the dif-
fused latent z̃mt , modulated by the filter K(t). Eq. 4 can
be further reformulated in the time domain as below:

ft(z̃
m
t , zmt ) = zmt + κ(t)⊛

(
z̃mt − zmt

)
, (5)

where κ(t) = IDFT2D (1−K(t)) ∈ Rsh×sw is a convo-
lutional kernel, and ⊛ denotes the circular convolution oper-
ator. Eq. 5 shows that the frequency modulation adds a low-
frequency update to the denoised latent zmt directed towards
the diffused latent z̃mt , subsequently preserving the global

structural information from the upsampled latent. Further-
more, the circular convolution κ(t) in Eq. 5 can be inter-
preted as an additional (non-learnable) convolutional layer
of the UNet, effectively providing it with a global recep-
tive field and helping generate consistent structure without
modifying the UNet architecture [11, 34] or using dilated
sampling [3]. The result of our FM approach is shown in
Fig. 3d. In comparison, the skip residual approach of De-
moFusion, shown in Fig. 3c, produces inconsistencies like
a missing left nostril and unnaturally small eyes.
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3.3. Attention Modulation
While the FM module successfully maintains global struc-
ture and solves the issue of object duplication as shown
in Fig. 3d, we note that local structures can be inconsis-
tently generated due to the discrepancy between training-
time native resolution and the target inference-time high
resolutions. For example, the top image in Fig. 3d shows
a distorted mouth compared to the one at native resolution.
Similarly, in the bottom example, fur texture is incorrectly
generated on the shirt collar. That is, the high-frequency
detail generated on the shirt collar is semantically related to
one generated on the fox’s face and not to the other parts of
the shirt. We hypothesize this stems from incorrect attention
maps during the high-res denoising stage. This motivates us
to propose our Attention Modulation (AM) approach. We
take inspiration from attention swapping, a recent method
to combine information from two diffusion processes in a
more localized manner [4, 5, 13], and extend the idea to
transfer local structural information from the denoising pro-
cess at native resolution to the one at target resolution.

In particular, the attention of an input tensor z is com-
puted by first projecting it linearly into a triplet of query,
keys, and values, (Q,K, V ), respectively, and the self-
attention is computed as:

Att(z) = softmax

(
Q ·KT

√
d

)
V = M · V (6)

where d indicates the feature dimensionality, and we refer
to M as the attention matrix.

In our case, we modify the self-attention at specific lay-
ers of the UNet of the high-resolution denoising process to
incorporate information from the attention maps of the na-
tive resolution as:

M̄m = (λ · U(Mn, s) + (1− λ) ·Mm) (7)

where Mn and Mm are the attention matrices at native and
target resolution respectively, λ is a hyperparameter, and
U is an s-times upsampling function. The new attention
matrix M̄m is then used instead of Mm during the high-res
denoising process in Eq. 6.

Applying our AM module at all layers of the UNet can
lead to suboptimal performance due to over-regularization.
We apply it instead only for layers in up-blocks of the
UNet, as they are known to preserve layout information bet-
ter [13]. Furthermore, we experimented with AM at various
stages and found the highest benefit to be at up block 0.
Results shown in Fig. 3e demonstrate the benefit of the pro-
posed AM module, particularly regarding better preserva-
tion of local structures such as the mouth and shirt collar,
highlighted in yellow boxes.

4. Experiment
4.1. Experimental setup
To demonstrate the effectiveness of our approach, we pair
it with a well-performing diffusion model like SDXL [19].
For completeness, we also pair our approach with the recent
HiDiffusion [34], which specifically changes the attention
mechanism of SDXL with windowed attention to improve
the model latency. SDXL is trained at 1024×1024 resolu-
tion, which we refer to as 1×. We experiment with three un-
seen higher resolutions such that the model generates 2×2,
3 × 3, and 4 × 4 times more pixels than the training setup.
In the supplementary, we also include results with various
aspect ratios, e.g. 2× 4, and also experiment with different
variants of Stable Diffusion (SD); namely, SD 1.5 [22], SD
2.1 [22], which generate at 512×512 and 768×768 pixels
respectively.

Evaluation set. Following previous work [3, 7, 11, 15] we
evaluate performance on a subset of the Laion-5B dataset
[24]. Given the number of compared methods and signif-
icant computational demands associated with the task, we
randomly sample 10K images from Laion-5b which we use
as our real images set, and we sample 1K captions, which
we use as text prompts for the models.

Evaluation metrics. Following prior work, we evaluate
the quality and diversity of the generated images using
Frechet Inception Distance (FID) [9] and Kernel Incep-
tion Distance (KID) [2], computed between the generated
and real images. Since FID requires resizing images to
299 × 299, which negatively impacts the assessment, it is
typical to adopt their patch-level variants [3, 11, 15, 34].
Specifically, we extract 10 random crops from each image
before calculating FID and KID, referring to these metrics
as FIDc and KIDc. To further evaluate the semantic similar-
ity between image features and text prompts, we report the
CLIP score [21]. To measure the efficiency of each method,
we compute latencies on a single A40 GPU.

4.2. Main Results
We select Demofusion [3], AccDiffusion [15],
FouriScale [11], and HiDiffusion [34] as represen-
tative methods of the current state-of-the-art among
high-resolution generation methods. As shown in Table 1,
FAM diffusion achieves the best overall performance on
FIDc, KIDc, and CLIP Score in all cases. In the case of
FID and KID, FAM diffusion provides substantial gains
for larger scale factors, while producing similar results
to DemoFusion on lower scale factors. However, these
metrics heavily downsample high-resolution images before
computing the metrics and thus do not capture finer details
in the evaluation results. This is a widely-known issue for
these metrics, as explained in Sec. 4.1. Finally, we note that
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Method Scaling Factor FID↓ KID↓ FIDc ↓ KIDc ↓ CLIP ↑ Latency(mins)
DemoFusion [3]

2× 2

63.24 0.0084 36.75 0.0096 32.0 2.5
AccDiffusion [15] 59.42 0.0068 37.23 0.0105 31.69 2.6
FouriScale* [12] 78.54 0.0136 40.80 0.0130 29.8 2.3
HiDiffusion [34] 78.02 0.0136 51.41 0.0139 30.5 0.6
HiDiffusion [34] + FAM diffusion 69.61 0.0140 34.26 0.0084 32.32 0.8
SDXL [19] 59.47 0.0067 50.54 0.0136 30.6 0.8
SDXL [19] + FAM diffusion 58.91 0.0072 33.96 0.0080 32.35 1
DemoFusion [3]

3× 3

68.82 0.0159 40.24 0.0122 32.0 8.6
AccDiffusion [15] 73.47 0.0210 43.64 0.014 31.50 10
FouriScale* [12] 73.57 0.0309 65.01 0.0357 28.54 6.2
HiDiffusion [34] 112.51 0.0325 68.84 0.021 28.43 1.5
HiDiffusion [34] + FAM diffusion 76.28 0.0007 36.70 0.010 32.26 1.8
SDXL [19] 78.41 0.0136 69.40 0.0210 28.44 2.2
SDXL [19] + FAM diffusion 69.25 0.0007 36.40 0.010 32.25 2.5
DemoFusion [3]

4× 4

65.89 0.0087 48.44 0.0157 30.45 19.6
AccDiffusion [15] 73.97 0.0090 54.80 0.0187 30.15 20.5
FouriScale* [12] 105.24 0.0342 70.45 0.0223 27.86 14.7
HiDiffusion [34] 129.91 0.0483 156.98 0.0877 24.32 2.8
HiDiffusion [34] + FAM diffusion 59.05 0.0074 44.65 0.0134 32.31 3.1
SDXL [19] 160.10 0.0602 74.37 0.0242 26.70 5.4
SDXL [19] + FAM diffusion 58.91 0.0073 43.65 0.0130 32.33 6.1

Table 1. System-level comparisons with SDXL. * indicates inference with FreeU [26]

(a) Low Resolution Att. (b) High Resolution Att. (c) Att. Modulation

Figure 4. Visualization of Attention Maps in the UNet: (a) Low-
Resolution Attention map, (b) High-Resolution Attention map, (c)
Attention Map when using the AM module

our method adds only small latency overheads compared
to direct inference on the target resolution, e.g. 0.2, 0.3,
and 0.7 min at 2×, 3× and 4× scale factors respectively
when combined with SDXL. In comparison, DemoFusion
adds 14.2 sec latency vs SDXL direct inference at 4×
scale factor. When compared to the frequency-based
method FouriScale [11], FAM diffusion also shows notable
improvements in both quality and latency. For instance,
under 4K resolution image generation, it achieves 43.65

(a) Direct Upsampling (b) BSRGAN (c) Ours

Figure 5. Qualitative comparison between Direct Upsampling,
BSRGAN, and our method. The patches shown were cropped
from a 4096× 4096 resolution image. Zoom in for best view.

vs. 70.45 on FIDc and 32.31 vs. 26.67 on CLIP score,
while also being faster than FouriScale. Additionally, we
observed that FAM diffusion can be seamlessly integrated
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Prompt: Close-up portrait of 
an elderly man, deep 
wrinkles, expressive eyes
 

Prompt: A cute fluffy rabbit 
pilot walking on a military 
aircraft carrier, unreal engine 
render, 8k, cinematic
 

Prompt: A cat under the 
snow with blue eyes, 
covered by snow, cinematic 
style, medium shot, 
professional photo, animal

(a) Native Resolution Image

2048x2048 3072x3072 4096x4096

(b) DemoFusion

2048x2048 3072x3072 4096x4096

(c) FouriScale*

2048x2048 3072x3072 4096x4096

(d) HiDiffusion

2048x2048 3072x3072 4096x4096

(e) Our Method

Figure 6. Qualitative comparison with other methods based on SDXL. Best viewed when zoomed in. * indicates inference with FreeU [26]

2465



(a) Constant LF (b) Time-aware LF

Figure 7. Comparison between Constant LF and Time-aware LF.

into single-pass methods, such as HiDiffusion [34], to
enhance performance while maintaining fast image gen-
eration, achieving an effective latency-quality trade-off.
These results quantitatively validate the effectiveness of
our method in improving the quality of image generation.

In Figure 6, we present a comparison between DemoFu-
sion, FouriScale, HiDiffusion, and FAM diffusion. We se-
lected three complex textual prompts to highlight the image-
generation capabilities of the model. For FouriScale, we
used the default setting with FreeU [26]. Firstly, as men-
tioned above, DemoFusion tends to generate repetitive con-
tent and artifacts with unreasonable local structures due
to its patch-based generation approach (see for example
the two small cat heads generated on the top-right image).
FouriScale [11] and HiDiffusion [34] produce visually un-
appealing structures and extensive areas of irregular tex-
tures, which significantly degrade the overall visual qual-
ity. Additionally, we compare our method with the super-
resolution approach BSRGAN [32], as shown in Figure 5.
We observe that FAM diffusion effectively introduces or
modifies high-frequency details that were not present in
the original image, while preserving structural information,
leading to more appealing and detailed images.

To further illustrate the generality of our approach, in the
supplementary material we provide results of our approach
in combination with SD1.5 and SD2.1.

4.3. Ablation Study
In this section, we conduct ablation studies and use SDXL
with the 2× 2 scale factor setting.

Effectiveness of the components in the FAM diffusion
We study the effect of the two components of FAM diffu-
sion, Frequency-Modulated Denoising (FM) and Attention
Modulation (AM). The results shown in Figure 3 indicate
the following: (1) both direct inference from random noise,
and direct inference from the diffused latent at native res-
olution generate outputs with structural distortions and re-
peated patterns. (2) while the Skip Residuals of DemoFu-
sion helps maintain the global structure of the image, it still

produces artifacts and poor local patterns. (3) Compared to
Skip Residuals, FM reduces undesirable local patterns by
leveraging the low-frequency information of the image at
native resolution, which provides better structural guidance.
(4) Attention Modulation resolves inconsistencies between
local patterns and global structure by utilizing the attention
map from the native resolution, offering strong guidance
of the semantic relationships among latent tokens. Overall,
FM and AM address structural distortions and local pattern
inconsistencies in high-resolution images effectively, high-
lighting the meaningful contributions of FAM diffusion.

Effectiveness of the time-aware formulation on the FM
module We show here the effect of the time-varying for-
mulation of FM, as illustrated in Figure 7a. Specifically, the
FM module incorporates low-frequency information from
the corresponding diffused latent at each step t. Instead,
we can avoid this time-varying nature and utilize the up-
sampled latent as a single static reference. However, this
approach results in images that appear noticeably blurrier
and lose finer details associated with high-frequency infor-
mation, highlighting the importance of the dynamic nature
of the FM module throughout the denoising process.

Analysis of Attention Modulation To better understand
the principles underlying the AM module, we visualize in
Figure 4 the self-attention maps of a tokens from the mouth
region (marked with a star) as the query and all tokens as the
key and value. The resulting attention map computed using
the low-resolution latent primarily encodes coarse informa-
tion of the semantic relations among parts of the image, but
lacks fine-grained contextual information across the entire
face. Instead, the attention maps at high resolution are more
detailed, but fail to capture semantic relatedness, e.g. the
mouth areas are not highlighted. After applying AM, the at-
tention map effectively integrates local-global relationships
with enhanced fine-grained detail. This analysis provides
visual insights into how AM repairs inconsistencies in local
patterns, contributing to more coherent global structures.

5. Conclusion
We introduced FAM diffusion, a training-free diffusion
model for high-resolution image generation. To address
issues of object repetition and structural distortion, we
propose a Frequency Modulated strategy. By leveraging the
Fourier domain, this method enhances guidance for high-
resolution generation while avoiding latency overheads
associated with multi-patch approaches. Additionally, we
propose an effective Attention Modulation mechanism to
address inconsistent local texture patterns, a challenge
largely overlooked in previous works. Extensive quantita-
tive and qualitative evaluations highlight the effectiveness
of our method. We further show that, contrary to previous
works, our method incurs in marginal latency overheads.
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