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Abstract

Visual Emotion Recognition (VER) is a critical yet chal-
lenging task aimed at inferring emotional states of individ-
uals based on visual cues. However, existing works focus
on single domains, e.g., realistic images or stickers, lim-
iting VER models’ cross-domain generalizability. To fill
this gap, we introduce an Unsupervised Cross-Domain Vi-
sual Emotion Recognition (UCDVER) task, which aims to
generalize visual emotion recognition from the source do-
main (e.g., realistic images) to the low-resource target do-
main (e.g., stickers) in an unsupervised manner. Com-
pared to the conventional unsupervised domain adapta-
tion problems, UCDVER presents two key challenges: a
significant emotional expression variability and an affec-
tive distribution shift. To mitigate these issues, we pro-
pose the Knowledge-aligned Counterfactual-enhancement
Diffusion Perception (KCDP) framework.  Specifically,
KCDP leverages a VLM to align emotional representa-
tions in a shared knowledge space and guides diffusion
models for improved visual affective perception. Further-
more, a Counterfactual-Enhanced Language-image Emo-
tional Alignment (CLIEA) method generates high-quality
pseudo-labels for the target domain. Extensive experiments
demonstrate that our model surpasses SOTA models in both
perceptibility and generalization, e.g., gaining 12% im-
provements over SOTA VER model TGCA-PVT. The project
page is at https://yinwen2019. github.io/ucdver/.

1. Introduction

Visual Emotion Recognition (VER), a fundamental task in
artificial intelligence and human-computer interaction, aims
to identify human emotions through visual cues, such as fa-
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Figure 1. Illustration of two significant challenges of UCDVER
in (a) and (b). Our proposed Knowledge-aligned Counterfactual-
enhancement Diffusion Perception (KCDP) (in Figure c¢) aligns
different domains in a shared knowledge space which guides the
diffusion model to bridge the domain gap.

cial expressions [61], body language [56], and contextual
scene features [50]. Existing VER methods [38, 48, 49,
51, 54, 55, 57] typically focus on realistic images and have
gained considerable advancements on a suite of datasets
such as EmoSet [52] and Emotion6 [34]. With the rapid
uptake of social media and messaging apps, emojis, stick-
ers, and cartoon characters have been widely used in social
media messages. Unfortunately, current VER models can-
not handle emotion recognition in these new domains due
to the significant emotional expression variability between
domains and an affective distribution shift [4].

Although pre-trained VLMs such as BLIP [23], LLaVa
[26], and InstructBLIP [5], which have been pre-trained
on diverse, multi-domain data, including both realistic im-
ages and stickers. However, as demonstrated by our em-
pirical results in Table 2, vanilla VLMs underperform in
cross-domain visual emotion recognition. We hypothesize



that relying solely on VLMs may fail to capture invariant
emotional concepts across domains. Hence, developing an
adaptive emotion recognition model that handles universal
emotion domains with less adaption cost is important.

In this paper, we introduce a new challenging task
Unsupervised Cross-Domain Visual Emotion Recognition
(UCDVER), where a model is trained with labeled source-
domain data (e.g., realistic images) and unlabeled target do-
main data (e.g., stickers), but is employed to recognize emo-
tion in the target domain. Unlike typical visual adaptive
problems such as object detection [7, 8] and images classi-
fication [6, 24, 45], UCDVER needs to solve more severe
and sophisticated data-shift problems. Taking the stickers
and realistic images as an example shown in Figure 1, two
key challenges arise:

i) Emotional expression variability: Emotional expres-
sions vary greatly. Realistic images reflect emotions
expressed by real humans, while stickers exaggerate
or simplify emotions, often focusing on single or mul-
tiple virtual elements [27, 59].

Affective distribution shift: According to the Emo-
tional Causality theory [4], an emotion is embedded
in a sequence involving (i) external event; (ii) emo-
tional state; and (iii) physiological response. Stickers
or emojis emphasize the last two, i.e. (ii) and (iii) [27],
while the emotion in realistic images is often linked to
the external context surrounding the subject(s).

The ability to distill a domain-agnostic representation
becomes the key to addressing UCDVER. Inspired by sen-
timent analysis in NLP [10, 41], we posit that emotions are
usually embedded in structured knowledge, e.g., in the form
of subject-verb-object. For example, in Figure 1, knowl-
edge triplets “man - hugging - woman” and “man - is -
thrilled.” can serve as domain-agnostic clues to mitigate
emotional distribution shifts. Recently, text-guided condi-
tional Latent Diffusion Model (LDM) [37] has been em-
ployed to generate cross-domain data [17, 19, 22], exhibit-
ing stunning spatial and semantic consistency and flexibil-
ity. Naturally, a question arises: Can we exploit domain-
agnostic cues to guide a pre-trained diffusion model to
bridge the severe domain gaps?

With this question in mind, we propose a Knowledge-
aligned Counterfactual-enhancement Diffusion Perception
(KCDP) framework, which projects affective cues into a
domain-agnostic knowledge space and performs domain-
adaptive visual affective perception by a diffusion model.
Specifically, we develop a Knowledge-Alignment Diffusion
Affective Perception (KADAP) module which first extracts
image captions by BLIP [23] and uses a knowledge parser
to extract knowledge triplets as domain-agnostic informa-
tion. This knowledge guides the LDM in capturing emo-
tional cues by a knowledge-guided cross-attention (KGCA)
mechanism. We trained the KGCA by LoRA [15], which
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allows efficient fine-tuning by learning low-rank adaptation
matrices. To enhance emotion classification, we integrate
the features from textual and visual branches. However,
our empirical results indicate that a unified global classi-
fier alone does not achieve satisfactory performance. We
attribute this to the cross-domain modalities conveying di-
verse cues for emotion recognition, which a single classifier
may fail to fully capture. To this end, we developed a Mix-
ture of Experts (MoE) module to learn invariant information
across domains via multiple specialized experts responsible
for capturing different cues in cross-domain modalities.

To further enhance the performance of the target do-
main, we introduce a Counterfactual-Enhanced Language-
Image Emotional Alignment (CLIEA) strategy to generate
higher-quality pseudo labels for the target domain. In this
approach, we first construct a generalized causal graph to
represent the causal relationships among elements involved
in emotional alignment. To model the indirect effects of
various affective prompts on language-image alignment, we
employ Counterfactual Contrastive Learning (CCL), which
enables the capture of nuances of emotion-specific align-
ment by isolating the causal impact of prompts. In sum-
mary, the key contributions of our works are:

* We introduce Unsupervised Cross-Domain Visual Emo-
tion Recognition (UCDVER), a new challenging task
where a VER model is trained on a source emotion do-
main but tested on a new target emotion domain.

To address UCDVER, we propose a Knowledge-
aligned Counterfactual enhancement Diffusion Percep-
tion (KCDP) framework to learn domain-agnostic knowl-
edge across diverse emotion domains.

We develop Knowledge-Alignment Diffusion Affec-
tive Perception (KADAP) and Counterfactual-Enhanced
Language-Image Emotional Alignment (CLIEA) mod-
ules align knowledge and visual concepts and generate
high-quality affective pseudo-labels.

We establish a benchmark for the task of UCDVER. Our
proposed KCDP framework achieves SOTA performance
on various emotion cross-domain scenarios, surpassing
several VLMs such as LLaVa.

2. Related Works

Visual Emotion Recognition. The vast majority of previ-
ous Visual Emotion Recognition (VER) studies [30, 38, 54,
57] have trained and tested the model on a single domain’s
image, such as EmoSet [52], WEBEmo [30], Emotion6
[34], etc. With the advent of SER60K [27], Sticker820K
[59], a number of arts [16, 33] made good progress in these
areas. CycleEmotionGAN++ [58] generated an adapted do-
main to align the source and target domains at the pixel level
with a loss of cycle consistency. In [62], a new method
called BBA was developed that addressed adaptation of the
source-free domain for VER. However, these efforts do not



consider generalization performance in domains with large
distribution shift, e.g., realistic to sticker.

Diffusion Models for Visual Tasks. Diffusion models are
trained as a continuous denoising process from the pure ran-
dom noise [14], which is widely used in vision generation
[22, 36, 37, 53] and perception [18, 47, 60] tasks. Most
of these works use text-to-image diffusion models, which
guide the reverse process of the diffusion model through
prompts. Recent studies [1, 11, 20] have explored the use
of diffusion models to solve cross-domain visual perception
tasks. [11] learns the scene prompt on the target domain in
an unsupervised way, and uses the prompt randomization
strategy to optimize the segmentation head to unlock the
domain invariant information to enhance its cross-domain
performance. In [20], a diffusion model, as a backbone of
the perception model, uses text embeddings after text-image
alignment to guide better perception performance. Com-
pared to their use of tedious and irregular texts as guided
conditions, we train diffusion models with domain-specific
knowledge resulting in a more generalized perception.
Unsupervised Domain Adaptation. UDA has been widely
applied across various areas [6, 7, 12, 24, 40], with the goal
of transferring knowledge from a labeled source domain to
an unlabeled target domain. This approach typically fol-
lows two strategies: one is to learn domain-invariant in-
formation [6, 24], and the other is to optimize for domain
data discrepancies [29, 45]. DAMP [6] leverages domain-
invariant semantics through the alignment of visual and tex-
tual embeddings in image classification. In [29], diffusion
models were utilized to generate pseudo-target data to al-
leviate representation differences between domains. While
these methods have shown generalization across different
domains, variant abstract concepts pose great challenges for
conventional UDA models, particularly the new UCDVER
task. Our proposed model addresses these challenges by ef-
fectively capturing domain-invariant information and miti-
gating data shifts.

3. Preliminary

Problem Statement. The Unsupervised Cross-Domain Vi-
sual Emotion Recognition (UCDVER) task can be formal-
ized as follows. Given a source emotion domain (X, V)
(e.g., realistic images) and an unlabeled target emotion do-
main X} (e.g., emojis or stickers images), the source domain
distribution is largely different from the target domain, but
their label space is the same. The task of UCDVER is to
overcome emotion distribution shift so that the model per-
forms well in the target domain.

Suppose that our model is trained with labeled source do-
main and unlabeled target domain data, and then the trained
model is used to make emotion predictions on both do-
mains. Specifically, during the training stage, a model f is
optimized based on source domain D, = {(z%, y;)}!" , and
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target domain Dy = {z!}!™,, where 2§ € X, and 2} € X;.
At the inference stage, the model predicts the corresponding
emotion §j = f(z) where z € D* U D*.

Diffusion for Feature Extraction. Diffusion models learn
the reverse course of the diffusion process to reconstruct
the distribution of data [14]. The diffusion process can be
modeled as a Markov process:

2z~ N (Varzi—1, (1 — ap)T), (D

where z; is the latent variable at time ¢, o is the control co-
efficient. The diffusion model performs the reverse process
po (2¢—1 | 2z¢) by predicting noise with an autoencoder ¢.
In the text-to-image LDM, a language encoder 7y embeds
the conditional text ¢ = 7p(w) as the input variable of the
denoising autoencoder (typically a U-Net architecture [37]).
The end of the reverse process is to use a decoder to ensure
consistency with the original, such that D(€(x)) = T = x.
With appropriate reparameterization, the training objective
of the LDM can be derived as:

2)

»CLDM = ES(z),y,ENN(O,l),t [“6 - 69(2t7tvc||§] :

4. Methods

The overall architecture of KCDP is illustrated in Fig-
ure 2. Briefly, KCDP is composed of two primary mod-
ules: Knowledge-Alignment Diffusion Affective Percep-
tion (KADAP) and Counterfactual-Enhanced Language-
Image Emotional Alignment (CLIEA). The KADAP mod-
ule focuses on learning domain-agnostic knowledge and
making robust predictions based on an MoE predictor
(§4.1), while the CLIEA module generates high-quality
pseudo-labels for effective training (§4.2). In the following
sections, we will elaborate on each of them.

4.1. KADAP for Domain-agnostic Prediction

KADAP attempts to learn the domain-agnostic cues for
UCDVER from the textual and visual perspectives. We
elaborate on the following components: textual knowledge
extraction, knowledge-guided denoised visual Feature en-
hancement, and MoE-based emotion prediction. Specifi-
cally, given two images x;, € X and x; € X}, one of each
domain, we first generate the captions c according to the im-
age input x by a VLM (e.g. BLIP) B and develop a knowl-
edge parser K to obtain multiple knowledge triples {¢;}%_;.
Captions and triplets are encoded by the CLIP text encoder
T as c and {t;}¥_,, respectively. An image encoder V en-
codes the image into its latent representation z. Then, the
knowledge features k obtained by a concatenation of ¢ and
t;’s are used as domain-agnostic information to guide the
denoising U-Net D to perceive and enhance visual features
v. Finally, an MoE-based Predictor is employed to inte-
grate knowledge features k and visual features v to predict
emotions y.
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Figure 2. Overview of KCDP, comprising KADAP (§4.1, green box), CLIEA (§4.2, pink box) and Optimization (§4.3, gray box). Specifi-
cally, KADAP uses a BLIP to obtain captions and then employs a knowledge parser to extract knowledge triples. We leverage the CLIP text
encoder to encode the knowledge, whose embeddings guide the denoising network via a cross-attention component. The final visual and
knowledge representations are fused together to classify emotions via a MoE-based predictor. CLIEA constructs counterfactual samples
using knowledge features from causal graphs. Then a multi-head attention mechanism and a mapping network are used to map linguistic
and visual features to the emotional space for alignment to obtain high-quality pseudo-labels of the target domain.

Textual Knowledge Extraction. We first use the large
multimodal model InstructBLIP [5] to generate image cap-
tions as ¢ = B(z) by designing effective emotion-related
prompts. Subsequently, we exploit the off-the-shell Al-
lennlp Semantic Role Labels (SRL) [9] model to identify
the semantic roles of each component in the sentence, such
as subject and object, etc. We designed an automatic knowl-
edge extraction algorithm to obtain the triples, the details
of which are presented in the supplementary material. The
list of knowledge triples {t;}¥_, € K are fed into CLIP
text encoder 7 together with the caption ¢ to get their
hidden representation as [46], which can be formalized as
t = Zf:o T(t;) and ¢ = T(c). After that, we concate-
nated them to obtain the final knowledge representation as
k = concat(c, t) for latent denoising network U-Net.

Knowledge-guided Denoised Visual Feature Enhance-
ment. As shown in the centered blue block of the Figure
2, we use a UNet as the denoising network and VQ-VAE
[42] as the image initial encoder V, embedding an image
into latent z. We employ a cross-attention mechanism to
integrate the knowledge into the denoising network as:

®* = KGCA(®;,k),i=1,2,3---

4 ) ) (3)
Qi :Wg)"bi,Kz’ :W%)~k,V¢ :Wg) -k,

where ®; is the i-th step hidden representation of the UNet.
In practice, we froze the parameters of UNet but only
finetune Wg? and W%}). However, our empirical results
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show this way does not gain much effectiveness. We con-
jecture that the main reason lies in the fact that i) certain tar-
get emotion datasets, such as [28] and [35] are data-scarcity
and insufficient to train such cross-attention layers and ii)
the modification of original parameters would result in the
damage of preserved knowledge in the UNet. Inspired by
effective finetuning strategy LoRA [15], we seek to learn
two low-rank matrices instead of fully finetuning the W%)

and Wﬁ?. Concretely, for the matrix Wg? € RdinXdout
we train two decomposition matrices, B; € R%»*" and
D; € R"¥dout, where r < min(d;,, dyy:) is the decom-
position rank and ¢ represents the level index of the hidden
representation in UNet. The LoRA finetuning process for
‘W i can be calculated as follows:
W =W+ AW =W + B, xD; @)
Ultimately, we integrate cross-attention maps and inter-
mediate hidden representations at multiple levels of UNet

into the enhanced visual feature v by a Feature Dynamic
Network (FPN) [25] as:

A= QW x K™ h; = F,@A;,v =FPN(h1.23.4), (5)

where F; represents ¢-th level feature in the UNet structure
and @ represents concatenation operation.

MoE-based Emotion Prediction. A straightforward ap-
proach is to deploy a unified classifier on the visual feature
v and the text embedding k. However, our empirical results



Figure 3. Detail of our CLIEA causal graph. (a) Factual causality
Yo,k,p(X). (b) Conterfactual causality Yy, k,p= (X).

suggest that this approach does not yield satisfactory per-
formance, likely due to the diverse information contained
within cross-domain modalities for emotion recognition. A
single classifier may not effectively capture these varying
cues. To address this limitation, we utilize a Mixture of
Experts (MoE) architecture to dynamically integrate the vi-
sual feature v and the text embedding k, thereby enhanc-
ing the generalization of the fused features and reducing
non-essential information within cross-domain modalities.
Specifically, the MoE module consists of a router R(x) and
N experts {&;(x)}Y |, where the router determines which
experts to activate. Each selected expert is responsible for
capturing a specific type of knowledge within the textual
and visual features, enabling a more nuanced and compre-
hensive representation of emotion recognition.

More specifically, we apply a linear layer to aggregate
the concatenation of the visual feature v and the text embed-
ding k as a = Linear(v @ k). Next, we calculate the rout-
ing weights W = {W,}}¥, for each expert &; through a
router R, as follows:

W g = TopK(Softmax(R(a))), (6)

where R projects a into a 1-D vector, representing the ac-
tivation probability for each expert. The Softmax function
then normalizes these weights, highlighting the contribution
of the chosen expert. The TopK function selects the £ most
relevant expert by checking the likelihoods of the experts.
Finally, The emotional prediction y is obtained by a
weighted sum of the output of £, which is formalized as:

N
y =MoE(a) = > W,&(a), ©)
i=1

where &;(a) represents the result of the i-th expert.

4.2. CLIEA for Pseudo Labels Generation

The Counterfactual-Enhanced Language-Image Emotional
Alignment (CLIEA) strategy is designed to generate high-
quality emotional pseudo-labels for the target domain.
CLIEA is inspired by the causal relationships underlying
language-image emotional alignment. We present this strat-
egy through the following steps:

Causal graphs are a powerful tool for representing and
inferring causal relationships between variables. In our ap-
proach, we construct a causal diagram for text-image align-
ment to analyze the influence of intermediate variables on
the final alignment outcome. By intervening on the emo-
tional label prompts, we generate counterfactual samples
for use in the latter counterfactual contrastive learning step,
allowing the model to achieve a more precise alignment of
text and image emotions. We adopt the structured causal
model [32] as our graphical notation.

Cause-Effect View Analysis. As depicted in Figure 3, the
causal graph for our proposed CLIEA method illustrates
the relationships among five variables: the input image X,
prompt P, the knowledge feature K, the visual feature V,
the fused representation F, and the alignment prediction Y.
The causal pathways are structured as: (1) P - E — Y.
The affective prompt P influences the fusion representation
E, which in turn impacts the alignment prediction Y. (2)
X — K —- E — Y: The image X is encoded into the
knowledge feature K, which then contributes to the emo-
tion embedded in F after fusion, ultimately influencing Y.
(3) X = V — Y: The visual feature V is derived from the
image X and participates directly in determining Y.
Counterfactual Instantiation. Our core idea is to inter-
vene in inferential relationships by constructing counterfac-
tual samples and exploring the influence of different sam-
ples on Y. As shown in the counterfactual scenario in
Figure 3, we use a diverse emotional prompt p*, e.g., “A
[Emotion] photo of”, and concatenate it with the knowledge
representation k to generate both counterfactual and factual
samples. To account for potential biases in the knowledge
embedding, we estimate the Total Indirect Effects (TIE) of
the prompt as follows:

TIE =Y, kp(X) — Yy g pr (X), ®)

where Y, 1 ,(X) and Y, i - (X) represents the outcome
with the original and counterfactual prompt p*, respectively.

The next question is how to calculate Y,  ,(X) and
Yy k.p+ (X). A straightforward approach is to leverage the
zero-shot capabilities of pre-trained CLIP [6, 13, 21, 24].
However, in practice, the CLIP model struggles to capture
the abstract and complex semantics of emotional expres-
sions, leading to suboptimal alignment between the emo-
tion space and the CLIP space [53]. Thus, we leverage a
Multi-Head Attention (MHA) mechanism [44] to obtain the
text prompt embedding by s, = MHA(CLIP(p;) @ k). A
mapping network (an MLP layer) is used to project visual
feature v/ = Linear(v) into the emotional space. Finally,
we calculate the similarity between v’ and s; as Yo r,p(X):

Yok p(X) = S(Yo(X), Yy p(X)), ©)

where S represents the cosine similarity calculation.
Yy k.p+ (X) is calculated similarly.



Optimization by CCL. Intuitively, factual prompt p has a
positive impact on the similarity score, while counterfactual
prompt p* negatively affects the text branch due to its incon-
gruity. Hence, our goal is to maximize TIE. To this end, we
use counterfactual contrastive learning (CCL) technique to
push the feature of p away from the p* by:

Lol = — Z log exp(S(Ye, s Ykiﬁpi)/T)
Z]I;y(z) eXp(S(YUw Yk‘mpj)/T)

where 7 is the temperature coefficient and K is the number
of emotional label classes.

Note that, at inference, we generate pseudo labels of the
target domain by choosing the highest similarity score with
K affective prompts and knowledge embeddings as:

, (10)

Yhee = argmax S(Y,, Vi) (11)
J

4.3. Overall Training Loss

For KADAP, we use a cross-entropy function CE(+) to cal-
culate the predicted label § by the MoE predictor. We use
the ground-truth labels y® for the source domain, while the
pseudo-labels yf,se, which is generated by CLIEA, serve as
the label for the target domain:

L:. = CE(J",y°"), Lee = CE(Y  Ypse):  (12)
Thus, the total loss of our task is:
L=MLS, + XL, + Lo (13)

where A\; and )\ are weighting factors. Please Refer to §5.2
for hyperparameter settings.

5. Experiments
5.1. Datasets

We conduct extensive experiments on multiple VER
datasets to validate our method. Specifically, we categorize
the datasets into the following domains:

Realistic Images. Emoset dataset [52] is a large-scale vi-
sual emotion dataset that contains 118,102 images with rich
annotation. EmotionROI [35] collected 1,980 images from
Emotion6 [34] dataset, all from Flickr platform.

Stickers. The SER30K dataset [27] collected 30, 739 stick-
ers from 1, 887 themes on the sticker image website. Each
sticker is annotated with seven emotional labels.

Abstract Paintings. The abstract dataset [28], is a collec-
tion of 279 peer-reviewed abstract paintings with no con-
textual content, composed solely of colors and textures.
Art Photos. The artphoto dataset [28] obtained 806 art pho-
tos using emotion as search terms on the art-sharing web-
site, with the emotional category determined by the artist.
Universal Images. The Emo8 dataset [2] contains 8,930
images containing samples of cartoon, nature, realistic, sci-
fi, and advertising cover styles.

5.2. Implementation Details

Experimental Setup. We establish two experimental set-
tings to evaluate our proposed KCDP: Domain Adaptation
(DA) and Universal Cross-domain (UC) setting. The former
requires training on the source and target domain, while the
latter is solely trained on the source domain and adaptive to
other arbitrary domains. For the DA setting, we train on the
Emoset and SER30K datasets and test using multiple do-
main datasets. For the UC setting, we only train using the
Emoset dataset.

Training Details. Our experiments were conducted using
the PyTorch framework [31] on a single NvidiaTesla A800
GPU. We set the initial learning rate, batch size, decay in-
terval, A1, and Ao to le-5, 16, 0.01, 1, and 1, respectively,
and trained the model for 10 epochs using the AdamW op-
timizer. For the image captioner, we used InstructBLIP [5],
which is based on Flan-t5-x1. In the following text, we will
use E, R, S, P, A, and U to represent the datasets Emoset,
EmotionROI, SER30K, abstract, artphoto, and Emo8.

5.3. Comparison with SOTA Methods

We compare our model to three types of models: VER mod-
els, domain-adaptation models, and VLMs models. The
SOTA VER models include MDAN [49], LoRA-V [27], and
TGCA-PVT [3]. Specifically, for the DA setting, we com-
pare with the most advanced DA models, namely PADCLIP
[21], AD-CLIP [39], DAMP [6], and UniMoS [24]. For the
UC setting, we compare with VLM-based SOTA models
such as BLIP2 [23], InstructBLIP [5], and EmoVIT [48].
Results on the DA setting. Table | presents the experimen-
tal results for the DA setting, with the arrow “—” indicating
the direction from the source domain to the target domain.
The results show that KCDP outperforms all previous mod-
els including all DA and VER models. For the DA models,
our method is on average 14% better than the SOTA domain
adaptation UniMoS when Emoset is the source domain. For
SER30K as the source domain, the improvement is on aver-
age 9% over TGCA-PVT. We deem that the possible reason
is the Emoset is more large-scale and enriches with more
comprehensiveness.

Results on the UC setting. Table 2 presents the exper-
imental results of our KADAP in the UC setting, where
Emoset is used as the source set but validated on multiple
domain datasets. Notably, for the VLMs, we devised two
classification strategies: prompt-based and feature-based.
The former is to design effective emotion-related prompts
for VLMs to recognize emotion labels. The feature-based
strategy extracts multimodal features by VLMs and trains
a unified classifier for all domains. Our method achieves
new SOTA performance and outperforms previous models,
e.g., EmoVIT, across domains by approximately 3%. Es-
pecially in the widely used Emo8 dataset, we lead previ-
ous works TGCA-PVT by 11.39%. The above empirical



Methods ‘ Type ‘ E—S E—P E—-A ‘ S—E S—P S—A ‘ Average
PADCLIP (ICCV’23) [21] 3722 2551 36.84 | 2977 2630 3045 30.01
AD-CLIP (ICCV’23) [39] DA 3807 2741 3564 | 3052 2860  31.95 32.03
DAMP (CVPR’24) [6] 39.61 3094 3694 | 3376 2725 3150 33.33
UniMoS (CVPR’24) [24] 3883 3127 3757 | 3468 2936  32.80 34.08
MDAN* (CVPR’22) [49] 3586 3067 3625 | 2978 2625 3145 31.71
LORA-V* (MM’23) [27] VER | 3621 3269 3325 | 3087 2825 3550 32.79
TGCA-PVT* (MM°24) [3] 3701 3190 3514 | 3005 3514 3477 34.00
KCDP | DA | 6278 4055 5120 | 4129 3869 4250 | 46.16

Table 1. Experimental results of UCDVER on the state-of-the-art DA and VER models in terms of emotion classification accuracy. *

means the model is trained only with the source domain.

Methods | Backbone | E R S P A U

MDAN (CVPR’22) [49] 75.75 43.34 35.86 30.67 36.25 31.45
LORA-V (MM’23) [27] Resnet 76.67 48.18 36.21 32.69 33.25 25.50
TGCA-PVT (MM24) [3] 7870 | 49.74 37.01 31.90 35.14 3477
BLIP2 (ICML’23) [23] 49.38 5051 42.84 29.77 36.25 31.45
LLaVa (NIPS’23) [26] 45.07 47.19 39.64 20.52 38.86 33.95
InstructBLIP& (NIPS’23) [5] VLM 47.28 46.13 38.94 33.76 30.59 28.50
InstructBLIP& (NIPS’23) [5] 49.51 48.39 40.67 34.50 28.25 3031
EmoVIT (CVPR’24) [48] 84.02 53.87 45.66 34.68 45.14 36.89
KCDP | VLM | 8338 | 5575 57.711 35.84 47.14 47.84

Table 2. Experimental results of Universal Cross-domain (UC) setting on multiple datasets in terms of emotion classification accuracy. All
methods are trained on Emoset (E). & and # represent the prompt-based and features-based classification strategies for VLMs, respectively.

Module \ E—S \ S—E
CLIP (vanilla) | 3207 | 2653
CLIEA w/ MHA 57.40 39.51
CLIEA w/ MLP 58.47 39.24
CLIEA w/ MHA + MLP 62.78 41.29

Table 3. Ablation results of MHA and MLP of CLIEA and com-
parison with the vanilla CLIP.

analysis indicates that KCDP, by incorporating emotion-
related knowledge as domain-agnostic information, signifi-
cantly enhances the model’s domain generalization ability.

5.4. Ablation Studies

In this section, we conduct ablation studies on key mod-
ules of our KCDP. The modules examined include: CLIEA,
LoRA fine-tuning strategy, conditional information, and
MOoE components.

Effectiveness of CLIEA. As shown in Table 3, we evalu-
ate the effectiveness differences between CLIP and CLIEA
on E—S and S—E settings and conduct ablation experi-
ments on MHA and MLP components. Intuitively, using
the vanilla CLIP directly for predicting emotional alignment

performs poorly. We attribute this to the lack of emotion-
related alignment capabilities from pre-trained CLIP. For
our CLIEA, introducing either MHA or MLP allows the
features to be mapped to a new emotion space instead of
the original CLIP space, thus achieving significantly better
alignment performance.

Effectiveness of LoRA Finetuning. We analyzed four fine-
tuning strategies for diffusion models: freezing parameters,
fine-tuning V' and K, LoRA fine-tuning, and full param-
eter fine-tuning. As shown in Figure 4, we evaluated the
accuracy of these four strategies on both the E—S task and
S—E task. We observe that as the extent of parameter ad-
justment increases, the performance does not gain relative
improvements but shows a degradation. We deem that pos-
sibly because finetuning many parameters damages the pre-
served knowledge in the VLMs and degrades their general-
ization abilities. On the other hand, fully freezing the de-
noising network makes the extracted feature not compatible
with VER tasks. The best way LoRA can not only keep the
pre-trained parameters unaltered but also train two low-rank
matrices adept to VER.

Effectiveness of Conditions. As shown in Table 4, we con-
ducted an ablation study on the input conditions, specif-
ically the image caption ¢ and the extracted knowledge
triples t, to assess their impact on model performance. Re-



Figure 4. Effectiveness of different fine-tuning strategies on the
E—S and S—E task. Notably, we only report the results on the
target domain.

Modules | Datasets

c t ‘ Classifier ‘ S E

ve - Cglobal 72.36 35.95

© V| Chiopar | T2.53(:0.17) 36.64(+0.08)
v Vv Cglobal 72.78( ) 36.77( )
v v | MoE, |7297:061) 37.49(+154)
V- | MoEy.x | 72.81(+0.45) 36.66(+1.16)
- v | MoBEy i | 72.82(:0.46)  37.60(+1.65)
V V| MoEy.x | 72.84(+0.48) 37.77(+1.82)

Table 4. Ablation study of Domain Adaptation (DA) setting in
S—E task. The “c” and “t” represent the conditional information
captions and triples for the diffusion, respectively. The Cgiopa is
a global classifier. The v and k below MoE represent inputs for
visual representation and knowledge representation, respectively.

gardless of whether a global classifier or the MoE model
was used, the results demonstrate that the model achieves
higher accuracy when using t as a condition compared to c.
Notably, the introduction of t leads to a significant perfor-
mance improvement in the target domain, suggesting that t,
as domain-agnostic information, is more effective in guid-
ing the denoising network. Moreover, when ¢ and t are
combined, the model gains the best results.

Effectiveness of MoE Components. As shown in Table
4, we initially tested a simple global classifier, denoted as
Cgiobal, as a baseline for this experiment. The results indi-
cate that the performance of Cgjopq; achieved 72.78% and
36.77% on the two domains, respectively. However, upon
switching to a MoE-based predictor, a significant perfor-
mance improvement was observed. Subsequently, we con-
ducted an ablation study on the input components, v and k,
of the MoE module to identify the key inputs influencing
emotion prediction. When both the visual representation

(a) TGCA-PVT on E—S (b) Our method on E—S

Figure 5. Visualization of cross-domain embedding versus base-
line models using t-SNE [43] on E—S task. Red and blue points
represent the embedded representation of the source domain sam-
ple and the target domain sample, respectively.

and the knowledge representation (v + k) were integrated
into the MoE model, the performance on the Emoset dataset
was improved further.

5.5. Visualized analysis of Embedding

Figure 5a and Figure 5b present a comparative analysis of
the embedding space generated by our proposed method
and the baseline model, TGCA-PVT, for the domain adap-
tation (E—S). In Figure 5a for TGCA-PVT, the source do-
main (red points) shows clear category-wise distinction,
whereas the target domain (blue points) exhibits poor sep-
aration, indicating suboptimal classification performance in
the target domain. In contrast, Figure 5b illustrates the
embedding space representation produced by our proposed
method. Here, the red and blue points not only exhibit
clearer class-wise separation but also demonstrate a more
even distribution, indicating improved alignment between
the source and target domains.

6. Conclusions

In this paper, we proposed a new challenging task, Unsuper-
vised Cross-Domain Visual Emotion Recognition (UCD-
VER), aiming to generalize visual emotion recognition
from a source domain to a low-resource target domain in
an unsupervised manner. We identified two main chal-
lenges in UCDVER: significant variability in emotional
expressions and a shift in affective distributions between
domains. To address these challenges, we propose the
Knowledge-aligned Counterfactual-enhancement Diffusion
Perception (KCDP) framework consisting of two core com-
ponents: Knowledge-Alignment Diffusion Affective Per-
ception (KADAP) and Counterfactual-Enhanced Language-
Image Emotional Alignment (CLIEA). We establish a new
benchmark for UCDVER and achieve SOTA performance
on many cross-domain scenarios. In the future, we will pay
more attention to the universal emotion-transferring tasks.



Acknowledgments

This research was partially supported by the National
Natural Science Foundation of China (NSFC) (62306064

and

U19A2059) and the Sichuan Science and Tech-

nology Program (2022ZHCGO0008, 2023ZYDO0165 and
2024ZDZX0011). We appreciate all the authors for their

fruitful discussions.

In addition, thanks are extended to

anonymous reviewers for their insightful comments and
suggestions.

References

(1]

(2]

(3]

[4]

(5]

(6]

(7]

(8]

(9]

[10]

(1]

[12]

Yasser Benigmim, Subhankar Roy, Slim Essid, Vicky Kalo-
geiton, and Stéphane Lathuiliere. One-shot unsupervised
domain adaptation with personalized diffusion models. In
CVPR, pages 698-708, 2023. 3

Chuang Chen, Xiao Sun, and Zhi Liu. Uniemox: Cross-
modal semantic-guided large-scale pretraining for universal
scene emotion perception, 2024. 6

Jian Chen, Wei Wang, Yuzhu Hu, Junxin Chen, Han Liu,
and Xiping Hu. TGCA-PVT: Topic-guided context-aware
pyramid vision transformer for sticker emotion recognition.
In ACM MM, 2024. 6,7

Maarten Coégnarts and Peter Kravanja. Perceiving causality
in character perception: A metaphorical study of causation
in film. Metaphor and Symbol, 31:107 - 91, 2016. 1,2
Wenliang Dai, Junnan Li, Dongxu Li, Anthony Meng Huat
Tiong, Junqi Zhao, Weisheng Wang, Boyang Li, Pascale
Fung, and Steven Hoi. Instructblip: towards general-purpose
vision-language models with instruction tuning. In NeurIPS,
Red Hook, NYY, USA, 2024. Curran Associates Inc. 1,4, 6,7
Zhekai Du, Xinyao Li, Fengling Li, Ke Lu, Lei Zhu, and
Jingjing Li. Domain-agnostic mutual prompting for unsu-
pervised domain adaptation. In CVPR, pages 23375-23384.
IEEE, 2024. 2, 3,5,6,7

Zhipeng Du, Miaojing Shi, and Jiankang Deng. Boosting
object detection with zero-shot day-night domain adaptation.
In CVPR, pages 12666-12676. IEEE, 2024. 2, 3

Changlong Gao, Chengxu Liu, Yujie Dun, and Xueming
Qian. Csda: Learning category-scale joint feature for domain
adaptive object detection. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pages 11421—
11430, 2023. 2

Matt Gardner, Joel Grus, Mark Neumann, Oyvind Tafjord,
Pradeep Dasigi, Nelson F. Liu, Matthew Peters, Michael
Schmitz, and Luke S. Zettlemoyer. Allennlp: A deep se-
mantic natural language processing platform. 2017. 4
Deepanway Ghosal, Devamanyu Hazarika, Abhinaba Roy,
Navonil Majumder, Rada Mihalcea, and Soujanya Poria.
Kingdom: Knowledge-guided domain adaptation for senti-
ment analysis. ACL, pages 3198-3210, 2020. 2

Rui Gong, Martin Danelljan, Han Sun, Julio Delgado Man-
gas, and Luc Van Gool. Prompting diffusion representations
for cross-domain semantic segmentation. arXiv preprint
arXiv:2307.02138,2023. 3

Tao He, Yuan-Fang Li, Lianli Gao, Dongxiang Zhang, and
Jingkuan Song. One network for multi-domains: Domain

(13]

(14]

[15]

(16]

(17]

(18]

(19]

(20]

(21]

(22]

(23]

[24]

(25]

[26]

adaptive hashing with intersectant generative adversarial net-
work. IJCAI, page 2477-2483, 2019. 3

Tao He, Lianli Gao, Jingkuan Song, and Yuan-Fang Li. To-
wards open-vocabulary scene graph generation with prompt-
based finetuning. In ECCV, pages 56-73, 2022. 5

Jonathan Ho, Ajay Jain, and Pieter Abbeel. Denoising diffu-
sion probabilistic models. NeurlPS, 2020. 3

Edward J Hu, Yelong Shen, Phillip Wallis, Zeyuan Allen-
Zhu, Yuanzhi Li, Shean Wang, Lu Wang, and Weizhu Chen.
Lora: Low-rank adaptation of large language models. ICLR,
2022. 2,4

Ivan Jesus, Jessica Cardoso, Antonio Jose G. Busson,
Alan Livio Guedes, Sérgio Colcher, and Ruy Luiz Milidia. A
cnn-based tool to index emotion on anime character stickers.
In ISM, pages 319-3193, 2019. 2

Yuru Jia, Lukas Hoyer, Shengyu Huang, Tianfu Wang, Luc
Van Gool, Konrad Schindler, and Anton Obukhov. Dgin-
style: Domain-generalizable semantic segmentation with
image diffusion models and stylized semantic control. In
European Conference on Computer Vision, pages 91-109.
Springer, 2025. 2

Peng Jiang, Fanglin Gu, Yunhai Wang, Changhe Tu, and
Baoquan Chen. Difnet: Semantic segmentation by diffusion
networks. NeurIPS, 31,2018. 3

Gwanghyun Kim, Ji Ha Jang, and Se Young Chun. Podia-
3d: Domain adaptation of 3d generative model across large
domain gap using pose-preserved text-to-image diffusion. In
Proceedings of the IEEE/CVF international conference on
computer vision, pages 22603-22612, 2023. 2

Neehar Kondapaneni, Markus Marks, Manuel Kbnott,
Rogério Guimardes, and Pietro Perona. Text-image align-
ment for diffusion-based perception. In CVPR, pages 13883—
13893. IEEE, 2024. 3

Zhengfeng Lai, Noranart Vesdapunt, Ning Zhou, Jun Wu,
Cong Phuoc Huynh, Xuelu Li, Kah Kuen Fu, and Chen-Nee
Chuah. Padclip: Pseudo-labeling with adaptive debiasing
in clip for unsupervised domain adaptation. In Proceedings
of the IEEE/CVF International Conference on Computer Vi-
sion, pages 16155-16165, 2023. 5, 6, 7

Biwen Lei, Kai Yu, Mengyang Feng, Miaomiao Cui, and Xu-
ansong Xie. Diffusiongan3d: Boosting text-guided 3d gen-
eration and domain adaptation by combining 3d gans and
diffusion priors. In CVPR, pages 10487-10497, 2024. 2, 3
Junnan Li, Dongxu Li, Silvio Savarese, and Steven C. H.
Hoi. BLIP-2: bootstrapping language-image pre-training
with frozen image encoders and large language models. In
ICML, pages 19730-19742. PMLR, 2023. 1,2, 6,7

Xinyao Li, Yuke Li, Zhekai Du, Fengling Li, Ke Lu, and
Jingjing Li. Split to merge: Unifying separated modalities
for unsupervised domain adaptation. In CVPR, pages 23364—
23374,2024. 2,3,5,6,7

Tsung-Yi Lin, Piotr Dolldr, Ross Girshick, Kaiming He,
Bharath Hariharan, and Serge Belongie. Feature pyramid
networks for object detection. In CVPR, pages 2117-2125,
2017. 4

Haotian Liu, Chunyuan Li, Qingyang Wu, and Yong Jae Lee.
Visual instruction tuning. NeurlIPS, 36, 2024. 1,7



[27]

(28]

[29]

(30]

(31]

(32]

(33]

[34]

(35]

[36]

(37]

(38]

(39]

(40]

Shengzhe Liu, Xin Zhang, and Jufeng Yang. SER30K: A
large-scale dataset for sticker emotion recognition. In ACM
MM, pages 33—41. ACM, 2022. 2,6, 7

Jana Machajdik and Allan Hanbury. Affective image classi-
fication using features inspired by psychology and art theory.
In ACMMM, pages 83-92, 2010. 4, 6

Joshua Niemeijer, Manuel
Termohlen, Nico M. Schmidt, and Tim Fingscheidt.
Generalization by adaptation: Diffusion-based domain
extension for domain-generalized semantic segmentation. In
WACYV, pages 2818-2828. IEEE, 2024. 3

Rameswar Panda, Jianming Zhang, Haoxiang Li, Joon-
Young Lee, Xin Lu, and Amit K. Roy-Chowdhury. Con-
templating visual emotions: Understanding and overcoming
dataset bias. In ECCV, pages 594—612. Springer, 2018. 2
Adam Paszke, Sam Gross, Francisco Massa, Adam Lerer,
James Bradbury, Gregory Chanan, Trevor Killeen, Zem-
ing Lin, Natalia Gimelshein, Luca Antiga, et al. Pytorch:
An imperative style, high-performance deep learning library.
NeurlIPS, 32, 2019. 6

Judea Pearl et al. Models, reasoning and inference. Cam-
bridge, UK: CambridgeUniversityPress, 19(2):3, 2000. 5
Bohua Peng, Chengfu Wu, Wei He, William Thorne, Aline
Villavicencio, Yujin Wang, and Aline Paes. Flype: Multitask
prompt tuning for multimodal human understanding of social
media. In MUWS@ CIKM, pages 18-33, 2023. 2
Kuan-Chuan Peng, Tsuhan Chen, Amir Sadovnik, and An-
drew C. Gallagher. A mixed bag of emotions: Model, pre-
dict, and transfer emotion distributions. In CVPR, pages
860-868. IEEE Computer Society, 2015. 1,2, 6
Kuan-Chuan Peng, Amir Sadovnik, Andrew Gallagher, and
Tsuhan Chen. Where do emotions come from? predicting
the emotion stimuli map. In 2016 IEEE international con-
ference on image processing (ICIP), pages 614-618. IEEE,
2016. 4,6

Aditya Ramesh, Prafulla Dhariwal, Alex Nichol, Casey Chu,
and Mark Chen. Hierarchical text-conditional image gener-
ation with clip latents. arXiv preprint arXiv:2204.06125, 1
(2):3,2022. 3

Robin Rombach, Andreas Blattmann, Dominik Lorenz,
Patrick Esser, and Bjorn Ommer. High-resolution image syn-
thesis with latent diffusion models. In CVPR, pages 10674—
10685. IEEE, 2022. 2, 3

Dongyu She, Jufeng Yang, Ming-Ming Cheng, Yu-Kun Lai,
Paul L. Rosin, and Liang Wang. Wscnet: Weakly supervised
coupled networks for visual sentiment classification and de-
tection. I[EEE TMM, 22(5):1358-1371, 2020. 1,2

Mainak Singha, Harsh Pal, Ankit Jha, and Biplab Banerjee.
Ad-clip: Adapting domains in prompt space using clip. In
Proceedings of the IEEE/CVF International Conference on
Computer Vision, pages 4355-4364, 2023. 6, 7

Jingkuan Song, Tao He, Hangbo Fan, and Lianli Gao. Deep
discrete hashing with self-supervised pairwise labels. In Ma-
chine Learning and Knowledge Discovery in Databases: Eu-
ropean Conference, ECML PKDD 2017, Skopje, Macedonia,
September 18-22, 2017, Proceedings, Part I 10, pages 223—
238. Springer, 2017. 3

Schwonberg,  Jan-Aike

3897

[41]

(42]

[43]

[44]

[45]

[40]

(47]

(48]

(49]

(50]

[51]

[52]

(53]

[54]

[55]

[56]

(571

Hao Tian, Can Gao, Xinyan Xiao, Hao Liu, Bolei He, Hua
Wu, Haifeng Wang, and Feng Wu. SKEP: Sentiment knowl-
edge enhanced pre-training for sentiment analysis. In ACL,
pages 4067—4076, Online, 2020. 2

Aaron Van Den Oord, Oriol Vinyals, et al. Neural discrete
representation learning. NeurIPS, 30, 2017. 4

Laurens Van der Maaten and Geoffrey Hinton. Visualizing
data using t-sne. JMLR, 9(11), 2008. 8

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszko-
reit, Llion Jones, Aidan N Gomez, F.ukasz Kaiser, and Illia
Polosukhin. Attention is all you need. NeurIPS, 30, 2017. 5
Guogiang Wei, Cuiling Lan, Wenjun Zeng, and Zhibo Chen.
Metaalign: Coordinating domain alignment and classifica-
tion for unsupervised domain adaptation. In CVPR, pages
16643-16653, 2021. 2, 3

Shenggiong Wu, Hao Fei, Hanwang Zhang, and Tat-Seng
Chua. Imagine that! abstract-to-intricate text-to-image syn-
thesis with scene graph hallucination diffusion. NeurIPS, 36,
2024. 4

Weijia Wu, Yuzhong Zhao, Mike Zheng Shou, Hong Zhou,
and Chunhua Shen. Diffumask: Synthesizing images with
pixel-level annotations for semantic segmentation using dif-
fusion models. In ICCV, pages 1206-1217, 2023. 3
Hongxia Xie, Chu-Jun Peng, Yu-Wen Tseng, Hung-Jen
Chen, Chan-Feng Hsu, Hong-Han Shuai, and Wen-Huang
Cheng. Emovit: Revolutionizing emotion insights with vi-
sual instruction tuning. In CVPR, 2024. 1, 6,7

Liwen Xu, Zhengtao Wang, Bin Wu, and Simon Lui.
MDAN: multi-level dependent attention network for visual
emotion analysis. In CVPR, pages 9469-9478. IEEE, 2022.
1,6,7

Dingkang Yang, Kun Yang, Mingcheng Li, Shunli Wang,
Shuaibing Wang, and Lihua Zhang. Robust emotion recog-
nition in context debiasing. In CVPR, pages 12447-12457,
2024. 1

Jingyuan Yang, Jie Li, Xiumei Wang, Yuxuan Ding, and
Xinbo Gao. Stimuli-aware visual emotion analysis. /EEE
TIP, 30:7432-7445, 2021. 1

Jingyuan Yang, Qirui Huang, Tingting Ding, Dani Lischin-
ski, Daniel Cohen-Or, and Hui Huang. Emoset: A large-
scale visual emotion dataset with rich attributes. In ICCV,
pages 20326-20337. IEEE, 2023. 1,2, 6

Jingyuan Yang, Jiawei Feng, and Hui Huang. Emogen: Emo-
tional image content generation with text-to-image diffusion
models. In CVPR, pages 6358-6368. IEEE, 2024. 3, 5
Quanzeng You, Hailin Jin, and Jiebo Luo. Visual sentiment
analysis by attending on local image regions. In AAAI, pages
231-237. AAAI Press, 2017. 1,2

Chi Zhan, Dongyu She, Sicheng Zhao, Ming-Ming Cheng,
and Jufeng Yang. Zero-shot emotion recognition via affec-
tive structural embedding. In ICCV, pages 1151-1160. IEEE,
2019. 1

Sitao Zhang, Yimu Pan, and James Z Wang. Learning emo-
tion representations from verbal and nonverbal communica-
tion. In CVPR, pages 18993-19004, 2023. 1

Sicheng Zhao, Zizhou Jia, Hui Chen, Leida Li, Guiguang
Ding, and Kurt Keutzer. Pdanet: Polarity-consistent deep



(58]

[59]

(60]

[61]

[62]

attention network for fine-grained visual emotion regression.
In ACM MM, pages 192-201. ACM, 2019. 1,2

Sicheng Zhao, Chuang Lin, Pengfei Xu, Sendong Zhao,
Yuchen Guo, Ravi Krishna, Guiguang Ding, and Kurt
Keutzer. Cycleemotiongan: Emotional semantic consistency
preserved cyclegan for adapting image emotions. In AAAI,
pages 2620-2627, 2019. 2

Sijie Zhao, Yixiao Ge, Zhongang Qi, Lin Song, Xiaohan
Ding, Zehua Xie, and Ying Shan. Sticker820k: Empowering
interactive retrieval with stickers. CoRR, abs/2306.06870,
2023. 2

Wenliang Zhao, Yongming Rao, Zuyan Liu, Benlin Liu, Jie
Zhou, and Jiwen Lu. Unleashing text-to-image diffusion
models for visual perception. In ICCV, pages 5706-5716.
IEEE, 2023. 3

Wenjie Zheng, Jianfei Yu, Rui Xia, and Shijin Wang. A fa-
cial expression-aware multimodal multi-task learning frame-
work for emotion recognition in multi-party conversations.
In ACL, pages 15445-15459, 2023. 1

Jiankun Zhu, Sicheng Zhao, Jing Jiang, Wenbo Tang,
Zhaopan Xu, Tingting Han, Pengfei Xu, and Hongxun Yao.
Bridge then begin anew: Generating target-relevant interme-
diate model for source-free visual emotion adaptation. AAAI,
2025. 2

3898



	Introduction
	Related Works
	Preliminary
	Methods
	KADAP for Domain-agnostic Prediction
	CLIEA for Pseudo Labels Generation
	Overall Training Loss

	Experiments
	Datasets
	Implementation Details
	Comparison with SOTA Methods
	Ablation Studies
	Visualized analysis of Embedding

	Conclusions

