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Figure 1. Results of object movement. We demonstrate the object movement capability of ObjectMover in a variety of complex and
challenging scenarios. ObjectMover can well keep object identity, synchronously edit lighting and shadow effects, complete occluded parts,
understand materials, adjust object perspective, and comprehend occlusion relationships to generate realistic images where the object has
been moved, maintaining all other elements of the scene unchanged.
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Abstract

Simple as it seems, moving an object to another location
within an image is, in fact, a challenging image-editing task
that requires re-harmonizing the lighting, adjusting the pose
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based on perspective, accurately filling occluded regions,
and ensuring coherent synchronization of shadows and reflec-
tions while maintaining the object identity. In this paper, we
present ObjectMover, a generative model that can perform
object movement in highly challenging scenes. Our key
insight is that we model this task as a sequence-to-sequence
problem and fine-tune a video generation model to leverage
its knowledge of consistent object generation across video
frames. We show that with this approach, our model is
able to adjust to complex real-world scenarios, handling
extreme lighting harmonization and object effect movement.
As large-scale data for object movement are unavailable, we
construct a data generation pipeline using a modern game
engine to synthesize high-quality data pairs. We further
propose a multi-task learning strategy that enables training
on real-world video data to improve the model generaliza-
tion. Through extensive experiments, we demonstrate that
ObjectMover achieves outstanding results and adapts well to
real-world scenarios.

1. Introduction
Moving an object within an image is a fundamental task in
the field of image editing, with applications spanning pho-
tography enhancement, content creation, and entertainment.
This seemingly simple task is inherently complex as it needs
to preserve the object’s identity, seamlessly fill occluded
regions, and update effects like shadows, reflections, and
lighting to be consistent to the new object location (see Fig. 1).
Additionally, to realistically render the object movement in a
3D scene as a 2D image, the perspective view of the object
often needs to change or more generally, the pose of the
object and its new surroundings may need to adapt to each
other (see the last three examples in Fig. 1).

Despite significant advancements in image editing [6,
13, 14, 20, 32, 33, 40, 42, 45], few methods can directly
accomplish the task of object movement. A natural approach
to solve this problem is to formulate it as two sequential
image editing tasks: object removal [35, 45] at the source
location and object insertion [6, 32, 33, 42] at the target
location. However, for a complete removal of the object at its
source location, first defining an appropriate region covering
the object with its associated effects such as shadows and
reflections can already be highly challenging. Moreover, as
object insertion models are not explicitly trained for object
movement within the same image, they will often noticeably
modify the identity of the object and have inconsistent lighting
or shadows compared to the object in the original location
(see top row in Fig. 2 for artifacts resulting from this two-
step approach). Another two-step approach involves first
manually copy-and-pasting the object to a new location,
followed by a model to harmonize it with the surrounding
environment [1, 40]. However, this fails to account for natural

Input MagicFixup (Coarse Edit)

Input

MagicFixup (Final Result) Ours

OursPowerPaint (Removal) Anydoor (Insertion)

Figure 2. Limitations of existing methods for object move-
ment. (Top): The approach of removing an object [45] and then
re-inserting [6] it for repositioning leads to issues with identity
preservation and ineffective synchronization of lighting effects.
(Bottom): The copy-paste-based method [1] is unable to modify
the perspective of the object.

perspective changes for the object at the target location due
to the naive copy-and-pasting and often fails to harmonize
shadows (see Fig. 2, bottom).

To address these limitations, we present ObjectMover,
a single-stage approach for object movement based on a
diffusion transformer model. Unlike conventional methods
that rely on pre-trained text-to-image models for image
editing [1, 6, 32, 33, 40], our approach reformulates the task
as a sequence-to-sequence prediction problem and repurposes
a pre-trained video diffusion model to solve the problem.
By treating the input scene image, object of interest, user
instructions, and target frame as a sequence of frames, our
method can leverage learned video priors to capture the
consistent evolution of lighting, object identity, and scene
context across frames. This enables natural, consistent
results, which image generative models – lacking such priors
– often fail to achieve (see Fig. 3).

One main challenge in training is the lack of paired data.
To tackle this, we propose to use two complementary sources
of data for training. Firstly, we propose to utilize game en-
gines like Unreal Engine [8] to generate high-quality, aligned
synthetic training data specifically designed for movement,
which is crucial for transferring and adapting video prior to
the target task. Another source of data is from incorporating
natural videos to enhance the generalization and improve
the performance in real-world scenarios. Despite not being
perfectly aligned with our task due to issues like changing
backgrounds and hence not directly usable for object move-
ment, we adopt a multi-task learning strategy and train with
videos on an auxiliary task of mask-based insertion, which
enriches the model with real-world domain knowledge, lead-
ing to high-quality results, strong generalization ability (see
Tab. 3 and Fig. 10). Meanwhile, we fully utilize the synthetic
data by training on mask-free object insertion and removal,
which equips our model with the ability to address multiple
tasks within a single framework (see Fig. 8 and Fig. 9).

Through extensive experiments, we demonstrate that Ob-

17683
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Figure 3. Results trained with different priors. The model fine-
tuned from a video prior outperforms the one from an image prior.

jectMover achieves state-of-the-art results and outperforms
existing methods by a large margin (see Fig. 7 and Tab. 1).
In summary, our contributions are:
• We introduce a novel framework that models object move-

ment as a sequence-to-sequence problem and repurpose a
video model for single-image editing tasks.

• To address data scarcity, we develop a synthetic data
construction pipeline using modern game engines which
produces a high-quality, high-resolution dataset suitable
for object movement, removal, and insertion.

• We propose a multi-task learning pipeline that fully lever-
ages different data sources across relevant tasks, enhancing
target task performance with real-world video data and
equipping the model with versatile capabilities in object
removal and insertion.

• Through extensive experiments, we demonstrate that Ob-
jectMover achieves superior results and outperforms exist-
ing methods.

2. Related work
Most related to our approach are image editing methods
for generative removal, insertion, and movement. Addition-
ally, motion-controlled video generators could implement
generative movement by generating a video of the moving
object.
Generative Removal & Insertion. Inpainting methods
based on diffusion models [2, 18, 19, 29, 34] are currently
state-of-the-art for generative removal, where the object is
removed by inpainting image region covered by the object.
Similarly, generative insertion [6, 17, 32, 33, 42, 44] is
currently dominated by diffusion-based inpainting that addi-
tionally guide the generated content to match a given object
through identity preservation approaches. Most of these tech-
niques maintain identity only roughly, which is particularly
problematic for generative movement, where even minor dis-
crepancies are noticeable. Furthermore, all inpainting-based
insertion and removal methods fail to create or eliminate
effects outside the inpainting mask, such as long shadows, re-
flections, or indirect lighting. Expanding the inpainting mask
results in the loss of the original image’s identity, as it is not
maintained within the inpainting mask. To tackle this, certain
methods focus on removing only shadows while preserving
other scene attributes [10, 39], but they cannot eliminate

other effects like reflections or indirect lighting, and they rely
on an accurate shadow mask, which is challenging to obtain
reliably. Recently, ObjectDrop [40] has been proposed as a
mask-free object insertion and removal method, allowing one
to address object movement in a two-step manner (i.e., first
remove and then re-insertion). Nevertheless, this method
primarily involves copying and pasting, treating movement
as two separate editing tasks. This approach may lead to
inconsistencies, unnatural perspectives, poses, or changes
in lighting. Another recent insertion method [36] allows
changes across the whole image when inserting objects, yet
it does not support removal or movement.
Generative Movement. Several image editing methods have
recently been proposed to move an object shown in an image
in a semantically plausible way. Typically, they generate an
edited image by adding identity preservation and some form
of control mechanism to a diffusion model. A popular control
mechanism is a drag-based interface [3, 21, 22, 31], where
the user defines where specific points in the image should end
up. Other forms of control include motion fields [9], a coarse
version of the edit [1, 40], or 3D-aware controls [4, 20, 24, 43]
that also allow for user-driven changes to the 3D pose and
perspective of an object. However, none of the methods have
demonstrated strong context-driven changes of the object
being moved, such as changes in perspective or lighting.
Motion-Controlled Video Generators. Motion control
for video generation shares the goal of moving an object in
a scene. Recent methods allow for specifying the motion
directions of full trajectories of objects in an image [30, 38].
However, trained on video data, these methods do not have a
mechanism to ensure that unrelated parts of the scene do not
change, such as lighting or secondary objects. The recent
DragAnything [41] addresses this issue to some extent, but
is still hard to achieve background preservation and context-
driven changes compared to our approach (see Fig. 7).

3. Method
3.1. Overview

There are two main goals for the object movement problem:
(i) the complete removal of the object at the source location
including its associated effects such as shadows or reflections,
and (ii) the consistent insertion of the object at the target
location. More specifically, the generated object should retain
an identity that aligns with the source object while ensuring
that its interactions with the surrounding environment are
accurately updated. This often involves the appearance of
a new shadow in the target area and its disappearance from
the original location due to movement. For instance, when
an object moves from sunlight to shade, it should blend
with the darker environment; similarly, a person’s shadow
should be cast on the wall when they are closer to it. It is
important to note that when there are several plausible ways
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Figure 4. Model architecture. (Left): Our overall sequence-to-sequence framework by leveraging an image-to-video prior for training our
single-frame image editing task (Sec. 3.2). (Right): Frame formulation on different tasks for multi-task learning (Sec. 3.4).

of harmonizing an object at a new location to make the image
look natural, unlike with object insertion, the harmonization
in object movement should match the object at the original
location to maintain consistent physical interaction between
the static scene and moving objects.

Our key insight is that object movement can be consid-
ered a special case of a two-frame video, where the object
consistency and dynamic effect evolution between different
frames have already been inherently learned in video gen-
eration models, as it was trained by watching multi-frame
real-world events. Thus, instead of following conventional
image-editing approaches that rely on an image diffusion
model, we propose to leverage a video model as our founda-
tion. Our approach consists of three primary components:
First, we reformulate the task of object movement as a
sequence-to-sequence prediction problem, enabling us to
repurpose and fine-tune a pre-trained image-to-video model
(Sec. 3.2). Second, to fine-tune the pre-trained video dif-
fusion model for the target task, we use a game engine to
construct a task-aligned synthetic dataset that is sufficiently
diverse and capable of simulating instructive data pairs not
typically found in video datasets (Sec. 3.3). Lastly, to fully
leverage the potential of synthetic data and also real-world
video data, we employ multi-task learning, incorporating
related tasks that can be trained on both types of data in a
unified manner, to enhance the generalization capability of
our model (Sec. 3.4).

3.2. Repurposing Video Diffusion Models

We utilize a pre-trained image-to-video model based on a dif-
fusion transformer architecture [25, 37] similar to Sora [23]
and devise a sequence-to-sequence framework that is con-
sistent with the original video model input, even though
we only target at a single-frame image generation. As de-
picted in Fig. 4, we formulate all conditional information,

including editing instructions, as image frames: (1) an in-
put image 𝐼1; (2) a foreground object image 𝐼2; and (3)
an instruction map 𝐼3. The instruction map 𝐼3 is formed
by layering two bounding boxes across separate channels
such that 𝐼3 = [𝑀𝑠𝑟𝑐, 𝑀𝑡𝑎𝑟 , 𝑀𝑡𝑎𝑟 ] with 𝑀𝑠𝑟𝑐 signifying the
initial position and 𝑀𝑡𝑎𝑟 the target position. Since we use a
latent-diffusion [28] model, all image frames are converted
into tokens within the latent space via a VAE encoder. No-
tationally, unless specified otherwise, the symbols 𝐼1, 𝐼2, 𝐼3,
and related terms will refer to the VAE-encoded tokens rather
than the original images.

During inference, starting from pure noise 𝑋0 ∼ N(0, 1),
a noise frame 𝑋 𝑡 is introduced to combine with condition
images to create a sequence 𝑆𝑡 = [𝐼1, 𝐼2, 𝐼3, 𝑋 𝑡 ] and our
model 𝑣 𝜃 iteratively denoises this sequence and finally pre-
dicts the clean image 𝑋1. At each denoising step, the
model also produces an output sequence of equal length,
𝑆𝑡+Δ𝑡 := [𝐼 𝑡+Δ𝑡1 , 𝐼 𝑡+Δ𝑡2 , 𝐼 𝑡+Δ𝑡3 , 𝑋 𝑡+Δ𝑡 ]. Before each subsequent
denoising step, 𝐼 𝑡+Δ𝑡1 , 𝐼 𝑡+Δ𝑡2 , 𝐼 𝑡+Δ𝑡3 are replaced back with
𝐼1, 𝐼2, 𝐼3.

The training employs a flow-matching loss [15, 16].
Specifically, we use linear interpolation to infuse noise into
the ground-truth target, generating the noisy input as follows:

𝑋 𝑡 = 𝑡𝑋1 + (1 − 𝑡)𝑋0, (1)

where 𝑋1 is the ground-truth image and 𝑋0 ∼ N(0, 1)
represents Gaussian noise. The model is designed to predict
the velocity 𝑉 𝑡 = 𝑑𝑋𝑡

𝑑𝑡
= 𝑋 𝑡 − 𝑋0, which can be converted

to an estimated 𝑋 𝑡+Δ𝑡 during inference. The loss function is
formulated as:

L = E𝑡 ,𝑋0 ,𝑋1




𝑣 (𝑆𝑡 , 𝑡; 𝜃) [4] −𝑉 𝑡



2

, (2)

where 𝑣 [4] is the fourth frame of the output sequence, focusing
the loss calculation on the target frame.
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A key challenge, however, is the lack of access to the
ground-truth image 𝑋1. In Sec. 3.3, we present a synthetic
data simulation pipeline to support training, and in Sec. 3.4,
we explore multi-task training on unpaired video data.

3.3. Data Generation with a Game Engine

As large-scale paired data for object movement are unavail-
able, we propose to construct the training data with a game
engine, Unreal Engine [8]. As shown in Fig. 6, our data
generation pipeline consists of three steps: (1) background
scene generation; (2) movement template pre-configuration;
and (3) object movement sequence generation.
Step 1: Background Scene Generation. For the back-
ground scene, we use a collection of maps intended for
gaming purposes to enhance realism, different from ear-
lier simpler configurations [20] that depended on manually
constructed scenes featuring a limited number of scene ob-
jects and simplistic environmental maps, as shown in Fig. 5.
Using these maps has the following advantages: (1) scene
particulars including lighting, background meshes, and assets
are meticulously orchestrated by specialists to ensure high
fidelity, resulting in realistic shadows, reflections, and back-
ground scenes; (2) expansive maps that allow versatile object
placement for rendering across various locations within the
same environment where diverse background images can
be created even from a single map; (3) adjustable lighting
parameters, such as intensity, temperature, and direction, for
diverse lighting conditions.
Step 2: Movement Template Pre-configuration. Manually
placing objects at multiple locations within a background
scene can be extremely time-consuming. To address this, we
develop a variety of trajectory and camera position templates
to automate object placement in 𝑘 intermediate locations
along the trajectory, capturing intermediate frames in the
process. Notably, direct interpolation and placement of
objects can lead to clipping artifacts when objects penetrate
the ground, violating physical placement principles. To
prevent this, after determining each location, we perform ray
casting to detect any intersections between the object and
the ground (or other objects). We then automatically adjust
the position and orientation to ensure the object’s bottom
surface aligns accurately with the ground. This adjustment is
dynamically influenced by the map’s local terrain, providing
more variation and enhancing diversity. This step is a fully
automated process to facilitate large-scale data generation.
Step 3: Object Movement Sequence Generation. Finally,
with different scene maps, objects and movement trajectories,
we generate 18,783 distinct sequences with frame lengths
of 𝑘 = 10 or 𝑘 = 15, including one frame with a clean
background devoid of objects for mask-free object insertion
and removal training (see Sec. 3.3). This results in a total
of 1,348,248 training pairs, 13× greater than the previous

Figure 5. Dataset comparison. Row (1-2) shows our synthetic data
using a game engine; Row (3) shows existing synthetic data [20].
Our data is more realistic and has complex lighting effects.

 

Map Location

Step One: Scene Generation Step Two: Choose 

pre-configured  templates 

Step Three:  Automatically

generate multi-sequences 

Lighting
Move trajectory


templates 
Randomly pick 


objects 
Camera


templates 
Snap to 


the ground 

Manually, in minutes 

Figure 6. Data generation pipeline. The pipeline consists of three
steps: (1) background scene generation; (2) movement template
pre-configuration; and (3) object movement sequence generation.

work [20]. Furthermore, the images are captured in high
resolutions (1024 × 1024 and 1080 × 1920), unlike earlier
datasets [20] (256 × 256), and thus supporting our high-
resolution training for a more practical usage.

3.4. Training with Video via Multi-Task Learning

The benefit of the synthetic data generation pipeline described
in Section 3.3 is clear: it enables the collection of diverse
paired data dedicated to object movement under various
lighting scenarios through intentional control of lighting
parameters. Nevertheless, a limitation of the synthetic data
is that it may still exhibit a domain gap from the natural
image distribution and lack the real-world diversity and
complexities of dynamic changes across frames. Hence, a
good source of data for object movement can be natural
videos with moving objects. For video data to serve our task,
ideally, everything would remain static except for the moving
object; however, this is not the case in most videos. Thus,
we devise a multi-task learning (MTL) strategy that allows
us to use both real video data and synthetic data.
MTL on Synthetic Data. Our synthetic data includes full
background images without the object, which not only sup-
ports object movement but also facilitates object removal and
insertion tasks. It should be noted that existing compositing
methods [6, 32] require masking out the background image,
leading to significant limitations: a restricted generation
scope, where the model can only generate within the masked
area, thus preventing the creation of more realistic effects
such as shadows and reflections; and unintended background
alterations, where regenerating within the mask inadvertently
alters original background regions. In contrast, our approach
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Figure 7. Qualitative comparisons on object movement. Our method consistently outperforms state-of-the-art methods in maintaining
object identity, lighting consistency, and overall quality. Notably, in the last example, only our method successfully harmonizes with the
target region, achieving a realistic effect with partial shadows and light.

does not require pre-masking the target location because full
background images are available in our synthetic dataset,
thereby avoiding the aforementioned limitations. On the
synthetic data, our model is jointly trained for all three tasks
of object removal, insertion, and movement.

MTL on Video Data. As we lack full background frames
for the video data, we incorporate an auxiliary task of mask-
based insertion (i.e., masking out the background image as
in conventional compositing models, wherein we replace the
pixels within the mask region with black pixels) to integrate
the video data into our training regimen. This enables our
model to adapt to real-world content by training in natural
videos and helps improve synthesize complex lighting effects.
As illustrated on the right side of Fig. 4, our sequence-to-
sequence framework consolidates the training of various tasks.

In this framework, the edited image consistently corresponds
to 𝐼1, the segmented object to 𝐼2, and the instruction map to
𝐼3. Specifically, for removal tasks, only the source location
mask is employed in 𝐼3, while for insertion tasks, only the
target location mask is utilized. For the insertion task, we
use the object image from a frame different from the target
image to compel the model to adapt to the new environment.
Across all tasks, the noisy target input is positioned in the
final frame. Besides, a unique task embedding is developed
for each distinct task.

4. Experiments

Training Details. We train ObjectMover using an image-
to-video model that is based on a transformer architecture
and has 5B parameters. Note that the method can be applied
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Figure 8. Qualitative comparisons on object removal. Our
method consistently outperforms state-of-the-art methods.

to any video diffusion model. We employ the AdamW [11]
optimizer with a weight decay of 0.01 and set the initial
learning rate to 1×10−4. The model is trained at a resolution
of 512 × 512 pixels with a batch size of 256. EMA with
a decay rate of 0.9999 is applied starting after the first
1,000 iterations to stabilize training. Training involves both
synthetic and video datasets, with a 1:1 ratio. Tasks in the
synthetic dataset are divided into object movement, removal,
and insertion at a 6:1:1 ratio. We leave the data processing
of video data in the supplementary file. Box augmentation
is employed by maintaining the bounding box’s center and
adjusting its dimensions randomly within set ranges (i.e., 0.8-
1.2 on synthetic data; 1.0-1.5 on video data for full mask-out),
which improves the model’s robustness.
Evaluation Details. For evaluation, we introduce two new
datasets: ObjMove-A and ObjMove-B. ObjMove-A comprises
200 image sets captured by experienced photographers. Each
set includes an object placed at two distinct locations within
the same scene, alongside a pure background image with-
out the object. Object masks are subsequently generated
using SAM [12]. Thus, the model performance can be
quantitatively assessed between the generated image and the
referenced target image on this dataset. Following [6, 33, 36],
we utilize object-level metrics such as DINO-Score [5], CLIP-
Score [27], and DreamSim [7] to evaluate the cropped target
region. Since our task involves removing the object from the
source region, we also evaluate these metrics on the cropped
source region, and we show the average score on these two
regions. We also assess the PSNR for the full generated
image to measure overall image similarity.

Given that our task is inherently ill-posed and reference-
based evaluations cannot fully capture the realism of the
generated images, we conduct human evaluations using our
ObjMove-B dataset. This dataset consists of 150 image sets
sourced from Pexels [26], consisting of manually annotated
object masks and bounding box masks for plausible target
regions. Compared with ObjMove-A, this dataset presents
more diverse scenes and intricate challenges, such as oc-
clusions, complex shadows and reflections, and complex
background, thereby providing a more challenging bench-

Method PSNR ↑ DINO-Score ↑ CLIP-Score ↑ DreamSim ↓ User-Study ↑
Drag-Anything [41] 16.36 55.56 84.44 0.411 0.19%
3DiT [20] 19.72 45.30 81.69 0.514 0.19%
Paint-by-Example [42] 20.83 55.46 85.23 0.420 0.75%
Anydoor [6] 21.86 69.32 88.95 0.289 3.56%
MagicFixup [1] 23.82 78.49 91.06 0.198 31.14%
Ours 25.27 85.07 93.16 0.142 64.17%

Table 1. Quantitative comparisons on object movement. Our
method consistently outperforms state-of-the-art methods. For the
evaluation metrics, only the user-study is conducted on ObjMove-
B; all other evaluations are performed using ObjMove-A, as only
ObjMove-A has ground-truth data.

Input Paint-by-Example Anydoor Ours

Figure 9. Qualitative comparisons on object insertion. Our
method consistently outperforms state-of-the-art methods.

mark for assessment. To evaluate the result, we conduct a
user study in which participants select the best result from
different methods based on identity preservation, consistent
lighting effects editing, and overall image quality.

4.1. Comparison to Existing Methods

Comparison on Object Movement. We first evaluate our
model on the core task of object movement against the most
relevant approaches [1, 6, 20, 41, 42]. Specifically, Any-
door [6] and Paint-by-Example [42] are limited to object
insertion and cannot relocate existing objects. Therefore, we
employ the state-of-the-art inpainting model PowerPaint [45]
to remove the object from its original position and subse-
quently utilize these methods to insert the object into the
target location. For Drag-Anything [41], we generate a video
following a linear trajectory from the source location to the
target location and save the last frame as the edited result
(see Supplementary for implementation details).

Tab. 1 shows a quantitative analysis, where our approach
consistently surpasses existing methods. Qualitative compar-
isons in Fig. 7 highlight our model’s significant superiority.
Specifically, in the first three examples, competing methods
fail to effectively adjust object shadows or reflections to
the target location. Furthermore, Anydoor and Paint-by-
Example struggle with preserving object identity. In the
challenging fourth example, involving completing an incom-
plete object and understanding glass material transparency
requiring background synchronization, our method excels.
Other methods either leave the object incomplete or distort
the background. For the fifth image, where changing the
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Method PSNR ↑ DINO-Score ↑ CLIP-Score ↑ DreamSim ↓Object Removal

3DiT [20] 20.52 41.83 85.02 0.499
PowerPaint [45] 25.15 62.71 89.40 0.347
SD-Inpaint [28] 24.16 50.80 83.91 0.492
LaMa [35] 27.04 63.82 89.91 0.322
Ours 28.90 83.94 94.84 0.143

Object Insertion PSNR ↑ DINO-Score ↑ CLIP-Score ↑ DreamSim ↓

Paint-by-Example [42] 22.64 54.80 81.81 0.457
Anydoor [6] 24.10 77.49 88.33 0.223
Ours 24.99 85.69 91.45 0.152

Table 2. Quantitative comparisons on auxiliary tasks. Our
method consistently outperforms state-of-the-art methods.

Method PSNR ↑ DINO-Score ↑ CLIP-Score ↑ DreamSim ↓

Model A 22.86 75.01 92.19 0.242
Model B 23.83 80.02 93.16 0.196
Model C 23.89 79.97 93.22 0.197
Model D 24.24 82.09 93.62 0.180

Table 3. Ablation of different models. Model A indicates training
from the T2I checkpoint with synthetic data only. Model B indicates
training from the I2V checkpoint with synthetic data only and only
on the movement task. Model C indicates training from the I2V
checkpoint with synthetic data only but adding the insertion and
removal tasks. Model D indicates adding video data.

car’s perspective angle to suit the new location is crucial,
MagicFixup fails, and Anydoor and Paint-by-Example alter
the object’s identity. In the final example, only our method
successfully integrates into the target region using lighting
information, achieving a realistic effect of partial shadow
and light. We also perform a self-evaluation game (details in
the supplementary file), presenting four images: one is the
input image, and the other three are generated by our model.
Users are asked to identify the input image and the results
reveal that users incorrectly identify the input image 70%
of the time, demonstrating our method’s ability to generate
images that obscure artifacts.
Comparison on Auxiliary Tasks. Our model is capable of
object removal and insertion, and we compare these capabil-
ities with other methods [6, 20, 28, 35, 42, 45]. For object
insertion, we use the segmented object from the source frame
as a reference image and prompt the model to place the object
into the clean background at the target frame’s location. We
evaluate object-centric metrics in the cropped target region
for insertion and in the source region for removal. Tab. 2
shows quantitative comparisons, while Fig. 8 and Fig. 9
provide visual comparisons. Our results indicate that our
model outperforms other approaches. Specifically, in object
removal, our method effectively removes the object without
introducing artifacts, eliminating shadows and reflections
more successfully than others, and show stronger background
completion ability. In object insertion, other methods strug-
gle with consistent reflections, identity, and background
preservation, while our approach maintains consistent re-
flections, preserves identity and background integrity, and
blends seamlessly with the environment.

Input Model A Model B Model C Model D

Figure 10. Qualitative comparison among different models.
Model A performs the worst, failing to move shadows and leaving
obvious artifacts. Models B and C reduce artifacts but still struggle
to move shadows effectively. Model D performs the best.

4.2. Ablation Studies

We perform ablation studies to illustrate the impact of our
primary design choices. Every model is trained at a resolution
of 256 × 256 for an equal number of iterations. As shown in
Tab. 3 and Fig. 10, our designs are proven to be effective. We
begin by highlighting the importance of utilizing a pretrained
image-to-video model. To this end, we train an alternative
model based on a pretrained text-to-image model (Model
A) using our synthetic data across three tasks. Notably, the
architecture and parameters of the text-to-image model are the
same as those of the image-to-video model, with the exception
that the former is pre-trained on single-frame images. Model
A performs significantly worse compared to Model C, which
is trained using a pretrained image-to-video model with the
identical dataset and tasks, as evidenced by both quantitative
and qualitative evaluations. Furthermore, incorporating
object removal and insertion tasks into the synthetic dataset
maintains similar performance for our primary task while
enabling inference over three tasks (Model B vs Model
C). Finally, training with real-world video data improves
performance (Model C vs Model D), particularly enhancing
background occlusion filling (e.g., the second example) and
the consistency of lighting and shadow adjustments.

5. Conclusion
In this paper, we presented ObjectMover, a novel framework
for object movement that integrates a sequence-to-sequence
modeling using a video diffusion model. Our method offers
a unified, single-stage solution that addresses the challenges
of object identity preservation, lighting consistency, and real-
istic harmonization into new environments. For task-specific
model finetuning, we developed a data generation pipeline
utilizing a game engine to produce high-quality data pairs.
Additionally, we propose a multi-task learning approach
that allows for training on real-world video data, enhancing
model generalization. The trained model can also be used for
object removal and insertion tasks. Extensive experimental
results demonstrate that our model not only attains but
surpasses the effectiveness of current leading methods.
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