
ASAP: Advancing Semantic Alignment Promotes Multi-Modal Manipulation
Detecting and Grounding

Zhenxing Zhang1, Yaxiong Wang1*, Lechao Cheng1, Zhun Zhong1, Dan Guo1,2*, Meng Wang1,2

1School of Computer Science and Information Engineering, Hefei University of Technology, China
2Institute of Artificial Intelligence, Hefei Comprehensive National Science Center, China

Abstract

We present ASAP, a new framework for detecting and
grounding multi-modal media manipulation (DGM4). Upon
thorough examination, we observe that accurate fine-
grained cross-modal semantic alignment between the im-
age and text is vital for accurately manipulation detection
and grounding. While existing DGM4 methods pay rare
attention to the cross-modal alignment, hampering the ac-
curacy of manipulation detecting to step further. To rem-
edy this issue, this work targets to advance the seman-
tic alignment learning to promote this task. Particularly,
we utilize the off-the-shelf large models to construct paired
image-text pairs, especially for the manipulated instances.
Subsequently, a cross-modal alignment learning is per-
formed to enhance the semantic alignment. Besides the
explicit auxiliary clues, we further design a Manipulation-
Guided Cross Attention (MGCA) to provide implicit guid-
ance for augmenting the manipulation perceiving. With
the grounding truth available during training, MGCA en-
courages the model to concentrate more on manipulated
components while downplaying normal ones, enhancing
the model’s ability to capture manipulations. Extensive
experiments are conducted on the DGM4 dataset, the re-
sults demonstrate that our model can surpass the compari-
son method with a clear margin. Code will be released at
https://github.com/CriliasMiller/ASAP.

1. Introduction
In recent years, the field of artificial intelligence has wit-
nessed exponential growth, particularly with the advent
of transformer architectures [5, 27] and diffusion mod-
els [19, 22, 25]. These sophisticated models have given
rise to large generative models capable of producing highly
realistic outputs across modalities such as images, text,
and audio [2, 12, 18, 28, 35]. The quality of these syn-
thetic creations is so high that they can often deceive hu-
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Figure 1. Fine-grained understanding of the multimodal media is
one of keys for detecting the manipulated media. The capture of
the misaligned components between the image and the text can
effectively assist the DGM4 task.

man perception. Concurrently, models for content edit-
ing have also seen swift development. As these technolo-
gies progress, the methods for manipulating visual and
textual content have become increasingly complex, pre-
senting a substantial threat to public information security.
Consequently, the problem of Detecting and Grounding
Multi-Modal Media Manipulation (DGM4) has been pro-
posed [23], and extensive efforts have been dedicated to this
field recently [13, 16, 24].

DGM4 problem targets to detect whether the multimodal
media is manipulated and locate the manipulated compo-
nents like image regions and words in multimodal image-
text inputs [23, 24]. The challenge of this task lies in the
fine-grained understanding of the multimodal inputs, some
attempts have been made to address this task [13]. HAM-
MER [23] designs shallow manipulation reasoning module
to locate the manipulated regions, and design a deep ma-
nipulation reasoning architecture for the overall recognition
and grounding the text manipulations.VIKI [13] detects dis-
information in multimodal data by jointly grounding vision
and language features through aligned embeddings. It op-
timizes these embeddings using metric learning and geo-
metric distance minimization to ensure a compact hypoth-
esis space. The model includes a knowledge interaction
mechanism that integrates cross-modality information for
improved multitask learning.

This CVPR paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
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A notable truth for the DGM4 task is that if there is ma-
nipulation in a piece of media, the image and text are usu-
ally not aligned any more, and this statement can be vali-
dated by the setup of this task [23]. With this critical ob-
servation, we argue that one of the primary keys for DGM4

models is to effectively perceive the fine-grained image-text
alignment in the media [8, 30, 34]. As depicted in Figure 1,
if the model can capture that the word ”celebrating” does
not align with the ”disappointment” emotion on the human
face, then the model can acquire the valuable priori knowl-
edge that the media may be manipulated. Existing methods
predominantly rely on annotations to directly pinpoint the
manipulated components, but they often simply apply the
alignment learning on the unchanged multimodal media,
which is not sufficiently effective to assist the subsequent
detecting and grounding.

Addressing the aforementioned issues, this paper cen-
ters on improving fine-grained alignment learning for the
DGM4 task. Two key challenges arise: firstly, manipu-
lated media’s image and text are unpaired, precluding the
use of conventional cross-modal alignment techniques such
as contrastive learning [8, 30, 31]. In response, we propose
leveraging off-the-shelf Multimodal Large Language Mod-
els (MLLMs) to generate descriptions for both manipulated
and non-manipulated images [10], followed by implement-
ing contrastive learning between the generated captions and
the respective images to fortify cross-modal alignment.

Another challenge to achieve the fine-grained alignment
is the huge semantic gap between the social image and text.
Unlike the general image-text pair that the text is formed by
general words and the image often shows broad scenes, the
description and the image in social media usually contains
specific entities, which poses a significant challenges for the
cross-modal alignment. For example, it is difficult for the
model to align the image without the knowledge about a
specific person or place mentioned in the text. In response
to this challenge, we treat off-the-shelf large language mod-
els as the knowledge base and query the explanatory text for
the entity-specific description in multimodal media. Tak-
ing the explanatory text as the bridging clue, we subse-
quent perform the cross-modal contrastive learning on the
explanatory text and the image to enhance the multimodal
alignment, thereby facilitating the subsequent manipulation
detecting and grounding.

In addition to providing explicit auxiliary cues, we intro-
duce a Manipulation-Guided Cross Attention (MGCA) to
prioritize attention on manipulated elements for improved
detection and grounding. Given annotations accessible dur-
ing training, MGCA first constructs a guidance mask and
then employs a classification-guided constraint to adap-
tively modify the image-text attention matrix, directing the
model to allocate heightened attention to manipulated re-
gions while attenuating non-manipulated parts, thus simpli-

fying subsequent detection and grounding tasks. With the
above design, we finally develop our Advancing Semantic
Alignment framework to Promote (ASAP) the task of De-
tecting and Grounding Multi-Modal Manipulation. In sum-
mary, we highlight the contributions of this paper as fol-
lows:
• We disclose the significance of cross-modal alignment for

DGM4 problem, which is paid rare attention by the previ-
ous methods. To remedy, a ASAP framework is proposed
to enhance the semantic alignment to promote this task.

• To bolster cross-modal alignment, we devise a Large
Model-assisted Alignment (LMA) approach that incorpo-
rates auxiliary text, encompassing captions and explana-
tory texts from large models, to enhance fine-grained se-
mantic matching.

• A Manipulation-Guided Cross Attention (MGCA) is de-
vised to facilitate the model’s perception of manipulated
components in the feature space. This is realized by allo-
cating increased attention to manipulated elements within
the attention matrix.

2. Relate Work
Deepfake Detection. The rapid advancement of generative
models has accelerated the development of Deepfake detec-
tion technologies, which aim to uncover tampered informa-
tion. Historically, detection methods were categorized into
unimodal [14, 32, 33] and multimodal approaches. Among
unimodal methods, GLFNet [32] combines physiological
features with deep learning techniques to enhance detection
performance. Recently, with the rise of multimodal large
models and privacy concerns, multimodal Deepfake detec-
tion [1, 29] has gained prominence. The NewsCLIPpings
dataset [17] has contributed to this field by providing mis-
matched image-text pairs. The DGM4 dataset further ad-
vances this area by covering diverse multimedia tampering
scenarios and aligning more closely with practical applica-
tions [23]. Building on this, the HAMMER model captures
fine-grained interactions between modalities and uses con-
trastive learning to assess image-text consistency.
Large Models. Large models have made significant
strides in natural language processing (NLP) and multi-
modal tasks. Large language models (LLMs) like Mis-
tral [7] and LLaMA [26] demonstrate impressive perfor-
mance, with Mistral excelling in language understanding
and generation, and LLaMA achieving high efficiency with
fewer parameters. In the multimodal domain, models like
BLIP2 [11] excel in image understanding and generation,
while multimodal GPT-4 [18] integrates text and image pro-
cessing for enhanced capabilities across tasks. Google’s
DeepMind Gato model [21] further pushes the boundaries
with its general-purpose multimodal abilities. The grow-
ing adoption of large-scale models is driving innovation
and providing novel solutions across various fields. In this
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Figure 2. Illustration of our proposed ASAP framework. We employ a Multimodal Large Language Model (MLLM) to generate captions
and a Large Language Model (LLM) to produce explanation texts for social media image-text pairs. These, along with the image, are
encoded to obtain feature representations. Our Large Model-assisted Alignment (LMA) module enhances cross-modal alignment, followed
by two Multimodal Encoders with Manipulation-Guided Cross Attention (MGCA) to integrate features for task-specific representations.
One encoder is vision-biased for image grounding, and the other is text-biased for text grounding. The combined features from both
encoders are used for media authenticity detection and manipulation identification. The network is optimized using DGM losses and
objectives from LMA and MGCA.

study, we leverage both LLMs and MLLMs to generate aux-
iliary texts, enhancing our model’s performance in multi-
modal tasks.

3. Methodology

Overview. The architecture of our ASAP is depicted in
Figure 2. In the training phase, we begin by leveraging a
Multimodal Large Language Model (MLLM) to generate
auxiliary caption and a Large Language Model (LLM) to
produce explanation text for a given image-text pair from
social media. Thereafter, the image and all associated texts
are processed by separate image and text encoders to ob-
tain their corresponding feature representations. Our Large
Model-assisted Alignment (LMA) module then operates
on these features to refine fine-grained cross-modal align-
ment. Successively, two Multimodal Encoders equipped
with our Manipulation-Guided Cross Attention (MGCA)
integrate the encoded visual and textual features for de-
riving task-centric representation. Concurrently, a vision-
biased multimodal encoder focuses on capturing vision-
dominant multimodal features to localize forged regions
(image grounding), whereas a text-biased multimodal en-
coder encapsulates text-predominant features to pinpoint
manipulated words (text grounding). The dual multimodal
features are subsequently combined to facilitate both media
authenticity detection and manipulation type identification.
Ultimately, the entire network is optimized using the corre-
sponding DGM4 losses and objectives stemming from our
LMA and MGCA.

Note that all proposed modules only facilitate the align-
ment learning during training and are not deployed during
inference. Consequently, our ASAP framework imposes no
additional computational load in the inference stage.

3.1. Large Model-assisted Alignment.
Preliminary Text Generation. To enhance cross-model
alignment, we first construct preliminary texts, including
image captions and explanation texts for training ASAP.

To generate caption, we crafted an instruction: “Give
the caption of this picture”, and input this
directive alongside the image into a pre-trained Multimodal
Large Language Model (MLLM). Consequently, the de-
tailed caption C for the image is obtained. As depicted in
the left subfigure of Figure 3, the descriptive words gener-
ated, such as “celebrating”, “hugging each other”, “jump-
ing”, and “show their joy”, correspond well with the image,
contrasting with the mismatch of the word “cry” in the tex-
tual description.

In contrast to image captioning, which describes the
image content by processing the image through MLLM,
explanation text requires accurate “imagining” of the
image condition based on the textual description via a
Large Language Model (LLM). To provide a reliable guide
for the LLM, we meticulously designed an instruction
template: “Refer to the following text to
describe the specific information of
the corresponding image: [T]”, where T is
the textual input. The explanation text E is generated
by inputting this template into the LLM. As shown in

4007



!"#$%&%'()&*+,"'*-,&,.%'()&

!"#$ %&'(#$ )"*+)$ '$ (,*-.$ */$
0')#0'11$ .1'2#,)3$ 4#1#0,'5%6($ '67$
"-((%6($ #'4"$ *5"#,$ *6$ 5"#$ /%#178$
!"#2$ ',#$ ('5"#,#7$ ',*-67$ *6#$
'6*5"#,$ %6$ '$ 4#1#0,'5*,2$ &'66#,3$
+%5"$ )*&#$ .1'2#,)$ #9#6$ :-&.%6($
%65*$5"#$'%,$5*$)"*+$5"#%,$:*28$

!"#$;'5%*6'1)$4,2$'/5#,$5"#%,$+%6$
!-#)7'2$%6$<51'65'

=6$ 5"#$ .%45-,#3$ +#$ )##$ '$ (,*-.$ */$
.#*.1#$ 4#1#0,'5%6($ '$ +%6$ /*,$ 5"#$
;'5%*6'1)$ %6$ <51'65'8$ !"#$
#>.,#))%*6)$*6$5"#%,$/'4#)$',#$4,2%6(8$
!"#$#69%,*6&#65$%)$1%9#12$'67$/#)5%9#8

/00/ 00/

12%3,*4%#'()&*-,&,.%'()&

!"#"$% &'% &("% #'))'*+,-% &".&% &'%
/"01$+2"% &("% 03"1+#+1% +,#'$45&+',%
'#%&("%1'$$"03',/+,-%+45-"6

7+8"%&("%153&+',%'#%&(+0%3+1&9$"

Figure 3. Illustration of the generation of image caption (left) and
explanation text (right). The auxiliary texts can be effectively har-
vested via the off-the-shelf large models with the carefully crafted
instructions.

the right panel of Figure 3, the descriptive words derived
from the text, such as “celebrating”, “crying”, and “lively
and festive”, elucidate the specific image details. The
explanation text provides an elaboration of the text with
additional details. In cases of unaltered image and text, the
explanation text can effectively correspond with the image,
thus aiding in cross-modal alignment. For manipulated
pairs, the explanation text offers a more detailed description
of the discordant visual elements, as illustrated in Figure 3.
In the following, we would harness these properties of
explanation text to bolster DGM4 task.
Vision-Language Contrastive Learning. To enhance
cross-modal alignment, we initially process the image I
through the visual encoder Ev , yielding the feature set
Ev(I) = {icls, ipat}. Concurrently, the text T is encoded by
the text encoder Et to extract text embeddings, denoted as
Et(T ) = {tcls, ttok}. The subscript notation (·)cls indicates
the classification token, while (·)pat and (·)tok signify the
image patch and textual word tokens, respectively. Anal-
ogously, the auxiliary caption and explanation text are en-
coded with Et, yielding features Et(C) = {ccls, ctok} and
Et(E) = {ecls, etok}, respectively.

For the generated caption, the image is always aligned
with its caption. Consequently, we can utilize all image-
caption pair to enhance the cross-modal alignment:

Li2c = → log
exp(s(icls, ccls)/ω)∑

ĉcls→B exp(s(icls, ĉcls)/ω)
, (1)

where ĉcls is the feature of unpaired caption with image in a
mini-batch B, s(·, ·) means to cosine similarity, ω is a learn-
able parameter.

Explanation text, however, originate from texts, cannot

align with the image once the text or the image is manipu-
lated. As a result, we only perform the contrastive learning
among the image-explanation text pair where the image and
the text are both unchanged. Formally, the constrain is for-
mulated as:

Li2e = →I(I,T) log
exp(s(icls, ecls)/ω)∑

êcls→B exp(s(icls, êcls)/ω)
, (2)

where I(I,T) = 1 if I and T are both not manipulated, 0
otherwise. êcls is the feature of unpaired explanation text in
the mini-batch.

Symmetrically, the caption-image and explanation-
image contrastive loss, Lc2i and Le2i, can be formulated
in a similar fashion. Finally, the overall objectives of our
vision-language contrastive learning is consolidated by fur-
ther including the contrastive learning of the image and its
associated text T :

LVLC = (Li2t +Lt2i)/2+ (Li2c +Lc2i +Li2e +Le2i)/4,
(3)

where Li2t and Lt2i are the contrastive loss of image-text
and text-image.
Explanation Text-Enhanced Manipulation Detecting.
As shown in Figure 3, explanation text provides another
grained description for the image. Such a finer-grained lin-
guistic text can on the one hand enhance the cross-modal
alignment with contrastive learning. On the other hand,
explanation text can also be treated as another counterpart
of the original text to aid the manipulation detecting. In
particular, the pair of image and explanation text from the
manipulated media (either image or text is manipulated) is
treated as the negative (fake) samples, while the ones from
unchanged media (neither image nor text is manipulated)
are taken as the positive (real) ones.

Formally, we first acquire the multimodal feature of im-
age and explanation text via the multimodal encoder Emm

formed by self-attention and our MGCA. Subsequently, the
multimodal feature then passes through the detecting head
to get the prediction p(I, E) of the media is manipulated or
not:






p(I, E) = sigmoid(MLP(εF v

mm
+ F t

mm
)),

F v

mm
= Ev

mm
(Ev(I), Et(E)),

F t

mm
= Et

mm
(Et(E), Ev(I)),

(4)

where Ev
mm

is the vision-biased multimodal encoder with
Ev(I) serving as the query, Et

mm
means text-biased encoder

with Et(E) as the query, ε is a learnable parameter. Next,
the cross entropy loss is applied on the prediction:

LIED = →I(I,T) log p(I, E)→(1→I(I,T)) log(1→p(I, E)),
(5)

Overall, our LMA includes two constrains:

LLMA = LVLC + LIED. (6)
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3.2. Manipulation-Guided Cross Attention.
Motivation. During our practice, we found that the
commonly-used cross-attention in multimodal encoder fails
to allocate adequate attention to manipulated components.
For example, within the text-biased multimodal encode
Et
mm

, the attention matrix is initially derived from interac-
tions between textual tokens and image patches:

A = softmax(
WtEt(T )↑WvEv(I)↓

h
), (7)

where Wt and Wv are two linear mapping matrix, h is the
dimension of the feature. The equation illustrates that the
attention element A(i, j), indicative of the attention weight
from the i-th word token to the j-th image patch, is propor-
tional to the similarity between them. In the case of manipu-
lated pairs, the manipulated word no longer aligns with cer-
tain image regions, resulting in diminished similarity. For
instance, the word “celebrating” does not correspond with
an “unhappy face” region, as exemplified in Figure 1. This
misalignment leads to a reduced attention value, contradict-
ing the expected intuition that manipulated word should pay
higher attention to the unmatched region shown in Figure 1.
As a result, the perceiving of the manipulations is impeded.

We introduce Manipulation-Guided Cross Attention
(MGCA) to address this limitation. Leveraging the avail-
able word and region manipulation annotations from the
training phase, we can formulate a guidance mask that di-
rects the model’s focus towards manipulated components.

G(i, j) =

{
1, if Ii or Tj is manipulated
0, otherwise

(8)

where Ii and Tj represent the i-th image patches and j-th
text token, respectively. We define an image patch Ii is ma-
nipulated if it overlaps with the manipulation region.

With the manipulation guiding matrix G established, we
explicitly encourage the attention matrix for manipulated
pairs to assign more attention to the manipulations. Math-
ematically, the cross attention is guided via following guid-
ance constrain:

LMGCA = → 1

|A|
∑

i,j

[G(i, j) logA(i, j)] , (9)

where |A| means the number of elements in A.

3.3. Training
Patch Manipulation Modeling. To ground the manipu-
lated regions, the state-of-the-art methods usually use the
global [cls] feature of multimodal feature from the mul-
timodal encoder [13, 23]. However, we argue that the solely
global representation lacks local patch contexts to accu-
rately identify the regions. In response, we design a patch

-1 -1 -1 -1 0 0 0 0
-1 -1 -1 -1 0 1 1 0
-1 -1 -1 -1 0 1 1 0
-1 -1 -1 -1 0 0 0 0
-1 -1 -1 -1 -1 -1 -1 -1
-1 -1 -1 -1 -1 -1 -1 -1

split

Manipulated Region -1 Ignored Patches Negative Patches0 1 Positive Patches

Manipulated Image Indicator Mask

Figure 4. Illustration of constructing the indicator mask. Ac-
cording to the manipulated region bounding box, the patches that
ovelap with the box is taken the positive samples, while the adja-
cent patches to the positive patches are negative ones. The other
patches are ignored.

manipulation modeling that discriminates the manipulated
patches before the final region bounding box prediction,
thereby providing a prior for the final bounding box.

Specifically, assume there are N patches in the image.
We initiate by creating a patch indicator P ↔ RN to identify
whether a patch is manipulated, based on the manipulation
region annotations: Pi = 1 if the i-th patch intersects with a
manipulated area, and 0 if it does not. Recognizing the spa-
tial locality of images, patches distant from manipulated re-
gions are trivially classified as negatives. Consequently, we
propose a Hard Negative Patch Selection (HNP) strategy:
only adjacent patches to the manipulated ones are picked as
the challenging negatives, as depicted in Figure 4. The final
patch indicator is thus defined accordingly:

Pi =






1, if Ii is manipulated,
0, if Ii is adjacent to manipulated patches,
→1, otherwise (would be ignored).

(10)
Subsequently, we harvest the multimodal patch feature ivpat
from vision-biased multimodal encoder:

{ivcls, i
v

pat} = Ev

mm
(Ev(I), Et(T )). (11)

Next, we discriminate the patches in hidden feature space
via a binary classifier C and supervise the output with the
constructed patch indicator:

LPMM = → 1

N →

∑

ik→ivpat,Pk→{0,1}

[Pk log C(ik)

+ (1→ Pk) log(1→ C(ik)],
(12)

where N
→

is patch number marked as 1 or 0.
Full Objectives. Aligning with prior studies [13, 23], we
incorporate the DGM4 task loss LDGM, as illustrated in Fig-
ure 2, which is composed of four sub-task losses. The
bounding box regression loss is determined by the discrep-
ancy between the predicted coordinates of the bounding de-
tector and the annotations. The binary classification loss
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Tasks Reference Binary Cls Multi-Label Image Grounding Text Grounding
!AVG

Methods AUC→ EER↑ ACC→ mAP→ CF1→ OF1→ IoUmean→ IoU50→ IoU75→ Precision→ Recall→ F1→

CLIP [20] ICML21 83.22 24.61 76.40 66.00 59.52 62.31 49.51 50.03 38.79 58.12 22.11 32.03 -
VILT [9] ICML21 85.16 22.88 78.38 72.37 66.14 66.00 59.32 65.18 48.10 66.48 49.88 57.00 -
HAMMER [23] CVPR23 93.19 14.10 86.39 86.22 79.37 80.37 76.45 83.75 76.06 75.01 68.02 71.35 0
HAMMER++ [24] TPAMI24 93.33 14.06 86.66 86.41 79.73 80.71 76.46 83.77 76.03 73.05 72.14 72.59 +0.42
VIKI [13] IF24 93.51 13.87 86.67 86.58 81.07 80.10 76.51 83.95 75.77 77.79 66.06 72.44 +0.57
UFAFormer [15] IJCV24 93.81 13.60 86.80 87.85 80.31 81.48 78.33 85.39 79.20 73.35 70.73 72.02 +1.12
ASAP(Ours) CVPR25 94.38 12.73 87.71 88.53 81.72 82.89 77.35 84.75 76.54 79.38 73.86 76.52 +2.54

Table 1. Quantitative comparison of our proposed ASAP method with the current state-of-the-art techniques across four key tasks:
manipulation detection, manipulation type identification, image grounding, and text grounding. As evident from the comparison, ASAP
achieves the top performance, showing a significant average improvement over the baseline HAMMER method in all sub-tasks. !AVG
indicates the improvement compared to HAMMER.

Tasks Binary Cls Multi-Label Image Grounding Text Grounding

ASAP Components AUC→ EER↑ ACC→ mAP→ CF1→ OF1→ IoUmean→ IoU50→ IoU75→ Precision→ Recall→ F1→

Baseline 93.16 14.13 86.23 86.23 79.59 80.54 76.49 83.82 75.97 75.25 68.21 71.83
+LMA 94.28 12.86 87.53 88.10 81.71 82.61 75.90 83.27 74.98 78.59 74.10 76.28
+LMA+MGCA 94.40 12.81 87.59 88.37 81.77 82.78 76.95 84.30 76.31 78.90 74.08 76.40
+LMA+MGCA+PMM 94.38 12.73 87.71 88.53 81.72 82.89 77.35 84.75 76.54 79.38 73.86 76.52

Table 2. Ablation study of the components in our ASAP, including Large Model-aided Alignment (LMA), Manipulation-Guided Cross-
Attention (MGCA), and the Patch Manipulation Modeling.

measures the binary cross-entropy between the classifier’s
output and the manipulation presence label. The multi-label
classifier discerns the manipulation type, with a multi-class
classification loss applied to the prediction and annotation.
The token detection loss, responsible for identifying manip-
ulated words, implements a binary classification for each
word against its label1. Our overall optimization objective
is as follows:

L = LDGM + LLMA + ϑLMGCA + ϖLPMM, (13)

where ϑ and ϖ are both trade-off hyper-parameters to bal-
ance the losses.

4. Experiments
4.1. Implementation Details
In this experiment, all results are obtained using 8 NVIDIA
GeForce RTX 4090 GPUs. For consistency, we resize the
images to 256!256. We use the Vision Transformer (ViT-
B/16) [4] as the image encoder and Bert-base [3] as the
text encoder. The pre-trained Multimodal Large Language
Model (MLLM) used is VisCPM [6], and the Large Lan-
guage Model (LLM) is Mistral 7B [7]. MLP consists of
three layers, binary classifier C consists of one layer. In

1We append the comprehensive definition of each loss in our supple-
mentary file.

Equations 4 and 13, the learnable parameter ε is initial-
ized to 0.5, while the parameters are set to ϑ = 0.1 and
ϖ = 0.01. Additionally, to ensure fairness, our batch size
and training epochs are set to 32 and 50, respectively, con-
sistent with the baseline. During the first 1000 steps, the
learning rate is warmed up to 1 ↑ 10↑4, and then a cosine
schedule is used to decay the learning rate to 1↑10↑6. The
AdamW optimizer is adopted to update the parameters, with
a weight decay ratio of 0.02.

4.2. Dataset and Evaluation Metrics

We validate the effectiveness of our method on the DGM4

dataset [23], which contains 230K image-text pairs. Of
these, 33.7% are original, while the remaining pairs are ma-
nipulated, including face swap (FS), face attribute (FA), text
swap (TS) and text attribute (TA) manipulation. The task is
challenging due to mixed manipulated regions and text, but
captions and explanations aid the ASAP model. To assess
the performance of ASAP method, We evaluate it on four
tasks: manipulated image bounding box grounding, binary
classification, multi-classification and manipulated text to-
ken grounding. For the manipulated image bounding box
grounding task, we use IoUmean, IoU50, and IoU75 as met-
rics. In the binary classification task, we utilize AUC, EER,
and ACC. For the multi-classification task, we assess us-
ing mAP, CF1, and OF1. For the manipulated text token
grounding task, we measure performance with Precision,
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Tasks Binary Cls Multi-Label Image Grounding Text Grounding

Auxiliary Text AUC→ EER↑ ACC→ mAP→ CF1→ OF1→ IoUmean→ IoU50→ IoU75→ Precision→ Recall→ F1→

ASAP w/ C 94.18 12.81 87.60 87.89 81.60 82.73 76.93 84.29 76.30 79.98 73.28 76.48
ASAP w/ E 94.22 12.89 87.64 88.20 81.42 82.80 77.02 84.55 76.38 79.20 73.45 76.46
ASAP w/ C & E 94.38 12.73 87.71 88.53 81.72 82.89 77.35 84.75 76.54 79.38 73.86 76.52

Table 3. Discussion the effectiveness of auxiliary caption(C) and explanation text(E). Utilizing either the caption or the explanation
text alone can individually enhance performance; however, incorporating both yields the optimal results.

Tasks Binary Cls Multi-Label Image Grounding Text Grounding

Hard Negatives Or Not AUC→ EER↑ ACC→ mAP→ CF1→ OF1→ IoUmean→ IoU50→ IoU75→ Precision→ Recall→ F1→

ASAP w/o HNP 94.35 12.82 87.55 88.59 81.73 82.67 76.92 84.24 76.15 79.22 73.72 76.49
ASAP w/ HNP 94.38 12.73 87.71 88.53 81.72 82.89 77.35 84.75 76.54 79.38 73.86 76.52

Table 4. Discussion of negative patch selection in Patch Manipulation Modeling. ‘HNP’ is our proposed strategy that only consider the
adjacent patches as the negatives.

Recall, and F1 Score.

4.3. Quantitative Results
To evaluate the performance of our contrastive learning ap-
proach, we conducted a detailed comparison against state-
of-the-art methods. Our ASAP method was tested across
six popular frameworks using the DGM4 dataset and con-
sistently demonstrated superior performance. Table 1 high-
lights the quantitative results, where ASAP consistently
outperforms the comparison methods. Notably, HAM-
MER++, VIKI, UFAFormer, and our ASAP all build upon
HAMMER as the baseline. DGM4, as a challenging task,
especially for the binary classification, significant improve-
ments are hard to observe: HAMMER++ boosts AUC by
just 0.24, and even the state-of-the-art UFAFormer manages
only a 0.72 increase. However, ASAP achieves a substan-
tial 1.29 gain in AUC and an average improvement of 2.54
across all tasks. Consequently, we can conclude that our
method achieves a notable improvement.

Notably, AUC and ACC achieve 94.38% and 87.71%,
surpassing UFAFormer’s results. The multi-label classifi-
cation mAP reaches 88.53%, achieving a nearly 2% im-
provement over VIKI. For manipulated image grounding,
IoUmean is 77.35%, demonstrating nearly a 1% improve-
ment over HAMMER and VIKI. In manipulated text token
grounding, our method achieves a Precision of 79.38%, sur-
passing UFAFormer by 6.03%. ASAP’s performance in text
token grounding stands out significantly, with a Precision of
79.38% and a Recall of 73.86%, reflecting a 4.3% precision
increase over HAMMER. Figure 6 illustrates F1 scores for
four manipulation types, with ASAP outperforming HAM-
MER across all metrics. Specifically, ASAP shows 2% im-
provement in Face manipulation and 4.3% improvement in
Text Swap manipulation.

4.4. Ablation Study
Component Ablation. Table 2 highlights the contribu-
tions of individual modules within our framework. We uti-
lized a retrained HAMMER model as the baseline for com-
parison. Integrating the Large Model-assisted Alignment
(LMA) significantly enhances performance, with AUC ex-
ceeding 94%, marking a 1.12% improvement, and EER re-
duced to under 13%. Text grounding accuracy also im-
proves, reaching 78%. However, incorporating image fea-
tures in binary classification results in a relative decline in
image grounding accuracy. The addition of MGCA fur-
ther boosts performance, yielding a 1.05% increase in im-
age grounding and a 0.31% gain in text grounding, surpass-
ing baseline results and ensuring higher overall efficacy.
Finally, the inclusion of PMM loss leads to an additional
0.4% enhancement in image grounding, most of other met-
rics also achieving optimal performance.
Effectiveness of Caption and Explanation Text. As
demonstrated in Table 3, the impact of auxiliary caption and
explanation text on performance is evaluated. Utilizing ei-
ther caption or explanation text individually improves per-
formance over HAMMER, but combining both yields the
greatest enhancement, particularly in mAP and IoUmean,
which improve by around 0.4%.
Effectiveness of MGCA and PMM loss. Figure 5 illus-
trates the attention visualization after integrating the MGCA
and PMM losses. The MGCA loss directs the model to fo-
cus on inconsistencies between manipulated facial features
and text, enhancing classification accuracy. While the PMM
loss strengthens the model’s ability to localize manipulated
regions, crucial for the manipulated image grounding task.
This demonstrates the distinct roles of MGCA and PMM
in improving classification precision and grounding perfor-
mance, respectively.
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Figure 5. Effect of MGCA and PMM Loss on Attention Map Visualization. The red rectangle represents the bounding box of the
manipulated face, and the red text indicates the manipulated word. (a) and (b) show the attention visualization between the manipulated
word and the image. (c) shows the attention visualization between the entire sentence and the image. (d) presents the model’s prediction
compared to the Ground Truth.
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Figure 6. F1 score comparison of HAMMER, UFAFormer and
our ASAP. ASAP can surpass HAMMER by a clear margin.

Negative Selection in PMM. To rigorously evaluate the ef-
ficacy of our HNP strategy, we conduct a comparison be-
tween the “w/ HNP” and “w/o HNP” approaches. Table 4

reveals that while most metrics remain relatively stable, the
HNP strategy enhances the model’s image grounding ca-
pability, with the Intersection over Union (IoU) mean in-
creasing by 0.43%. This demonstrates the effectiveness of
selectively considering adjacent patches as negatives.

5. Conclusion
The paper introduces ASAP, a new framework designed to
improve the detection and grounding of multimodal me-
dia manipulation (DGM4) by focusing on cross-modal se-
mantic alignment, an aspect often overlooked by existing
DGM4 approaches. To address this problem, ASAP em-
ploys MLLMs and LLMs to create paired image-text in-
stances for manipulated content and applies cross-modal
alignment learning for semantic refinement. Furthermore,
we develop the MGCA mechanism that provides implicit
guidance to help the model better perceive manipulations.
During training, MGCA and PMM emphasize manipulated
components, improving the model’s manipulation-detection
capabilities. Experiments demonstrate that ASAP signifi-
cantly outperforms comparable methods.
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