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Figure 1. Schematics for improving perceptual super-resolution (SR). Perceptual quality of SR can be improved in two ways: (Left)
providing supervision through multiple enhanced ground-truths (EGT) or (Right) direct optimization for the quality of the super-resolved
image. In both cases, human-in-the-loop can greatly improve performance. However, manual annotation is tedious, imprecise, and non-
differentiable. An IQA metric can replace a human in rating the enhanced ground-truths or can directly act as a differentiable optimization
objective. In this paper, we specifically assess whether more practical no-reference (NR) IQA metrics can replace human raters for SR. We
find that combining NR-IQA-based sampling and regularized optimization is sufficient to attain state-of-the-art perceptual image quality,
without requiring human ratings.

Abstract

Super-resolution (SR), a classical inverse problem in com-
puter vision, is inherently ill-posed, inducing a distribution
of plausible solutions for every input. However, the de-
sired result is not simply the expectation of this distribution,
which is the blurry image obtained by minimizing pixelwise
error, but rather the sample with the highest image quality.
A variety of techniques, from perceptual metrics to adver-
sarial losses, are employed to this end. In this work, we
explore an alternative: utilizing powerful non-reference im-
age quality assessment (NR-IQA) models in the SR context.
We begin with a comprehensive analysis of NR-IQA met-
rics on human-derived SR data, identifying both the accu-
racy (human alignment) and complementarity of different
metrics. Then, we explore two methods of applying NR-
IQA models to SR learning: (i) altering data sampling, by
building on an existing multi-ground-truth SR framework,
and (ii) directly optimizing a differentiable quality score.

Our results demonstrate a more human-centric perception-
distortion tradeoff, focusing less on non-perceptual pixel-
wise distortion, instead improving the balance between per-
ceptual fidelity and human-tuned NR-IQA measures.

1. Introduction
Many tasks in human and computer vision are naturally for-
mulated as ill-posed inverse problems [65]. Single-image
super-resolution (SISR), which has many practical applica-
tions to digital photographic zoom, is a well-studied exam-
ple of this (e.g., [4, 24]). In SISR, a given low-resolution
(LR) image has an associated distribution of high-resolution
(HR) “real” images that could have given rise to it. The fun-
damental challenge of SR is therefore not just to find any
sample from that distribution, but instead to find perceptu-
ally plausible one(s). Early learning-based models, trained
with pixel-wise losses (e.g., [21, 22]), effectively “aver-
age” over possible solutions in pixel-space, resulting in
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blurry output images with a high peak signal-to-noise ratio
(PSNR). However, human preferences indicate that a solu-
tion with high image quality is better than this averaged one.
Hence, numerous techniques have been devised to empha-
size perceptual fidelity, such as perceptual metrics [19, 39]
and adversarial losses (e.g., [70]), greatly improving image
quality. In other words, pixelwise fidelity is a poor measure
of perceptual quality. In fact, under some conditions, they
are directly oppositional, forming a “perception–distortion
tradeoff” [5, 6]. In theory, the only pixel-space constraint is
given by the LR image; besides this, the optimal SR result
(in terms of human preference) may have very high pix-
elwise distortion (w.r.t. the “real” ground-truth generating
image), as long as it has high plausibility with respect to the
LR input and high image quality.

Instead of optimizing pixel-space distortions, we focus
on improving perceptual image quality. This is commonly
done using a combination of perceptual losses and GANs
[48, 58, 61, 79, 84], enabling the SR model to target a
multi-modal distribution rather than specific ground-truth
targets. The challenge of such methods, however, is to
produce perceptually plausible outputs without introduc-
ing high-frequency artifacts [51]. Many full-reference (FR)
[18, 27, 42, 99] and non-reference image quality assessment
(NR-IQA) [41, 68, 74, 75] metrics were developed to align
with human preferences for identifying perceptually plausi-
ble images. While some approaches started to replace per-
ceptual losses with FR metrics like LPIPS [42] and DISTS
[18], for the task of image restoration, NR-IQA metrics are
still used purely for evaluation purposes. Motivated by the
adoption of human feedback guidance in text-to-image gen-
erative models (e.g., [16, 23, 67, 92]), we aim to use NR-
IQA metrics to improve SISR.

Recently, Chen et al. [12] used human feedback to im-
prove SISR. They do so by generating multiple enhanced
versions of GT (Fig. 1 left), manually rating these different
versions using multiple human evaluators, and fine-tuning
the model on the positively ranked GTs. While this re-
sults in significant perceptual quality improvements with-
out introducing unwanted artifacts, manual human ranking
is very coarse and cumbersome. We instead use an auto-
matic NR-IQA measure that is well-correlated with human
scores, yielding a more fine-grained ranking, and bypassing
the requirement for having human feedback (Fig. 1 centre).
Additionally, since the measure is fully differentiable, it can
be used for direct optimization (e.g., replacing or comple-
menting GANs), unlike human scores that cannot be used in
this fashion (Fig. 1 right). Our contributions are as follows:

• We present a detailed analysis of NR-IQA on two human-
derived SR datasets, thus identifying metrics that are gen-
erally useful for improving SR image quality.

• We explore the application of NR-IQA to SISR, via two
approaches: sampling across multiple GTs weighted by

NR-IQA, and direct optimization of NR-IQA.
• We achieve SISR results that are perceptually on par or

better than SISR finetuned with human feedback, but us-
ing an automatic NR-IQA measure instead.

2. Related Work
Deep learning-based SISR: Deep learning has given a sig-
nificant boost to SISR performance, taking the SOTA man-
tle from dictionary-based methods [76, 77, 93] to CNN-
based approaches like SRNet and its successors [2, 21, 22,
44]. Since then, there came many architectural improve-
ments: deeper architectures, like RCAN [102], hierarchical
processing [47], advanced building blocks like in NAFNet
[13] and RRDB from ESRGAN [84], and better upsampling
like PixelUnshuffle [71], to name a few. Due to long range
dependencies in SISR, transformer-based methods [14, 50],
and auto-regressive models based on Mamba [54], have re-
cently achieved SOTA performance [15, 32].
Perceptual quality-oriented SISR: Early SISR ap-
proaches optimized a simple pixel-wise reconstruction loss,
such as L2 or L1, between model output and ground-truth
[21, 22]. However, due to the ill-posedness of SISR, this
yields poor perceptual quality. Blau and Michaeli [6] have
shown that there exists a tradeoff between good perceptual
quality and accurate reconstruction (or fidelity). To improve
perceptual quality, perceptual losses were proposed, such as
SSIM [86], which measures patch similarity rather than per-
pixel similarity, and later others [39] that measure the simi-
larity between deep VGG features rather than pixel intensi-
ties. Combined with perceptual losses, GAN-based training
[30] was used to improve perceptual quality in SRGAN [48]
and many follow-up approaches [3, 58, 61, 79, 84]. One
challenge of such approaches is to improve perceptual qual-
ity without introducing unwanted hallucinations. Proposed
solutions include more specialized discriminators [62] and
better balancing between various loss terms [51, 63]. Rather
than changing the training loss function, perceptual qual-
ity can be improved by explicitly generating multiple train-
ing targets [12, 38], or encouraged using specific architec-
tural designs. Normalizing flows [56, 96] were used to di-
rectly output a distribution over plausible solutions rather
than a single SR image. More recently, diffusion-based ap-
proaches [40, 69, 83, 89–91, 95] and alike [17] have been
shown to achieve a better perceptual quality than GAN-
based methods.
Human guided perceptual quality assessment: One may
use image quality assessment (IQA) metrics to evaluate the
aesthetic quality of super-resolved images. They can be
full-reference (FR) or no-reference (NR) metrics. In real-
world applications where the true HR image is unavailable,
NR-IQA metrics are more useful. Early opinion-unaware
NR-IQA metrics used hand-crafted features to assess how
closely the statistics of the output images match with nat-
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Method PaQ-2-PiQ [97] NIMA† [74] MUSIQ! [41] LIQE♥ [101] ARNIQA-TID" [1] Q-Align" [88] TOPIQ-NR [11]

Accuracy (%) 76.41 74.91 74.47 74.03 74.03 73.77 73.06

Table 1. Phase I analysis on SBS180K. Accuracy of top 7 NR-IQA metrics on a subset (1212 image pairs) from train portion. We use the
default configuration of the metrics, provided by the IQA-PyTorch toolbox, unless stated otherwise. †We use NIMA with Inception V2
as base model. !We use the default MUSIQ trained on KonIQ [35]. ♥We use LIQE pretrained on KonIQ [35]. "We use ARNIQA metric
trained on TID2013 [66]. "We use Q-Align metric specialized in image quality assessment.

Method PaQ-2-PiQ [97] NIMA† [74] MUSIQ! [41] LIQE♥ [101] ARNIQA-TID" [1] Q-Align" [88] TOPIQ-NR [11]

Train Acc. (%) 80.41 79.32 79.96 77.70 77.74 80.00 78.30
Test Acc. (%) 80.57 81.37 82.73 77.45 77.07 80.68 81.28

Table 2. Phase II analysis on SBS180K dataset. Accuracy of top 7 (according to Phase I) NR-IQA metrics on the entire train and test
sets of SBS180K. We exclude image pairs where humans prefer both images equally. †!♥"" See Table 1.

ural scene statistics, e.g., BRISQUE [59] and NIQE [98].
Others developed metrics that align with human preferences
[68, 75]. Recently, many developed deep-learning-based
opinion-unaware approaches such as FID [34], and opinion-
aware approaches such as NIMA [74] and MUSIQ [41].
While the above metrics are general purpose, metrics
such as NRQM [57] and NeuralSBS [43] are specifi-
cally designed to align with human preferences for super-
resolution. Recently, human preferences are being widely
incorporated in improving generative models, especially for
text-to-image generation [16, 52, 92]. Yet, incorporating
human guidance in improving SR models has not received
much attention. Ding et al. [19] attempt to use various full-
reference IQA metrics for SR model finetuning, and Chen
et al. [12] propose to use human guidance in GT selection
process. Unlike these works, we attempt to assess the abil-
ity of no-reference IQA metrics to (a) automatically rate and
select optimal GT, eliminating the need for arduous manual
annotation, and (b) act as a finetuning objective to improve
aesthetic quality of super-resolved images.

3. Analysis of NR-IQA metrics

We analyze the alignment between various NR-IQA metrics
and human judgements for assessing the aesthetic quality
of super-resolved images. We report our analysis on two
publicly available datasets, SBS180K [43] and HGGT [12].

3.1. Analysis on the SBS180K dataset
We analyze various NR-IQA metrics on SBS180K [43], a
large scale human preference dataset for super-resolved im-
ages, containing 167,019 train and 9,421 test image pairs.
Each pair is annotated with a single score in the range [0,1],
depicting the fraction of human annotators preferring the
aesthetic quality of the second image over the first one.
Each pair consists of two super-resolved versions of the
same low-resolution image, with each version generated us-
ing a different SR model. Due to the large size of SBS180K,

we analyze the metrics in two phases. In phase I, we ana-
lyze 20 NR-IQA metrics and their variants (total 42 metrics)
on a small subset of the train set. In phase II, we analyze the
top 7 NR-IQA metrics from phase I on the complete train
and test sets. We use IQA-PyTorch[10], an open-source
toolbox for image quality assessment.

Phase I. There are 404 unique pairs of compared SR models
in the train set. We randomly select 3 image pairs per model
comparison, yielding a subset of 1212 images. We evaluate
the following NR-IQA metrics on this subset: Q-Align [88],
LIQE [101], ARNIQA [1], TOPIQ [11], TReS [29], CLIP-
IQA(+) [82], MANIQA [94], MUSIQ [41], DBCNN [100],
PaQ-2-PiQ [97], HyperIQA [72], NIMA [74], WaDIQaM
[8], CNNIQA [104], NRQM [57], PI (Perceptual Index)
[7], BRISQUE [59], ILNIQE and NIQE [98], and PIQE
[81]. When available, we also consider multiple variants
of these metrics offered by IQA-PyTorch (e.g., metrics
trained on different IQA datasets). We assess the accuracy
of each metric in terms of whether, given an image-pair,
the metric prefers the same image as the humans prefer col-
lectively or not. Table 1 shows results of only the top 7
metrics: PaQ-2-PiQ, NIMA, MUSIQ, LIQE, ARNIQA, Q-
Align, TOPIQ-NR. Complete results are given in Supp. Ta-
ble 6.

Phase II. We evaluate the top 7 metrics from Phase I on
the complete train and test sets, excluding pairs with no
consensus among human annotators (score of 0.5). Results
are given in Table 2, suggesting that MUSIQ has relatively
higher accuracy on both train and test sets compared to other
metrics. While PaQ-2-PiQ and Q-Align have slightly higher
accuracy (0.45% and 0.04%, respectively) on the train set,
MUSIQ outperforms them on the test set by a large mar-
gin (2.16% and 2.05%, respectively). We further analyze
performance of the remaining six metrics on the samples
where MUSIQ fails (excluding pairs with a score of 0.5).
Results are shown in Table 3. We find that NIMA and Q-
Align achieve higher accuracy on these samples compared
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to other four metrics. Since they complement MUSIQ, in
§5, we report performance on MUSIQ, NIMA and Q-Align.

3.2. Analysis on HGGT dataset

We analyze the seven selected metrics of Phase I above on
the HGGT [12] dataset, containing 20,193 quintuplets of
HR image patches. Each quintuplet contains an original HR
ground-truth (GT) patch and four enhanced GTs. Each of
the four enhanced GTs in each quintuplet is annotated by
human annotators for being better than (‘positive’), similar
to (‘similar’), or worse than (‘negative’) the original GT.
While ‘positive’ labels are abundant, ‘negative’ labels are
rare. Out of 20,193, only 1,270 quintuplets have at least
one ‘negative’. We analyze the seven metrics on this subset.

We evaluate the NR-IQA metrics based on the average
Spearman rank correlation coefficient, and positive and neg-
ative misalignment rates. Assuming higher rank is better,
we define positive (negative) misalignment rate as the frac-
tion of quintuplets where at least one positive (negative) GT
is ranked lower (higher) than at least one similar GT. We
show results in Table 4. Note that all metrics have poor
negative misalignment rate, leading to low Spearman cor-
relations. We believe that NR-IQA metrics fail to recog-
nize negative GTs, since they may not necessarily have low
quality (recall that all are enhanced GTs), or may have ar-
tifacts that are unrecognizable without a reference image.
Nonetheless, MUSIQ has the lowest positive misalignment
rate. Hence, we use MUSIQ in §4 for weighted sampling
of the GTs and direct optimization (see also Supp. §7.1).
Since TOPIQ has the 2nd lowest positive misalignment rate
after MUSIQ, we include it as an evaluation metric in §5.

4. Methods

We next explore how to improve existing SR methods with
the results of our findings. Since our interest is in percep-
tual quality and its use in multimodal SR, we build upon
recent work, Human Guided Ground-truth (HGGT) [12],
which constructs a set of ground-truth images per input,
with varying quality, and uses human tests to rank their rela-
tive quality. We begin by reviewing HGGT [12] (§4.1), and
then discuss two methods of applying neural IQA models
to augment it: altering the choice of ground-truth set based
on an automated IQA weight (§4.2) and directly optimizing
the IQA model in a fine-tuning step (§4.3) .

4.1. Background

As discussed in §3.2, the HGGT dataset includes (i) a set
of images (“originals”), (ii) a set of four super-resolved ver-
sions of each original (“enhanced GTs”), and (iii) human
annotations for each enhanced GT (“positive”, “similar”, or
“negative” meaning better than, indistinguishable from, or

Original GT
MUSIQ = 31.76

Positive GT 1
MUSIQ = 36.13

Positive GT 2
MUSIQ = 54.19

Figure 2. Fine-Grained Comparison via NR-IQA. MUSIQ can
differentiate the quality of two images, both marked as “positive”
by human annotators. Higher MUSIQ indicates higher quality
(zoom for details). Unlike HGGT models, which utilize a uni-
form distribution over positives, our approach enables differently
weighting them (§4.2).

worse than the original). The set of positives provides mul-
timodal supervision, since each one is a disparate yet rea-
sonable GT for learning. The HGGT work [12] then shows
that utilizing these synthetic GTs is useful for SR training,
exploring several neural architectures and degradation set-
tings. While HGGT explores several variants for utilizing
their human labels, we focus on the simple but highly per-
forming “positives-only” scenario, which performs equiva-
lently or better than the variants utilizing negatives. In this
scenario, at each training iteration, every input image su-
pervises the network with a GT chosen uniformly randomly
from the positives. As is relatively standard in SR (e.g.,
[37, 85]), HGGT models are trained with a combined loss:

L(θ|Î , I) = λ#1 ||I − Î||1 + λP dP(Î , I) + λAD(Î), (1)

where Î = fθ(ILQ) is the SR estimate of the low-
resolution (or low-quality) input ILQ, via SR network fθ,
I ∼ UILQ [{I1, . . . , In}] is the randomly chosen GT (from
the set of positives corresponding to image ILQ), dP is a
perceptual loss, and D is an adversarial discriminator.

However, HGGT requires human labels, which are dif-
ficult to scale and often domain-dependent. In contrast, we
explore the opportunities afforded by neural no-reference
image quality assessment (NR-IQA) models, which not
only eschew human labels, but also confer additional ca-
pabilities – namely, the ability to provide more fine-grained
non-uniform sampling weights (§4.2) and to enable direct
optimization via differentiability (§4.3).

4.2. Reweighted Sampling
We explore a few straightforward alternatives to uniform
sampling of the positives, via an IQA model. In particular,
consider the following simple formulation:

I ∼ P[SI | SoftMaxτ (Q(SI))], (2)
Q(SI) = {Q(I1), . . . , Q(In)}, (3)

SI = {I1, . . . , In} ∈ {AI , PI} (4)
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Method PaQ-2-PiQ [97] NIMA† [74] LIQE♥ [101] ARNIQA-TID" [1] Q-Align" [88] TOPIQ-NR [11]

Train Acc. (%) 37.58 44.21 31.50 42.05 42.86 25.71
Test Acc. (%) 33.10 39.70 30.70 38.60 41.06 30.89

Table 3. Phase II analysis on SBS180K (continued). Accuracy of top 6 NR-IQA metrics on consensus samples (from train plus test)
where MUSIQ fails. †♥"" See Table 1.

Method PaQ-2-PiQ [97] NIMA† [74] MUSIQ! [41] LIQE♥ [101] ARNIQA-TID" [1] Q-Align" [88] TOPIQ-NR [11]

SRC ↑ 0.10 0.17 0.17 0.03 0.28 0.20 0.09
PM ↓ 0.26 0.28 0.16 0.58 0.51 0.39 0.21
NM ↓ 0.85 0.79 0.95 0.64 0.45 0.63 0.97

Table 4. Analysis on HGGT subset. We evaluate Spearman’s rank correlation coefficient (SRC), positive misalignment (PM) rate, and
negative misalignment (NM) rate. †!♥"". See Table 1.

where I is the sampled GT, τ > 0 is the softmax tem-
perature, Q is the NR-IQA model (higher is better), P is
a discrete distribution over elements of SI (weighted by
SoftMaxτ (Q(SI))), and SI is the set of possible GTs (ei-
ther choosing from all candidates, enhanced and original,
denoted AI , or just positive ones, PI ). The HGGT algo-
rithm simply uses SI = PI and τ → ∞ (i.e., the uniform
distribution); we explore different combinations, including
τ → 0 (the arg max choice). We illustrate the utility of NR-
IQA-based sampling (as opposed to uniform) in Fig. 2, dis-
playing an example that humans rank equivalently as posi-
tive, yet is more precisely distinguished by the neural asses-
sor. We consider three NR-IQA-based sampling scenarios.
Softmax-All (SMA). Given the set of all GTs (i.e., SI =
AI ), we use an IQA-weighted distribution over GTs. This
setting uses no human data, and simply randomly chooses a
GT at each iteration with a weight proportional to softmax-
rescaled quality. We set τ to ensure a distribution between
uniform and Kronecker delta (i.e., argmax).
Softmax-Positives (SMP). This approach actually builds
on the human data in HGGT, using the softmax-normalized
IQA scores but only of the positives (i.e., SI = PI ). This
setting is the most similar to the HGGT positives-only (or
uniform distribution on positives), just with non-uniform
weights (based on τ ). We expect this to outperform SMA
sampling, as it has access to direct human preferences.
Argmax-online (AMO). The use of a neural IQA model
confers an additional capability that human data lacks:
we can dynamically determine sampling weights for new
patches at training time. In previous scenarios, at training
time, we first pick one GT out of the four (Eq. 3), followed
by random patch sampling from the selected GT. Instead,
in the Argmax-online (AMO) scenario, we first sample a
random patch from each GT, followed by selecting the best
patch. To be specific, we sample one patch from the same
random location from each GT, then run Q on each patch,
and choose the best one (i.e., the arg max of Q values, so

Figure 3. Structured Optimization Noise. Optimizing via an
NR-IQA metric (MUSIQ [41]) generates structured artifacts (left),
similar to an adversarial attack, while utilizing LoRA removes this
noise (right; see §4.3 and Supp. §10.2). Zoom in for details.

τ → 0). We eschew human data; hence, SI = AI . This
enables a more fine-grained judgment (since quality is com-
puted at the patch level), whereas human annotations cannot
necessarily be so easily extrapolated.

4.3. Direct Optimization
Given a differentiable image quality estimator, Q, an obvi-
ous approach to improving our SR model is to simply in-
clude Q in our objective function. To some extent, this has
already been explored for unconditional generative models
(e.g., [16]). However, when Q is a neural network with
many parameters, this is unlikely to succeed; in essence,
gradient descent will act like an “adversarial attack” on Q
(e.g., [31]). It is well-known that such “attacks” are often
able to dramatically alter the output of the objective net-
work (say, a classifier), while changing the optimized input
in unintuitive or imperceptible ways (e.g., [45, 73]); in SR,
this could conceivably manifest as artifacts that fool Q into
providing a high score, since NR-IQA models are known
to be susceptible to attacks (e.g., [33, 55]). In fact, without
additional regularization, this is precisely what happens: in
Fig. 3, we display the artifacts that appear when an SR net-
work is naively fine-tuned with Q (see also Supp. §10.2).

Thus, inspired by prior work [16], we utilize low-rank
adaptation (LoRA) [36] to regularize the optimization. For-
mally, we continue training as normal, but only on the
LoRA weights, plus an additional NR-IQA loss term:

L̃(φ|Î , I) = L(φ|Î , I) − λQQ(Î), (5)
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where φ are the LoRA parameters, Î = fθ,φ(ILQ), Q is an
NR-IQA model (where higher is better), and L is defined
in Eq. 1. Unless otherwise specified, we set λA = 0 when
fine-tuning, since we are already including an image quality
term (for which the critic normally acts; though see §5.2).
See Supp. §8 for additional details.

5. Experiments
Setup. We consider the HGGT dataset under two degrada-
tion settings for the super-resolution (SR) problem: (a) the
standard Real-ESRGAN scenario (two random degradation
rounds) [85] and (b) a simplified setting with a single round,
used in the HGGT paper. We use the ESRGAN (RRDB-
based) architecture [84, 85] for (a) and SwinIR [50] for (b).
Unless otherwise stated, we use the same training settings
as HGGT. Based on our analysis in §3, unless noted other-
wise, we use MUSIQ [41] as our NR IQA model, Q, for
both weighted sampling and direct optimization.
Evaluation. Following HGGT [12], we utilize their Test-
100 held-out images for evaluation. We utilize two low-
level distortion metrics, PSNR and SSIM [86]. We also
use three FR models, which act as mid-level visual met-
rics: LPIPS [102], LPIPS-ST [28], and DISTS [20]. LPIPS-
ST [28] is a shift-tolerant form of LPIPS [102], improv-
ing robustness to small translations imperceptible to hu-
mans but highly damaging to distortion measures. Finally,
we apply four NR-IQA metrics. Since we are interested
in differentiating high-quality images, we choose MUSIQ
[41] and TOPIQ [11] as they have the best positive mis-
alignment scores (see Table 4). We also include NIMA
[74] and Q-Align [88] based on their complementarity with
MUSIQ (see §3.1), which is directly optimized. Since Test-
100 has multiple positive GTs per image, evaluations with
reference-based metrics are averaged across all positives.
Baselines. We compare to the SOTA “positives-only”
model for HGGT, which we denote UPos, as it uses a
uniform distribution over positive samples. We include
two human-annotation-free baselines that do not incorpo-
rate NR-IQA: “OrigsOnly”, which trains only with original
(non-enhanced) GT, and “Rand”, which randomly chooses
a supervisory image from among all potential GTs. For our
methods, we can choose (a) an IQA-based sampling type
and (b) IQA-based fine-tuning settings. The different sam-
pling methodologies (SMA, SMP, and AMO) are described
in §4.2, while we denote the use of fine-tuning (see §4.3)
with the “FT” moniker. We also consider two main FT
variations, FTIG and FTHP, described in §5.2. Our primary
method combines the best settings for both IQA-based sam-
pling and optimization: the AMO+FT scheme.

5.1. Empirical Results
Our results on HGGT Test-100 are displayed in Table 5 and
Fig. 4. See Supp. §11 for RealSR results as well.

Multimodal Training Boosts Performance. As in HGGT,
we can see the impact of enhanced GTs by comparing Orig-
sOnly to UPos, which has greatly improved perceptual qual-
ity (LPIPS, DIST, and NR-IQA). We also consider the Rand
baseline, showing that even randomly sampling enhanced
GTs is helpful for perceptual quality but not sufficient to
reach UPos performance, the SoTA method from HGGT,
enabled by human filtering of low-quality GTs.
Neural IQA Sampling Outperforms Human Rankings.
We next investigate whether IQA-based sampling (SMA,
SMP, and AMO) can outperform UPos, which relies on
human rankings. On SwinIR, LPIPS and DISTS remain
largely unchanged, but LPIPS-ST and the NR metrics
show small improvements, especially for AMO. On Real-
ESRGAN, sampling with IQA improves both LPIPS and
LPIPS-ST, but only AMO shows substantial improvements
on the NR metrics. Surprisingly, despite access to human la-
bels, SMP is very similar to SMA, maintaining nearly iden-
tical performance on low and mid level distortion measures,
with a marginal boost in NR image quality. In general, we
find AMO is consistently superior to both SMA and SMP,
which suggests that selecting for quality (especially at the
fine-grained level demanded in the online setting) is more
important than simply having multiple GTs; AMO is also
measurably better than UPos in terms of perceptual quality,
despite the lack of access to human annotation.
IQA Fine-tuning Improves both Human and Neural
Sampling. We examine the impact of fine-tuning (FT)
on NR-IQA. When used on top of human data, denoted
UPos+FT, LPIPS and DISTS are the same (SwinIR) or
slightly worse (RealESRGAN), but NR-IQA metrics uni-
formly improve, as well as, interestingly, LPIPS-ST. This
trade-off of mid-level perceptual distortion for high-level
quality is effectively an extension of the previously ob-
served balance, between pixel-level distortion versus per-
ceptual metrics. Indeed, we still see the latter compromise
here, in that FT always damages low-level distortion met-
rics (PSNR and SSIM), despite the increases in perceptual
quality. This is expected, since NR-based FT does not opti-
mize to a particular SR solution, let alone the one(s) in the
dataset. In addition, the results with LPIPS-ST indicate that
it is more perceptual than LPIPS or DIST (i.e., more NR-
IQA-like, though still full-reference). Overall, the perfor-
mance boosts with FT suggest that useful information can
be extracted from neural NR-IQA models, even on top of a
model with access to human annotations, providing a sim-
ple mechanism for improving image quality in SR models.
Upper-bounding NR-IQA Evaluation Performance. In
addition, we compute “gold standard” NR-IQA values for
the GT Test data, taking the best score among the original
and enhanced images, providing a soft upper-bound on NR
scores, if one were able to exactly reproduce the “best” GT
via the SR network. We find that altered sampling generally
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24.42 56.62 60.86 65.14 73.12

47.59 71.13 74.13 75.78 77.31
LR Original GT SwinIR-UPos SwinIR-AMO SwinIR-AMO+FT

41.46 52.51 54.92 66.12 77.07

33.52 56.01 63.01 67.50 71.15
LR Original GT RESRGAN-UPos RESRGAN-AMO RESRGAN-AMO+FT

Figure 4. Qualitative results with NR-IQA Guidance. Following the notation of Table 5, columns 3-5 are (top 2 rows) SwinIR-UPos,
SwinIR-AMO, and SwinIR-AMO + FT, and (bottom 2 rows) Real-ESRGAN-UPos, Real-ESRGAN-AMO, and Real-ESRGAN-AMO +
FT. We show MUSIQ scores in insets. Qualitatively, we see improved performance as we move from ‘UPos’ to ‘AMO’ to ‘AMO-FT’,
showcasing superiority of each method over the previous one. Zoom in for details. See also Supp. §10.1 for additional examples.

does not reach these values, but FT is able to reach and even
surpass them in several scenarios.
Superior Perceptual Quality via Neural Sampling and
Fine-Tuning. Finally, we test the natural unification of
IQA-based neural sampling with IQA-driven FT, denoted
by the AMO+FT setting. We find that this combination sur-
passes the SoTA HGGT approach (UPos), in terms of per-
ceptual quality, despite not using any human annotations.
Specifically, for SwinIR, AMO+FT incurs a small penalty
(∼3-4%) on LPIPS and DISTS, but improves LPIPS-ST
by ∼6% and is superior to every other method according
to NR metrics. In the RealESRGAN setting, compared
to UPos, AMO+FT again obtains a large improvement on
LPIPS-ST (∼12%), with neglible changes on the other mid-

level metrics (∼2%). It also soundly surpasses UPos ac-
cording to every NR metric. Interestingly, RealESRGAN-
AMO+FT does not outperform RealESRGAN-UPos+FT;
however, note that the latter has access to human annota-
tions. We also present a user study in Supp. §12, finding a
preference for AMO+FT over UPos. Altogether, these re-
sults suggest (i) human annotated rankings on multiple GTs,
at least when used naively for SR training, can be easily
surpassed via neural NR-IQA scores, and (ii) considerable
improvements to the perceptual quality of SR models can
be attained through automated means, by simply applying
existing NR-IQA models.



Model FR Low-Lev. Dist. FR Mid-Lev. Dist. NR High-Lev. Perceptual Quality
PSNR ↑ SSIM ↑ LPIPS ↓ LPIPS-ST ↓ DISTS ↓ MUSIQ ↑ NIMA ↑ Q-Align ↑ TOPIQ ↑

Gold Standard ! – – – – – 69.64 5.28 3.78 0.69
SwinIR-OrigsOnly " 22.72 0.652 0.227 0.174 0.162 59.47 4.87 3.17 0.48

SwinIR-Rand " 22.45 0.650 0.180 0.139 0.131 65.27 5.11 3.52 0.59
SwinIR-UPos∗ ! 22.30 0.647 0.169 0.129 0.123 66.39 5.16 3.56 0.62
SwinIR-SMA " 22.27 0.646 0.171 0.129 0.124 66.73 5.16 3.60 0.63
SwinIR-SMP ! 22.29 0.647 0.171 0.130 0.124 66.83 5.17 3.62 0.62
SwinIR-AMO " 22.08 0.641 0.167 0.124 0.123 68.08 5.21 3.67 0.66

SwinIR-UPos + FTHP ! 22.17 0.642 0.166 0.123 0.122 68.38 5.23 3.64 0.65
SwinIR-UPos + FTIG ! 22.03 0.635 0.168 0.122 0.123 69.37 5.24 3.69 0.66
SwinIR-UPos + FT ! 22.01 0.633 0.169 0.123 0.124 69.70 5.26 3.70 0.67
SwinIR-AMO + FT " 21.77 0.624 0.174 0.121 0.128 70.81 5.29 3.75 0.70

RESRGAN-OrigsOnly " 22.10 0.618 0.283 0.229 0.185 57.91 4.84 2.99 0.46
RESRGAN-Rand " 21.66 0.611 0.234 0.190 0.160 64.82 5.18 3.40 0.60
RESRGAN-UPos∗ ! 21.54 0.608 0.233 0.192 0.158 65.93 5.25 3.47 0.63
RESRGAN-SMA " 21.46 0.606 0.227 0.182 0.157 65.87 5.23 3.46 0.63
RESRGAN-SMP ! 21.44 0.607 0.226 0.182 0.156 66.66 5.24 3.51 0.64
RESRGAN-AMO " 21.28 0.602 0.224 0.178 0.156 67.86 5.29 3.56 0.66

RESRGAN-UPos + FTHP ! 21.30 0.595 0.226 0.175 0.158 70.28 5.32 3.65 0.69
RESRGAN-UPos + FTIG ! 21.14 0.586 0.236 0.182 0.160 72.01 5.35 3.70 0.70
RESRGAN-UPos + FT ! 21.09 0.580 0.235 0.179 0.163 72.69 5.37 3.69 0.71
RESRGAN-AMO + FT " 21.02 0.581 0.228 0.169 0.161 71.67 5.35 3.68 0.71

Table 5. Evaluation on held-out HGGT Test-100. “FR Low-Lev Dist” refers to full-reference low-level distance metrics; “FR Mid-Lev
Dist” and “NR High-Lev. Perceptual Quality” refer to full-reference and no-reference perceptual metrics, respectively. Second column
( ) indicates that a method works with no human GT ranking data (" ), or requires such GT annotations (! ). “Gold Standard” shows
the average of best metric value per quintuplet of test GTs. “OrigsOnly” means no multimodal supervision (no enhanced GT). “Rand”
signifies random GT choice (from both enhanced and original), which requires no human annotation, while “UPos” denotes the “positives-
only” scenario (uniform sampling from human-ranked positives), the SoTA baseline method from HGGT (marked by ∗). “FT” refers to
fine-tuning (direct optimization); “FTHP” denotes using a higher perceptual loss weight (! P ), and “FTIG” the inclusion of GAN loss.

5.2. Ablations and Variations

IQA Optimization Refines the Perception–Distortion
Trade-off. As noted, our results show a trade-off between
mid-level perceptual and NR-IQA metrics, reminiscent of
the classic perception–distortion curve [5, 6] (which we also
observe, via PSNR and SSIM). We can control this mid-
versus-high-level perceptual tradeoff, by simply changing
the FT loss weights. For instance, comparing UPos+FT
to UPos+FTHP (which increases λP ), we see that mid-level
metrics all improve, while all NR metrics decline.
Discriminators as IQA. One can naturally interpret the dis-
criminator (or critic) of a GAN as a form of NR-IQA model
– in fact, it is one specialized to the errors and artifacts of the
SR function we are training. However, the FTIG scenario,
which keeps the GAN loss during FT, does not greatly im-
pact results (compared to the FT setting); in fact, it largely
induces very slight declines. We also tried UPos+FT with-
out an NR-IQA model, instead simply upweighting the
GAN loss (treating the critic as an IQA model); however,
this results in uniformly worse NR scores, with little change
to mid-level metrics (see Supp. §9).
Alternative NR-IQA. While we selected MUSIQ based
on our analysis (§3), we also tested FT with an alternative
IQA model, PaQ-2-PiQ, based on its high score in Table 2

(see Supp. §9). We find that NIMA, Q-Align, TOPIQ, and
(unsurprisingly) MUSIQ all decline, for both SwinIR and
RealESRGAN. Nevertheless, it is plausible that a different
IQA model (or combination thereof), particularly if fine-
tuned for SR, would provide a superior learning signal.

6. Conclusion
As an ill-posed inverse problem, SR struggles with the di-
chotomy between perceptual quality and reference fidelity.
Prior research utilized multiple GTs and human annotations
to mitigate this trade-off. In contrast, herein, we focus on
improving perceptual quality via neural IQA, enabling us to
eschew human annotations. We first analyze existing NR-
IQA methods, discerning a candidate for adoption in train-
ing, as well as complementary models for evaluation. Then,
we devised two ways to apply NR-IQA to SR training: (i)
IQA-weighted multimodal GT sampling and (ii) regularized
optimization of NR quality. When jointly utilized, our ap-
proach outperforms the existing SoTA, which relies on hu-
man data, in terms of NR metrics, without sacrificing mid-
level reference-based quality scores. We hope it enables fu-
ture investigation into NR-IQA for SR, the connection be-
tween generative modelling and IQA, and SR with domain
shift, as IQA does not need paired GT.
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