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Abstract

Accurate object segmentation is crucial for high-quality
scene understanding in the 3D vision domain. However,
3D segmentation based on 3D Gaussian Splatting (3DGS)
struggles with accurately delineating object boundaries, as
Gaussian primitives often span across object edges due to
their inherent volume and the lack of semantic guidance
during training. In order to tackle these challenges, we
introduce Clear Object Boundaries for 3DGS Segmenta-
tion (COB-GS), which aims to improve segmentation accu-
racy by clearly delineating blurry boundaries of interwo-
ven Gaussian primitives within the scene. Unlike existing
approaches that remove ambiguous Gaussians and sacri-
fice visual quality, COB-GS, as a 3DGS refinement method,
jointly optimizes semantic and visual information, allow-
ing the two different levels to cooperate with each other
effectively. Specifically, for the semantic guidance, we in-
troduce a boundary-adaptive Gaussian splitting technique
that leverages semantic gradient statistics to identify and
split ambiguous Gaussians, aligning them closely with ob-
ject boundaries. For the visual optimization, we rectify
the degraded suboptimal texture of the 3DGS scene, par-
ticularly along the refined boundary structures. Experi-
mental results show that COB-GS substantially improves
segmentation accuracy and robustness against inaccurate
masks from pre-trained model, yielding clear boundaries
while preserving high visual quality. Code is available at
https://github.com/Zest fulJX/COB-GS.

1. Introduction

Understanding and interacting with 3D scenes has long been
a critical challenge in computer vision and computer graph-
ics. This task involves reconstructing 3D scenes from collec-
tions of images or videos, as well as accurately perceiving
and segmenting 3D structures. In recent years, researchers
have conducted extensive research on 3D scene represen-
tation and perception. Among these advancements, 3D
Gaussian Splatting (3DGS) [15], an emerging real-time radi-
ance field rendering technique, has demonstrated comparable
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Figure 1. Problems on 3DGS segmentation. Our task is to achieve
high-quality 3D segmentation on 3DGS, including foreground and
background. Take foreground as an example: (a) unclear segmenta-
tion result of existing methods; (b) blurry boundary Gaussians; (c)
segmentation results from joint optimization; (d) tiny ambiguous
Gaussians due to incorrect masks from pre-trained models; (e) final
segmentation results after improving robustness from COB-GS.

novel view rendering quality against Neural Radiance Fields
(NeRF) [26], while significantly outperforming NeRF in the
speed of optimization and rendering, enabling real-time ren-
dering. As an explicit scene representation, 3DGS opens
new avenues for 3D scene perception and interaction.

3D segmentation is fundamental for effective 3D scene
perception and interaction, and it is crucial to obtain ac-
curate segmentation results within the neural 3D represen-
tations exemplified by 3DGS. Currently, two predominant
methodologies exist for executing the segmentation of 3DGS:
feature-based methods and mask-based methods. Feature-
based methods typically operate in conjunction with 3D
scene reconstruction to learn distinctive feature properties
for each Gaussian primitive. During the segmentation phase,
the similarity between the 3D Gaussian features and the
queried feature is computed to specify the Gaussian primi-
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tives with the desired semantic [3, 28, 35, 42, 46]. However,
these methods encounter challenges for inefficient training
and rendering processes, as well as the inherent ambiguity
associated with high-dimensional feature representations.
To mitigate these concerns, mask-based post-processing
methods leverage the semantic masks of input views from
Segment Anything Model (SAM) [17] to learn category la-
bels for each 3D Gaussian in the reconstructed 3DGS scene,
filtering these Gaussian primitives with the specified query
label to perform 3D segmentation [4, 14, 34]. Despite this ad-
vancement, the original scene reconstruction often neglects
the semantic information, focusing primarily on visual opti-
mization while overlooking the volumetric characteristics of
the Gaussian primitives. This oversight will lead to blurred
labels for the boundary Gaussians during scene segmentation,
which result in imprecise segmentation results characterized
by blurry object edges, as illustrated in Figure 1. Some of
existing methods delete the ambiguous boundary Gaussians
directly [4, 34]. However, simply removing the Gaussian
primitives on the boundary will disturb the visual quality.
To confront these issues, we propose COB-GS, a 3DGS
refinement and segmentation method that that jointly opti-
mizes semantics and appearance to register semantic masks
to Gaussian primitives. Similar to existing approaches, we
introduce mask label as an additional attribute to each Gaus-
sian for segmentation. Moreover, we reveal a strong correla-
tion between the gradient direction of these labels and the
supervising category at the pixel level, which is a strong dis-
criminator of ambiguous Gaussian primitives on the bound-
ary. Specifically, during the mask optimization phase, our
approach utilizes gradient statistics of the mask label to iden-
tify and split boundary Gaussians, allowing precise align-
ment with object edges. In the scene optimization phase, we
refine the scene texture on the correct boundary structure to
maintain visual quality. After scene optimization, 3D seg-
mentation focuses on filtering the mask labels. Additionally,
we distinguish between boundary blurring due to the volume
of Gaussians and inaccurate masks. By refining tiny bound-
ary Gaussians, we exclusively enhance the robustness of our
method against inaccurate masks from the pre-trained model.
Finally, we introduce a two-stage mask generation method
based on SAM2 [32], significantly simplifying the extraction
of region-of-interest masks from 3D reconstruction datasets.
To summarize our contributions in a few words:

* To the best of our knowledge, we are the first 3DGS seg-
mentation method explicitly designed to jointly optimize
semantic and visual information, ensuring they enhance
one another, aligning Gaussians with object edges to effi-
ciently obtain clear boundaries and improve visual quality.

* We propose a boundary-adaptive Gaussian splitting tech-
nique that leverages gradient information from semantics
to refine ambiguous boundary Gaussians, along with a
boundary-guided scene texture restoration method to pre-
serve scene visual quality on the refined boundary.

* We demonstrate the robustness of our method to inaccurate
masks from pre-trained model by extracting and refining
the tiny boundary Gaussians during optimization.

* We introduce a two-stage mask generation method using
SAM?2 based on text prompts, effectively addressing the
object continuity issues in long sequence prediction.

2. Related Works

3D Gaussian Splatting. As an emerging real-time inverse
rendering technology, 3DGS [15] has been proven to match
the high rendering quality of the NeRF [26] in the novel view
synthesis, and the speed is much faster than NeRF. Current
advancements in 3DGS focus on improving aspects such as
reconstruction quality [7, 23, 44], reconstruction speed [ 10,
24], and storage consumption [9, 19]. Other efforts aim to
address special cases, including dynamic scenes [20, 39]
and challenging inputs [5, 47]. As an explicit representation,
3DGS also provides more possibilities for 3D editing [6, 29,
40] and 3D generation [21, 37]. Our approach focuses on the
3D segmentation with clear boundaries within 3DGS scenes.
3D Neural Scene Segmentation. Recent advancements
in neural 3D scene representation [11, 15, 26, 36] and 2D
foundational models [2, 17, 30, 32, 41] have significantly
enhanced the ability to perceive and interact with 3D scenes.
These methods focus on learning additional attributes for 3D
representations leveraging foundational 2D models, expand-
ing beyond color to address a range of tasks. One key area of
research is 3D segmentation. Early NeRF [26], as an implicit
neural representation, was commonly used for 3D segmen-
tation [4, 12, 13, 16, 22, 27, 31, 45]. However, it faced
challenges with decoupling due to the inherent limitations
of neural networks. In contrast, 3DGS provides an explicit
representation that facilitates better region decoupling in 3D
segmentation, offering a more effective alternative to NeRF.
There are two primary methods for 3D segmentation on
3DGS. The feature-based approach [8, 28, 35, 46]: Grouping
Gaussian [42] learns identity encodings for each 3D Gaus-
sian and groups them with the same encodings, enforcing
spatial consistency in 3D to constrain the identity encoding
learning process. SAGA [3] improves segmentation across
different scales by incorporating scale-related affinity fea-
tures into each Gaussian. The closest approach to ours is
the mask-based approach [4, 14, 34], in which SAGD [14]
employs a cross-view label voting mechanism and Gaus-
sian decomposition to enhance foreground quality. Flash-
Splat [34] addresses the inverse rendering of 2D masks using
linear programming, and introduces the background bias to
eliminate boundary Gaussian. Existing methods typically
separate scene segmentation from reconstruction, neglecting
the volume of 3D Gaussians, leading to inaccurate segmen-
tation and blurry boundaries. In contrast, our method uses
joint optimization of semantics and texture to achieve clear
object boundaries while preserving scene visual quality.
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Figure 2. Pipeline of our clear object boundary segmentation method for 3DGS. On the left, we present our two-stage mask generation
method, which utilizes SAM?2 perform mask prediction on image sequences based on text prompt to obtain masks for regions of interest.
Images and masks serve as supervision for 3DGS refinement. On the right, for the reconstructed 3DGS scene, we jointly and alternately
optimize the mask and texture. For the mask optimization, boundary-adaptive Gaussian splitting is performed to refine boundary structure.

3. Method

In the section, we first introduce the principles of 3D Gaus-
sian Splatting in Sec 3.1 to clarify the rasterization process.
In Sec 3.2, we elaborate on how to jointly optimize semantics
and texture, and its core is the boundary-adaptive Gaussian
splitting based on mask gradient statistics. Finally, we intro-
duce two-stage mask generation on SAM2 in Sec 3.3. Figure
2 depicts the pipeline of our proposed COB-GS.

3.1. Preliminary: 3D Gaussian Splatting

3D Gaussian Splatting (3DGS) [15] is an emerging real-time
radiance field rendering technique that achieves rendering
quality comparable to NeRF. As an explicit scene repre-
sentation, it opens new possibilities for scene segmentation
and editing. Given a set of V' input views {I"} along with
their corresponding camera poses, 3DGS can represent the
scene by learning a set of Gaussians {G;}. In the original
3DGS, the ¢-th 3D Gaussian primitive can be parameterized
as G; = {x, 8i, 4,04, ¢}, where x; € R3 is the center po-
sition, s; € R3 is the scale, ¢; € R* is the rotation, 0; € R
is the opacity, and ¢; € R*® denotes the color.

During rendering, all 3D Gaussians are first projected
onto the image plane as 2D Gaussians. The set of projected
3D Gaussians in the shared space is then accessed in parallel
in the form of pixel blocks. Specifically, when rendering
a pixel, traditional alpha compositing blends the target at-
tributes p; (color, depth, or semantic features) of the 2D
Gaussians into the pixel space P:

N i1 N
P= Zpiai H(l —aj) = ZPi%‘Ti, (D
i=1 j=1 i=1

where «; is the product of the opacity of the ¢-th Gaussian

primitive and the probability of its projection’s distance from
the center position of the 2D Gaussians decaying exponen-
tially. T; = H;;ll (1 — « ) represents the transmittance,
indicating the score of penetrating through the previous ¢ — 1
Gaussians to the current Gaussian.

3.2. Boundary-Aware Object Segmentation

For efficiency, we introduce a continuous mask label m; €
(0, 1) for each Gaussian, where m; close to 1 indicates that
the ¢-th Gaussian is necessary for segmenting the 3D object,
while m; close to 0 indicates that the ¢-th Gaussian belongs
to the background. Similar to the color rendering process,
the mask labels of the 3D Gaussian primitives are combined
through alpha compositing to yield the mask result in the 2D
pixel space Miender:

N -1 N
Miender = Zmiai H(1 —qj) = ZmiaiTi~ 2
i—1 j=1 i—1

Inspired by SA3D [4], we use a similar loss function to
supervise the mask label training process:

Linask = Z Mgvk “ Mihger + Z(l - ]Uk) * Mingers (3)
My Mg

where M}, € {0,1} is the ground truth mask at pixel lo-
cation (j, k) for view v from {M"}, and the mask gener-
ation method is detailed in Sec 3.3. Unlike SA3D, which
does not limit the range of m;, we constrain the mask la-
bels m; € (0,1). Based on the absorption light score of
all sampled Gaussians in the alpha compositing formula
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0 <>, 0;T; < 1, we can deduce 0 < >, mo,,T; < 1,
ensuring that L,k converges. Additionally, we eliminate
hyperparameters that determine negative loss in SA3D and
instead emphasize learning the background to achieve 3D
segmentation rather than just foreground extraction.

3.2.1. Boundary-Adaptive Gaussian Splitting

The original 3DGS relied on RGB supervision, which lacked
the object-level semantic information used to shape 3D Gaus-
sians. As a result, the segmentation of freezing geometry
and texture will lead to semantically ambiguous boundary
Gaussians. Therefore, it is crucial to locate and split these
ambiguous Gaussians for obtaining clear object boundaries.

To address this issue, unlike the inefficient forward voting
process used in existing methods [14, 34] for each Gaussian,
we use the gradient of mask labels in the mask optimization
phase for ambiguous Gaussian identification. Specifically,
for a pixel location (j, k) at viewpoint v, the derivative of

vjk . ) .
L With respect to m; can be expressed as:

dcvik —o; Ty, if MY =1
_{ 7. it 0

mask __
o; T, if Mj”,C =0
During optimization, the viewpoint v is used as the mini-
mum unit of the gradient calculation, and Gaussian has the

volume. Therefore the gradient calculation for £, with
respect to m; is influenced by multiple pixels, leading to:

qu;

+ N,

dL,U v, v,
sk = (—agT) + D (), )

¢ j=1 j=1

where NV j‘ ;, and N, represent the number of signals super-
vising the i-th Gaussian with ground truth masks of 1 and 0,
respectively. Thus, the cumulative gradient at a viewpoint v
is not effective for distinguishing ambiguous boundary Gaus-
sians, while the sign of the gradient under a pixel reflects the
supervised category of the mask labels.

Motivated by the relationship between gradient direction
and supervising signals, we introduce a new variable for each
Gaussian during backpropagation to capture the consistency
strength of supervision signals on the mask label under a
viewpoint, using the absolute value of the relative distance:

Jr —
N R N, v,1
+ -
N v,1 + N, v,1 +e
where € is a small constant. The closer mask_sig is to
0, the stronger the supervision by the inconsistent signal.
During the optimization of mask labels, Gaussians with an

absolute relative distance below a threshold are identified as
the semantically ambiguous boundary Gaussian set {G;} 5.

; (6)

mask_sig, ; =

%
{Gi}p ={G;|i € IA <‘1/ Zmask,sigv’i < 5) L)

v=1
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Figure 3. Supervision based solely on texture results in large Gaus-
sians due to the similarity in textures between objects. However,
object-level mask supervision facilitates the differentiation of ob-
ject edges. This allows 3D Gaussians to split along object edges,
while also guiding the correct restoration of scene textures.

where § is the threshold and Z = {1, 2,3, ..., |{G;}|}. Dur-
ing the splitting process, we refer to the original 3D Gaus-
sian Splatting. First, we exclude small-scale Gaussians from
{G;} B. For the remaining larger Gaussians, we replace each
with two smaller Gaussians, scaling down from the original.
We then use the original Gaussian as the probability density
function (PDF) to sample their initial positions.

3.2.2. Boundary-Guided Scene Texture Restoration

Existing scene segmentation methods directly remove bound-
ary ambiguous Gaussians [4, 34] or focus only on the scales
of foreground Gaussians [14]. These rough methods can
compromise visual quality, and object-level semantic condi-
tions are not fully utilized in scene texture learning.

To solve this problem, our unique insight is that accu-
rate object boundaries can enhance 3D segmentation and
improve scene texture optimization. As shown in Figure 3,
we alternately learn the mask labels and the geometric and
texture of the Gaussians. Incorporating object-level semantic
information effectively limits the volume of boundary Gaus-
sians, and optimizing texture on accurate boundary structure
enhances visual quality for new views.

Specifically, the loss function for learning the geometric
and texture information of the Gaussians is consistent with
the original Gaussian optimization process:

Ligo = (1 = X)Ly 4 ALp.ssiv, 3

where A is a hyperparameter. In the alternating optimization
process, we first optimize the mask labels by minimizing
Lmask While freezing the geometry and texture of the Gaus-
sians. As mentioned in Sec 3.2.1, we locate and split the
semantically ambiguous boundary Gaussians under a certain
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Figure 4. Visualization of different processing phases.

»  (c) Complete Optimization

(a) Optimizing the mask labels without Gaussian splitting results in unclear

boundary segmentation. (b) Jointly optimizing masks and textures with boundary-adaptive Gaussian splitting effectively reduces large
ambiguous Gaussians while still leaving tiny ones at the boundaries. (c) Extract and refine tiny ambiguous boundary Gaussians obtained by
non-convergent splitting. These tiny Gaussians have little impact on visual quality but affect boundary clarity in 3D segmentation.

number of training views. During this phase, the geometry
and texture of the scene are compromised, leading to a signif-
icant degradation in visual quality. Therefore, we optimize
Lygp, freezing the mask labels to refine the scene’s geometry
and texture details on the accurate boundary structure. The
above two stages are performed iteratively and alternately to
fuse the information of two modalities to refine 3DGS scene
representation, thereby ensuring precise object boundaries
and maintaining the visual quality of viewpoint synthesis.

3.2.3. Robustness Against Erroneous Masks

Through alternating optimization of masks and textures, the
number of semantically ambiguous Gaussians should pro-
gressively decline. In the segmentation phase, we segment
the scene based on mask labels. However, experiments re-
veal that although the quantity of large ambiguous Gaussians
reduces, numerous small ambiguous ones remain.

In fact, the binary masks {M"} predicted by the trained
2D vision model exhibit discreteness, which often leads to
inaccuracies and inconsistencies in object boundary predic-
tions across different views. This limitation may prevent
mask labels of the boundary Gaussians from converging
during the optimization process. In contrast to existing meth-
ods [34] that roughly address boundary blur caused by inac-
curate masks and Gaussian volumes in a combined manner,
our approach utilizes the final stage of joint optimization
to exclusively enhance robustness against inaccurate masks.
Specifically, we identify the tiny boundary Gaussian with
ambiguous semantics based on lower values of mask_sig
and scale s, and the visualization result is shown in Figure 4.
While these Gaussians minimally affect scene visual qual-
ity without 3D segmentation, their removal is essential for
achieving clear and complete boundaries for both foreground
objects and the background in the 3D segmentation process.

3.2.4. Multi-Object 3D Segmentation

Real 3DGS scene contains multiple objects. Feature-based
methods typically require a time-consuming full-scene train-
ing process to assign features to each Gaussian for querying.
These methods use masks to regularize scene for accurate ob-
ject boundaries, which limits the granularity of segmentation.
For instance, the requirement of clear boundary segmenta-
tion of two granularities, “bear’s head” and “bear”, is hard
to meet in a trained scene. Similarly, mask-based methods
for learning full-scene labels face comparable challenges.
We propose decomposing multi-object segmentation into
sequential single-object 3D segmentation. By adding a sin-
gle integer storage to each Gaussian and utilizing rasterized
real-time rendering, we accelerate individual splits, address-
ing granularity issues. Specifically, for K objects, we define
amask set { M}, where k € {1,2,..., K'}. When optimiz-
ing for the k-th object, we perform Gaussian splitting, jointly
optimizing with texture to obtain a new 3DGS {G, }, with
clear object boundaries. The optimization process for sub-
sequent objects is conducted on the updated 3DGS {G },
iterating until all K objects are optimized. For the specific
object to be segmented, a single round of rapid mask label
learning is sufficient to achieve clear segmentation results.

3.3. Two-Stage Mask Generation

Mask-based 3DGS segmentation involves generating masks
for the target objects based on input images. In our approach,
the supervision data consists of V' input images {I”} paired
with corresponding 2D binary masks { M }. With the devel-
opment of foundational models such as SAM?2 [32], mask
prediction across image sequences has become viable, signif-
icantly improving inter-frame consistency. However, SAM2
encounters challenges with object continuity over long se-
quences, potentially failing to infer objects that are heavily
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occluded due to discontinuities in visual information.

To address this limitation, we propose a two-stage mask
generation approach utilizing text prompts. In the coarse
stage, Grounding-DINO [2] is used to extract box prompts
from the frame with lower text confidence, which are then
applied across the entire sequence for initial mask predic-
tions. In the fine-grained stage, we use Grounding-DINO
with higher text confidence to extract box prompts for subse-
quences where mask prediction was disrupted in the coarse
stage. These prompts generate the final mask predictions for
the subsequence. See supplementary material for details.

4. Experiments

We demonstrate the effectiveness of our method both quanti-
tatively and qualitatively. For quantification, we utilize the
NVOS dataset [33], which is derived from the LLFF dataset
and provides ground truth masks with precise object edges.
For qualitative evaluation, we employ scenes from various
datasets, including LLFF [25], MIP-360 [1], T&T [18], and
LEREF [16]. These datasets encompass real-world complex
scenes, including indoor and outdoor scenes, as well as for-
ward and surrounding scenes. Implementation details and
more experiments are provided in supplementary material.

4.1. Quantitative Results

The NVOS dataset contains eight scenes. Each scene in-
cludes a reference view and a target view with a clear GT
mask. Our method utilizes the annotated masks from the ref-
erence view to extract prompt points, which are then passed
to the remaining views using SAM?2 to generate masks.
Segmentation evaluation. We extract a Gaussian set corre-
sponding to the object and render the 2D mask for the target
view. We then calculate the mean IoU and mean accuracy
between the GT mask and the rendered mask. Results are
shown in Table 1. The NeRF-based method exhibits limited
segmentation detail due to inadequate scene representation.
In 3DGS segmentation, feature-based approaches result in
unsmooth object boundaries because of high-dimensional
feature ambiguity. The most similar method to ours is the
mask-based 3DGS method. SAGD [14] lacks robustness
to erroneous GT masks, leading to small Gaussian artifacts
along segmented edges. FlashSplat [34] reduces edge blur
but compromises the structural integrity of objects.

Visual evaluation. Due to the lack of reference images for
object segmentation results, we use CLIP-IQA [38], a no-
reference IQA that evaluates how well an image matches
the given text prompt. We set three prompts focusing on
boundary quality to comprehensively evaluate the segmen-
tation results, as shown in Table 2. SAGD [14] and Flash-
Splat [34] process Gaussians roughly, destroying the appear-
ance and sacrificing visual quality for segmentation accuracy.
SA3D [4] exhibits obvious ambiguous boundary Gaussians.
Ours demonstrates high visual quality across the board.

Table 1. Quantitative segmentation results on NVOS dataset.

Category Method mloU (%) mAcc (%)
NVOS [33] 70.1 92.0
ISRF [12] 83.8 96.4

NeRF-based ¢ s 31y 141 90.3 98.2
OmniSeg3D [43] 91.7 98.4
SAGD [14] 904 98.2
SA3D-GS [4] 90.7 98.3

3DGS-based SAGA [3] 90.9 98.3
FlashSplat [34] 91.8 98.6
COB-GS (ours) 92.1 98.6

Table 2. Quantitative visual results on NVOS dataset.

CLIP-IQA [38] (%) 1

Method Clear | Unclear Smooth | Noisy Complete | Mutilated
Boundary Boundary Object
SAGD [14] 0.621 0.631 0.788
SA3D-GS [4] 0.658 0.718 0.835
FlashSplat [34] 0.626 0.644 0.829
COB-GS (ours) 0.682 0.731 0.859

4.2. Qualitative Results

We visualize the segmented objects and the background after
object removal, including single-object and multi-object seg-
mentation. We compared our results with the current SOTA
3DGS segmentation methods across multiple scenes.

For single-object segmentation, we selected the Truck
scene from the T&T dataset and the Kitchen scene from
the MIP-360 dataset, as shown in Figure 5. To ensure fair
comparison, consistent masks were used across all methods.
We rendered the backgrounds and views of the segmented
objects on different methods. In contrast, SA3D-GS [4] in-
troduces noticeable Gaussian blur at object boundaries, and
its unbalanced loss function degrades the background quality.
SAGD [14] leads to tiny edge Gaussians in the foreground.
FlashSplat [34] reduces edge Gaussian blur by increasing
background bias but indiscriminately removes semantically
ambiguous real object regions, such as the truck’s rearview
mirror and the Lego bucket in the Truck scene. Our method
improves boundary representation accuracy while minimiz-
ing background distortion after object removal. Visualization
confirms the visual quality assessment results in Table 2.

We further demonstrate the multi-object segmentation
capability, using the Figurines scene from the LERF dataset,
as illustrated in Figure 6. For segmentation, we employed
masks based on text prompts consistent with the mask-based
method FlashSplat [34], while the feature-based method
SAGA [3] relies on point prompts. Both methods exhibit
unclear boundaries and blurred backgrounds. In contrast,
our approach achieves significantly clearer delineation of
object boundaries while preserving background clarity.
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Figure 5. Qualitative result of single-object segmentation. The results show that our method segments the boundaries of the object more
clearly, without blurred Gaussians, and the background is cleaner after the object removal.

4.3. Ablation Study

4.3.1. Joint Optimization of Semantics and Textures

An intuitive understanding is that relying solely on Gaus-
sian splitting is insufficient. Although this method enables
the Gaussian to adapt to object boundaries, it compromises
visual quality. We conducted ablation experiments on the
NVOS dataset to explore the relationship between semantics
and texture, and the results are shown in Table 3.

When only the boundary-adaptive Gaussian splitting is
applied, scene texture quality significantly degrades. In con-

Table 3. Texture quality results on NVOS dataset (PSNR). “Vanilla”
indicates the original scene; “M.O” indicates mask-optimized;
“T.O” indicates texture-optimized.

Method | Fern Flower Fortress Horns_ C Horns_L Leaves Orchids Trex |Mean

Vanilla 2426 26.75 2943 2224 2224 1507 19.82 24.68/23.06
M.O 23.66 2649 29.05 2131 2213 1505 19.80 23.35/22.61
T.O 2426 26.69 2945 2227 2227 1506 19.83 24.71/23.07
M.O+T.0|24.29 26.82 29.48 2224 2225 15.09 1991 24.97/23.13

trast, joint optimization of mask labels and textures improves
scene segmentation accuracy while preserving scene quality.
For comparison, we performed the same number of iterations
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Figure 6. Qualitative result of multi-object segmentation. Our
method gets more accurate segmentation results and clearer back-
ground quality after object removal compared to contrast method.

Vanilla M.O T.0 M+T GT

Figure 7. Visualization results in the Trex scene. “Vanilla” indi-
cates the original result; “M.O” indicates mask-optimized; “T.O”
indicates texture-optimized; “M+T” indicates M.O and T.O.

Table 4. Ablation results on NVOS dataset. BAGS indicates
the boundary-adaptive Gaussian splitting; BGTR indicates the
boundary-guided texture restoration; RAEM indicates robustness
against erroneous masks.

Component \ Performance
BAGS BGTR RAEM ‘ mloU (%) mAcc (%)
91.2 98.3
v 91.9 98.5

v v 91.9 98.4
v v v 92.1 98.6

using texture optimization alone, which was less effective.
Visualization results in Figure 7 demonstrate that boundary
Gaussian splitting based on mask label statistics can im-
prove texture quality at object boundaries while maintaining
independence between the foreground and background.

4.3.2. Robustness Against Erroneous Masks

After joint optimization, tiny ambiguous Gaussians remain
along the segmentation boundaries due to predicted erro-
neous masks, as illustrated in Figure 4. To investigate this,
we conducted ablation experiments on the NVOS dataset, as
shown in Table 4. The results indicate that without Gaus-
sian splitting, large ambiguous Gaussians yield the lowest

GS+ GS+

Figure 8. Ablation results in the Fortress scene. As ¢ increases, the
number of ambiguous boundary Gaussians decreases; however, the
total number of Gaussians increases rapidly.

metrics. Applying only Gaussian splitting improves segmen-
tation metrics but compromises texture quality. Joint opti-
mization improves texture quality at the expense of slightly
decreasing segmentation accuracy. Finally, incorporating
robust handling of tiny Gaussians gets optimal performance.

4.3.3. Ambiguity Supervision Threshold

In our method, the parameter § functions as a threshold to
control the number of ambiguous Gaussians. As ¢ increases,
the discrimination against semantically ambiguous Gaus-
sians strengthens, leading to more splits. We conducted an
ablation study on ¢ in the Fortress scene, as shown in Figure
8. We observed that increasing ¢ reduces ambiguous bound-
ary Gaussians and improves segmentation clarity. However,
it also introduces a substantial number of additional Gaus-
sians at the object edge. Therefore, selecting an optimal § is
crucial, with § = 0.5 proving effective for most scenarios.

5. Conclusion

In this paper, we propose COB-GS, a 3DGS refinement and
segmentation approach that clearly segments scene bound-
aries. COB-GS is innovatively designed to jointly optimize
semantics and textures, ensuring they complement each other.
This process is supported by a boundary-adaptive Gaussian
splitting method. Specifically, in the semantic optimization
phase, we utilize semantic gradient statistics to identify and
split the ambiguous Gaussians, aligning them with object
boundaries. Then we enhance the scene texture along the
precisely refined boundary structures. Experimental results
demonstrate significant improvements in 3D segmentation
performance, particularly in terms of clear object boundaries,
accurate textures and robustness against inaccurate masks.
Currently, 3D scene reconstruction encounters the challenge
of floating artifacts, which are magnified after the segmen-
tation. Future work should focus on effectively eliminating
these floating artifacts using semantic information.
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