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Abstract

Generative replay has gained significant attention in
class-incremental learning; however, its application to
Class Incremental Object Detection (CIOD) remains lim-
ited due to the challenges in generating complex images
with precise spatial arrangements. In this study, motivated
by the observation that the forgetting of prior knowledge is
predominantly present in the classification sub-task as op-
posed to the localization sub-task, we revisit the generative
replay method for class incremental object detection. Our
method utilize a standard Stable Diffusion model to gener-
ate image-level replay data for all old and new tasks. Ac-
cordingly, the old detector and a stage-wise detector are
conducted on the synthetic images respectively to deter-
mine the bounding box positions through pseudo-labeling.
Furthermore, we propose to use a Similarity-based Cross
Sampling mechanism to select valuable confusing data be-
tween old and new tasks to more effectively mitigate catas-
trophic forgetting and reduce the false alarm rate for the
new task. Finally, all synthetic and real data are integrated
for current-stage detector training, where the images gen-
erated for previous tasks are highly beneficial in minimizing
the forgetting of existing knowledge, while those synthesized
for the new task can help bridge the domain gap between
real and synthetic images. We conducted extensive exper-
iments on PASCAL VOC 2007 and MS COCO benchmark
datasets in multiple settings to showcase the efficacy of
our proposed approach, which achieves state-of-the-art re-
sults. The code is available at https://github.com/qiangzai-
IW/RGR-10D.

1. Introduction

Continual learning, also known as incremental learning, en-
deavors to establish a unified model with the capacity to
adapt to continuous influxes of data, integrating new infor-
mation while retaining the knowledge acquired from prior
tasks. In order to address the primary challenge in contin-
ual learning, namely catastrophic forgetting, numerous al-
gorithms have been carefully devised. Regularization-based
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Figure 1. Forgetting curve for Average Precision (AP) on the PAS-
CAL VOC dataset under 5-5 (4 tasks) setting. mAP denotes mean
Average Precision, and oAP denotes objectness Average Precision
(AP calculated in class-agnostic manner) indicating the bounding
box regression accuracy. Green boxes denote correct detections,
whereas red boxes indicate errors in classification. Note that even
when the AP for “aeroplane” decreased to 0, the object can still be
correctly localized.

methods [17, 18, 24, 32] address the issue of forgetting
by imposing constraints on parameter optimization. Con-
versely, replay-based approaches [9, 15, 25] propose train-
ing the model with a combination of new data and data re-
tained from previous tasks. Notably, replay-based strategies
are particularly straightforward and effective as they either
retain partial data from past tasks or generate image data re-
lated to previous tasks utilizing a robust generative model.
With the rapid advancement in generative models, the
Stable Diffusion (SD) method [29] has garnered significant
attention due to its capability to generate high-quality im-
ages from contextually informative text prompts after be-
ing trained on a large-scale dataset of image-text pairs [33].
Techniques in generative replay continual learning based on
the SD model have achieved substantial progress in image
classification tasks [9, 25], typically characterized by the
depiction of a single object within the image. In real-world
scenarios, Class Incremental Object Detection (CIOD) is

20340


https://github.com/qiangzai-lv/RGR-IOD
https://github.com/qiangzai-lv/RGR-IOD

imperative for the analysis of complex scenes involving
multiple instances with diverse labels. To extend the ap-
plicability of generative methods to object detection, par-
ticularly in CIOD, certain pioneering works [0, 15, 37, 47]
have been introduced, which integrate layout, bounding box
coordinates, or other geometric constraints into the diffu-
sion model to accomplish instance-level controlled com-
plex scene image generation for object detection, thereby
enhancing detection performance. Furthermore, [15] pro-
pose a method to iteratively refine the pre-trained SD model
utilizing a trained detector, in order to continuously adapt it
for the generation of tasks previously encountered.

In this research, we observe that during the CIOD learn-
ing process, knowledge degradation impacts the classifica-
tion subtask more significantly than the localization sub-
task, specifically the bounding box regression subtask, as
illustrated in Fig. 1. We revisit the use of generative replay
for CIOD by employing the standard SD model without
adapting it to any specific domain datasets or introducing
additional geometric constraints. Our revisit of generative
replay, termed as RGR, consists of following three charac-
teristics: 1) Image-level generative replay for all previous
and new tasks. The SD model generates image-level replay
data directly, primarily featuring a single object per image,
using a text prompt such as “a realistic clear photo of [cls]”,
where [cls] denotes the class names. The images generated
for old tasks help maintain the knowledge already acquired,
whereas those for new tasks are used to bridge the domain
gap between real and synthetic images. 2) Pseudo label-
ing for all synthetic images. To determine bounding box
positions necessary for detector training, a pseudo-labeling
approach is used: the old detector M;_; handles the gen-
erated images for old tasks, and a stage-wise detector M,
trained solely with current stage data, processes images for
the new task. The synthetic images with high confidence
score pseudo labels are considered to subject to more simi-
lar distributions with real images and are more likely to be
selected. 3) Similarity-based Cross Sampling (SCS) mech-
anism to select valuable data. We implement a SCS tech-
nique to filter and identify more challenging samples be-
tween old and new tasks, significantly lowering the false
alarm rate for the new task while better preserving for-
merly learned knowledge. Specifically, M;_; is used in
new task image data and M, in old task image data, with
images that can produce high-confidence outputs being se-
lected with greater likelihood.

In addition, to address the problem of missing annota-
tions where CIOD only labels instances of the current task’s
classes, the previous detector M;_ is applied to the current
task’s real data to generate pseudo-labels. Ultimately, the
synthetic images from both previous and current tasks are
merged with the current task’s real images to refine the de-
tector. We conducted comprehensive experiments in PAS-

CAL VOC [7] and MS COCO [19] data set to evaluate ef-

fectiveness in multiple settings. The results show that our

proposed method outperforms other state-of-the-art meth-
ods by a large margin.
Our contributions can be summarized as follows,

* Instead of developing a costly generative model for com-
plex scenarios and multi-class instances in CIOD, we pro-
pose using an existing SD model for image-level genera-
tive replay for all tasks, preserving knowledge and bridg-
ing the gap between generated and real images.

* We propose to employ a SCS method to sift through and
pinpoint more difficult samples across both old and new
tasks. This approach substantially reduces false alarms
for the new task while effectively retaining the previously
acquired knowledge.

* We perform extensive experiments on the PASCAL VOC
and MS COCO datasets under various settings, and our
proposed approach attains state-of-the-art results when
compared to other current methods.

2. Related works

Continual Learning for Classification. Continual learn-
ing, which is a vibrant research area in artificial intelli-
gence, seeks to learn sequentially in order to acquire, up-
date, accumulate, and utilize knowledge without forgetting
previously learned information. Most of the significant re-
search on continual learning has been concentrated on clas-
sification tasks. Approaches in this field can be catego-
rized into regularization-based, structure-based, and replay-
based methods. Some regularization-based approaches fo-
cus on maintaining the stability of logits [18] or inter-
mediate representations [34] to retain learned information,
while others impose constraints on model weights [17] or
on gradients during the optimization process [1, 23, 35].
Structure-based methods concentrate on learning specific
parameters for various tasks and involve architectures that
dynamically expand [31] or use grouped parameters within
a static model [8]. Replay-based techniques can be further
divided into experience replay [4, 20, 48] and generative
replay methods [14, 44], according to whether the replay
data is sampled and stored from actual experiences or gen-
erated using a synthetic model. Lately, continual learning
utilizing foundation models has garnered significant inter-
est. Techniques such as L2P [38], O-LoRA [36], and VPT-
NSP? [24], which strive for continuous learning based on
parameter-efficient transfer learning methods, have attained
impressive outcomes.

Continual Learning for Object Detection. Class In-
cremental Object Detection (CIOD) introduces more com-
plexities in the realm of continual learning. Distinct from
standard continual learning focused on classification with
separate tasks, CIOD needs to handle instances from past or
future tasks that might appear in the current task. These in-
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Figure 2. Overall framework of our proposed method. It consists of two key modules, i.e. Image-Level Generative Replay (IGR) and
Similarity-based Cross-Sampling (SCS). IGR leverages confidence-based sampling to generate images for both the current task 7; and
the previous tasks 71.:—1. Building on IGR, SCS assesses the similarity of an image for both tasks using outputs from M;_; and M,,

enabling it to identify and select more challenging samples.

stances could be mistakenly identified as background, lead-
ing to avoidable inconsistencies in learning. Past work on
CIOD generally falls into two main approaches. The first
involves knowledge distillation techniques [5, 26]. For in-
stance, BPF [26] connects models from different stages to
ensure they optimize in a consistent direction. MMA [5]
merges the background with all previous classes into a
single entity to reduce conflicts in optimization goals be-
tween past and current tasks. The second approach in-
volves retaining knowledge by replaying prior data, using
stored images [22], instances [21, 41], or features [2]. CL-
DETR [22] introduced a strategy for selecting examples that
statistically align with the training distribution for replay.
ABR [21] replays foreground objects from earlier tasks kept
in a buffer to reinforce acquired knowledge. RODEO [2]
replays compressed representations kept in a fixed-capacity
memory, enabling incremental object detection in a stream-
ing manner.

Generative Replay for Continual Learning. Within
continual learning, replay-based strategies prominently fea-
ture generative replay as a promising technique. This in-
volves training an auxiliary generative model, such as gen-
erative adversarial networks (GAN) [39, 44, 45] and vari-
ational autoencoder (VAE) [3, 14], to replay synthetically
generated data. Notable examples include models like L-
VAEGAN [43], which combines GANs and VAEs to en-
hance generation quality and inference accuracy. In object
detection, some research focuses on using diffusion mod-
els [29] to produce detection data with precise generational
control, such as InstanceDiffusion [37], which enables lo-
cal, instance-level data control, and SDDGR [15], which in-
corporates stable diffusion for customized controlled sam-

ples in CIOD tasks.

Motivated by the finding that CIOD often suffers from
forgetting due to bounding box misclassifications, this study
introduces the generation of image-level data for previously
acquired tasks. Additionally, SCS is proposed to identify
challenging examples from both prior and current tasks by
selecting misclassified instances that are correctly localized,
aiming to substantially reduce false alarms for new tasks
while effectively retaining previously acquired knowledge.

3. Method

3.1. Preliminaries

Problem Formulation of CIOD. In sequential class in-
cremental object detection, tasks are introduced in an or-
dered manner represented as 7 = {71, 72, ..., T¢,-- -, Tn}-
For each task T;, the dataset is given by D; = {X;, Vi },
where X} denotes the images and ); the corresponding la-
bels. Each successive task introduces a new set of cate-
gory C = {C1,Ca,...,Cs,...,Cp}, wWhere C; N C; € 0
for any ¢ # j, and data from previous tasks are not ac-
cessible during the training of the current task. The goal
of CIOD is to effectively detect targets in the classes of
current task C; while minimizing the degradation on pre-
viously seen classes Cq.;—1. Interestingly, in practical ap-
plications, images in A} may still contain targets from past
tasks while only the instances belonging to classes of C; are
annotated as foreground objects, leading to missing annota-
tion issue in CIOD. Thus, the model M;_; can be used to
predict on &}, creating pseudo-labels to mitigate forgetting.
However, foreground of classes C;.;—1 may sometimes not
be available on current task, which nullifies a significant
number of methods that rely on them. Our method tack-
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Figure 3. Image-Level generation results. We employ text prompts
“A realistic clear photo of a [cls].” By using confidence-based sam-
pling, we can exclude inferior images.

les this issue by generating replay images that incorporate
foreground elements from earlier tasks and then by assign-
ing pseudo-labels to these images. This strategy not only
alleviates the challenge of absent pseudo-labels but also fa-
cilitates improved knowledge transfer and retention from
M;_1 to My.

Two Stage Object Detectors. This study centers on the
analysis of two-stage detectors with an emphasis on the R-
CNN family, particularly Faster R-CNN [28], which gener-
ally comprises a feature extractor, a region proposal net-
work (RPN), and a Region of Interest Head (Rol Head)
that includes a class-level classification and a bounding box
regression network. M = {fy, frpn, froi—cis, froi—boz s
with a total loss £ = Lpn + Lroi-cls + Lroi-box- Notably, frpn
and f,.0i—pos are class-agnostic networks.

Stable Diffusion Model. Diffusion models serve as ro-
bust generative frameworks that enable the generation of
high-resolution images through a dual-phase method: (i)
introducing Gaussian noise to the data during an initial for-
ward diffusion stage, and (ii) subsequently eliminating that
noise to reconstruct the original image. Stable Diffusion
(SD) refines this approach by leveraging a VAE [16] for en-
coding into latent space, paired with a U-Net [30] architec-
ture for the diffusion process. Employing a cross-attention
conditioning mechanism alongside the potent embedding
capacity of CLIP’s text encoder, SD efficiently generates
high-resolution images from a text prompt T. This effi-
ciency is particularly valuable for creating replay data for
past tasks. However, SD’s generative capabilities encounter
difficulties in scenarios demanding exact spatial arrange-
ments, such as the precise localization of objects in the con-
text of object detection.

3.2. Overall Framework

Our method aims to address the challenges of CIOD by
leveraging the power of Stable Diffusion to generate the
most valuable data for both the old and new tasks in or-

der to combat forgetting of pervious learned knowledge and
reduce the domain gap between the real and synthetic im-
ages. As can be seen in Fig. 2 that our method consists
of two key modules Image-Level Generative Replay (IGR)
and Similarity-based Cross Sampling (SCS). We found that
in CIOD, the primary challenge lies in the forgetting of clas-
sification knowledge rather than the ability to locate ob-
jects, as shown in Fig. 1. Consequently, rather than ob-
taining precise control at the instance level for creating
complex scene images, we employ the conventional SD
model to generate data at the image level and implement
confidence-based sampling, which has been shown to effec-
tively prevent forgetting of previously acquired tasks. The
SCS method enhances this process through similarity-based
cross-sampling, selecting valuable data based on inter-class
similarity to help the model capture key discriminative fea-
tures across categories. The SCS approach focuses on
choosing images that are prone to misclassification but can
be accurately localized. Such challenging samples across
various tasks can aid the detector in identifying crucial dis-
tinguishing features among different categories. Ultimately,
the generated images for both earlier and current tasks, de-
noted as Dy, _(1.1), are merged with the actual image data
D;. This dataset undergoes pseudo-labeling with the prior
detector, thereby creating the training set used to update

Mt—l-

3.3. Image Level Generative Replay

As indicated in Fig. 1, the primary challenge in CIOD is
the significant forgetting of classification knowledge rather
than the ability to locate objects. Moreover, prior studies
have shown that instance-level image generation with com-
plex scenes using Stable Diffusion is still not an adequate
substitute for real data [37]. Therefore, we opted for image-
level generation, i.e. featuring mainly a single object in the
image, combined with pseudo labeling as a simple and ef-
fective approach to replaying images from old tasks.

In our Image-Level Generative Replay (IGR) approach,
we design textual prompts to generate synthetic images
that resemble data from previous tasks 77.;—1. The tex-
tual prompt follows the template: “A realistic clear photo
of cls;”. cls; € Ci.4—1. To ensure the quality of the gen-
erated images, we use object detectors M;_; to produce
the pseudo labels for each generated image and those im-
ages with high confidence pseudo labels are finally selected.
Each synthetic image is passed through M;_1, and we eval-
uate its output as follows: Let IV be the number of detected
instances of cls; in the output of M,_; and by, is the kyj,
bbox of cls;. The image is retained if N > 1 and as follow:

min  Conf(bg) > 7 (1)
N}

or the image will be discarded. 7 is the specified confi-
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dence threshold. We show some exemplar synthetic images
in Fig. 3. The outputs of IGR will constitute the generated
image set for previous tasks Dyep,—(1:4—1)-

3.4. Similarity-based Cross-Sampling

Furthermore, based on inter-class similarity, we propose
Similarity-based Cross-Sampling (SCS) to select valuable
data which contain instances that are prone to misclassified
but can be accurately localized. Such challenging samples
across various tasks can aid the detector in identifying cru-
cial distinguishing features among different categories.

As shown in Fig. 4, SCS mainly includes two aspects.
On one hand, for those generated samples of previous tasks
Dygen-(1:-1y, a detector M, trained using the current task
dataset D, alone which is expected to be capable of detect-
ing new classes in the current task. This detector is then
used to evaluate the inter-class similarity between new and
old tasks. For each image in Dgep,—(1:¢—1), We use M;, to
make predictions, and we only retain detection boxes whose
confidence scores exceed a threshold 7,

Bprea = {by. | conf(by) > 7}, 2)

where conf(by, ) denotes the confidence score for the box by.
Then, we define the pseudo labels generated by M;_; as

Bpseudu = {bl;‘semjo} (3)

We then calculate the minimum IoU between all labels in
the two sets Bpseudo and Bpred,

ToUpn = min
seud
b';e" € Bpseudo s bk € Bpred

U by). (@)

If ToUy,, is greater than a threshold 7, then the image is
deemed to contain a scene with significant similarity be-
tween new and old tasks. Such images are prioritized for
replay data to effectively reduce the false positive rate on
the new task, as the decision boundary between the confus-
ing classes can be greatly enlarged with hard samples.

On the other hand, to further mitigate the domain gap
between the synthetic and real images, unlike traditional
CIOD training which typically focuses on a single real
image domain, our CIOD framework leverages a mixed-
domain approach in each incremental stage 7;. Specifically,
we not only synthesize and replay the data of Dyep,—(1:4—1),
but also synthesize a part of the data of Dy, _; and com-
bine them with D, together to update the detector. Because
the old task data are dominated by synthetic data and the
new task data are mainly real images, the model tends to be
biased by the domain information, rather than the semantic
differences between various categories. To improve multi-
domain adaptation, the integration of both synthetic and real
data helps the model differentiate the unique characteristics
of each domain, ensuring a robust transfer of knowledge
across incremental tasks.
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Figure 4. Similarity-based Cross-Sampling. By cross-filtering im-
ages using M, and M;_1, we ultimately obtain a set of images
with high similarity between old and new tasks.

3.5. Current Stage Training

Pseudo Labeling on D,. For the setting of CIOD, only the
classes for current task are annotated, therefore the pseudo
labeling on current task image data D; with the old detector
M1 is essential to address the missing annotation prob-
lem. Our research shows that the old detector M;_; often
correctly locate the objects while classify them with wrong
labels when generating pseudo-labels. The wrong pseudo
labels will hinder the learning of new classes and acceler-
ate the forgetting of previously learned knowledge. To ad-
dress this issue, we enhanced the standard pseudo-labeling
approach by filtering out these misclassified pseudo-labels
based on the ground truth for the new task. Specifically, for
each pseudo-labeled bounding box bpseudo produced by the
previous model M;_1 , we compute its maximum loU with
all ground truth boxes Bgr in the image:

IOUHlaX(bpseudo7 BGT) = max IOU(bpseudm bgt) &)

bg[EBGT

If ToUmax (bpseudo, BgT) > 7 , Where v is a hyperparame-
ter (typically set to 0.5), we discard bpseudo. This filtering
step helps to reduce the negative effect of incorrect pseudo-
labels on learning new classes.

Training Data and Loss Function. The synthetic image
data for both old and new tasks Dyep,—(1:¢—1) and Dyepn— (1)
are combined together with the real image data of current
task D, to serve as the training data of current stage learn-
ing. Nonetheless, the knowledge provided by synthetic data
may not be so accurate, we also need to adjust the loss gen-
erated by synthetic images during model training. The over-
all loss £ is computed as a weighted sum of the losses from
synthesized data and real data:

L= »Csynlh + »Creal (6)
»Csynlh = )\rpn»cigglh + )\cls»cSymh + /\reg»csymh

cls reg

where ) is a hyperparameter that adjusts the significance
of the synthetic data A\ € [0, 1] in the loss function. Given
that synthetic data often consists of simple single-instance
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Table 1. Comparison with state-of-the-art methods in single step incremental settings on PASCAL VOC 2007. We use bold to indicate
the best results and underlines to highlight the second-best results. The methods that adopt example-replay (rehearsal-based methods) are
marked by * for fair comparison. Our method significantly outperforms the comparisons on all datasets.

example-replay (rehearsal-based methods) are marked by * for fair comparison.

Methods 19-1 15-5 10-10 5-15

Old New All | Old New All | Old New All | Old New Al
Joint Training 76.8 78.1 769 | 78.1 732 769 |77.0 76.8 769 745 717 769
Fine-tuning 102 69.8 132 | 129 499 222 | 59 639 349 | 00 73.0 547
ORE* [12] 69.4 60.1 689 | 71.8 587 68.5 | 604 688 64.6 - - -
ILOD-Meta* [13] | 709 57.6 702 | 71.7 559 67.8 | 684 643 663 - - =
OW-DETR* [10] | 70.2 620 69.8 | 72.2 59.8 69.1 | 63.5 679 65.7 - - =
ABR* [21] 71.0 69.7 709 73 65.1 71.0 | 712 728 720|647 71.0 694
Faster ILOD [27] | 68.9 61.1 68.5 | 71.6 569 679 | 69.8 545 62.1 | 620 37.1 433
PPAS [46] 70.5 53.0 69.2 - - - 63.5 60.0 618 - - -
MVC [40] 702 60.6 69.7 | 694 579 665 | 66.2 66.0 66.1 - - -
MMA [5] 71.1 634 70.7 73 60.5 699 | 693 639 666 | 66.8 572 59.6
PseudoRM [42] 729 673 726 | 734 609 703 | 69.1 68.6 689 - -
PROB [49] 739 485 72,6 | 735 608 70.1 | 66.0 67.2 66.5 - - -
BPF [26] 745 653 74.1 | 759 63.0 727|717 740 729|664 7153 73
RGR(Ours) ‘ 758 672 754 | 756 69.0 74.0 | 754 763 758 | 69.8 772 753

Table 2. Comparison with state-of-the-art methods in multiple step incremental settings on PASCAL VOC 2007. The methods that adopt

10-5(3 tasks) 5-5(4 tasks) 10-2(6 tasks) 15-1(6 tasks)
Methods 1-10  11-20 1-20 | 1-5 620 1-20 | 1-10 11-20 1-20 | 1-15 15-20 1-20
Joint Training 770 768 769 | 745 777 769 | 770 768 769 | 781 732 769
Fine-tuning 54 421 23700 176 132 | 36 154 95 | 00 67 22
ABR* [21] | 687 670 679 | 647 564 584|670 581 626|687 367 657
Faster ILOD [27] | 683 579 63.1 | 557 160 259 | 642 486 564 | 669 445 613
MMA [5] 667 618 642 | 623 312 389 | 650 53.1 59.1 | 683 543 641
BPF [26] 69.1 682 687 | 60.6 63.1 625 | 687 563 625|715 531 669
RGR(Ours) 719 717 718 | 612 7L1 686 | 685 627 656|720 581 68.6

images, such data may not provide sufficient regression
knowledge. Because this knowledge will not be greatly for-
gotten as Fig. | shows, the real image data are enough to
gradually enhance the localization ability. Therefore, we
assign a relatively larger weight to cls in the loss computa-
tion.

4. Experiments

4.1. Experiment Setup

Datasets. To evaluate our proposed approach, we utilize
the MS COCO 2017 [19] and PASCAL VOC 2007 [7]
datasets, adhering to experimental protocols established in
prior studies [5, 21, 26, 40, 42, 49]. Each training task in-
cludes only images relevant to the specific task category,
and non-relevant category annotations are excluded. This

configuration is both practical and accommodates possible
image repetition across tasks. The PASCAL VOC 2007
dataset covers 20 object classes with a total of 9,963 images,
equally split into training and validation (50% each) and
testing (50%). Conversely, the more intricate MS COCO
2017 dataset comprises 80 object classes, providing 118k
images for training and 5,000 for validation.

Metrics. Our proposed method is assessed using mean
average precision (mAP) at a 0.5 IoU threshold on the PAS-
CAL VOC 2007 dataset. Meanwhile, for the MS COCO
2017 dataset, we apply the standard COCO metrics, which
involve evaluating performance across multiple IoU thresh-
olds ranging from 0.5 to 0.95 (mAP[50:95]), along with
specific evaluations at 0.5 IoU (mAP[50]) and 0.75 IoU
(mAP[75]).

Implementation Details. In line with the experimental
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Table 3. Comparison with state-of-the-art methods in single step
incremental settings on MS COCO 2017. The methods that adopt
example-replay (rehearsal-based methods) are marked by  for fair
comparison.

40+40 70+10
Methods | b Ap.) AP.s| AP APsy AP
Joint Training | 402 61.6 43.5 | 402 61.6 43.5

Fine-tuning | 21.6 334 23.1 | 56 86 6.2

ILOD-Meta* | 23.8 40.5 244 | - - -
ABR” 345 57.8 352 | 31.1 529 327

Faster ILOD | 20.6 40.1 - 21.3 399 -

PseudoRM 253 444 - - - -
MMA 33.0 56.6 34.6 | 30.2 52.1 31.5
BPF 344 543 373 | 36.2 56.8 38.9

RGR(Ours) | 356 560 382 | 36.6 56.6 39.6

procedures outlined in prior studies [21, 26], our approach
expands upon the Faster R-CNN [28] framework using a
ResNet-50 [11] backbone that has been pretrained on Ima-
geNet. The detector is trained with the SGD optimizer, us-
ing a batch size of 8. The initial learning rates are set to 0.01
for the base task and 0.005 for incremental tasks. We assess
the methods based on mean average precision at a 0.5 IoU
threshold on the PASCAL VOC 2007 benchmark. The de-
ployed diffusion model, Stable Diffusion 1.5, is fine-tuned
on the COCO dataset for experiments on the VOC dataset
and fine-tuned on the VOC dataset for experiments on the
COCO dataset to better align with the real image style.

4.2. Comparison with state-of-the-art method

In order to ensure a fair comparison with prior studies,
we assess the performance of our proposed approach un-
der both single-step and multi-step incremental settings. We
compare our approach against two baseline methods: Fine-
tuning, which involves incrementally training the model
without regularization or data replay, and Joint training,
where the model is trained on the complete dataset with all
annotations accessible. The results are presented after the
training on the ultimate task is completed.

4.2.1. On PASCAL VOC 2007.

Our experiments adhered to established protocols from pre-
vious studies, employing consistent class increment config-
urations such as the 19-1, 15-5, 10-10, and 5-15 settings,
with a predetermined class sequence for PASCAL VOC
2007 over two incremental phases. In multi-step incremen-
tal settings, we assessed the configurations of 10-5, 5-5, 10-
2 and 15-1 sequentially adding 5, 5, 2 and 1 classes per step,
to eventually encompass all 20 classes.

Two Incremental Phase Setting. Tab. | illustrates that

our approach, denoted as RGR, consistently outperforms
the state-of-the-art BPF [26] and other comparison meth-
ods across various incremental settings. In particular, RGR
achieves notable improvements in mean Average Precision
(mAP) over BPF, with increases of 1.3%, 1.3%, 2.9%, and
2.3% observed in the 19-1, 15-5, 10-10, and 5-15 settings,
respectively. Importantly, RGR sustains high performance
on both old and new classes, underscoring its ability to
effectively mitigate catastrophic forgetting while ensuring
strong learning of new classes.

Multi Incremental Phase Setting. The challenge of
managing long-term CIOD is notable, as maintaining a bal-
ance between model stability and adaptability becomes in-
creasingly difficult with the accumulation of tasks. Accord-
ing to Tab. 2 for PASCAL VOC 2007, our proposed RGR,
offers distinct advantages across all multi-step configura-
tions. In particular, RGR achieves mAP improvements of
3.1%, 6.1%, 3.1%, and 1.7% under the 10+5, 5+5, 10+2,
and 15+1 settings, respectively, consistently outperforming
other methods. Traditional methods face challenges with in-
creased forgetting during multiple incremental phases and
the forgetting is often mitigated by decreasing the learn-
ing rate or applying strong regularization. While this strat-
egy helps retain existing knowledge, it limits the acquisi-
tion of new class information, making these classes vul-
nerable to further forgetting in subsequent phases, and ul-
timately hampering generalization across all tasks. As the
task increases, a significant drop in generalization perfor-
mance is observed. Conversely, our RGR approach enables
the model to maintain its flexibility while effectively learn-
ing new classes. As demonstrated in Tab. 2, RGR achieves
mAP improvements of 3.5%, 8.0%, 6.4%, and 5.0% with
the addition of new classes in the 10+5, 5+5, 10+2 and 15+1
settings.

4.2.2. On MS COCO 2017.

Using the MS COCO 2017 dataset, we exhibit performance
results for the incremental configurations 40-40 and 70-10
as documented in earlier studies [15, 26]. Tab. 3 illustrates
that our method (RGR) outperforms the current best BPF
by 1.2% in AP, 1.7% in AP50, and 0.9% in AP75. More-
over, for the 70+10 configuration, our method exceeds BPF
by 0.4% in AP, and 0.7% in AP75. These results also
demonstrate the superiority of our method.

4.3. Ablation Study

Main components. We evaluate the effectiveness of each
component in our proposed method on the PASCAL VOC
2007 dataset under the 10-10, 5-15, and 15-5 incremental
settings. The baseline model uses only the pseudo-labeling
method, following BPF, and we sequentially add compo-
nents of our proposed approach. As shown in Tab. 4, adding
the IGR component results in significant improvements in
mAP across all classes, with gains of 1.4%, 6.5%, and
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Table 4. Investigation on the effectiveness of the main components in our method.

VOC(10-10)

VOC(15-5)
11-20  1-20 | 1-15

VOC(10-5)
15-20 1-20 | 1-10 11-15 16-20 1-20

(a) X X | 720 755 737|706
(b) VX | 749 753 751 | 756
©) v/ | 754 763 758 756

586 673|588 739 502 604
684 738 | 716 776 639 712
69.0 74.0 | 719 T77.1 66.3 71.8

Table 5. Ablation experiments for 7 in IGR under VOC 10-10 and
VOC 10-5 settings.

VOC(10-10) VOC(10-5)
Old New All | 1-10 11-20 1-20

050 | 742 76.0 75.1 | 70.8 712 71.0
0.80 | 750 764 757 | 71.6 T71.6 71.6
090 | 754 763 758 | 719 717 718
095 | 748 760 754 | 71.8 T1.6 T1.7

T

Table 6. Ablation experiments for 77 in SCS under VOC 10-10 and
VOC 10-5 settings.

VOC(10-10) VOC(10-5)
7] old New All |1-10 1120 1-20

04 | 746 757 751 | 714 710 712
06 | 754 763 758 | 720 714 71.7
081|751 764 757|719 717 71.8
091|748 758 753|711 716 713

10.8% for the 10-10, 15-5, and 10-5 settings, respectively.
When we further add the SCS component, the performance
improves even more, with additional gains of 0.7%, 0.2%,
and 0.6% across all classes for each of the 10-10, 15-5, and
10-5 settings. Notably, the SCS component not only mit-
igates forgetting effectively but also improves the model’s
plasticity, enhancing its ability to learn new tasks without
losing performance on old ones. In Fig. 5, we also present
the mAP for each category in the 5-5 (4 tasks) setting. It
can be observed that SCS effectively mitigates forgetting
for certain similar categories (e.g. “dog” and “cat”, “bus”
and “train”, etc.). These results validate the contributions of
each component in alleviating forgetting and boosting per-
formance on new tasks, highlighting the overall effective-
ness of our approach.

Impact of hyper-parameter 7 and 7. The hyper-
parameter 7 in Eq.(1) is introduced to be a threshold to sam-
ple images generated by Stable Diffusion, ensuring high-
quality generated images for training. As shown in Tab. 5,
the model performance improves as 7 increases, reaching
the best results when 7 = 0.90. The parameter 7 represents
the IoU threshold for cross-sampling, measuring the simi-
larity of images between tasks. As shown in the Tab. 6, the
best performance is achieved when replaying images with
moderate similarity.

°0 EIGR+SCS

E91GR

Average Precision

%, G b

v, %, Y,

%y, Vg,
K3

b, b, b, G G G G s
% 0,,/6 Uy o o 6% Oy Yy %0
%

Figure 5. Comparison of mAP on each category between IGR and
IGR+SCS in the 5-5 (4 tasks) setting of the VOC dataset.

5. Conclusions

In this paper, we suggest revisiting generative replay using
an existing Stable Diffusion model rather than enhancing
the generative model to precisely control the generation of
complex scenarios with multi-class instances or iteratively
refining with images from previous tasks for class incre-
mental object detection. Our approach synthesizes replay
data at the image level, focusing mainly on a single ob-
ject per image for both past and present tasks, aiming to
preserve acquired knowledge and bridge the domain gap
between generated and real images. We propose to em-
ploy the Similarity-based Cross Sampling method to sift
through and pinpoint more difficult samples across both old
and new tasks, which substantially reduces false alarms for
the new task while effectively retaining the previously ac-
quired knowledge. Extensive experiments are conduted on
the PASCAL VOC and MS COCO datasets under multiple
settings, and our proposed approach achieves state-of-the-
art results compared to other methods.
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