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Figure 1. Examplar results of Robust-MVTON. We propose a robust multi-view try-on solution that takes both front- and back-view
garments as input and allows garments to be tried on people in any view.

Abstract

This paper tackles the emerging challenge of multi-view
virtual try-on, utilizing both front- and back-view clothing
images as inputs. Extending frontal try-on methods to a
multi-view context is not straightforward. Simply concate-
nating the two input views or encoding their features for
a generative model, such as a diffusion model, often fails
to produce satisfactory results. The main challenge lies in
effectively extracting and fusing meaningful clothing fea-

*“Equal contribution.
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tures from these input views. Existing explicit warping-
based methods, which establish direct correspondence be-
tween input and target views, tend to introduce artifacts,
particularly when there is a significant disparity between
the input and target views. Conversely, implicit encoding-
based methods often lose spatial information about cloth-
ing, resulting in outputs that lack detail. To overcome
these challenges, we propose Robust-MVTON, an end-to-
end method for robust and high-quality multi-view try-ons.
Our approach introduces a novel cross-pose feature align-
ment technique to guide the fusion of clothing features and
incorporates a newly designed loss function for training.
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With the fused multi-scale clothing features, we employ
a coarse-to-fine diffusion model to generate realistic and
detailed results. Extensive experiments conducted on the
Deepfashion and MPV datasets affirm the superiority of our
method, achieving state-of-the-art performance.

1. Introduction

Virtual Try-On (VTON) is a classical task that aims to
generate plausible images of individuals wearing speci-
fied clothing while maintaining the integrity of the per-
son’s identity and the clothing’s details. It can greatly en-
hance user experiences in virtual applications, such as on-
line shopping [13]. In the past decade, VTON has seen
rapid advancements [60], especially the recent diffusion-
based methods [8, 62], which significantly enhance its re-
alism and yield impressive results. However, most exist-
ing approaches concentrate solely on frontal VTON, over-
looking multi-view VTON (i.e. any-view try-ons including
side and back ones). Considering the latter is also essential
in practical applications, this paper is dedicated to tackling
this emerging task. Unfortunately, extending from frontal to
multi-view virtual try-on (MVTON) is not straightforward.
We have to provide clothing information from other views,
since a single frontal view cannot contain sufficient infor-
mation, such as the shape of the back collar, how the straps
cross at the back, whether the top has a hat, and the details
of the coat waist as shown in Fig. 2.

In this study, we simultaneously use the front-view and
back-view clothing images as inputs to try the garment on
any view pose, as these two perspectives nearly encompass
all the information about the garment from various angles.
Although more views of input can provide a richer perspec-
tive of the clothing, it unavoidably introduces redundant vi-
sual features, thus increasing the difficulty for models like
the stable diffusion [45] to align reference features contain-
ing redundant view information to the target perspective.

To transfer the two input clothing images onto a specific
person image, traditional warping-based methods (such as
thin-plate spline methods [52] and the flow-based meth-
ods [14, 18, 21]) explicitly calculate the correspondence
between the input and the target views and integrate multi-
view clothing information. However, studies based on ex-
plicit warping suggest that try-on results are significantly in-
fluenced by the target pose, especially when warping cloth-
ing onto poses with occlusions [0, 29, 57], such as side-view
poses. Moreover, previous warping-based methods have
mainly focused on warping flat in-shop clothing onto target
poses. In our MVTON setting, the input clothing is not flat
or aligned but rather comes from a clothed person’s image.
These garments have already been distorted or occluded by
human poses, further increasing the difficulty of achieving
MVTON using warping-based methods [55, 56].

Figure 2. Clothing samples in the front and back views.

Recently, MV-VTON [53] proposed a pose-based cloth-
ing feature fusion method to align the two input clothing
images with the target view. However, MV-VTON aligns
the front-view and back-view features to the target pose
separately by calculating the similarity between each input
pose and the target pose. Then, these aligned features are
concatenated to form the reference feature for a generative
model. One significant drawback of this fusion strategy is
that the alignment will be ineffective when the target view
is far from the inputs. For example, when the target pose
corresponds to the back view, the reference feature inputted
to the generative model should not contain any front-view
cloth features. However, MV-VTON still fuses the front-
view clothing to obtain the final features. To address this is-
sue, MV-VTON introduced a hard selection by determining
which input pose (i.e. front-view or back-view) is closer to
the target pose. However, this rough determination cannot
effectively and adaptively eliminate the interference caused
by view features that are different from the target.

Our key insight is that the clothing on the individual and
the individual’s pose skeleton have a complete spatial align-
ment relationship. We can supervise the alignment and fu-
sion of input clothing features to the target view using the
pose aligning and fusing process. Unlike MV-VTON, what
sets us apart is our ability to adaptively fuse input view fea-
tures and significantly eliminate interference from view in-
formation that is very different from the target view. We
achieve this by setting multi-scale supervisory constraints in
pose feature fusion, instead of crudely calculating the simi-
larity between each input-view and target-view pose.

In this paper, we present Robust-MVTON, an end-to-end
method designed for robust and high-quality multi-view vir-
tual try-ons. Our approach features two main components:
a cross-pose feature alignment module for clothing feature
fusion and a coarse-to-fine diffusion model for generating
multi-view try-ons. To achieve effective pose alignment,
we employ two projectors that implicitly map front- and
back-view features into the target view space. We intro-
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duce a novel loss function to supervise this alignment by

measuring the error between the fused pose feature and the

target feature. Once trained, these projectors can be seam-
lessly integrated into our clothing feature fusion process.

Next, we apply a coarse-to-fine diffusion model to utilize

the fused clothing features, generating the desired try-on

effects. This model calculates multi-scale features, cap-
turing both high-level semantic details and fine-grained ap-
pearance features, to deliver high-quality results. We con-

ducted extensive experiments using the Deepfashion [32]

and MPV [11] datasets. Both quantitative and qualitative re-

sults demonstrate that our method significantly outperforms
existing approaches in the multi-view virtual try-on task.

Additionally, an ablation study confirms the effectiveness

of the main components of our method.

In summary, our main contributions are as follows:

* We tackle the emerging and challenging task of Multi-
view VTON, and propose a novel framework which is the
first one that enables robust and high-quality outputs.

* We introduce an innovative method for cross-pose feature
alignment and fusion, utilizing a newly developed loss
function for training. This approach efficiently extracts
multi-scale clothing features from multi-view inputs and
contributes to a versatile coarse-to-fine diffusion model.

* We conduct extensive experiments to show the superiority
of Robust-MVTON and the effectiveness of each compo-
nent. Robust-MVTON achieves state-of-the-art MVTON
results on the DeepFashion and MPV datasets.

2. Related Work

Multi-View Human Generation Multi-view human gen-
eration primarily utilizes human pose information in con-
junction with other conditions to generate human images
from various perspectives. These tasks focus on creating re-
alistic images under different poses, appearances, and view-
points. One of the most widely explored areas within this
field is pose transfer, initially introduced by [36], which
uses adversarial refinement to enhance the generated im-
ages. MUST-GAN [37] proposed a multi-level statistics
transfer model for self-supervised human image synthesis,
while TransMoMo [63] introduced an unsupervised motion
retargeting network for human motion transfer. With the
advent of diffusion models, PIDM [2] developed a texture
diffusion module integrated with a backbone denoising net-
work, enabling close alignment between the appearance of
the source image and the target pose. PoCoLD [19] in-
troduced a Pose-constrained Attention module, refining the
cross-attention mechanism by feature dimension reduction
to decrease spatial and temporal complexity. At the same
time, CFLD [35] adopted a coarse-to-fine latent diffusion
approach using fine-grained attention. With advancements
in text-to-image models, some methods have extended their
application to multi-view image generation. For instance,

Text2Human [25] employs DensePose [17] to predict pars-
ing maps as guidance for generating humans from text de-
scriptions, and HumanSD [26] uses skeleton-based guid-
ance to fine-tune pre-trained models for text-to-human syn-
thesis. In the domain of skeleton-sequence and reference-
image-guided human video generation, AnimateAnyone
[24] introduced ReferenceNet, a custom-designed symmet-
ric UNet architecture that captures spatial details from ref-
erence images. MagicAnimate [61] combines motion sig-
nals with an appearance encoder to transform static por-
traits into low-dimensional vectors, capturing the portrait’s
appearance features such as style, pose, and expression.

Image-Based Virtual Try-on Image-based virtual try-on
(VTON) methods aim to synthesize realistic images of indi-
viduals wearing specified garments while preserving iden-
tity and garment details. Early methods often adopted a
two-stage warping-based approach: garment warping and
try-on generation. For garment warping, some methods
[7, 38, 51] used affine transformations for geometric match-
ing, while others [1, 10, 15, 20, 58] predicted garment flows
using neural networks. However, warping-based methods
often struggle with achieving high realism due to the loss
of structural information and subtle garment features. To
address these issues, recent advancements in VTON have
focused on leveraging the generative power of pre-trained
diffusion models [43, 45] to overcome the limitations of ex-
plicit warping. Some approaches [16, 31, 40, 50, 53] use
diffusion models to refine the try-on results after warping.
Currently, a popular method involves using trainable gar-
ment encoders; some methods [27, 48, 59] replicate the
backbone network to encode garment features, while others
utilize pre-trained image encoders like DINOv2 [42] and
CLIP [44]. There are also innovative approaches such as
MMTryOn [66], IMAGDressing [47], MagicClothing [5],
and Wear-Any-Way [4], which incorporate additional multi-
modal control capabilities on top of the try-on task. CatV-
TON [9] explores the efficiency of virtual try-on models.
However, current mainstream image-based VTON methods
still focus on single-view try-ons. For back or side poses,
these methods often fail to produce realistic results. Using
multi-view garment information for arbitrary viewpoint try-
ons remains an area that requires further exploration.

3. Method

To tackle the emerging and challenging task of MV-
TON, we propose an end-to-end method, named Robust-
MVTON, which mainly consists of a cross-pose alignment
and fusion module for effective feature extraction and a
coarse-to-fine feature-conditioned stable diffusion model
for high-quality try-on generation. As shown in Fig. 3,
given two views (i.e. the front and back view) of cloth-
ing and an arbitrary view of the target person, we first ex-
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Figure 3. Overview of our proposed Robust-MVTON. Given the front- and back-view images of clothing, we first utilize a cross-pose
feature alignment and fusion method to obtain multi-scale clothing features, then feed these features to a coarse-to-fine latent diffusion

model to generate high-quality try-on results for any target views.

tract their corresponding skeletons and utilize a multi-view
pose alignment learning method to guide the feature trans-
formation from the input view to target view, followed by
an adaptive multi-view feature fusion. Wherein, we calcu-
late multi-scale features to acquire high-level semantic and
fine-grained appearance features. To further enhance the
performance of view alignment and fusion, we define spa-
tial labels and input them to provide additional clothing and
view information. Then, we adopt a coarse-to-fine diffu-
sion model using the fused multi-scale features as condi-
tions to generate the try-on results on the target view. Our
easy cross-pose alignment and fusion strategy reduces the
burden on the stable diffusion model to learn alignment be-
tween the input and target views, significantly improving
the performance of MVTON.

3.1. Cross-Pose Feature Alignment and Fusion

Given two input and one target views of clothed people,
we first calculate their pose skeleton images using [3], then
learn the pose alignment from input views to the target. Our
key insight is that the clothing on the individual is spatially
in line with the pose skeleton. We can directly apply the
learned pose alignment to the clothing feature fusion.

Cross-View Pose Feature Alignment For each input pose
image, we use the same Swin Transformer [33] as the pose
encoder €, to extract a stacked multi-scale feature maps (to-
tal 4-scale feature maps, including coarse semantic feature
and fine-grained appearance feature as in [34]), then map
the input features to the target view space, implicitly align-
ing cross-pose features. Concretely, we adopt two linear
layers (i.e., the projector illustrated in Fig. 3) to project the
front- and back-view pose features into two new pose rep-
resentations in spatial channels, respectively. Then, we fuse
the two new pose representations by simply adding them to
approximate the target-view pose feature, i.e.,

P}use = Linear} (P}) + Lineari(P}), (1)

where P}use, P} and Pbi are the ¢-th fused, front- and back-
view pose features, respectively, and ¢ = 1,2,3,4. The
Linear; and Lineary correspond to the two projectors for
front and back views.

To make the dedicated linear layers devoted to spatially
aligning the input and target pose features, we design a
novel pose alignment loss to supervise it in our network
training, i.e.,

4 . .
LOSSpose = Zi:l P}'use - Ptzarget ) 2
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where Pfarget is the i-th target feature maps, ¢ = 1, 2, 3, 4.

Pose-Guided Clothing Feature Fusion With the aligned
cross-view pose, we can apply the pose feature transforma-
tions (i.e. the two linear layers) to the alignment and fusion
of clothing features since we find the clothing on the indi-
vidual and the individual’s pose skeleton have a complete
spatial alignment relationship. Concretely, we first calcu-
late the clothing image using a parsing method [30], then
adopt another Swin Transformer [33] as clothing encoder
€; to extract 4 stacked feature maps. Then, we adopt the
same spatial linear layer in the pose alignment to map the
front- and back-view clothing features to the target view and
add them as the final fused clothing features, i.e.,

C}use = Linear} (C}) + Linear}(Cy), 3)
where C%,,,., C; and Cy are the i-th fused, front- and back-
view clothing features, respectively, and ¢ = 1, 2, 3, 4. With

the multi-scale fused clothing features, we can feed them
into a coarse-to-fine diffusion model to generate try-ons.

Spatial Label Assistance To enhance the pose skeleton
with additional human body view information, we intro-
duce a pixel-wise spatial label map for each given image
and learn the label feature alignment to improve the robust-
ness of our cross-pose alignment. To be specific, we adopt
the standard OpenPose map and the annotation order as in
OpenPose [3], then extract 3 essential feature points con-
taining the Neck, Left Shoulder and Right Shoulder, that can
represent the main view of a human body. Lastly, we use
two different colors to label the front view and back view on
the input front-, back-, and target-view clothing mask, de-
noted as Ly, Ly, and Lyqrget, respectively. For cases where
the body is facing left or right (determined by the Neck, Left
Shoulder, and Right Shoulder in OpenPose), such as the tar-
get view in Fig. 3, we label the directions in the horizontal
direction from the Neck to the Left Shoulder and from the
Neck to the Right Shoulder using the colors corresponding
to the front- and back views, respectively. In addition, we
calculate the spatial label on the clothing-agnostic mask of
the target view, denoted to as Lggnostic. The spatial label
and pose skeleton images possess the same sizes. We ap-
ply the label encoder €; (which shares the same network
structure as €,) and projectors (i.e., Lineary and Lineary)
to obtain 4-scale spatial label features and supervise their
cross-view alignment as the pose process, i.e.,

jzuse = Linear}(L}) + Linear;(L}), 4)
Lossiapie = Zf:l L use Liarget s @)

where L}use and L, get are the i-th fused and target spatial
label features, and ¢ = 1, 2, 3, 4.

3.2. Coarse-to-Fine Latent Diffusion Model

After the cross-pose feature alignment and fusion, we adopt
a similar architecture of the coarse-to-fine latent diffusion
model [34] to generate high-quality MVTON results. As il-
lustrated in Fig. 3, we input a random noise map, the target
clothing-agnostic image as well as its corresponding pose
skeleton and spatial label features to the model, then feed
our multi-scale fused clothing features to its perception-
refined decoder and hybrid-granularity attention module for
learning. Finally, we optimize the reconstructed noise error
Lo554;f fusion to fine-tune the model. For more implemen-
tation details, please refer to [34].

Pose and View Control For effective pose and view con-
trol, we concatenate the target pose features and clothing-
agnostic label features along the channel dimension and
match the concatenated channel to the channel dimension of
each down-sampling block in stable diffusion [45] by using
1 x 1 ConvNets. The concatenated feature maps are added
directly to the end of each down-sampling block, similar to
injecting pose control information into the stable diffusion
method in [41].

Person Identity Preservation To efficiently preserve the
identity of the target person, such as pose, face, hair, and
unchanged clothing parts, we feed the clothing-agnostic im-
age and mask into the latent diffusion model with VAE en-
coder [12]. For concise illustration, we omit the VAE en-
coder and decoder model in Fig. 3.

Training Loss We train our end-to-end pipeline with the
following loss

Loss = Lossgif fusion + AL0SSpose + (1L08S1ap1e,  (6)

where A and j are the weight for balancing the Losspose
and Lossjqpre. During the training process, we set A and p
to 0.01 respectively.

4. Experiments and Results

4.1. Datasets and Baselines

We conduct experiments on two public datasets, DeepFash-
ion [32] and MPV [11]. To meet the requirements of MV-
TON, each data sample should possess both front-view and
back-view images. For the DeepFashion dataset, there are
a total of 14,120 pairs of data available for the multi-view
try-on task. These pairs from DeepFashion generally con-
tain at least 3 views: the front, back, and side views, pro-
viding us with rich variations in perspectives for our multi-
view try-on task. However, most pairs in the MPV dataset
only consist of one or two views (i.e., the front and back
views), so we had to select some garments with only two
views for our data. In the MPV dataset, there are a total
of 12,032 pairs available. We designate 20% of pairs from
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Figure 5. Qualitative comparisons on the DeepFashion dataset [32] for more views.

each dataset as the test set, with the remainder used for the
training set. All experiments in this paper are conducted
using the same training and test sets. We use three differ-
ent metrics to evaluate the generated images quantitatively,
including FID [22], LPIPS [65], SSIM [54].

We compare our pipeline with four state-of-the-art
methods, including frontal view VTON methods CAT-
DM [64] and StableVITON [27], and multi-view try-on
MV-VTON [53]. For CAT-DM and StableVITON, we uti-
lize the pre-trained models on the VITION-HD dataset [6],
while for MV-VTON, we employ the pre-trained models on
the MVG dataset [53]. Considering that currently, MV-
VTON is the only research on MVTON, we apply the
CFLD model [34] used for pose-guided image transfer tasks
to the MVTON task by spatially concatenating the front-
view and back-view clothing as inputs. We define the CFLD
model used for the MVTON task as CFLD= in our exper-
iments. For a fair comparison, we retrained CFLD* on
DeepFashion and MPV datasets respectively.

4.2. Qualitative Comparison

We provide qualitative results of Robust-MVTON on the
DeepFashion and MPV in Figure 4 and Figure 6. The re-
sults demonstrate that our method showcases superior per-
formance in preserving the clothing shape, retaining texture
details, and the design elements of the clothing across vari-
ous views. CAT-DM and StableVITON fail to preserve the
original texture information of the clothing. Furthermore,
in Figure 4b and Figure 6b, the features corresponding
to the back-view perspective are generated as features for
the front-view perspective. Compared to Robust-MVTON,
which incorporates view feature selection and fusion strate-
gies, the try-on results generated by CFLD* lack realism
and naturalness, as shown in Figure 6a. Visual comparative
experiments between CFLD* and Robust-MVTON demon-
strate the effectiveness of our proposed pose-supervised
cloth feature fusion in feature fusion and alignment. For
MV-VTON, we strictly follow the implementation process
of MV-VTON, including the preprocessing step of warp-
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Figure 7. Qualitative comparisons on the MPV dataset [11].

ing [21, 39]. In practice, we found it difficult to accurately
align input cloth that carries source pose information, such
as being occluded or having its shape altered by the source
pose, to the target pose, especially in side poses. The above
analysis based on warp is one of the reasons for the poor
performance of MV-VTON. In addition, experimental re-
sults also indicate that the hard-selection and soft-selection
proposed in MV-VTON are not effective cloth feature and
fusion strategies.

4.3. Quantitative Comparison

We conduct experiments under both paired and unpaired
settings. In the paired setting, we place the garment with
front-view and back-view on the same person, with either
the same or different view poses. In contrast, in the un-
paired setting, the input garments are worn by another per-
son, who has varying views. We conducted experiments at
a resolution of 512 x 384. FID was obtained in the un-

Method DeepFashion
FID | LPIPS | SSIM 7 User Study 1

CAT-DM 16.47 0.191 0.759 52%
StableVITON 15.70 0.205 0.764 3.9%
CFLD* 1431 0.181 0.782 12.6%
MV-VTON 21.13 0.255 0.703 3.0%
w/o Spatial Label|11.42 0.160 0.817 -

w/o Pose Loss 12.45 0.178 0.810 -

Ours 1140 0.158 0.820 75.2%

Table 1. Quantitative comparison on the DeepFashion dataset [32].

paired setting, while LPIPS and SSIM were obtained in
the paired setting. The experimental results show that our
pipeline significantly outperforms other methods. In prac-
tice, for StableVITON and CAT-DM, we only input front-
view clothing, while for MV-VTON and CFLDx, we input
both front-view and back-view clothing simultaneously. Ta-
ble 1 and Table 2 present that our Robust-MVTON shows
state-of-the-art performance for all the evaluation metrics
with a large margin. The experimental results of CFLDx in-
dicate that directly concatenating front-view and back-view
and inputting them into the diffusion model is not an effec-
tive approach to embedding multi-view reference features.
During the experiment, we found that MV-VTON heavily
relies on the preprocessing step of warping garments to the
target view. In fact, in our multi-view try-on task, there is
no ground truth to train a specific warp model. However,
aligning front-view and back-view garments to the target
view using the currently available pre-trained models based
on in-shop garments is extremely challenging.

4.4. Ablation Study

Pose Loss Constraint To evaluate the effectiveness of pose
loss constraints in cross-pose feature fusion, we conducted

16035



Method MPV

FID | LPIPS | SSIM 1 User Study 1
CAT-DM 17.81 0.187 0.751 2.9%
StableVITON|16.70 0.204 0.766 5.1%

CFLD* 14.36 0.185 0.779 6.5%
MV-VTON |19.20 0.237 0.707 2.2%
Ours 12.51 0.174 0.818 83.3%

Table 2. Quantitative comparison on the MPV dataset [11].

W Pose Constrain W/O Pose Constrain

Back-view

Front-view Target-view

Figure 8. Visual comparisons under the training condition with
and without the pose loss constraint.

ablation experiments based on pose constraint loss. The re-
sults from Fig. 8 and Table | demonstrate that the train-
ing condition using loss contain could better align the input
cloth features to the target view, thus improving the quality
of try-on generation. With the pose loss constraints at dif-
ferent scales, the fusion strategy effectively functions as an
information bottleneck that feeds the most useful informa-
tion regarding the target pose to the stable diffusion model
while removing irrelevant garment visual information.

Spatial Label Assistance Color Label can effectively as-
sist the fusion module in providing the overall perspectives
information, such as front-view and back-view. As shown
in Fig. 9, some details of the clothing’s back design are
also well aligned with the target view. This achievement
is completely unattainable using only the front-view try-on
method.

5. Conclusion

In this paper, we introduce Robust-MVTON, an end-to-end
method for robust and high-quality multi-view virtual try-
ons using front- and back-view clothing inputs. To effec-
tively integrate information from multiple views, we pro-

W Spatial Label W/O Spatial Label

Back-view . .
chovie Assistance Assistance

Front-view Target-view

Figure 9. Visual comparisons with or without the spatial label
assistance in cross-pose feature fusion.

pose a novel cross-pose feature alignment and fusion strat-
egy, complemented by a newly designed loss function to en-
hance learning. Additionally, we extract multi-scale cloth-
ing features and utilize a coarse-to-fine model to produce
high-quality try-on results with fantastic details. Exper-
iments conducted on the Deepfashion and MPV datasets
demonstrate the superiority of Robust-MVTON, achieving
state-of-the-art performance.

Limitations Our proposed Robust-MVTON is mainly
limited by the availability of suitable multi-view try-on
datasets. At present, there is a scarcity of datasets that are
truly appropriate for the 2D multi-view try-on task. For
instance, the MPV dataset [11] we utilize predominantly
contains only front and back view pairs. There is a press-
ing need for a large-scale 2D dataset that encompasses a
broader range of multi-view perspectives. In the future, we
would like to collect more multi-view clothing data to en-
hance the performance of Robust-MVTON.
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