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Abstract

Diffusion-based image super-resolution methods have
demonstrated significant advantages over GAN-based ap-
proaches, particularly in terms of perceptual quality. Build-
ing upon a lengthy Markov chain, diffusion-based meth-
ods possess remarkable modeling capacity, enabling them
to achieve outstanding performance in real-world scenar-
ios. Unlike previous methods that focus on modifying
the noise schedule or sampling process to enhance per-
formance, our approach emphasizes the improved utiliza-
tion of LR information. We find that different regions of
the LR image can be viewed as corresponding to differ-
ent timesteps in a diffusion process, where flat areas are
closer to the target HR distribution but edge and texture
regions are farther away. In these flat areas, applying a
slight noise is more advantageous for the reconstruction.
We associate this characteristic with uncertainty and pro-
pose to apply uncertainty estimate to guide region-specific
noise level control, a technique we refer to as Uncertainty-
guided Noise Weighting. Pixels with lower uncertainty (i.e.,
flat regions) receive reduced noise to preserve more LR
information, therefore improving performance. Further-
more, we modify the network architecture of previous meth-
ods to develop our Uncertainty-guided Perturbation Super-
Resolution (UPSR) model. Extensive experimental results
demonstrate that, despite reduced model size and train-
ing overhead, the proposed UPSR method outperforms cur-
rent state-of-the-art methods across various datasets, both
quantitatively and qualitatively.

1. Introduction

Single image super-resolution (SR), which aims to recover
clean the high-resolution (HR) image from its degraded,
contaminated low-resolution (LR) counterpart, is a classical
problem in the computer vision society. Significant infor-
mation loss during the degradation process underscores the
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Figure 1. A comparison of initial state setup between differ-
ent diffusion-based image super-resolution methods, where ε ∼
N (0, σ2

maxI). (b) SR3 [27] initiate the diffusion process from
pure Gaussian noise, whereas (c) ResShift [44] and (d) our UPSR
embed the LR input into the initial noise map. Additionally, we
apply uncertainty-guided weighting coefficient wu(y0) to reduce
the noise level in flat areas, achieving a more specialized diffusion
process for SR to improve performance.

need for robust super-resolution modeling capability to re-
cover missing details and produce visually pleasing results.
Existing SR methods have explored a variety of advanced
network architectures and complex degradation modeling
to improve performance in classical SR [2, 19, 47] and real-
world SR [37, 46], respectively.

Recently, diffusion models [8, 12, 30] have demonstrated
impressive capability in image synthesis, offering a promis-
ing new approach for the real-world image super-resolution
task. These methods transform pure Gaussian noise into
high-quality images through a predefined Markov chain,
and their solid theoretical foundation endows them with ex-
ceptional modeling capacity to bridge diverse data distri-
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butions. To leverage the modeling capabilities of diffusion
models for recovering missing details in LR images, sev-
eral methods [26, 27] begin the SR process by sampling
from a standard Gaussian distribution and gradually refine
the noisy inputs into high-quality outcomes. However, start-
ing from pure noise was originally intended for image syn-
thesis tasks, resulting in suboptimal outcomes for super-
resolution. Additionally, these methods typically require
a lengthy sampling process, limiting their practicality for
real-world applications.

To address the aforementioned issues, ResShift [44] fo-
cuses on the construction of the prior distribution, highlight-
ing the importance of LR information during the diffusion
process. By embedding the LR image into the initial noise
map and progressively recovering the residual between the
LR and HR images, ResShift greatly simplifies the diffu-
sion process. Instead of modeling the entire HR image
from noise, it only needs to estimate the LR-HR residual,
which shortens the sampling process while significantly en-
hancing super-resolution results. Despite improved perfor-
mance, challenges remain, as shown in Fig. 1 where most
details are obscured by heavy noise. This still poses addi-
tional challenges, as exploiting the information from sur-
rounding areas is crucial for recovering missing details in
the SR task.

For the pursuit of designing a more specialized and ef-
fective diffusion process for SR to improve performance,
we first propose to make better use of the LR information
in the prior distribution. In recent studies, little attention
has been given to the inherent information in the LR image
that flat areas are already close to the target, whereas edge
and texture regions are farther away. To leverage this infor-
mation, we propose to consider different regions in the LR
image as being situated at various timesteps of an isotropic
diffusion process. This leads to an anisotropic diffusion
process, where flat areas are assigned lower noise levels
(as t → 0), while edge and texture regions receive larger
noise (as t → T ). To achieve region-specific noise con-
trol, we draw inspiration from uncertainty-driven SR ap-
proaches [16, 25] and employ a simple SR network to es-
timate the uncertainty (variance) of different areas in the
input LR image. This uncertainty reflects the difficulty of
recovering HR details and is closely related to the distribu-
tion disparity between LR and HR, indicating the amount
of noise required. We then propose a technique called
Uncertainty-guided Noise Weighting, which applies weight
coefficients to noise levels in different regions based on their
uncertainty estimates. The weight coefficient is positively
correlated with the uncertainty estimate, enabling adaptive
reduction of noise intensity in flat areas to preserve more
details in the initial state of the diffusion process. Equipped
with UNW and a modified network architecture, we intro-
duce the UPSR model, which achieves state-of-the-art per-

formance while reducing computational costs, as validated
on both synthetic and real-world SR datasets.

Our major contributions are summarized as follows:
• To achieve a more specialized diffusion pipeline for SR,

we propose to adjust the noise level for different areas
based on their uncertainty estimate, where the noise in
flat areas (low uncertainty) is reduced. This Uncertainty-
guided Noise Weighting strategy enables adaptive con-
trol across different areas and results in improved perfor-
mance.

• We establish the connection between the residual esti-
mated by a pre-trained SR network and the uncertainty
of the LR input. The estimated residual could serve as
an approximate measure of uncertainty, enabling effective
uncertainty estimation in the proposed uncertainty-guided
noise weighting scheme.

• By integrating the proposed uncertainty-guided noise
weighting scheme and the modified network architecture,
our method achieves state-of-the-art performance across
various benchmark datasets with smaller model size and
less training overhead.

2. Related Works

2.1. Image Super-Resolution
The current literature on image super-resolution can be di-
vided into two categories: classical SR and real SR. The
former focuses on addressing predefined degradation pat-
terns, e.g., bicubic downsampling. After the era of con-
ventional methods [7, 41, 45], a multitude of works [2, 4,
18, 19, 21, 47, 49] focus on exploring the potential of neu-
ral network, ranging from improved convolutional neural
networks to transformer variants [33]. These architectural
modifications enhance the capacity of modeling complex
relationship between LR and HR images, thereby achieving
better performance. Despite their success, these methods
perform poorly when directly applied to the real SR task,
where the degradation model includes a series of unknown
and complex noise and blur patterns. BSRGAN [46] incor-
porates a series of degradation operators to simulate real-
world scenarios, providing a robust training baseline. By
combining this strategy with a generative adversarial net-
work [6], BSRGAN achieves remarkable fidelity and per-
ceptual quality in the real SR task. Subsequently, RealESR-
GAN [37] extends this scheme to a high-order degradation
model, providing a more robust training data synthesis pro-
cedure and better performance.

2.2. Diffusion Models
Rooted in nonequilibrium thermodynamics, diffusion prob-
abilistic models [29] have emerged as a new trend in re-
cent research of generative models. DDPM [8] proposes
a lengthy parameterized Markov chain to bridge the dis-
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tribution of high-quality images and the standard Gaus-
sian distribution. Built upon solid theoretic foundations,
DDPM simplifies training objectives and achieves a great
breakthrough in image synthesis tasks, demonstrating sig-
nificant generative capacity compared to GAN-based meth-
ods [6, 11, 23]. Subsequently, immense amounts of re-
lated research have developed various techniques to further
improve DDPM by enhancing performance or shortening
sampling process. These improvements include determinis-
tic sampling [30], modified noise schedule [24], harnessing
latent space [26], second-order ODE solver [12], and im-
proved training dynamics [13].

2.3. Diffusion-based Image Super-Resolution
SRDiff [17] and SR3 [27] are the first to apply diffusion
models to image super-resolution by taking the LR input
as conditional information, demonstrating the efficacy of
diffusion model in generating perceptually high-quality SR
images. Despite superior performance, SR3 suffers from
bias issues and a costly sampling process. LDM-SR [26]
trains an autoencoder and performs the diffusion process
in its low-dimensional latent space. This approach al-
lows the model to concentrate on perceptually relevant de-
tails and significantly improves computational efficiency.
ResShift [44] embeds the LR information y0 into the initial
state xT and built a new prior distribution: xT ∼ N (xT |
y0, κ2ηT I). In this way, the diffusion process shifts from
generating the HR image x0 from pure noise ε to generat-
ing the residual x0 −y0 given noisy LR information y0 +ε,
greatly reducing the difficulty of estimation. The forward
and backward transition distributions are defined as:

q(xt | xt−1, x0, y0) =

N
(
xt | xt−1 + αt(y0 − x0), κ2αtI

) (1)

and
q(xt−1 | xt, x0, y0) =

N
(

xt−1 |
ηt−1

ηt
xt +

αt

ηt
x0, κ2 ηt−1

ηt
αtI

)
,

(2)

for t = 1, 2, · · · , T ; ηt and αt = ηt − ηt−1 are time-
dependent positive parameters that characterize the velocity
of mean shift and noise injection at different timesteps. In
this work, we adopt the sampling process and network ar-
chitecture of ResShift as our baseline and propose a series
of modifications to the sampling pipeline and network ar-
chitecture to enhance performance while significantly sav-
ing model size and training overhead.

3. Methodology
3.1. Noise Levels in Diffusion-based SR
In the context of SDE [31, 32], perturbing the data with
Gaussian noise is crucial for facilitating score estima-

(a)

(b)
Figure 2. (a) The distribution of pixel residual |y − x| computed
on ImageNet-Test dataset [44], omitting values where |y − x| >
0.4 for clarity. The result exhibits a distinct long-tailed characteris-
tic. (b) The statistical curves of fidelity |f(y)−x| and perceptual
quality |φ(f(y)) − φ(x)| with respect to residual |y − x| under
different noise levels. As |y − x| increases, the gap of fidelity
remains relatively stable when different noise levels are applied.
In contrast, the perceptual quality is more sensitive to the noise
level. A larger noise is more requisite in regions with high residual
value to achieve better perceptual quality. Meanwhile, we propose
weighted noise level wu(y)σmax which could lead to better re-
sults, with details presented in Sec. 3.3.

tion [9], especially for data residing in low-dimentional
manifolds. They apply various noise levels to perturb
the data to explore the low-density regions and enable the
score estimation towards high-density regions. In the super-
resolution task, the target is to estimate the gradients from
LR images (low density) to HR images (high density) in
the real image distribution. Recent diffusion-based meth-
ods [43, 44] inject a large initial noise into the LR image
and gradually reduce it throughout the reverse diffusion pro-
cess, as the LR sample progressively moves closer to high-
density regions. However, these methods focus solely on
the different amounts of noise needed at different timesteps
during the diffusion process, without accounting for the fact
that different areas of each image require varying noise in-
tensities. To provide a clearer insight, we conduct several
experiments to demonstrate how the fidelity and perceptual
quality of the output change when different overall noise
levels are applied to a diffusion-based SR model.

We first analyze the distribution of the residual |y−x| be-
tween each pixel pair of the upsampled LR image y and its
corresponding HR image x, as illustrated in Fig. 2a. The re-
sult clearly indicates that |y−x| follows a long-tailed distri-
bution, with over 95% of the data concentrated in the range
[0.01, 0.16]. Next, we focus on data within this range to
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Figure 3. A visualization of the actual residual |xi − yi| and the
estimated residual |g(yi)−yi|. The real residual exhibits high val-
ues in edges and texture regions, indicating the high uncertainty.
The residual estimated by SR network is close to the real one and
therefore can serve as a rough estimation of uncertainty.

investigate the relationships between the residual |y − x|,
fidelity |f(y) − x|, perceptual quality |φ(f(y)) − φ(x)| of
the output of the denoiser f(·) trained under different noise
levels σmax (in a reasonable range). The results are illus-
trated in Fig. 2b. Due to the blurring and downsampling
degradation, the residual |y − x| tends to be low in flat
areas and high in regions characterized by edges and tex-
tures. As |y − x| grows, the perceptual quality gap between
|φ(f(y)) − φ(x)|σmax=2.5 and |φ(f(y)) − φ(x)|σmax=0.5
increases rapidly, while the fidelity gap remains nearly un-
changed. This indicates that perceptual quality is more sen-
sitive to the noise level change, with higher noise levels be-
ing particularly important in edge and texture areas. These
regions lie in the low-density regions of the real image dis-
tribution and are affected by the ill-posed nature of super-
resolution. Applying a low σmax in such areas leads to
unreliable score estimation, resulting in perceptually poor,
over-smoothed outputs.

The experimental results support our hypothesis that dif-
ferent regions of an image respond differently to noise and
require distinct handling based on their content. Flat re-
gions typically closely resemble the corresponding ground
truth, requiring only a slight amount of noise; therefore, we
consider them as existing at small timesteps (t → 0). Based
on this idea, we propose to reduce noise levels applied in
flat regions, and the results shown by the red line in Fig. 2b
preliminarily verify the effectiveness. In the following sub-
sections, we will detailedly discuss how to determine the
noise level for different types of areas in the LR image.

3.2. Uncertainty Estimation

Due to the ill-posed nature of the image super-resolution
task, perfectly reconstructing HR images from degraded
LR inputs is non-trivial. The high-frequency informa-
tion in edge and texture areas is severely corrupted dur-
ing the degradation, exhibiting greater variance compared
to flat areas and making accurate prediction more challeng-
ing. Several works [16, 25] explore this variance from an
uncertainty-based perspective [15]. Given an HR image
xi ∈ Rn and its corresponding LR image yi ∈ Rn, the un-
certainty ψi of the SR estimate g(yi) is related to its resid-

ual with xi:

xi = g(yi) + ε ψ(g(yi)), (3)

where ε represents a standard Laplace or Gaussian distribu-
tion when g(·) is regularized by L1 or L2 loss function, re-
spectively. If the reconstruction error |xi − g(yi)| is larger
than |xj − g(yj)|, then it is more likely that g(yi) has a
higher uncertainty ψ(g(yi)), compared to the uncertainty
ψ(g(yj)) of g(yj). Similarly, we can associate the uncer-
tainty of yi with the residual |xi − yi| as:

xi = yi + ε̂ ψ(yi), (4)

where ε̂ represents an unknown distribution that depends
on the degradation pattern. If g(·) is well-trained, we can
assume that g(yi) closely approximates xi, implying that
|g(yi) − yi| is similar to |xi − yi|. As illustrated in Fig. 3,
the residual estimated by g(·) is roughly similar to the real
residual. Therefore, we propose to leverage the residual
|g(yi)−yi| as the estimate of the uncertainty of yi. Specif-
ically, we define the uncertainty estimate as:

ψest(y) =
1
2

|g(y) − y|. (5)

In the next subsection, we will take this uncertainty estimate
as the criterion to adjust the noise intensity.

3.3. Uncertainty-guided Noise Weighting
Based on the discussion in previous sections, we propose to
replace the commonly used isotropic Gaussian noise with
anisotropic noise that adapts to the image content. Inspired
by [25], which deals with areas with higher uncertainty
by assigning larger weights to the loss function to impose
stronger constraints, we suggest adjusting the noise inten-
sity based on the uncertainty estimate across different re-
gions. Specifically, after obtaining the uncertainty estimate
as outlined in Sec. 3.2, we compute the weighting coeffi-
cient wu and apply it to modulate noise levels for differ-
ent areas in the diffusion process. We refer to this strat-
egy as Uncertainty-guided Noise Weighting (UNW). For y
with lower uncertainty (e.g. in flat areas), it is more likely
that y resides in high-density regions of the HR data dis-
tribution. In such cases, a lower noise level is sufficient to
achieve perceptual quality comparable to that of a higher
noise level, while also preserving more LR details, as dis-
cussed in Sec. 3.1. Conversely, if y exhibits high uncer-
tainty (e.g., in edge or texture areas), a higher noise level
is requisite to account for the significant distribution dispar-
ity and to provide greater chances of reconstructing photo-
realistic details. Therefore, we model the noise weighting
coefficient wu as a monotonically increasing function with
respect to the uncertainty:

wu(y) := u(ψest(y)), (6)
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Figure 4. The overall pipeline of the proposed UPSR model. An auxiliary SR network is first employed to estimate the uncertainty of the
input y0. Then the weighting coefficient wu computed based on the uncertainty ψest(y0) are applied to adjust the noise level in different
regions. Meanwhile, both the SR estimate g(y0) and LR input y0 are concatenated as the conditional information for the denoiser fθ(·).

where wu(y) ∈ Rn×n represents the diagonal weight ma-
trix used to lower the noise level in low-uncertainty areas
while maintaining a higher noise level in high-uncertainty
regions, creating a more specialized and adaptive diffusion
pipeline for SR. Details of the implementation of u(·) are
presented in the supplementary material.

Built upon the UNW technique, we introduce a new
pipeline for diffusion-based SR, termed Uncertainty-guided
Perturbation for SR (UPSR), as illustrated in Fig. 4. Given
an LR image y0, we first obtain its SR estimate g(y0)
through an auxiliary SR network g(·). Then we estimate
the uncertainty of y0 as ψest(y0) = 1

2 |g(y0) − y0| and ob-
tain the weighting coefficient as wu(y0) = u(ψest(y0)).
Based on the weighting coefficient, we rewrite the forward
transition distribution q(xt | xt−1, x0, y0) in Eq. 1 as:

N
(
xt | xt−1 + αt(y0 − x0), κ2wu(y0)2αtI

)
, (7)

and derive the corresponding backward transition distribu-
tion q(xt−1 | xt, x0, y0) as:

N
(

xt−1 |
ηt−1

ηt
xt +

αt

ηt
x0, κ2wu(y0)2 ηt−1

ηt
αtI

)
, (8)

where the difference is that we leverage the weighting co-
efficient wu(y0) to control the noise level. Since g(y0) is
a better estimate of x0 compared to y0, we combine g(y0)
with y0 to provide more accurate conditional information
for the denoiser. Details of the derivations of Eq. 7, 8
and the training pipeline are presented in the supplementary
materials. Following the previous diffusion-based meth-
ods [8, 44], our training objective for the denoiser to predict
the target x0 combines both pixel distance || · ||22 and LPIPS
criterion Lper:

L(θ) =
∑

t

[||fθ(xt, y0, g(y0), t) − x0||22

+ λLper(fθ(xt, y0, g(y0), t), x0)],
(9)

where λ is a hyperparameter to control the trade-off be-
tween fidelity and perceptual quality. Optimizing the de-
noiser fθ(·) through the mixed objective function facilitates
fewer diffusion steps while achieving better photo-realistic
results in various benchmark real-world datasets.

3.4. Network Architecture Modification
Besides altering the noise injection scheme and sampling
procedure, we also make several modifications to the net-
work architecture.

We rethink the necessity of leveraging latent space for
image super-resolution with only a few diffusion steps.
[26] and [44] utilize VQGAN [5] to transfer the diffu-
sion process from pixel space to latent space, for the sake
of reducing spatial dimensionality to improve efficiency.
However, as the number of sampling steps decreases, the
performance-cost ratio of VQGAN gradually decreases due
to its own huge computing resource consumption. More-
over, the application of certain perceptual criteria (e.g.,
LPIPS [48]) requires pixel-level computation, leading to
additional decoding costs during the training process. To
mitigate its impact, we propose to replace the VQGAN en-
coder and decoder with PixelUnshuffle operation [28] and
a simple nearest neighbor upsampling module, respectively.
This approach enables compressing and expanding the spa-
tial dimension with minimal computational cost. Therefore,
we can perform the diffusion process directly in pixel space
while maintaining a complexity comparable to that in the
latent space. In this vein, we significantly reduce the total
model size and training overhead without sacrificing perfor-
mance.

4. Experiments
4.1. Experimental Setups
For data preparation, we apply randomly cropped 256×256
patches from ImageNet [3] as HR training data following
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Table 1. Ablation study on effects of the proposed components, including the SR condition and uncertainty-guided noise weighting (UNW).
The best results are highlighted in bold.

UNW SR cond. RealSR RealSet
PSNR↑ CLIPIQA↑ MUSIQ↑ MANIQA↑ NIQE↓ CLIPIQA↑ MUSIQ↑ MANIQA↑ NIQE↓

26.18 0.5447 62.951 0.3596 4.49 0.6141 64.360 0.3718 4.42√
26.12 0.5760 64.512 0.3717 4.18 0.6340 64.280 0.3836 4.22√ √
26.44 0.6010 64.541 0.3818 4.02 0.6389 63.498 0.3931 4.24

[26] and [44]. Then the degradation pipeline of RealESR-
GAN [37] are adopted to generate degraded 64 × 64 LR in-
puts. For network architecture, we employ the commonly-
used U-Net denoiser fθ(·) with few adjustments to fit
our refined diffusion pipeline. For g(·), we employ the
lightweight version of [47] and pretrain it following the real
SR pipeline to produce SR predictions and uncertainty es-
timates. During the diffusion model training process, we
freeze the pretrained g(·) and optimize fθ(·) for 200k it-
erations with a batchsize of 32. To quantitatively vali-
date the efficacy of the proposed method, we utilize three
full-reference metrics: PSNR, SSIM and LPIPS [48]; and
four non-reference metrics CLIPIQA [34], MUSIQ [14],
MANIQA [42], and NIQE [22] to evaluate the performance.
Among these metrics, PSNR and SSIM reflect the fidelity of
the generated super-resolution results, while other metrics
assess the perceptual quality of the outputs.

4.2. Analysis

In this subsection, we conduct ablation studies on the ef-
fectiveness of several key components and analyze the
performance-cost trade-off of the proposed method.

Effectiveness of UNW and SR conditioning. In order to
show the efficacy of the proposed uncertainty-guided noise
weighting scheme and SR conditioning, we use the noise
schedule and sampling process of ResShift [44] as the base-
line. We first apply the uncertainty-guided noise weighting
scheme to adjust the noise intensity across different regions
based on the uncertainty estimate. The weighting scheme
yields better outcomes in terms of perceptual quality, with
enhancements of 0.0355 in CLIPIQA and 1.512 in MUSIQ.
We attribute this improvement to the reduced noise intensi-
ties applied to flat areas, which allow these clearer regions
to provide additional information that aids in more accu-
rately recovering the remaining degraded regions. This val-
idates our idea of reducing noise in flat regions does not
degrade perceptual quality, but rather enhances it. Next, we
incorporate the SR prediction g(y0) and LR input y0 as the
conditional information entered into the denoiser fθ(·). The
additional SR prediction offers more precise supplemen-
tary information compared to relying solely on the degraded
LR input, resulting in a significant improvement in both fi-

Table 2. Model size and computational efficiency comparisons
between the proposed UPSR and other diffusion-based methods.
Gray numbers denote the parameter counts for auxiliary network,
i.e., VQGAN in ResShift and g(·) in our work. We test the run-
times on 32 × 3 × 64 × 64 LR input using single RTX4090 GPU
and present several results evaluated on the RealSR dataset.

Model Params (M) Runtimes (s) MUSIQ MANIQA

LDM-15 113.60+55.32 1.59 48.698 0.2655
ResShift-15 118.59+55.32 1.98 57.769 0.3691
ResShift-4 118.59+55.32 1.00 55.189 0.3337
UPSR-5 119.42+2.50 1.12 64.541 0.3818

Table 3. Training overhead comparison between ResShift and
UPSR evaluated under a batchsize of 16 per GPU.

Model Training Speed Memory Footprint

ResShift 1.20 s/iter 24.1 G
UPSR 0.45 s/iter 14.9 G

delity and perceptual quality. Specifically, this more robust
pipeline further improves PSNR by 0.34 dB and CLIPIQA
by 0.0247 in the RealSR dataset. These ablation studies
verify the significance of leveraging LR information during
diffusion-based SR process.

Model Size and Training Overhead Comparison. In
section 3.4, we discussed replacing VQGAN in diffusion-
based SR model with simpler downsampling and upsam-
pling modules to improve efficiency. To validate the ef-
ficacy of the modified architecture, we first evaluate the
model size and computational cost of UPSR compared
to state-of-the-art diffusion-based methods, as shown in
Tab. 2. With the modified architecture and pipeline, UPSR-
5 reduces the overall model size by 30% and achieves bet-
ter perceptual quality with an inference speed comparable
to that of ResShift-4. In contrast, ResShift-4 achieves the
acceleration at the expense of performance. We then as-
sess the training overhead of different methods, as shown in
Tab. 3. Removing VQGAN results in substantial reductions
in training overhead, increasing training speed by 167% and
saving GPU memory footprint by 38%. These results val-
idate that UPSR strikes a better trade-off between perfor-
mance and efficiency.
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Table 4. Quantitative results of different methods on one synthetic dataset ImageNet-Test and two real-world datasets RealSR and RealSet.
The best and second best results are marked in red and blue. All results of the previous methods are evaluated using the released inference
codes and pretrained weights.

Datasets Metrics GAN-based Methods Diffusion-based Methods
ESRGAN RealSR-JPEG BSRGAN RealESRGAN SwinIR DASR LDM-15 ResShift-15 ResShift-4 UPSR-5

ImageNet
-Test

PSNR↑ 20.67 23.11 24.42 24.04 23.99 24.75 24.85 24.94 25.02 23.77
SSIM↑ 0.4485 0.5912 0.6585 0.6649 0.6666 0.6749 0.6682 0.6738 0.6830 0.6296
LPIPS↓ 0.4851 0.3263 0.2585 0.2539 0.2376 0.2498 0.2685 0.2371 0.2075 0.2456

CLIPIQA↑ 0.4512 0.5366 0.5810 0.5241 0.5639 0.5362 0.5095 0.5860 0.6003 0.6328
MUSIQ↑ 43.615 46.981 54.696 52.609 53.789 48.337 46.639 53.182 52.019 59.227

MANIQA↑ 0.3212 0.3065 0.3865 0.3689 0.3882 0.3292 0.3305 0.4191 0.3885 0.4591
NIQE↓ 8.33 5.96 6.08 6.07 5.89 5.86 7.21 6.88 7.34 5.24

RealSR

PSNR↑ 27.57 27.34 26.51 25.83 26.43 27.19 27.18 26.80 25.77 26.44
SSIM↑ 0.7742 0.7605 0.7746 0.7726 0.7861 0.7861 0.7853 0.7674 0.7439 0.7589
LPIPS↓ 0.4152 0.3962 0.2685 0.2739 0.2515 0.3113 0.3021 0.3411 0.3491 0.2871

CLIPIQA↑ 0.2362 0.3613 0.5439 0.4923 0.4655 0.3628 0.3748 0.5709 0.5646 0.6010
MUSIQ↑ 29.037 36.069 63.587 59.849 59.635 45.818 48.698 57.769 55.189 64.541

MANIQA↑ 0.2071 0.1783 0.3702 0.3694 0.3436 0.2663 0.2655 0.3691 0.3337 0.3828
NIQE↓ 7.73 6.95 4.65 4.68 4.68 5.98 6.22 5.96 6.93 4.02

RealSet

CLIPIQA↑ 0.3739 0.5282 0.6160 0.6081 0.5778 0.4966 0.4313 0.6309 0.6188 0.6392
MUSIQ↑ 42.366 50.539 65.583 64.125 63.817 55.708 48.602 59.319 58.516 63.519

MANIQA↑ 0.3100 0.2927 0.3888 0.3949 0.3818 0.3134 0.2693 0.3916 0.3526 0.3931
NIQE↓ 4.93 4.81 4.58 4.38 4.40 4.72 6.47 5.96 6.46 4.23

4.3. Comparisons with State-of-the-Art Methods
We select ImageNet-Test [3, 44] that contains 3,000 im-
ages as major dataset for synthetic image super-resolution
evaluation. Furthermore, two commonly used real-world
datasets, RealSR [1] and RealSet65 [44], are adopted to
evaluate the generalizability in real-world scenarios. We
make comparisons with several GAN-based methods ES-
RGAN [36], RealSR-JPEG [10], BSRGAN [46], RealESR-
GAN [37], SwinIR [19], DASR [20], and two diffusion-
based methods LDM [26] and ResShift [44].

The quantitative results on three benchmark datasets are
shown in Tab. 4. We present UPSR with five sampling steps
in order to trade off the super-resolution performance and
computational consumption. The proposed UPSR achieves
better CLIPIQA, MUSIQ, MANIQA and NIQE compared
to ResShift, indicating the significant improvement in per-
ceptual quality. Specifically, while reducing 30% of the
overall model size, UPSR-5 still outperforms ResShift-4 by
7.21 and 2.10 in terms of MUSIQ and NIQE in ImageNet-
Test dataset. For real-world datasets, our method also
yields impressive results. UPSR-5 consistently outperforms
ResShift-4 across both the RealSR and RealSet datasets,
demonstrating the efficacy of UPSR in addressing unknown
degradation. Furthermore, UPSR-5 achieves the best NIQE
metric, while recent diffusion-based methods show poorer
NIQE performance compared to most GAN-based methods.

4.4. Visual Examples
In this section, we present several visual examples to illus-
trate the proposed UNW scheme and the comparisons be-
tween different methods.

!"#
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Figure 5. Visual examples of the proposed UNW strategy. Based
on the uncertainty estimate (illustrated as the heatmap), the noise
level in most flat areas is reduced to preserve more details for bet-
ter SR results. Meanwhile, noise in edge areas (e.g., in image (a))
and severely degraded parts (e.g., in image (b)) are maintained
relatively heavy to ensure reliable score estimation to produce vi-
sually pleasing results.

Visualization of Weighted Noise. In Fig. 5 we provide
visual examples of isotropic and anisotropic noises applied
in different images. The proposed UNW strategy enables
adaptive perturbation across different areas, leading to the
anisotropic diffusion process. The reduced noise level in
flat areas, particularly in clear backgrounds, help retain
more details in the initial state without sacrificing gener-
ative capability. Additionally, these retained details pro-
vide more information to reconstruct missing details in sur-
rounding regions, thereby enhancing overall performance.
Conversely, in edge regions, the noise level is maintained at
the predefined σmax due to their high uncertainty, ensuring
sufficient perturbation to prevent the model from generating
over-smoothed results.
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Figure 6. Qualitative comparison between different methods on real-world datasets. Please zoom in for more details.

Qualitative Comparison. In Fig. 6, we provide visual re-
sults produced by different methods on real-world datasets.
These results validate that the proposed UPSR method is
capable of producing visually better outputs. Specifially,
UPSR successfully recover finer textures and sharper edges,
while other methods yields blurry results. More visual ex-
amples are presented in the supplementary material.

5. Conclusion
In this work, we propose specialized prior distribution and
sampling pipeline, along with modifications on the network
architecture to develop the Uncertainty-guided Perturbation
scheme for Super-Resolution to tackle real-world SR task.
Specifically, we propose region-specific processing based
on the LR content from a uncertainty-based perspective. In
flat areas (low-uncertainty), reducing the noise level could
preserve more details in the initial state of the diffusion pro-
cess and therefore improve performance, whereas edge and

texture regions (high-uncertainty) demand stronger noise to
bridge their significant disparity with the target distribution.
To facilitate region-specific control, we leverage the uncer-
tainty of LR image as the criterion to adjust noise level in
different areas. We employ an auxiliary SR network and
consider the residual of SR prediction as the approximate
uncertainty estimate of LR image due to their similarity.
We further incorporate the SR prediction as conditional in-
formation and make several architectural modifications to
provide a more robust pipeline to further enhance perfor-
mance. Extensive experiments on both synthetic and real-
world datasets validate the efficacy of the proposed UPSR
model, even with lower model size and training overhead.
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