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Abstract

In this work, we present DEcoupLEd Distillation To
Erase (DELETE), a general and strong unlearning method
for any class-centric tasks. To derive this, we first propose
a theoretical framework to analyze the general form of un-
learning loss and decompose it into forgetting and reten-
tion terms. Through the theoretical framework, we point
out that a class of previous methods could be mainly formu-
lated as a loss that implicitly optimizes the forgetting term
while lacking supervision for the retention term, disturbing
the distribution of pre-trained model and struggling to ad-
equately preserve knowledge of the remaining classes. To
address it, we refine the retention term using “dark knowl-
edge” and propose a mask distillation unlearning method.
By applying a mask to separate forgetting logits from re-
tention logits, our approach optimizes both the forgetting
and refined retention components simultaneously, retaining
knowledge of the remaining classes while ensuring thor-
ough forgetting of the target class. Without access to the re-
maining data or intervention (i.e., used in some works), we
achieve state-of-the-art performance across various bench-
marks. What’s more, DELETE is a general solution that
can be applied to various downstream tasks, including face
recognition, backdoor defense, and semantic segmentation
with great performance.

1. Introduction

The growing importance of “the right to be forgotten” [53]
highlights concerns around pretrained deep models, which
heavily rely on user data and large-scale, unfiltered web-
crawled datasets [12, 41, 42]. Such reliance may compro-
mise both user privacy and model reliability [16, 41, 44].
How to erase the influence exerted by specific subsets of
training data, known as “machine unlearning” [3], has be-
come a pressing issue. To circumvent the high computa-
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Figure 1. Performance comparison of our method with previous
works and (i.e., the set to 100%) across
image classification, data poisoning, face recognition and semantic
segmentation, evaluated on forgetting and remaining performance.

tional expense of retraining [21], there is a need for more ef-
ficient unlearning methods. In this work, we focus on class-
centric unlearning, which is important for applications like
facial recognition, backdoor defense, and semantic segmen-
tation, where forgetting specific classes is needed [9, 30].

In this work, we aim to explore a general unlearning so-
lution for any class-centric tasks, which could not be im-
plemented by existing works as shown in Fig 1. To achieve
it, we first propose a theoretical framework to derive the
general form of unlearning loss and decouple the unlearn-
ing loss into two components: forgetting loss and retention
loss, which serve as optimization objectives for forgetting
and knowledge retention, respectively. Based on our theo-
retical framework, we reformulate previous re-label based
methods [8, 9, 19] (i.e., a prominent category of unlearning
techniques that achieve unlearning by assigning incorrect
labels to forget samples.) and observe that they implicitly
optimize the forgetting term but lack explicit supervision
over the retention term. This limitation hinders the ability to
effectively retain knowledge of remaining classes and there-
fore disturbs the distribution of pre-trained model [9, 14].
To address this, we further refine the retention loss by lever-
aging “dark knowledge” [61], i.e., the relative magnitudes
of the probabilities for the remaining classes. By apply-
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ing a masking strategy that separates forgetting logits from
retention logits, we develop a post-hoc decoupled distilla-
tion unlearning method. This approach simultaneously op-
timizes both the forgetting and refined retention loss com-
ponents, enabling effective unlearning while retaining es-
sential knowledge. Combining the theoretical framework
with our novel unlearning loss, we propose the Decoupled

Distillation to Erase method, termed DELETE.

By only modifying the unlearning loss, without bells
and whistles we outperform existing unlearning methods
by a large margin across different benchmarks, model ar-
chitectures, and forgetting settings. Additionally, we ap-
ply our unlearning loss to downstream tasks such as face
recognition, data poisoning and semantic segmentation, and
achieve great performance success both in forgetting the tar-
get class and remaining others as shown in Fig 1, highlight-
ing its strong generalization capabilities and promising ap-
plications in real-world scenarios. To the best of our knowl-
edge, this work presents the first comprehensive and fair
comparison of all existing class-centric unlearning methods
that do not rely on remaining data or intervention, evaluated
under thorough settings across a wide range of benchmarks.

In summary, our main contributions are as follows:

* We adopt a novel theoretical analysis that decomposes the
unlearning loss into a forgetting term and a retention term.
This inspires a new perspective on leveraging and pre-
serving knowledge within the model based on logits. Un-
der the analysis framework, we also point out that some
previous methods implicitly adapt the forgetting term but
lack supervision for the retention loss.

* Motivated by the analysis, we further refine the reten-
tion loss using “dark knowledge” and introduce the post-
hoc decoupled distillation unlearning method, termed
DELETE. By masking to decouple the logits of forgotten
and non-forgotten classes, we optimize both the decou-
pled objectives simultaneously, which leads to both ef-
fective unlearning and excellent knowledge preservation.

* Through extensive experiments across a wide range of
benchmarks, we demonstrate our method’s SOTA perfor-
mance. Additionally, we apply it to multiple real-world
downstream tasks, such as face recognition, backdoor de-
fense, and semantic segmentation, highlighting its strong
generalization capabilities.

2. Related Work

Machine Unlearning. Machine Unlearning is the task of
removing the influence of specific data from a pretrained
model [3, 7, 18]. This task addresses the “right to be for-
gotten” [53], which is crucial for privacy protection [3]
and enhancing AI safety [17, 30, 37]. Retraining from
scratch is a common yet naive approach, as it incurs sub-
stantial computational overhead [21, 58]. Some methods
explore machine unlearning for traditional machine learn-

ing tasks, such as linear regression [2, 34], k-means [18],
random forests [4], and SVM [10]. However, these meth-
ods typically leverage the convex nature of the problem or
other theoretical constraints, so that can’t be adopted on
DNN [2, 6, 7, 32, 33, 56, 57, 59, 63, 64].

Unlearning in DNN. The urgent need for fast unlearning
methods in DNNs leads to various approaches. Some meth-
ods require intervention during the pre-training process.
SISA [3] splits the model into multiple sub-models trained
independently, and selectively removes these sub-models to
unlearn. Unrolling SGD [50] adds extra loss terms during
training, while other methods [21, 58] rely on stored gradi-
ent information to facilitate and speed up unlearning. How-
ever, these designs increase computational overhead, reduce
efficiency, and may degrade model performance [36, 60],
making them impractical for machine-as-a-service (MaaS)
and complex real-world applications [22, 55].

To achieve effective forgetting while preserving unre-
lated knowledge, other methods attempt to use the remain-
ing data. Fisher Forgetting [19] calculates the Fisher In-
formation Matrix based on remaining data, adding noise to
scrub parameters associated with forgetting data. SSD [15]
calculates parameter importance for both forgotten and re-
maining data, then applies weight perturbations to unlearn.
Additionally, some methods introduce regularization terms
or an extra repair stage to reduce interference with unre-
lated knowledge [27, 49]. However, in real-world appli-
cations, factors such as restricted data access, data expira-
tion policies, storage costs, or privacy concerns may prevent
providers from storing remaining data [1, 8, 29]. In order to
address these challenges, unlearning should ideally be per-
formed without relying on such data. In these cases, the
above methods become unusable or suffer from observable
performance degradation [15, 45, 49].

Therefore, a stricter and more practical machine unlearn-
ing scenario needs to be explored. Our method does not in-
terfere with the pre-training process, or rely on remaining
data, making it readily applicable in real-world scenarios.
Knowledge Distillation. Knowledge distillation [24], ini-
tially proposed by Hinton et al., is a technique that trans-
fers knowledge from a teacher model to a student model.
FitNets [38] further advances this approach by incorporat-
ing intermediate features to better align teacher and student
models. Decoupled knowledge distillation [61] separate
the logits into TCKD and NCKD components, enhancing
model capability and generalization.

In recent years, knowledge distillation has been applied
across various vision tasks, including machine unlearn-
ing [20, 35, 39, 40, 48, 54]. Bad Teacher [11] initializes
a pair of competent and incompetent teacher models, using
knowledge distillation to selectively unlearn while retaining
unrelated knowledge. SCRUB [27] leverages the teacher
model’s outputs on remaining data to preserve knowledge.
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Our approach decouples the unlearning loss into two dis-
tinct components and incorporates mask to guide the distil-
lation process. Unlike previous methods, we achieve selec-
tive forgetting without access to remaining data.

3. Problem Definition for Machine Unlearning

We now define the notion of class-centric machine unlearn-
ing. Let the dataset be denoted as D = {x;,y;}Y; C
X x Y, consisting of N data points. x € X C R? rep-
resents the input image, and y € Y = {1,---,K} is
the ground truth label of the image. Let the original clas-
sification model trained on the dataset D be denoted as
fo, : X = Y, where 0, represents the model parameters.

In machine unlearning, the original dataset is divided
into two non-overlapping subsets, D¢ and D,. The goal
of machine unlearning is to erase the knowledge related to
Dr from the model while preserving knowledge related to
D, remains unaffected. Some existing methods use all or
part of D, during unlearning to preserve the model’s re-
lated knowledge. However, due to privacy concerns and
restricted data access in real-world applications [1, 8, 29],
we adopt a stricter machine unlearning setting: during un-
learning, only the data from D; can be used.

As a consequence, the unlearning algorithm trains the
model parameters 6, on D¢ to obtain new parameters 6. The
unlearned model fy is required to exhibit incorrect classifi-
cation on D¢, while maintaining high classification accuracy
on D,.. The model fy-, retrained on D;, is typically regarded
as the upper bound for machine unlearning [9, 51]. The out-
put of the unlearned model fy should be as close as possible
to this target model fg«.

4. Theoretical Analysis and Method

In this section, we first present a theoretical analysis frame-
work to explore the general form of unlearning loss and de-
compose it into forgetting and retention losses. Based on the
theoretical analysis, we show that re-label unlearning meth-
ods are a special case of unlearning loss. Then we suggest
a forgetting condition on the forgetting loss derived from
experimental observations; while re-label methods also im-
plicitly satisfy this, they lack supervision on the remaining
classes. Therefore, we introduce a retention condition for
the retention loss. By combining both conditions, we finally
propose a mask distillation unlearning method.

4.1. Theoretical Analysis

1) Decoupling Unlearning Loss. In this section, inspired
by DKD [61], we propose the unlearning loss and decom-
pose it into two parts: the forgetting loss and the retention
loss. For a classification sample x € Ds from class u to be
unlearned, let the target probability distribution output be
p € R¥, and the output of the actual unlearning model fy
be q € RX. Typically, the unlearning loss should reduce
KL divergence, given by £ = KL(p||q).

Let p; denote the i-th component of the probability dis-
tribution for the target p. Specifically, p, and p\,, =
> 2uDi denote the probabilities corresponding to the for-
getting class and the sum for all other classes, respectively.
We denote the binary-class probabilities as p(*) = [p,,, P\ul-
Similarly, the predicted probabilities g, g\, and the binary-
class distribution q(® = [q,, ¢\ are defined. For all
classes 7 # u, we define p and q as the re-normalized prob-
ability distributions over these K — 1 classes, i.e., each ele-

ment satisfies p; = Z-ii - and G = > (: —.
i iFu

The unlearning loss function, which reduces the gap be-
tween the model’s predicted distribution and the target dis-
tribution, can be decomposed into two parts:

L= pu10g< >+szlog( ) (1)

For the second term, leveraging the identities p; = p; -
P\ and q; = §; - q\,, for i # u, we have:

> pilog ( ) =P Y pilog <pl p\“>

i#u i#u N

P\u
“ne (e () s (52))
i#u \u

D\« A Di
= p\ulog (qi“) + P Y bilog (d) :

Substituting this result into the equation Eq. (1), the loss
function becomes:

L = p,log (p ) +p\u10g< w ) +p\u2pzlog< )
qu D\ 2 Gi
= KL(p®[[a®) + p\ KL(p|&).
2
Thus, we decouple the original loss function into two
components: one focused on enforcing forgetting of the tar-
get class, and the other supervising the remaining classes.
The former arises from the fact that p® = [p,,p\,] =
[Pu, 1 — py] depends only on the probability of the forgotten
class, p,, and similarly, q(b) depends on ¢,. We refer to
these components as the forgetting loss and retention loss.

2) Rethinking Re-label Unlearning Method. In this part,
we demonstrate that re-label unlearning methods, a com-
mon approach within unlearning tasks, represent a special
case of the previously established theoretical framework.
This allows us to leverage the conclusions drawn in Eq. (2).

Re-label methods assign a fixed incorrect label r # w to
sample x , as a form of supervised unlearning. For example,
random label assigns a randomly selected label to x [19].
Some methods use adversarial attacks to derive replacement
labels, by attacking x against the frozen model fp, [8, 9].
The unlearning 10ss L, _1abel is defined as the cross-entropy
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loss between x and the incorrect label r, formulated as:

arg gmin Lre—label = arg emin —log(qy). (3)

We then demonstrate that this is equivalent to the KL-
divergence between the one-hot vector of class r and the
model’s output. Let the one-hot vector for class r be de-
noted as €. When the target output distribution p := €',
note the fact that target p is independent of the optimization
parameter 6 and the properties of one-hot vectors. In this
case, we have:

argmin L e_1apel = argemin —log(gq,) + log(py)

0
! <pr>
= argminlog | —
6 qr

K
. Pi
argemm ; p; log (Qi > .

By transforming the re-label unlearning loss Eq. (3) into

a KL-divergence form as in Eq. (1), we enable further dis-
cussion within the decomposition framework introduced
earlier. In other words, re-label methods represent a spe-
cial case of Eq. (2), where the target distribution is set as a
one-hot vector.
3) Implicit Forgetting Condition in Re-labeling.While
the target distribution is not accessible during unlearning,
we can approximate p by observing the probability distribu-
tions generated by the retrain model, which is typically con-
sidered the gold standard for machine unlearning [9, 51].
As shown in the Tab. | in the subsequent experiments, af-
ter unlearning, the probability of the forgotten class p,, ap-
proaches 0. Previous re-label methods implicitly apply this
approximation by using a one-hot target, where p,, is set as
Py =€y = 0.

Based on these observations, we formally adopt the for-
getting condition p,, = 0 in forgetting loss from Eq. (2),
as an approximation of target distribution. Consequently,
we obtain p\,, = 1 — p, = 1, leading to p*) = [p,,, p\,] =
[0, 1], which we denote as e®) = [0,1]. The loss function
in Eq. (2) can be further expressed as:

£ =KL(e"[q") + p\ KL(pl|a)
=KL [[a®) + p\u Y pilog (%)
1Fu v

R P . Di
= KL(e®q") + pur log (j) +p Y Dilog (j) :

7
“4)
It suggests that the loss function should not only enforce
forgetting the target class via the first term, but also super-
vise predictions for remaining classes via the second and
third terms. This structure helps maintain the model’s pre-
dictions for other classes before and after unlearning, pre-
venting excessive forgetting.

iFu,r

However, re-label unlearning methods lack this supervi-
sion for unrelated classes ¢ # u, r. Recall re-label methods
are equivalent to using a one-hot vector for supervision. The
corresponding element in the target distribution is assigned
pi =0, (i.e., p; := 0), transforming Eq. (4) into:

e = KLl ) + i o (2.

T

As a result, the model’s prediction for other classes is left
unsupervised, which would otherwise serve as the third
term in Eq. (4). This indicates a lack of supervision for the
predictions of non-forgetting classes in the retention loss.
Thus, some methods leverage remaining data to preserve
performance on retained classes [14].

4.2. Mask Distillation Method

Previous work neglected the supervision of remaining
classes, hindering the preservation of predictions for other
classes. However, when forgetting specified classes, it
is important to keep the predictions for other classes un-
changed [9]. Additionally, preserving the relative magni-
tudes of the model’s outputs for other classes, which reflect
its “dark knowledge”, also plays a crucial role [61]. Thus,
we aim to further retain the relative magnitudes of the non-
forgotten outputs on retention loss, under the forgetting
condition. This motivates the use of distillation based on
the original model’s logits, rather than one-hot supervision,
which tends to be overly rigid.

To summarize, our goal is to approximate the target
distribution using three key observations and conditions,
building further on the Sec. 4.1:

* forgetting condition: The probability output for the un-
learning class, p,,, approaches zero , i.e., p,, = 0, as dis-
cussed in Sec. 4.1.

* retaining condition: The relative magnitude for the re-
maining classes remain unchanged, i.e., for i # u, p;
Softmax( fy, (x));-

* probability property: The target probability distribution
must satisfy the basic property of a probability distribu-
tion, i.e., Z,]le p; = 1.

This inspires us to supervise the current unlearn model
fo leveraging the variant of distribution predicted by the
frozen original model fy_ . By applying a mask and vector
normalization to the model output, we obtain an approxi-
mate target distribution that satisfies the above conditions.

Let z(x;6,) = fo,(x) (simplified as z hereafter) rep-
resent the logits of the frozen original model for x, where
Softmax(z) represents the corresponding probability dis-
tribution. We introduce Mask,, () as a masking function
applied to v € R, which sets the probability of class u
to zero while leaving the other dimensions unchanged. Re-
calling that e is the u-th column of the identity matrix I,
this masking function is defined as the Hadamard product:

Mask,(v) = (1 —e“) O v.
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Algorithm 1 Pseudocode of DELETE in a PyTorch-like
style.

# unlearn_model: the c o unlearn
# im “he input i H, W)
# lab 5: the corre
# Initialize the frozen model with unlearn model
frozen_model = copy(unlearn_model)
# Disable gradient computation for the frozen model
frozen_model.params.require_grad_(False)
for images, labels in loader:

# Create a decoupled distillation mask

mask = zeros ((N, K))

mask [arange (N), labels] = -float("inf")

# Compute soft targets using the frozen model

frozen_outputs = frozen_model.forward (images)
masked_outputs = mask + frozen_outputs
soft_targets = softmax (masked_outputs, dim=1)

# Forward pass through the unlearn model
logits = unlearn_model.forward (images)
loss = KLDivLoss (softmax(logits, dim=1),

soft_targets)

f Update the unlearn model
loss.backward()
update (unlearn_model.params)

The Normalize(-) function normalizes the vector to ensure
that the sum of its elements equals 1, which is achieved by
dividing each element by the total sum of all.

By applying the masking and normalization function to
process the frozen model’s output as the target, we have:

L = KL (Normalize(Mask, (Softmax(z))) ||q). (5)

The target in Eq. (5) satisfies all these conditions. By
masking out the probability for the target class, we satisfy
forgetting condition. The probabilities for the other classes
remain after the masking process, and after normalization,
they are proportional to the original model’s output prob-
abilities, satisfying retaining condition. Clearly, the nor-
malize function ensures the probability property.

Compared to explicitly specifying a one-hot target vec-
tor, the masking design allows for a more fine-grained uti-
lization of the logits for the decoupled forgetting and non-
forgetting components. This approach not only enables ef-
fective unlearning but also preserves knowledge of the non-
forgotten classes, as shown later in Sec. 5.3.

Moreover, we demonstrate that, with a carefully de-
signed mask function Mask,(+), the masking and softmax
steps can be interchanged. This reordering allows the soft-
max vector to naturally sum to 1, reducing the need for nor-
malization while achieving equivalent results. Further de-
tails are provided in the Appendix. The resulting loss func-
tion, derived from Eq. (5), is as follows:

L = KL (Softmax(Mask;, (z)) H Q).

For clarity, the Algorithm | provides the final method.

5. Experiments

5.1. Experimental Setup

Considering privacy requirements, restricted access, com-
putational constraints, and other real-world limitations as
mentioned before, we impose two strict constraints in our
experiments: (i) No access to the remaining data; (ii) No
intervention during the pre-training phase. Additional im-
plementation details are provided in the appendix.
Datasets. To evaluate the performance on class-centric un-
learning task, we use CIFAR-10, CIFAR-100 [26], and Tiny
ImageNet [28] datasets. For both single-class and multi-
class forgetting tasks, we randomly select a set of classes,
then unlearn the same selected classes across methods.
Models. We adopt ResNet-18 [23] as the primary architec-
ture for forgetting experiments. Additionally, we evaluate
methods on ViT-s [13], Swin-T [31], and VGGNet-16 [47]
to assess effectiveness across different model structures.
Baselines. In our experiments, we compare the following
baselines : Random Label, Negative Gradient, Finetune,
Fisher Forgetting [19], Boundary Shrink [9], Boundary Ex-
pand [9], Learn to Unlearn [8], Bad Teacher [11], Saliency
Unlearn [14], SCRUB [27] and Influence Unlearn [25].

Additionally, we include the performance of the original
model and the retrained model, with the latter often consid-
ered the gold standard in machine unlearning [9, 51].
Metrics. We employ the following accuracy to evaluate
effectiveness:Accy on the forget training data D¢, Acc, on
the remain training data D,, Accg on the forget test data
Dy, and Acey¢ on the remain test data Dy

We further use H-Mean as an overall performance mea-
sure of model forgetting and retention. Similar to gs-
lora [62], H-Mean is computed as the harmonic mean of
Acc,y and Dropy,, where Dropg represents the perfor-
mance drop on the forget test data after unlearning.

What’s more, we employ MIA, the membership infer-
ence attack [46] success rate, as another indicator of forget-
ting effectiveness. MIA measures the proportion of samples
in D¢ that the unlearn model may still “memorize”, reveal-
ing potential remnants of the forget data [14].

Metrics associated with Acce, Accg, and MIA should
approach zero to indicate effective forgetting, while metrics
such as Acc,, Acc,y, and H-Mean are expected to align with
original model’s, demonstrating retention of knowledge in
the remaining classes [9, 14, 62].

5.2. Results and Comparisons

Performance on Different Datasets. In this part, we dis-
cuss the single-class forgetting performance across various
datasets. Although our experimental setup does not allow
access to remaining data or intervention, we still compare
several methods that have these, marking them with gray.
Using CIFAR-10 as an example in Tab. 1, although all
methods achieve varying degrees of forgetting in Accy,
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Table 1. Performance comparison of single-class forgetting across different unlearning methods on CIFAR-10 and CIFAR-100 datasets.
indicates methods with remain data or intervention, and bold indicates the single best result among methods w/o remain data or
intervention (if multiple, results are not in bold). The same notation applies hereafter.

| CIFAR-10 | CIFAR-100
Method
‘ Accr ] Ace, t Accyg Acey T H-Mean 1t  MIA | ‘ Accr | Acer, t Acey | Accey T H-Meant  MIA |
Original Model 100 100 97.00 9531 99.08 | 100 9998  67.00  77.79 - 98.00
Retrain Model 0 100 0 95.20 96.09 0 0 99.97 0 77.64 71.93 0
Random Label 010 9066 160 8218 88.30 0 120 9660 100 6699 66.49 0
Negative Gradient | 11.12 8394 720 7552 82.04 744 | 220 97.80 0 70.66 68.78 1.20
Boundary Shrink | 028 9034 450 8456 88.35 022 | 140 9648 0 68.46 67.72 0
Boundary Expand | 1132 9074 1500  79.37 80.66 086 | 240 9859 100  71.69 68.73 0
Influence Unlearn | 1.04  99.58  0.60  93.21 94.78 0 0 97.83 0 71.03 68.96 0
Learnto Unlearn | 1236 9649  8.60  90.02 89.20 756 | 160 97.70 0 70.29 68.61 0.40
Bad Teacher 198 9223 1880  87.13 82.42 052 | 160 9846 300 7138 67.49 0.20
Saliency Unlearn | 9.98  79.19  10.50  70.18 80.53 1170 | 120 8807 300 59.73 61.79 1.00
Ours [ o 100 0 95.03 96.00 0o | o 99.97 0 76.57 71.47 0

Table 2. Performance comparison across different models.

Table 3. Performance comparison with frozen linear classifier.

Accr | Ace, 1 Acer I Acey T H-Mean T MIA | Method ‘ Accr | Ace, T Ace ) Accy T H-Mean T MIA |
VGGNer-16 Original Model 100 100 9700 9531 - 99.08
Original Model ~ 99.94 9994 9120  92.02 - 99.88 Retrain Model 0 100 0 95.12 96.05 0
Retrain Model 0 9971 0 9249 9184 0 Random Label 082 9360 690 8551 87.75 0
Boundary Shrink  6.68 9115 680 8279 8359 284 Negative Gradient | 19.20 87.83 1500 7937  80.66  13.88
Ours 0 966 0 9208 9164 0 Boundary Shrink | 112 87.97 930 8243  84.98 136
Swin-T Boundary Expand | 58.44 3202  69.60  39.13 3223 66.62
Original Model ~ 85.00 8658 8270  82.68 - 82.94 Bad Teacher 414 8626 2480 8151 76.57 2.14
Retrain Model 0 86.41 0 82.77 82.73 0 Saliency Unlearn | 10.58 8595 1120  76.14 80.68 3.78
Boundary Shrink 554  62.94 2.50 58.18 67.44 11.36 Influence Unlearn 0.40  99.61 0.20 93.59 95.17 0.20
Ours 0 85.37 0 83.09 82.89 0 Learn to Unlearn 21.00 97.86 17.60 91.09 84.84 15.54
ViT-S Ours | o 100 0 95.44 96.21 0
Original Model 9050 9057 7270  75.73 - 84.60
Retrain Model 0 92.42 0 76.44 74.52 0
Boundary Shrink ~ 1.84  73.16 170  65.59 68.19 1.66 get class is truly forgotten. Studies suggest that forgetting
Ours 0 90.74 0 77.21 74.89 0

some methods like Negative Gradient maintain Accg and
Accyy around 10%, indicating incomplete forgetting. In
contrast, our method achieves complete forgetting in Accg,
while maintaining an excellent Acc,t, with a minimal gap
of only 0.17% compared to the retrain model. When ex-
periments are extended to larger datasets such as CIFAR-
100 and Tiny ImageNet (Tab. 1 and Appendix), the per-
formance of some methods fluctuates significantly. No-
tably, our method consistently outperforms all other meth-
ods across all datasets and metrics.

Performance on Different Models. To evaluate effective-
ness across various models, we further conduct single-class
unlearning experiments with VGGNet-16, Swin-T, and Vit-
S, as shown in Tab. 2. A full comparison of methods is
provided in the Appendix. At the same performance of
Accg, our method shows a maximum performance gap of
only 0.77% in Acc, compared to the retrain model, demon-
strating consistently excellent results across different archi-
tectures while Boundary Shrink shows limited performance,
validating the robustness of DELETE.

Performance with Frozen Linear Classifier. A key con-
cern in machine unlearning is whether knowledge of the tar-

often occurs in the model’s linear classifier [8]. However,
merely modifying classifier to misclassify without erasing
knowledge at the feature level doesn’t fulfill the goal of ma-
chine unlearning [19]. Incomplete forgetting within the fea-
ture extractor could also introduce risks of privacy leakage.
To address this, we freeze the model’s linear classifier
and train only the feature extractor to forget. Results, shown
in Tab. 3, demonstrate that our method consistently outper-
forms existing approaches across all metrics. Boundary Ex-
pand shows a significant drop in overall performance, sug-
gesting such methods achieve unlearning primarily at the
classifier level rather than at the feature level.
Performance on Multi-Class Forgetting. Building on
single-class forgetting in CIFAR-100, we further experi-
ment with forgetting multiple classes. As shown in Tab. 4,
the results indicate that some methods suffer significant per-
formance drops as forgetting class number increases. When
forgetting 20 classes, none of the other methods achieve
both an Accy, of 0% and an Acc,; above 65%, as they do
in single-class forgetting. In contrast, our method demon-
strates exceptional multi-class forgetting capability, show-
ing the power of our novel loss function.
Performance Comparison of Stability and Insensitivity.
In this part, we discuss the stability and learning rate in-

20355



Table 4. Comparison of the classification accuracy of multi-class forgetting across methods on CIFAR-100 dataset.

Method ‘ 1 Class ‘ 2 Classes ‘ 5 Classes ‘ 10 Classes ‘ 20 Classes
‘ Accr, | Acey T H-Mean 1 ‘ Accr, | Accy T H-Mean 1 ‘ Accr, | Accy T H-Mean 1 ‘ Accr, | Accy T H-Mean 1 ‘ Accr, | Accy T H-Mean 1
Original Model | 67.00  77.79 - 7800  77.66 - 7680  77.72 - 7880  77.54 - 7740 7774 -
Retrain Model 0 77.64 71.93 0 78.09 78.04 0 78.63 77.70 0 79.08 78.94 0 80.35 78.85
Random Label 100 66.99 66.49 400 6597 69.75 280 6351 68.35 310 59.97 66.92 445 5935 65.45
Negative Gradient | 0 70.66 68.78 150 69.96 73.08 020 6897 7259 210 67.11 7159 310 40.60 5251
Boundary Shrink 0 68.46 67.72 100 60.10 67.51 040  63.68 69.46 050  59.19 67.42 390 61.90 67.20
Boundary Expand | 1.00  71.69 68.73 050  69.00 73.00 280  69.03 71.43 270 64.79 69.99 580 6259 66.79
Influence Unlearn 0 71.03 68.96 0 67.84 72.57 220 6233 67.92 0 37.56 50.87 2020  43.77 49.59
Learn to Unlearn 0 7029 68.61 050 6935 73.20 0 58.80 66.61 180 6656 71.40 2065  64.90 60.55
Bad Teacher 300 7138 67.49 0 59.48 67.49 080 626l 68.66 050  58.17 66.75 310 55.07 63.26
Saliency Unlearn | 3.00  59.73 61.79 250  56.60 64.70 300 64.64 68.92 320 5384 62.89 605 6231 66.52
Ours | o 76.57 747 | 0 76.78 7739 | 0 7176 77.28 050  77.61 7795 | 120 7930 71.72
Accuracy on Forgetting Test Data_,, Accuracy on R Test Data Table 5. Ablation study on forgetting and retention conditions,
40 — with varying values of e and T respectively.
==
90 B Accr | Ace, T Acery | Acey T H-Mean 1
30 9 ﬁ — Retrain Model 0 100 0 9520  96.09
S 280 Our Method 0 100 0 95.03 96.00
< ®
520 E @ ;l - Effect of varying
2 70 — a=025 4100 100 37.30 9549 73.47
10 a=0.50 91.84 9999 7680 9531 33.33
a=0.75 99.88  99.97 9500  94.36 3.92
0 . 60 Effect of varying T’
T=5 0 78.60 0 76.92 85.80
Figure 2. Boxplot comparison of accuracy on Dy (left) and Dy T=10 0 30.13 0 30.38 46.27
h . . o T=15 0 17.51 0 18.81 31.51
(right) across 5 runs, illustrating accuracy distributions and sta-
bility. Ours consistently achieves the lowest Accy and the highest
Accy, demonstrating stable performance across executions. 5.3. Ablation Study

Accuracy on Forgetting Test Data Accuracy on R

60
§ ;\? 60|
§40 §40
}=- §=- v.u »iuu
g g | T o e
<20 < gg| o e s \
/ Bad Teacher
1 2 5 10 20 1 2 5 10 20

Number of Forgetting Class(es) Number of Forgetting Class(es)

Figure 3. Accuracy comparison on Dy (left) and Dy (right)
across multiple forgetting classes with a fixed learning rate. Ours
achieves superior Accy and Accy, whereas all other methods ex-

hibit varying degrees of performance degradation.

sensitivity of different methods. To evaluate the stability of
each method, we conduct five repeated single-class forget-
ting runs. As shown in Fig. 2, some methods exhibit consid-
erable performance variance, indicated by the width of the
boxplots. Meanwhile, ours demonstrate excellent stability.

Moreover, an promising method is expected to demon-
strate insensitivity to the learning rate across varying num-
bers of forgetting classes, i.e., achieving strong performance
with a fixed learning rate. Otherwise, a different number of
unlearning classes would require frequent adjustments, re-
sulting in additional computational overhead and unstable
performance. As shown in Fig. 3, our method achieves ef-
fective forgetting while preserving high accuracy on the re-
maining data. In contrast, all other methods exhibit varying
degrees of performance degradation in Acc, or Accy, re-
sulting in a noticeable performance gap compared to ours.

In this part, we conduct ablation studies to validate the ef-
fectiveness of the forgetting and retention conditions.

For the forgetting condition, the output on forget class is
required to approach 0, enforcing the erasure of target class.
To validate this, we define p, = « - Softmax(fo_(X))u,
where setting « 0 represents our default setting. In-
creasing « deviates from this, and is expected to gradually
weaken the forgetting effect.

Similarly, the retention condition is designed to preserve
non-target classes knowledge. It’s implemented with p;
Softmax( fp, (x)/T);, where T' = 1 is our default setting.
Increasing T' deviates from the retention condition and is
anticipated to reduce the retention effect.

The experimental results, as shown in Tab. 5, align well
with our expectations. When progressively increasing « to
violate the forgetting condition, the model’s accuracy on
Dy steadily rises from 0% to 95.00%. Likewise, increas-
ing T to deviate from the retention condition reduces the
model’s accuracy on D, from 95.03% to 18.81%. It is
noteworthy that when varying « to validate the forgetting
condition, Acc; remains stable, while varying T results in
the same stability in Accg. This confirms the validity of
our conditions in effectively controlling forgetting without
compromising retention, and vice versa.

5.4. Feature Representation Visualization

To investigate the impact of forgetting on model’s feature
space, we use t-SNE [52] to visualize the feature distribu-
tions. Different colors indicate distinct predicted classes,
and triangles are used to mark samples belonging to the for-
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Boundary Shrink Ours
Figure 4. T-SNE visualization of feature representations space.

Original Retrain  Ours Original Retrain  Ours

(b) Remaining Individuals

(a) Forgetting Individuals

Figure 5. Grad-CAM visualization of face recognition models on
forgetting and remaining individuals.

getting class. As illustrated in Fig. 4, the original model ex-
hibits clear class boundaries. Both ours and retrain model
successfully unlearn the forget class samples, marked in
purple, while preserving the boundaries of the remaining
classes. In contrast, Boundary Shrink causes noticeable
boundary degradation in certain classes; for example, the

dots are dispersed across various regions of the space.

6. Application to Downstream Tasks
6.1. Face Recognition with Unlearning

In this part, we apply machine unlearning to face recog-
nition to achieve the objective of safeguarding individual
privacy [5, 9]. As shown in the Appendix, our method out-
performs all other methods across all metrics and achieves
results closest to the retrain model in quantitative compar-
isons. To further investigate the forgetting effects, we em-
ploy Grad-CAM [43] to visualize model attention areas.
The heatmaps highlight areas important to each model’s
predictions. In Fig. 5a, which relates to individuals des-
ignated for forgetting, the original model focuses on facial
regions, while both the retrain model and our model ef-
fectively suppress recognition signals associated with these

Ours Original Retrain  Ours

Original Retrain

(a) Forgetting “potter plant” class (b) Forgetting “dog” class

Figure 6. Visualization of unlearning in semantic segmentation.

faces. In Fig. 5b, depicting remaining individuals, all three
models maintain strong attention on relevant features, indi-
cating robust knowledge retention for non-forgotten classes.

6.2. Backdoor Defense with Unlearning

Data poisoning is a common backdoor attack method. Em-
ploying unlearning methods allows us to eliminate the in-
fluence of poisoned data and achieve effective defense. We
adopt the recovery algorithm [30] and utilize DELETE to
unlearn. The quantitative results in the Appendix show that
DELETE achieves improved performance. Notably, for 3x3
size, we observe improvements of 6.96% and 4.19% com-
pared to others. Meanwhile, other methods face challenges
of insufficient defense and reduced model performance.

6.3. Semantic Segmentation with Unlearning

We compare the segmented output images of the original
model, the retrain model, and ours, as illustrated in Fig. 6.
Our model achieves segmentation results similar to those of
the retrain model, effectively avoiding the segmentation of
the target class. Notably, forgetting a class is not the same
as merely mis-segmenting it as background. For example,
due to the absence of dog training samples, the retrained
model may classify dog as other visually similar categories,
such as cat or cow in Fig. 6b. Our approach effectively re-
produces this behavior. The quantitative comparison results
are provided in the Appendix.

7. Conclusion

In this paper, we introduce a novel machine unlearning
method DELETE that requires neither access to remaining
data nor intervention during training, aligning closely with
real-world application constraints. Leveraging a theoretical
framework that decomposes unlearning loss into forgetting
and retention terms, our method effectively separates the in-
fluence of forgotten and retained classes through a masking
distillation approach. Extensive experiments demonstrate
its state-of-the-art performance across setups. We also ap-
ply our method to downstream tasks, including face recog-
nition, backdoor unlearning, and semantic segmentation,
demonstrating its real-world potential.
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