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Abstract

Multimodal RLHF usually happens after supervised fine-
tuning (SFT) stage to continually improve vision-language
models’ (VLMs) comprehension. Conventional wisdom
holds its superiority over continual SFT during this prefer-
ence alignment stage. In this paper, we observe that the in-
herent value of multimodal RLHF lies in its negative super-
vision, the logit of the rejected responses. We thus propose a
novel negative supervised finetuning (nSFT) approach that
fully excavates these information resided. Our nSFT disen-
tangles this negative supervision in RLHF paradigm, and
continually aligns VLMs with a simple SFT loss. This is
more memory efficient than multimodal RLHF where 2 (e.g.,
DPO) or 4 (e.g., PPO) large VLMs are strictly required. The
effectiveness of nSFT is rigorously proved by comparing it
with various multimodal RLHF approaches, across differ-
ent dataset sources, base VLMs and evaluation metrics. Be-
sides, fruitful of ablations are provided to support our hy-
pothesis. Code will be found in https://github.com/Kevinz-
code/nSFT/.

1. Introduction

Large vision-language models (VLMs) emerged [15, 42]
thanks to the intelligence of large language models (LLMs).
Typically, such models [4, 8, 13] usually experience a pre-
traning stage with diverse image-text pairs before super-
vised finetuned (SFT) in a multitask fashion [13, 25, 40].

The successful application of reinforcement learning
from human feedback (RLHF, also called preference align-
ment) in LLM [23, 26, 37] has shed light on vision-language
areas [9, 21, 29, 44], which aims to further leverage VLMs’
multimodal comprehension ability after the standard SFT
stage and to reduce potential image hallucinations.

A widespread belief in multimodal RLHF is they all as-
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Figure 1. Standard DPO training pipeline (in the first row) and our
proposed nSFT (in the second row).

sume the inferiority of SFT during this preference align-
ment process [3, 21, 44]. They evidently shows that con-
tinual SFT falls short in addressing image-level hallucina-
tion [44] and are becoming less effective in data utiliza-
tion [3, 21]. These opinions holds true, as also demon-
strated in our quantitative experiments in Fig. 2c (e.g.,
‘Cont. SFT’ vs ‘DPO’). However, we found practically that
multimodal RLHF is not as perfect as it does, since it will
face GPU memory shortage [44] and usually confronts un-
stable training issue [29].

In this paper, we aim to address the following question:
is multimodal RLHF indeed superior than continual SFT
during preference alignment? Through theoretical analysis
in gradient and optimization aspects, we find key success
of multimodal RLHF (e.g., DPO [23]) mostly attributes to
the negative supervision in the rejected responses, whereas
naive continual SFT fails to capture.

Based on this discovery, this paper proposes a novel neg-
ative supervied finetuning (nSFT) pipeline that continually
aligns VLMs with a simple SFT loss. Specifically, an LLM
(e.g., GPT-4) is adopted to identify the misaligned details in
the negative supervision, by referring to a large vision er-
ror codebook that contains both instance- and image-level
error. The LLM then constructs a new conversation talk-
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ing about the image, helping the model to realize these self
mistakes from these rejected responses (cf . Fig. 3).

Our proposed approach disentangles the negative super-
vision from RLHF optimization. This makes our training
pipeline more efficient in both memory and time, as multi-
modal RLHF usually requires 2 or 4 models during align-
ment stage, which is shown in Fig. 2b.

To verify whether nSFT matches multimodal RLHF with
this constructed negative supervision, we carefully select
different preference alignment data, covering different im-
age types and responses length. Then, a controlled exper-
iment is done with nSFT, SFT and 3 multimodal RLHF
(GT-DPO, SeVa [44], SIMA [31]) methods. Experiment
in Table 1 shows that nSFT not only remedy pure SFT, but
also achieves the overall best result across evaluation met-
rics. Our hypothesis also holds for more powerful VLMs
like LLaVA-NeXT [14], and variants of multimodal RLHF
approaches (PPO [26] and iterative DPO [41]), too.

Finally, our ablations shows that nSFT can be further im-
proved with a similar KL constraint adopted in RLHF [34],
and captures more fine-grained detail in comparison. Our
study reveals that multimodal RLHF is still more effective
in addressing worst cases in comparison (e.g., reduce the
frequency of the worst response sentence or tokens).

Overall, our contributions are as follows:
• We analyze key factor (negative supervision) that makes

multimodal RLHF successful, and propose a novel nSFT
method that fully excavate this negative supervision.

• Our nSFT strictly matches multimodal preference align-
ment methods (both DPO and PPO) under different train-
ing database, scale and numerous evaluation metrics.

• We provide fruitful ablations to verify the generalization
ability of nSFT as well as common RLHF approaches,
stimulating future research to properly align large VLMs.

2. Related Work
Supervised finetuning (SFT). The notion of instruction
tuning (also called supervised finetuning) initially derives
from natural language processing (NLP) domain [5, 25],
with the aim to fully unlock the models response intelli-
gence [40] with diverse formatted prompts [33]. In vision-
language area, the SFT paradigm is similar, given that the
VLMs are sufficiently pretrained with abundant image-text
pairs [2, 12, 22, 38]. Such technique basically aims to con-
duct image-based multi-task training [32] that these models
can behave well in diverse zero-shot benchmarks [28, 42].
For examples, VLMs will demonstrate strong multimodal
comprehension skills after this stage, such as multi-turn
conversation, math and image reasoning [13, 30]. A dis-
tinct feature of SFT is that only positive targeted are set-
tled, without letting the model know its wrong answers. In
this paper, we found that this property of SFT might hinder
model from further improvement.

Multimodal preference alignment. Multimodal pref-
erence alignment [10, 35, 39] (also called RLHF) happens
after SFT stage to continual align VLMs with user inten-
tions and to reduce hallucinations. Direct preference opti-
mization [17, 18, 23] (DPO), one representative in this fam-
ily, becomes the most popular due to its flexibility and effi-
ciency. [3, 21] adopt groudtruth (GT) as chosen response
and self-response as negative, which iteratively improve
the model in a GT-DPO style. More recent work, such as
SeVa [44], adopts noised model output as rejected samples
to conduct preference optimization. Effective but, we have
observed a shared point in these works [3, 21, 44]: they all
assume the inferiority of continual SFT during preference
alignment stage. In this paper, we discover the root cause of
such phenomenon: negative supervision. We advocate that
continual SFT could match the performance of multimodal
RLHF with this supervision signal fully integrated.

3. Method

We will first introduce background of multimodal SFT and
RLHF, then discuss their loss function relations. Based on
this, we propose a negative supervised finetuning (nSFT)
approach that continually improve VLMs’ capability.

3.1. Preliminaries
SFT. Most VLMs are trained with a next token prediction
loss (e.g., SFT loss). Specifically, for a given image input
I , it went through an H (combination of vision encoder and
connector [43]) to get the latent embeddings v: v = H(I),
which are concatenated with the question embeddings q:
x = (v, q) , and are fed into a large language model πθ(·)
that sequentially produces the next token:

πθ(y|x) =
L∏

i=1

πθ(yi|y<i,x) . (1)

Here L denotes the response token length. During SFT, a
cross entropy loss is applied to Eq. 1, as follows:

Lsft(y) = −
L∑

i=1

log πθ(yi|y<i,x) . (2)

RLHF and DPO. RLHF aims to further align LLMs or
VLMs with user specific intentions. In RLHF, a reward
model rξ(·) is parameterized by ξ and usually obtained by
optimizing a Bradley-Terry (BT) model [23]:

p∗(yc ≻ yr|x) =
exp (r∗(x,yc))

exp (r∗(x,yc)) + exp (r∗(x,yr))
.

(3)
In Eq. 3, r∗(·) is the optimal reward model, and yc,yr

represent the chosen and rejected response, respectively.
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Figure 2. 2a-2b shows training time, GPU memory of LLaVa-1.5 (‘Base’), 3 DPO techniques: SeVa [44], SIMA [31] and CSR [41], 1 PPO
technique [29]. 2c shows multimodal results of averaged DPO methods, pure continual (Cont.) SFT and our nSFT.

rξ(·) are usually obtained through MLE [23] using prefer-
ence dataset D containing set of (x,yc,yr). After that, we
would obtain the policy model πθ′ by maximizing:

max
θ′

Ex,y {rξ(x,y)− βDKL[πθ′(y|x)|πref(y|x)]} , (4)

where πθ′ , πref represents the policy model and reference
model, respectively. DKL and β means the KL divergence
and the hyper-parameter. DPO simplifies the optimization
process of RLHF by resorting to the closed form of Eq. 4:

r∗(x,y) = β log
π∗(y|x)
πref(y|x)

+ C , (5)

in which the optimal reward model r∗ is a function of the
optimal policy model π∗ (C is a constant). Thus, we can di-
rectly optimize the BT model in Eq. 3 by substituting Eq. 5
into it, and get the final DPO loss function:

Ld = −ED

[
log σ

(
β log

πθ′(yc|x)
πref(yc|x)

− β log
πθ′(yr|x)
πref(yr|x)

)]
(6)

In Eq. 6, σ(·) denotes the sigmoid function that normalize
the DPO logtis, and the whole optimization process is con-
ducted by sampling preference tuple (x,yc,yr) from D.

3.2. Negative supervision matters

We will take DPO for illustrations, given its wide popularity
in VLMs [21, 31, 44]. Note we also quantitatively verify
PPO in Table 5 to make our hypothesis more general.

Relations between DPO and SFT. Following many pre-
vious multimodal RLHF methods [3, 21], we take GT-DPO
to illustrate their relations (e.g., yc,yr are GT annotations
and model self response, respectively). From Eq. 6, we can
define the ‘logit’ in DPO loss function as:

pdpo = log
πθ′(yc|x)
πref(yc|x)

− log
πθ′(yr|x)
πref(yr|x)

. (7)

If we omit the reference constraint in Eq. 7 and sequentially
stretch the productive function of π, we will obtain:

p′dpo =
∑
i

[log πθ′(yc,i|yc,<i,x)− log πθ′(yr,i|yr,<i,x)]

= −(Lsft(yc)− Lsft(yr))
(8)

That is, the core component of DPO is actually the sub-
traction of two SFT loss: the chosen and reject sequences.
With more strict derivation (cf . appendix), we show DPO’s
gradient is a linear combination of two SFT gradient:

∂Ld

∂θ′
=

1

pdpo

[
∂Lsft(yc)

∂θ′
− ∂Lsft(yr)

∂θ′

]
, (9)

and the only missing information comes from the absence
of rejected SFT loss Lsft(yr). We thus conclude: the in-
ferior performance mainly derive from the lack of negative
supervision resided in the rejected responses!

The role of negative supervision. We further investi-
gate the importance of negative supervision. Note that a
con-current work in NLP discover a similar trend [6], but
not aiming at relating to SFT. Here we first simplify Eq. 6:

t1 =
πθ′(yc|x)
πref(yc|x)

, t2 =
πθ′(yr|x)
πref(yr|x)

, (10)

and reformulate the DPO loss function as follows:

Ld = − log(
tβ1

tβ1 + tβ2
) , (11)

where we safely ignore the expectation term ED for better
clarification. Then the gradient with regard to t1, t2 is:

∂L
∂t1

=
−βtβ2

t1(t
β
1 + tβ2 )

,
∂L
∂t2

=
βtβ−1

2

t1(t
β
1 + tβ2 )

. (12)

And we can obtain the update rate ratio as:∣∣∣∣ ∂L∂t1 / ∂L∂t2
∣∣∣∣ = t2/t1 . (13)
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The image depicts a young boy holding a baseball bat, 
ready to practice his swing or hit the ball on a field. Behind 
the young boy, there is another person, possibly a man, 
who is watching the boy play. Scattered around the field, 
there are multiple baseball bats, along with a baseball 
glove placed nearby. Indeed, this seems like the ideal 
setting for developing baseball skills. In the background, 
there are several cars parked, suggesting that this might be 
a public field or a parking area close to the field.

The image is a busy street scene featuring a cityscape with 
numerous people walking along the street. The image 
appears blurry and slightly distorted, possibly due to an 
artistic effect or distortion caused by camera lens. There 
are at least 11 people visible in the scene, standing in 
different directions and varying distances from the camera. 
A kid is holding a large baseball and wearing a shirt, while 
the other people are standing on the left. The overall 
atmosphere gives a sense of a bustling, urban environment.

DPO Loss LLM

Negative SFT Supervision

User: What kind of scene is depicted?
GPT: The image shows a baseball field.

User: How many people are visible?
GPT: There are two people visible.

User: What is kid holding at hand?
GPT: Baseball bat.

User: What’s the position relation of the people?
GPT: The man is behind the kid, on the right.

User: Is there cars in the image?
GPT: Yes, and it’s located in the background.

Standard DPO Pipeline

Image 𝐼𝐼

Describe this image in detail?

identity

vision error codebook

color

locations

events

action reasoning

Instance-level Image-level

shape

exist.

count

prompt

Figure 3. Visualization of a standard DPO pipeline and our nSFT method. In DPO, GT annotations usually directly serves as chosen
responses [3, 21]. During nSFT, we ask an LLM to first identifies the specific error (red) part in the rejected response, by referring to
chosen responses and the numerated error in the vision error codebook (cf . appendix). The LLM then constructs a conversation talking
about this image that help the model avoid making such mistakes (e.g., correct answers are blue coded). This figure is best viewed in color.

Inspired by the conclusion in [6], we know for any regular
preference pair, t2/t1 < 1 holds, such that the optimization
will be biased towards how to reject samples, with faster
gradient updating rate of t1 (cf . appendix and [6]).

As continual SFT is already lacking negative supervi-
sion, this optimization bias could exaggerate this effect by
leaning gradient more towards rejecting samples, such that
continual SFT could probably lag behind. This hypothe-
sis was then firmly verified by quantitative experiments in
Fig. 2c, where pure continual SFT is much inferior than
DPO (using a same training dataset). These analysis calls
for a new SFT method that could alleviate this issue.

3.3. Our nSFT approach
Disentangle negative supervision. Since the negative su-
pervision is deeply entangled in DPO ‘logit’ and pairwise
relations exists, it is hard to obtain those negative supervi-
sion by directly optimizing in an SFT style as Eq. 2. As
a result, we involve a construction function G(·) (an LLM
like GPT-4), and define our loss as (note that yc equals the
GT captions, as we are discussing in GT-DPO phase):

LnSFT = Lsft(yc) + Lsft(G(yr)) . (14)

The aim of G(·) is identify and re-organize the false infor-
mation embedded in the rejected responses yr, where the
model can learn from in an SFT manner.

Vision error codebook. As the rejected responses con-
tain abundant (possibly hallucinatory) information of the
image, the construction function G(·) should cover as much

image related error as possible. Thus, we introduce a large
vision error codebook Q, containing all possible recogni-
tion error types, during identification.

Specifically, an LLM is first obliged to identify both
image-level and instance-level error in the rejected sen-
tences, by referring to GT information yc and the table Q.
The LLM is then asked to formulate a new conversation
talking about this image, to reinforce the mistakes that the
model already made. That is, yc,yr and Q are all prompts
that are fed into the LLM G(·) (cf . appendix). Putting it all
together, we formulate our final loss of nSFT:

LnSFT = Lsft(yc) + Lsft(G(yr;yc, Q)) . (15)

The merit of our nSFT is in two fold. On one hand, we
break the pairwise relation of chosen and response yc,yr,
as strictly required during RLHF [31, 44] optimization. On
the other hand, the whole preference alignment is optimized
with an SFT loss, much more memory efficient than multi-
modal RLHF where at least 2 models are indispensible.

Note there is no KL constraint in Eq. 15 as adopted in
RLHF. In ablations, we show that adding a per-token con-
straint to nSFT will further improve the results.

4. Experiments

We will first introduce the specific negative construction
pipeline before showing the general comparisons. Finally,
fruitful of ablations are provided.
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Alignment Data Method Traditional VQA MM Comprehension Hallucinations
SQA GQA VQAT total MMVet MME MMB total POPE CHAIR ↓ MMHal total

OCRVQA [20]

baseline 66.8 62.0 58.0 (+0.0) 30.5 1510 64.3 (+0.0) 85.9 32.0 2.80 (+0.0)
GT-DPO 67.8 61.4 57.7 (+0.1) 32.5 1412 63.9 (+1.6) 84.3 31.5 2.90 (+0.6)
SeVa 67.6 62.0 57.5 (+0.3) 32.5 1502 64.9 (+2.6) 86.6 27.3 3.00 (+8.7)
SIMA 68.0 61.9 58.2 (+1.3) 32.5 1486 64.8 (+2.5) 86.2 29.4 2.93 (+5.1)
Cont. SFT 67.9 61.7 56.9 (-0.3) 33.3 1490 64.5 (+3.0) 87.0 34.0 2.76 (-1.6)
nSFT 68.1 62.0 58.1 (+1.4) 34.0 1515 64.9 (+4.1) 87.1 26.5 2.93 (+8.9)

TextCaps [27]

baseline 66.8 62.0 58.0 (+0.0) 30.5 1510 64.3 (+0.0) 85.9 32.0 2.80 (+0.0)
GT-DPO 68.0 61.7 57.5 (+0.4) 34.2 1500 64.2 (+3.6) 86.5 29.2 2.83 (+3.9)
SeVa 68.1 61.7 57.8 (+0.8) 34.6 1480 65.0 (+4.8) 86.3 26.3 2.90 (+7.8)
SIMA 68.0 62.1 58.0 (+1.3) 32.2 1473 64.9 (+2.3) 85.9 27.6 2.87 (+5.6)
Cont. SFT 66.9 61.3 56.6 (-2.0) 31.0 1520 64.4 (+0.6) 86.3 30.5 2.83 (+2.4)
nSFT 68.4 62.3 58.2 (+2.1) 33.7 1521 65.3 (+4.2) 87.2 26.2 2.97 (+9.9)

LLaVA-150k [13]

baseline 66.8 62.0 58.0 (+0.0) 30.5 1510 64.3 (+0.0) 85.9 32.0 2.80 (+0.0)
GT-DPO 68.1 61.6 57.6 (+0.5) 33.9 1497 63.9 (+3.0) 85.9 30.7 2.80 (+1.3)
SeVa 67.5 61.4 58.0 (+0.1) 32.5 1490 64.7 (+2.4) 85.6 28.2 2.94 (+5.8)
SIMA 67.9 62.2 58.2 (+1.5) 32.1 1511 64.9 (+2.2) 86.9 26.2 2.97 (+9.6)
Cont. SFT 67.1 60.9 57.0 (-1.8) 31.2 1480 64.0 (+0.4) 86.3 29.1 2.91 (+5.1)
nSFT 68.4 62.3 58.4 (+2.3) 34.2 1550 65.2 (+4.6) 87.4 25.4 3.02 (+11.8)

Table 1. Results of 3 RLHF methods (GT-DPO, SeVa, SIMA) & 2 SFT methods with different training data. We categorize these
benchmarks into 3 classes, namely traditional VQA, multimodal (MM) comprehension and hallucination. We also show total score (‘total’)
by summing up each column’s improvement. ‘CHAIR’ is averaged with ‘CHAIRi’ and ‘CHAIRs’ [24]. We adopted ChatGPT to evaluate
‘MMHal’ score, and scale them to range 0-100 before calculating the ‘total’. The training data are set as 10k for each (cf . appendix).
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Figure 4. Visualization of benchmarks results (relative improvement over baseline LLaVA-1.5-7B) using continual SFT, DPO and our
nSFT (cf . 4a-4c). Here we choose LLaVA-150k as the data source and randomly choose 2.5k, 5k, 7.5k and 10k for model alignment.
In 4d, we visualize the averaged results (over 9 benchmarks shown in Table 1), and analyzing the effect of dataset choices.

4.1. Constructing nSFT

We select three dataset of various source: OCRVQA [20],
TextCaps [27] and LLaVA-150k [13], covering object cen-
tric and scene images, short, medium and long responses.

OCRVQA. This dataset are set of object centric im-
ages containing books’ title pages. During experiment, we
choose 10k such data and generate model’s response to con-
struct the rejected answers, which are then directly com-
pared (w/o an LLM) with the GT output to find out mis-
takes. For each mistake, we construct doubled question-
answer pairs. Below shows a constructed sample where the
models misclassify a travel book as a recipe book:

Q1: Is this a travel book? A1: Yes
Q2: Is this a recipe book? A2: No
These newly constructed question-answer pair are ap-

pended to the end of original GT conversations.

TextCaps & LLaVA-150k These databases contain im-
age captions of medium token length (around 10 tokens per
caption in TextCaps) and long captions (around 100 token
in LLaVA-150k). In implementation, we choose 10k data
each to generate response and compare it with GT using
LLM (e.g., GPT-4). The LLM will identify any error in the
model original output by referring to the vision error code-
book and GT or augmented GT, and construct conversation.
If no error exists, the LLM simply construct a conversation
based on GT information. The constructed data is concate-
nated with GT to form the total Q-A pairs for each image.

4.2. Experimental settings
Training. In the main Table 1, we set LLaVA-1.5-7B as
baseline and reproduce 3 multimodal RLHF methods: GT-
DPO [31], SeVa [44], SIMA [31], 2 SFT methods: pure
continual SFT and nSFT. We strictly reproduce SIMA and
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Method Language model VQAT SQA GQA MMB MMBCN MME POPE SEEDI SHR (↓) MMVet

BLIP-2 FLAN-T5 61.0 – 41.0 – – 1293 85.3 46.4 – 22.4
InstructBLIP Vicuna-7B 50.1 60.5 – 36.0 23.7 – 53.4 - 26.2
InstructBLIP Vicuna-13B 50.7 63.1 49.5 – – 1213 78.9 – 51.2 25.6
Shikra Vicuna-13B – – – 58.8 – – – – – –
IDEFICS-9B LLaMA-7B – – 38.4 48.2 25.2 – – – – –
IDEFICS-80B LLaMA-65B 54.8 – 45.2 54.5 38.1 1177 – – – –
LLaVA Vicuna-7B – 38.5 – 34.1 14.1 807 – 25.5 – 26.7
LLaVA-1.5 Vicuna-7B 58.2 66.8 62.0 64.3 58.3 1510 85.9 65.7 36.7 30.5

SeVa-7B Vicuna-7B 56.2 67.5 60.7 65.6 59.2 1450 86.7 65.8 34.9 36.8
SIMA-7B Vicuna-7B 58.3 68.1 62.2 64.9 59.0 1507 86.5 65.9 34.5 32.6
nSFT (ours) Vicuna-7B 58.7 68.5 62.9 67.1 61.0 1531 86.8 66.2 34.2 34.0

Table 2. Comparing our nSFT with state-of-the-art methods. We compare nSFT with various VLMs and alignment methods (e.g., SeVa [44]
and SIMA [31]). Here we adopted a mixture of OCRVQA, TextVQA and LLaVA-150k, forming a total of 15k SFT data. For SeVa-7B and
SIMA-7B, we reproduce their results using official code, and evaluate them all using a same transformer version.

Method OCRVQA TextCaps LLaVA-150k
IF score Accuracy ACCb

10 ACCw
10 IF score Accuracy ACCb

10 ACCw
10 IF score Accuracy ACCb

10 ACCw
10

LLaVA-1.5 8.52 8.37 9.80 0.00 6.41 5.88 9.32 0.40 7.79 7.01 9.25 2.02
+SeVa 8.69 8.51 10.0 0.56 6.71 6.07 9.40 1.72 7.99 7.13 9.20 2.32
+GT-DPO 8.70 8.41 10.0 0.26 6.65 6.22 9.30 1.13 7.95 7.12 9.38 2.68
+nSFT(ours) 8.71 8.56 10.0 0.37 6.78 6.12 9.50 0.70 8.09 7.27 9.62 2.30

Table 3. In-domain evaluation results. We apply 3 methods using a subset of OCRVQA, TextCaps and LLaVA-150k, and evaluate each
model on its own validation data source. GPT-4 is to judge the model’s instruction following ability (‘IF score’) and its image relevant
accuracy (‘Accuracy’) from 0-10. We also list the average of best/worst 10 accuracy score in ‘Accuracy’, shown as ‘ACCb

10’ and ‘ACCw
10’.

SeVa following its official implementation, and conduct
GT-DPO following SIMA [31]. We run experiments at 5k
and 10k for each datasets, but due to space constraints, we
list 10k results here and leave the remaining in appendix.
The architecture of continual SFT and nSFT all follow
LLaVA-1.5 [13]. Specifically, during nSFT, we adopt deep-
speed framework and ZeRO-3 [13] optimization. The batch
size, learning rate and weight decay are set as 128, 2e-6 and
0, respectively, following a cosine scheduler. When con-
ducting state-of-the-art comparison Table 2, we use a mix-
ture of 5k OCRVQA, 5k TextCaps and 5k LLaVA-150k, and
reproduce other multimodal RLHF approaches with their
original data (e.g., SIMA uses a 17k training data). We
also evaluate nSFT on larger VLMs like LLaVA-1.5-13B
and LLaVA-NeXT-13B [14] in Table 4.

Evaluation. We mainly choose 9 benchmarks for eval-
uation, containing traditional VQA: SQA [19], GQA [7],
TextVQA [27] (e.g. VQAT), multimodal comprehension:
MMVet [36], MME [44], MMB [16], and multimodal hal-
lucination: POPE [11], CHAIR [31], MMHal [31]. Please
refer to appendix for more discussion abount MMHal.

4.3. General comparisons
We first compare nSFT with other RLHF methods. As
shown in Table 1, all alignment methods lead to a general

positive effect. However, pure SFT is shown to hurt original
model, or make the improvement trivial. When the negative
supervision is integrated, the performance have seen a great
boost, surpassing all alignment methods. Interestingly, a
much more significant increase is observed in hallucination
benchmarks in nSFT. Since we involve vision error code-
book (cf . Table 6), the model would be more sensitive to
image-related error afterward. DPO paradigm is also effec-
tive, but relatively coarse grained, as shown in Fig. 5.

We also visualize these results in Fig. 4. In Fig. 4a-
4c, the alignment data is a 10k subset of LLaVA-150k, and
‘DPO’ is the average score of SeVa, SIMA and GT-DPO. In
Fig. 4d, we list all continual learning method, and average
their 9 benchmark results (cf . Table 1). As shown in the fig-
ure, our nSFT shows robust scaling behavior for all bench-
marks, overtaking DPO and pure continual SFT under all
circumstances. Besides, as the GT token length increases,
the improvement of nSFT steadily increase (cf . Fig. 4d),
while other DPO methods fluctuates. We deduce that more
GT information helps the LLM to refer and be more aware
of the image content, thus facilitating the learning process.

4.4. Comparing with state-of-the-art
We move onto compare our nSFT with current VLMs. In
Table 2, we use a mixture of 15k dataset for nSFT, com-
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Method
Benchmark Results

MMB SQA MME POPE

LLaVa-1.5-13B 67.7 71.6 1531 85.9
+ cont. SFT 66.3 70.8 1496 86.1

+ DPO 68.4 71.8 1520 87.5
+ nSFT (ours) 68.5 71.9 1551 88.6

LLaVA-NeXT-13B 70.0 73.6 1565 86.2
+ cont. SFT 68.8 71.2 1518 86.3

+ DPO 70.2 74.0 1550 87.1
+ nSFT (ours) 69.7 74.4 1570 87.3

Table 4. The generalization ability of nSFT to larger, stronger
VLMs. We select a subset of LLaVA-150k for continual learning.

Method
Benchmark Results

MMB SQA MME POPE

baseline 64.3 66.8 1515 85.9
+ RLHF [29] (PPO) 64.7 67.8 1508 86.2

+ CSR (iter 1) 64.3 68.3 1501 86.8
+ CSR (iter 2) 64.4 68.2 1518 86.9
+ CSR (iter 3) 64.4 68.4 1523 87.2
+ nSFT (ours) 65.2 68.4 1550 87.4

Table 5. Compare with PPO [29] and iterative DPO method
CSR [41]. The training dataset all uses a subset of LLaVA-150k.

prised of 5k data for each specific data source (OCRVQA,
TextCaps and LLaVA-150k). To improve the stability for
nSFT, we merge this 15k mixed data into LLaVA 665k,
which are jointly trained during LLaVA-1.5 SFT stage. This
could be viewed as a special case of continual learning to
avoid model distribution shift [1]. As shown in the table, all
continual alignment/learning methods leverage the baseline
LLaVA-1.5-7B results, showing that there is still room for
improvement even after the standard SFT stage. Our nSFT
consistently surpasses other alignment methods for 9 out
of the 10 benchmarks, especially on MMB. SeVa obtains
the best results in MM-Vet, possibly due to its enlarged re-
sponse length [44] that is favored by GPT-4 evaluation [36].

4.5. Ablations

Difference between SFT and RLHF. We take DPO for
illustration since all recent publicity [31, 44] adopt it for
its efficacy. First, an in-domain evaluation was conducted,
where the LLaVA-1.5 are trained using a 10k subset of
OCRVQA, TextCaps and LLaVA-150k, which are then
evaluated on its own held-out data source. Not surpris-
ing in Table 3, all continual learning methods improve the
‘IF’ and ‘Accuracy’ metrics. Besides, the best cases of our
nSFT is generally higher than DPO methods, while ACCw

10

leans towards DPO paradigm. Together with the previous
observation in Sec. 3, we deduce that DPO mostly try to

Method
Benchmark Results

MMB SQA MME POPE

baseline 64.3 66.8 1515 85.9
+ nSFT 65.0 68.2 1533 86.5

+ nSFT w/o VEC 64.4 67.6 1505 86.0
+ nSFT w/o chosen 64.9 68.2 1523 86.4

Table 6. The component analysis for our nSFT: the vision error
codebook (VEC), and the involvement of chosen response during
nSFT. Experiment were conducted with a subset of LLaVA-150k.

Method w/ KL
Benchmark Results

MMB VQAT SQA

baseline N/A 64.3 58.2 66.8
cont. SFT ✗ 63.6 56.6 67.3
cont. SFT ✓ 64.2 57.8 67.7

nSFT(ours) ✗ 64.8 58.1 68.1
nSFT(ours) ✓ 65.2 58.4 68.4

DPO ✓ 65.0 58.1 68.0

Table 7. The effect of adding a per token KL constraint [37] in
continual SFT. The DPO refers to method of SeVa.

reject those worst cases, and that SFT hinges on leverage
the model’s best results. Our conjecture was further verified
with visualizations in Fig. 6, where a same phenomenon can
be observed in the whole score distribution.

We also visualize the logit in Fig. 5 (in the lower right).
Results show that DPO helps correct the errors by decreas-
ing the logit of bad predictions (e.g., the logit of color
‘White’), while nSFT enhance the model by lifting those
‘good’ logits. By referring to left of Fig. 5, we found that
our nSFT focus more on fine-grained details (such as count-
ing, object, etc.), thanks to a large vision error codebook
during the negative data construction. In contrast, DPO are
optimized in a accumulated logit manner, and can fail to
recognize such level correctness (also pointed out in [6]).

Larger, stronger VLMs. Now we verify whether nSFT
suits stronger VLMs. A similar experiment is done, us-
ing a 10k subset of LLaVA-150k. As shown in Table 4,
stronger models provide higher baseline. In the mean-
while, our nSFT leverages the base model results in most
benchmarks for both LLaVA-1.5-13B and LLaVA-NeXT-
13B. Our nSFT matches the performance of DPO (SeVa
adopted here), both surpassing pure continual SFT in all
benchmarks. This has again emphasized the importance of
involving negative supervision. Together with previous re-
sults in LLaVA-1.5-7B in Table 1, we believe that our neg-
ative construction pipeline are indeed valid and could prob-
ably adapt to more existing VLMs in current publicity.

Compare with RLHF variants. Besides, we compare
nSFT with other RLHF variants, like iterative DPO ap-
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Question: Analyze the 
image in a comprehensive 
and detailed manner.

LLaVA: The image features a group of people standing outside a building, 
possibly a bar or a shop. They are all wearing helmets. Two of the 
motorcycles are parked in front of the building, while the third one is 
located further away. In the background, there is a truck parked on the left 
side of the scene. Additionally, there are two benches visible in the area, 
one near the center and the other on the right side of the image. A handbag 
can also be seen placed on the ground, close to the center of the scene.

DPO: The image features a group of three people sitting on their 
motorcycles in front of a building. The motorcycles in the image are parked 
in a row, with one on the left side, another in the middle, and the third on 
the right side of the picture. The people are all wearing helmets and 
appear to be waiting for someone or preparing to ride their motorcycles. In 
the background, there is a truck parked further back on the left side of the 
scene. Additionally, there is a chair located near the right side of the image, 
possibly used for someone to sit or to relax.

nSFT: The image features a group of three people sitting on the 
motorcycles in front of a building. They are all wearing helmets, indicating 
that they’re likely preparing for a ride or have just arrived at the destination. 
The motorcycles are parked in a row, with one on the left side, another in 
the middle, and the third on the right side of the scene. In the background, 
there is a car parked further back, and a bench can be seen near the right 
edge of the image. There is another person standing close to the building, 
probably watching or observing these bikers from a certain distance.

Q: Is there a car in the image?

LLaVA: Yes, there is a car in the image, parked near the airplane.

DPO: Yes. It is parked near the airplane on the runway

eSFT: No. The image features a large airplane parked on the runway

LLaVA:  Yes, and it is placed on the table. 

DPO: No. The image features a bride and groom cutting a cake

eSFT: No. The image features a man and a woman next to a cake.

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙(𝑦𝑦|𝑥𝑥, 𝑣𝑣)
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Black
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20.65
20.29
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LLaVA DPO nSFT

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙(𝑦𝑦|𝑥𝑥, 𝑣𝑣)
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19.72
20.32
18.21
16.56

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙(𝑦𝑦|𝑥𝑥, 𝑣𝑣)
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18.03

Q: What is the color of the computer’s desktop?

Q: Is there a cup in the image?

Figure 5. Visualizations of response generated from LLaVA-v1.5-7B, DPO and nSFT models. In the left part, the correct content are
emphasized with purple (for DPO) and blue (for nSFT), while error content are highlighted with red. This figure is best viewed in color.
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Figure 6. Visualizations of the instruct following score and de-
tail accuracy score in TextCaps [27] dataset. The statistics are the
same with Table 3, and ‘DPO’ refers to SeVa.

proach CSR [41] and PPO [29]. To make the comparison
fair, we all use a subset of LLaVA-150k, and implement
(evaluate) all methods with a same transformer version. As
shown in Table 5, iterative DPO can leverage multimodal
comprehension step-by-step, showing that online DPO sam-
ples are beneficial. PPO approach are also effective, but not
optimal. In comparison, our nSFT achieves the overall best
results, especially on perception benchmarks, showing the
power of SFT when negative information are integrated.

Components of nSFT. On top of that, we isolate the
component of nSFT: the vision error codebook (VEC) and
the chosen responses. Such an experiment is done with a
subset of LLaVA-150k, as shown in Table 6: applying nSFT
without a VEC generally leads to the inferior performance,
which emphasizes the advantage and necessity of the in-
volving more fine-grained criterions when prompting LLM.
Interestingly, we observe that without a chosen information,
the model stills achieves similar results. We conjecture that:
as the negative construction process already regard chosen

responses as reference, the final results will becomes less
sensitive to its involvement during continual SFT process.

The KL constraint. At last, we verify if the reference
model (adopted in RLHF) could also help continual SFT.
Here we adopt 5k TextCaps as the continual learning dataset
for our nSFT and add a per-token KL divergency constraints
following [37]. As shown in the table, the involvement of
a KL regularization significantly enhances model’s perfor-
mance, especially for pure continual SFT where model suf-
fers the most alignment tax (e.g., in VQAT tasks). With
a KL constraint, nSFT further steps upward, showing that
the our approach could still be stronger (e.g., the results in
Table 1) if we fully imitate behavior of RLHF.

5. Conclusion

In this paper, we advocate the key success of multimodal
RLHF lies in its negative supervision, and consequently
propose a novel nSFT approach to fully match RLHF. Our
hypothesis is strictly verified through theoretical observa-
tion and quantitative experiments, as well as fruitful of abla-
tion studies. The nSFT continually aligns VLMs with only
one model, making alignment more efficient, too.

As for the limitations, it remains unclear how the pro-
posed nSFT approach suits other LLM area. For exam-
ple, in natural language processing (NLP) area, the goal
of RLHF is to reduce toxic, offensive token output, or
to transfer the output generated sentence style, while the
goal of multimodal RLHF usually hinges on eliminating
the instance- or image-level hallucination. In the future, we
might explore whether a similar negative construction style
could adapt to RLHF methods in NLP domains.
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