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Abstract

Hyperspectral and multispectral image (HSI-MSI) fu-
sion involves combining a low-resolution hyperspectral im-
age (LR-HSI) with a high-resolution multispectral image
(HR-MSI) to generate a high-resolution hyperspectral im-
age (HR-HSI). Most deep learning-based methods for HSI-
MSI fusion rely on large amounts of hyperspectral data for
supervised training, which is often scarce in practical appli-
cations. In this paper, we propose a self-learning Adaptive
Residual Guided Subspace Diffusion Model (ARGS-Diff),
which only utilizes the observed images without any extra
training data. Specifically, as the LR-HSI contains spec-
tral information and the HR-MSI contains spatial informa-
tion, we design two lightweight spectral and spatial diffu-
sion models to separately learn the spectral and spatial dis-
tributions from them. Then, we use these two models to re-
construct HR-HSI from two low-dimensional components,
i.e, the spectral basis and the reduced coefficient, during
the reverse diffusion process. Furthermore, we introduce
an Adaptive Residual Guided Module (ARGM), which re-
fines the two components through a residual guided func-
tion at each sampling step, thereby stabilizing the sampling
process. Extensive experimental results demonstrate that
ARGS-Diff outperforms existing state-of-the-art methods in
terms of both performance and computational efficiency in
the field of HSI-MSI fusion.

1. Introduction

Hyperspectral images (HSI) are specialized images that
contain extensive continuous spectral band information.
Compared to natural images, HSIs provide more detailed
spectral data, reflecting the intrinsic properties of various
objects. This distinctive characteristic of HSIs makes them
widely applicable across various domains, such as agricul-
tural monitoring [3, 9], environmental protection [11], ur-

*Corresponding authors.

ban planning [8], and mineral exploration [13, 26]. How-
ever, due to hardware limitations, existing hyperspectral
sensors often fail to deliver sufficient spatial resolution. To
achieve higher spatial resolution, a common approach is
HSI-MSI fusion, which involves fusing low-resolution hy-
perspectral images (LR-HSI) with high-resolution multi-
spectral images (HR-MSI) to generate high-resolution hy-
perspectral images (HR-HSI) [41]. In the past decades,
HSI-MSI fusion has garnered significant attention, and nu-
merous related methods have emerged.

Existing HSI-MSI fusion methods can be roughly cate-
gorized into two types, i.e, model-based methods [15, 25,
27, 39] and deep learning (DL)-based methods [24, 31, 35,
38]. Model-based approaches enhance image resolution
by integrating spatial and spectral information from low-
resolution hyperspectral images and high-resolution multi-
spectral images. However, they rely on manually designed
feature extractors and often assume independence between
spatial and spectral information, which poses limitations
in handling high-dimensional data and impedes the effec-
tive capture of complex features. In particular, when faced
with the high dimensionality and nonlinearity of hyperspec-
tral images, these methods struggle to deliver optimal per-
formance and frequently require precise prior knowledge,
thereby restricting their applicability.

In recent years, deep learning (DL) has made signifi-
cant advancements in HSI-MSI fusion. These methods of-
ten rely on deep convolutional neural networks (DCNN )
[31, 37, 40] or Transformer networks [5, 14, 30, 32] to
extract intricate spatial and spectral features from the im-
ages. DCNNs are particularly effective at capturing lo-
cal patterns and hierarchical features, making them well-
suited for spatial information extraction. On the other hand,
Transformer networks excel at modeling long-range depen-
dencies, allowing them to effectively capture global spec-
tral information. While these methods outperform tradi-
tional model-based approaches in terms of feature extrac-
tion, they often rely heavily on large volumes of paired HSI-
MSI data, which can be difficult to acquire in practical ap-
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plications. Recently, diffusion models (DMs) [4, 7, 17, 29],
a novel generative models, have shown tremendous poten-
tial in image generation. With a more stable training pro-
cess and superior generation quality, diffusion models have
been widely applied in various image tasks, including im-
age super-resolution [23, 33, 36]. In the realm of hyper-
spectral image fusion [6, 22, 34], PLRDiff [22] introduced
a low-rank diffusion model tailored for hyperspectral image
pan-sharpening, which leverages a pretrained deep diffu-
sion model to provide image priors through Bayesian prin-
ciples. In [20], a spatial-spectral-bilateral cycle diffusion
framework (S2CycleDiff) was proposed to progressively
generate high-resolution hyperspectral images by learning a
customized conditional cycle-diffusion network. However,
despite these advancements, achieving high-quality results
generally requires thousands of iterations, resulting in slow
inference speeds and substantial computational costs. Some
approaches [16, 18, 28] have developed accelerated sam-
pling strategies to reduce the number of iterations to a few
dozen. Nevertheless, each inference step still demands sub-
stantial memory and floating-point computations, particu-
larly in HSI-MSI fusion. Moreover, most edge devices (e.g.,
drones) are limited by storage and computational resources,
making it challenging to deploy these demanding methods
in practical remote sensing applications. Consequently, it is
crucial to design a model that achieves low resource con-
sumption and fast inference speeds while maintaining gen-
eration quality.

In this work, we propose a novel self-learning approach,
the Adaptive Residual Guided Subspace Diffusion Model
(ARGS-Diff). Based on the fact that HSI can be effectively
reconstructed from the product of two low-dimensional
components: the spectral basis and the reduced coefficient,
we design and train two lightweight spectral and spatial net-
works and then use them to independently reconstruct the
spectral basis and the reduced coefficient, respectively. The
training process relies solely on the observed LR-HSI and
HR-MSI to fully exploit the rich spectral and spatial infor-
mation inherent in each of them. Furthermore, we introduce
the Adaptive Residual Guided Module (ARGM) to ensure
more stable convergence during the sampling process. In
our method, both components need to be updated simulta-
neously at each step, and improper alignment between them
may lead to instability or collapse. The ARGM alleviates
this issue by applying a residual-guided function at each
sampling step. It calculates the residual between the recon-
structed two components and the target, then adjusts them
to reduce the discrepancy, effectively guiding them toward
better alignment with the true values. By incorporating this
module, our approach demonstrates enhanced robustness to
noise and achieves more stable and reliable reconstruction
performance.

In summary, our contributions are as follows:

* We propose a self-learning Adaptive Residual Guided
Subspace Diffusion Model (ARGS-Diff), which effec-
tively learns spectral and spatial distributions from the
observed LR-HSI and HR-MSI using specially designed
lightweight spectral and spatial networks, and recon-
structs the HR-HSI from the estimated spectral basis and
reduced coefficient.

* We introduce the Adaptive Residual Guided Module
(ARGM), which refines the spectral and spatial compo-
nents through a residual-guided function, effectively en-
hancing the stability and convergence of the sampling
process.

» Extensive experiments conducted on four datasets
demonstrate the superior performance of the proposed
method over existing state-of-the-art approaches.

2. Preliminaries
2.1. Diffusion Models

The diffusion model reconstructs data by progressively
adding noise during a forward process and learning the re-
verse denoising pathway to recover the original data [7, 28].
Typically, a diffusion process is composed of a forward pro-
cess with T steps of noise addition, followed by a reverse
process over the same 7' steps. Given a noise schedule
{a;}L_, and clean input data x,, the noise addition in each
step is defined by:

Xt = VX + (\/ 1-— @t)€,

The model is trained to predict the noise € by minimizing
the error between the estimated and true noise:

Xt — \/O_ltXO
vi—a;
In the reverse process, starting from random noise, the

model iteratively refines the estimate over 7 steps. At each
step ¢, the model estimates the clean input X as:

e~ N(O,1). (1)

eg(X¢,t) = e=

2

N x¢ — (1 — ay)eg (x4, t)
Xp = — .
V Qi
Subsequently, x;_1 is computed by:
Xt—1 =1%o + (V1 — @—1)€o. “)

The final reconstructed output X is obtained after all re-
verse steps are completed.

3)

2.2. HSI-MSI Fusion

In HSI-MSI fusion problem, the input data consists of a LR-
HSI X € R"*%XC and a HR-MSI Y € R¥*Wx¢ which
are fused to produce a HR-HSI Z € RT*XWXC Typically,
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Figure 1. The overall framework of the proposed ARGS-Diff.

the relationship between the LR-HSI, HR-MSI, and HR-
HSI is represented through degradation models as follows:

Y =Zx3R+ Ny, (6)

where H(+) represents downsampling in the spatial domain,
R is the spectral response function (SRF) matrix, x3 de-
notes mode-3 multiplication, Ny and Ny are the measure-
ments noise, which is assumed to be the Gaussian noise.

A common approach for HSI-MSI fusion is to decom-
pose the HSI into two low-dimensional components, pro-
cess each separately, and then combine them to synthesize
a clean HR-HSI. The decomposition is expressed as:

Z=Ax3E, 7

where A € RIXWxd represents the reduced coefficient,
E € RIx¢ represents the spectral basis, d is the number of
subspace dimensions, and d < C.

Compared to the high dimensional of HSI, these two
low-dimensional components have reduced data complex-
ity, making them easier to process. In this paper, we fol-
low this approach by training a spectral and spatial network
using the LR-HSI and HR-MSI. During the sampling pro-
cess, these networks separately reconstruct the correspond-
ing spectral basis and reduced coefficient. The final fused
HR-HSI is obtained from the product of these two compo-
nents.

3. Proposed Method

3.1. Overview

As described in Eq. (7), the HSI can be decomposed into
two low-dimensional components, i.e, the spectral basis and
the reduced coefficient. We train two separate networks to
reconstruct these components, which are then combined to
form the final HR-HSI. Specifically, We design a spectral
network and a spatial network, and train them using the LR-
HSI and HR-MSI based on the forward process of the dif-
fusion model to separately extract the spectral and spatial
distribution information. The detailed network architecture
and training procedure are described in Section 3.2.

During the sampling process, we leverage the posterior
sampling theory [2] to iteratively reconstruct the spectral
basis and reduced coefficient using the well-trained net-
works, conditioning on the observed LR-HSI and HR-MSI.
The detailed sampling process is outlined in Section 3.3.
Additionally, since we need to update two components si-
multaneously at each sampling step, which may lead to in-
stability if they are not properly aligned, we introduce the
Adaptive Residual Guided Module (ARGM) to iteratively
refine the spectral and spatial components at each step, en-
suring the stability of the sampling process, as described
in Section 3.4. After 7' sampling steps, the HR-HSI is ob-
tained by taking the product of the reconstructed spectral
basis and reduced coefficient.

3.2. Self-learning Subspace Networks

Recent advancements in diffusion models have introduced
many techniques, such as attention mechanisms, to enhance
performance. However, these innovations often come with



a significant increase in network size, resulting in higher re-
source consumption and longer image generation times. To
address this challenge, we design two lightweight networks
specifically tailored for hyperspectral image fusion: a spec-
tral network and a spatial network. This design significantly
reduces sampling time without compromising performance
in our method.

The spectral network is a fully connected network con-
sisting of five layers, where the input and output feature di-
mensions match the number of spectral bands, C, in the
LR-HSI. The spatial network adopts a "UNet-like” architec-
ture [21], comprising nine convolutional layers: four down-
sampling layers, one intermediate layer, and four upsam-
pling layers. Each convolutional layer includes two resid-
ual blocks, and the input and output channels are set to the
number of subspace dimensions, d.

To optimize network training, we restructure the training
samples. For the spectral network, LR-HSI, which contains
abundant spectral information, is leveraged to represent the
spectral distribution of the HR-HSI. Specifically, we ran-
domly select d pixel spectra from the LR-HSI and concate-
nate them into a sample of size (d, C) for the spectral net-
work’s input. For the spatial network, HR-MSI, which re-
tains rich spatial information, is used for training. We ex-
tract a patch from the HR-MSI, randomly select one band
from c spectral bands within the patch, and repeat this pro-
cess d times to form a sample of size (Hpach, Wpatch, d)-
This approach not only facilitates effective training but also
introduces diversity into the input samples, enabling the net-
work to better capture the spatial and spectral features of the
images.

3.3. Subspace Reverse Diffusion Process

Recently, several methods [1, 2] have been proposed to gen-
erate images using various conditional inputs. In general,
given a condition y, these methods model the reverse sam-
pling process as pg(xX¢—1|X¢,y) incorporating a gradient
term into the noise estimation function €g. This is formu-
lated as:

€9 (Xta t) = €p (Xta t) - vat E(&Ov y)a (8)

where p denotes the step size, and L is a guidance function
that measures the distance between the predicted image X
and the target image. In our case, we use the LR-HSI X
and HR-MSI ) as conditions, employing spatial and spec-
tral networks to estimate the spectral basis and the reduced
coefficient. Specifically, Eq. (8) can be rewritten as:

§9(At7t) = SQ(At7t) - plv.At‘C(A(%EONXay)a

L )
cc(Et,t) = c¢(E¢,t) — paVE, L( Ao, Eo, X, ),

where sg(-) and c¢(-) represent the spatial and spectral net-
works, respectively, p; and p, are the step size for updating

so(A¢,t) and c¢(Ey,t). The guidance function is defined
as:

L(Ag,Eo, X,Y) = |H (Ao x3 Eo) — X3

o , (0
+ A1l Ao x3 Eg x3 R = V|3,

where \; is weight to balance the two observations. Ag and
E( can be estimated from Eq. (3) as:

P A — (m>59(Atvt)

A )
’ Var an
B oo Bt = (V1-ar)e(Et)
O \/a .
Next, A;_1 and E;_; are sampled from Eq. (1) as:
Ai1 = Va1 Ao + (V1= a—1)30( A, t), (12)

Etfl - \/dt,1E0 + (\/ 1 - Oiétfl)éC(Et,t).

After A;_1 and E;_; are sampled from Eq. (12) at current
step, they are further refined using the proposed ARGM,
as detailed in Section 3.4. Upon completion of the sam-
pling process, the reconstructed HR-HSI Zj is derived from
Ao x3 Eg. The proposed method is summarized in Algo-
rithm 1.

Remark: To accelerate convergence, we integrate the
Adam optimizer [10] into Eq. (9) with the following up-
dates:

miﬂ = 51m§A) + (1= B1)V.a, L(Ag, Eg, X, ),
VA = Bovi 4 (1= B2) V.4, L( Ao, Bo, X, V),
m®) = gm{® + (1 - 8,)Va, L(Ao, Bo, X, ),
V%) = Bovi® + (1 - B2) Ve, L(Ao, Bo, X, V)2,

13)

where m;_; and v;_; represent the first and second mo-
ment estimates in the Adam optimizer, with superscripts
(A) and (E) denoting the corresponding spatial and spec-
tral matrices. The parameters 51 and [, are the decay rates
for these moment estimates.

We then rectify the first and second moment estimates

s (A) (A)
LA My A Vi
mt71 - 17 T—t7vt71 - 17 T—t?
1 2
(E) (B) a4
L(E) . My (E) . Vi
mt71 - 1_ T*t7vt71 - 1_ T—t "
1 2
Finally, we rewrite Eq. (9) as:
)
50(Ag,t) = sg(As,t) — pr ——r,
vA + €
t—1
. (E) (15)
t—1

éc(By,t) = (B, t) — ,
c(B1,0) = (B ) = pr—t—
t—1



where € is a small constant introduced to avoid division by
zZero.

3.4. ARGM

Unlike existing diffusion posterior sampling methods [2,
22], which update only a single intermediate sample at each
sampling step, our approach requires simultaneous updates
of both the spectral basis and the reduced coefficient. This
introduces additional instability into the sampling process,
as both components must be adjusted to align with each
other in each iteration. To alleviate this issue, we introduce
the Adaptive Residual Guided Module (ARGM), which fa-
cilitates better alignment between the spectral and spatial
components, resulting in more stable convergence.

Specifically, after obtaining A;_; and E;_; at the ¢-th
sampling step, we compute a residual loss that quantifies the
discrepancy between the reconstructed two components and
the target to refine them. The residual loss can be calculated
by:

LA-1,E—1,X,Y) = | H(Ar—1 x3 Ei1) — X3

+ Xol|Ai—1 x3 By xs R—=D|3,

(16)

where \q is a weight balancing the two objectives. The first

term ensures that the predicted LR-HST H (A;—1 x5 E;_1)

is consistent with the observed image X', while the second

term penalizes the discrepancy between the predicted HR-

MSI (A;—1 x3 E;_1 x3 R) and the target ). This ensures

that the spectral and spatial components are aligned both
individually and in combination.

Then, the spatial and spectral components are updated

by:

At,1 = At71 - %V_At,lﬁ(fltfla Etfla Xay>7
(17)
E,_ =E_ — %vEt,Ic<At,1,Et,1,X,y),

where r is a ratio that controls the relative step sizes for
updating the spatial component and the spectral component,
respectively.

In this way, the ARGM computes the residual between
the reconstructed two components and the target at each
step, and then uses the residual-guided function to adjust
both components. On the one hand, this brings the compo-
nents closer to the target direction, reducing the instability
that arises from updating both components simultaneously.
On the other hand, it compensates for the prediction errors
introduced by the model at each sampling step, thus mak-
ing the model more robust and less sensitive to noise and
discrepancies.

By iteratively refining the spatial and spectral compo-
nents using residual-guided function, the ARGM helps sta-
bilize the convergence of the diffusion sampling process,

leading to improved performance and robustness in the HSI-
MSI fusion task.

Algorithm 1: Reverse Diffusion Process of ARGS-
Diff
Input: LR-HSI X', HR-MSI Y, A7 and E¢
sampled from A (0, I), spatial network sg,

spectral network c¢, balance weight Ay, Az,
(A)
T E

step size p1, p2, ratio r, Adam params m

V(TA), m(TE), V(TE), B1, B2, €

Output: HR-HSI 2,

Initialize mgpA) = Vé«A) = mng) = vng) =0

fort=T,T—1,---1do

step 1: estimate .,210, EO by Eq. (11)

step 2: calculate ,C(Ao, Eo, X, Y) by Eq.(10)

step 3: calculate Ii’lif%, \7,5“_41, rhg}f)l, \?g)l by
Eq. (13), Eq. (14)

step 4: estimate $¢( Ay, t), éc(E¢, t) by Eq. (15)

step 5: sample A;_1, E;_; by Eq. (12)

step 6: calculate £(A;—1,E;_1,X,)) by Eq.
(16)

step 7: update A; 1, E;_; by Eq. (17)

end
return Z() = A(] X3 E()

4. Experiment

4.1. Datasets and Evaluation Metrics

We conducted a series of simulated experiments using three
public datasets to assess the performance of the proposed
method for HSI fusion: Pavia University, Chikusei, and
KSC. The original dimensions of these datasets are 610 x
340 x 103, 2517 x 2335 x 128, and 512 x 614 x 176. We
cropped the central regions of each to obtain HSIs with sizes
256 x 256 x 103, 256 x 256 x 128, and 256 x 256 x 176.
The LR-HSI was generated by downsampling the HR-HSI
using bicubic interpolation with a scale factor of 4, and
the HR-MSI was obtained by performing mode-3 tensor
multiplication of the HR-HSI with a simulated spectral re-
sponse function. Additionally, to evaluate the method’s
real-world applicability, we conducted experiments on the
DFC2018 Houston dataset, which provides real hyperspec-
tral data. The following four commonly used evaluation
metrics were employed to assess model performance: peak
signal-to-noise ratio (PSNR), spectral angle mapper (SAM),
relative dimensionless global error in synthesis (ERGAS) ,
and structural similarity (SSIM).

4.2. Implementation Details

All experiments were carried out on an NVIDIA GeForce
RTX 4090 GPU. To test the robustness of the model to
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noise, we added noise to all LR-HSI and HR-MSI inputs
with a Signal-to-Noise Ratio (SNR) of 35. The diffusion
sampling step T" was set to 500, using an exponential noise
schedule [19]. The balance weights A; and Ao were both set
to 1, while the step sizes p; and ps were set to 0.05, and the
ratio  was set to 10. The Adam optimizer was used with
B1 = 0.9 and B3 = 0.999, and € = 1 x 10~8. The number
of subspace dimensions d was set to 8.

4.3. Experimental Results

4.3.1. Results on Simulated Data

We compare the proposed method with six well-established
approaches, including traditional methods such as CNMF
[39] and HySure [27], deep learning-based methods like
CuCaNet [38] and MIAE [12], and diffusion model-based
approaches such as PLRDiff [22] and S2CycleDiff [20].
The quantitative results are summarized in Tables 1, 2, and
3. From these results, it is clear that the proposed method
consistently outperforms all other competing approaches
across all evaluation metrics on three different datasets. In
terms of PSNR, the proposed method achieves the highest
values, surpassing the second-best method, MIAE, by 1.31
dB, 1.37 dB, and 1.27 dB on the respective datasets. This
demonstrates the superior ability of ARGS-Diff to recon-
struct high-fidelity hyperspectral images, preserving both
spectral and spatial details with greater accuracy. When ex-
amining the computational efficiency, traditional methods
such as CNMF and HySure offer faster inference speeds,
but they result in poorer fusion performance. Deep learn-
ing methods like CuCaNet and MIAE show improved ac-
curacy, but at the cost of longer processing times. Diffu-
sion model-based methods like PLRDiff and S2CycleDiff
also demand significant inference time, while the proposed
method achieves high-quality fusion results with a reduced
runtime.

Representative visual results are illustrated in Figure 2,
showcasing the superior image quality of proposed method.
To further highlight the performance, we include error maps
that demonstrate the proposed method’s ability to minimize
bias across all three datasets, resulting in high-fidelity HR-
HSI reconstructions. Overall, the proposed approach excels
in both quantitative and qualitative evaluations, establishing
its superiority in HSI-MSI fusion.

4.3.2. Results on Real-Data

Figure 3 presents the reconstructed pseudo-color images
from the DFC2018 Houston dataset, generated using var-
ious methods. The reconstructed HSIs from the compari-
son methods exhibit varying degrees of deficiencies in color
consistency, naturalness, and saturation control. In con-
trast, ARGS-Diff effectively preserves the authenticity and
vibrancy of colors while avoiding pseudo-color artifacts and
color distortions. The resulting spectral images exhibit high

Table 1. The quantitative results on the Pavia dataset. The best
and second-best values are highlighted.

Methods PSNRT SAM| EGARS|  SSIMt  Time (s)
CNMF 38.82 3.13 1.95 0.974 7
HySure 37.85 3.19 2.32 0.970 5
CuCaNet 38.86 2.95 1.98 0.970 401
MIAE 41.02 273 Lo64 0.975 20
PLRDiff 40.11 3.40 1.94 0.970 79
S2CycleDiff 38.77 3.21 2.13 0.970 297
ARGS-Diff 42.33 2.64 1.49 0.977 12

Table 2. The quantitative results on the Chikusei dataset. The best
and second-best values are highlighted.

Methods PSNRT SAM| EGARS| SSIM?  Time (s)
CNMF 38.14 2.17 2.59 0.967 11
HySure 38.71 225 2.65 0.967 5

CuCaNet 39.01 2.09 2.55 0.968 433
MIAE 40.53 1.95 251 0.969 24
PLRDiff 38.44 2.40 2.79 0.963 79
S2CycleDiff  39.73 2.08 2.53 0.968 318

ARGS-Diff 41.90 1.77 2.10 0.970 12

Table 3. The quantitative results on the KSC dataset. The best and
second-best values are highlighted.

Methods PSNRT SAMJ| EGARS|  SSIMt  Time (s)
CNMF 39.88 3.47 1.86 0.977 15
HySure 40.11 3.17 1.80 0.978 6
CuCaNet 40.39 3.05 1.72 0.977 474
MIAE 42.36 2.58 L42 0.979 32
PLRDiff 40.07 3.63 1.83 0.977 79
S2CycleDiff 40.19 3.15 1.79 0.978 349
ARGS-Diff 43.63 2.54 1.25 0.980 13

quality, closely resembling real-world scenes. This demon-
strates ARGS-Diff’s superior ability to preserve fine details
and maintain overall color balance, ensuring the consistency
of both spatial and spectral information in the reconstructed
hyperspectral images. These results highlight the effec-
tiveness of the proposed method, particularly in real-world
applications, where accurate color reproduction and detail
preservation are critical.

4.4. Ablation Study

In this section, we assess the impact of the Adaptive Resid-
ual Guided Module (ARGM) on the performance of the pro-
posed method. The results, summarized in Table 4, clearly
demonstrate that incorporating ARGM leads to a signifi-
cant improvement in the quality of the reconstructed im-
ages. Specifically, the inclusion of ARGM increased the
PSNR by 0.47 dB, 0.57 dB, and 0.61 dB across the three
datasets, while the SAM improved by 0.11, 0.12, and 0.16,
underscoring its positive contribution to the fusion perfor-
mance. Importantly, the computational overhead introduced
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CNMF HySure CuCaNet MIAE PLRDiff S2CycleDiff ARGS-Diff  Reference

Figure 2. Visual results and reconstruction error maps obtained by different methods. The first, third, and fifth rows are the pseudo-color
images of Pavia, Chikusei, and KSC datasets, and the second, fourth, and sixth rows correspond to their error maps.

LR-HSI HR-MSI CNMF HySure CuCaNet MIAE PLRDiff ARGS-Diff
Figure 3. Visual results obtained by different methods on the Houston dataset.

by ARGM is minimal, adding only 1-2 seconds to the over-
all runtime, which has a negligible impact on the total pro-
cessing time.

Additionally, Figure 4 presents the reconstruction results
of the reduced coefficient A at different sampling steps
t = {500,400, 300,200,100,0} on the Pavia dataset. It
is evident that, with the incorporation of ARGM, the re- t=500 ¢t=400 t=300 t=200 ¢=100 t=0
constructed reduced coefficient becomes more informative
and detailed. This visual improvement further confirms the
significant enhancement brought by ARGM, which facili-
tates more accurate and robust fusion, contributing to better
alignment of the spectral and spatial components.

Figure 4. Intermediate results of the reduced coefficient A. The
first and second rows represent 'w/o ARGM’ and *w/ ARGM’.
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Table 4. The quantitative ablation results of ARGM.

Datasets Methods PSNR SAM Time (s)

. w/o ARGM 41.86 2.75 11
Pavia

w/ ARGM 4233 2.64 12
Chikusei w/o ARGM 41.33 1.89 11
w/ ARGM 41.90 1.77 12
KSC w/o ARGM 43.02 2.70 11
w/ ARGM 43.63 2.54 13

4.5. Analysis of Hyperparameters

d and T'. In this part, we examine the parameter sensitiv-
ity related to the number of subspace dimensions and the
number of sampling steps. Using the Pavia dataset as a case
study, the results are shown in Figure 5. As d increases
from 1 to 8, performance improves significantly; however,
beyond this point, performance gradually declines. This
drop can be attributed to the increasing number of param-
eters that need to be updated when d becomes too large,
which complicates the convergence process. Consequently,
we set d to 8. For the number of sampling steps 7', we ob-
serve substantial improvement as 7" increases from 100 to
500. However, beyond 500 steps, the performance reaches
a plateau and may even slightly decrease, suggesting that
the model has reached saturation and further increases may
lead to overfitting. Therefore, we set 7" to 500.

Figure 5. Sensitivity analysis of the parameters d and 7.

p1 and p;. In Eq. (9), we introduce two hyperparame-
ters, p1 and po, which control the update step sizes for the
predicted components. To determine an appropriate combi-
nation of values, we conduct a hyperparameter search over
p1, p2 € {0.01,0.02,0.03,0.04,0.05,0.06,0.07} using the
Pavia dataset. The PSNR results are shown in Table 5, from
which we observe that the best performance is achieved
when p; = po = 0.05. Therefore, for the Pavia dataset,
we set p1 and ps to 0.05.

4.6. Inference Time and Model Scale Anaiysis

In this section, we compare the proposed method with other
diffusion model approaches in terms of parameter count,
memory consumption, and runtime. Table 6 summarizes
the results for the PLRDiff, S2CycleDiff, and the proposed

Table 5. Sensitivity analysis of the parameters p; and p2 on Pavia
dataset. The best result is highlighted.

pz 0.01 0.02 0.03 0.04 0.05 0.06 0.07
P1

0.01 3370 3896  34.09 36.88 3467 3507 31.84
0.02 40.75  40.69  40.82  41.15 4141 4150  40.73
0.03 4135 4155 4171 4157 4159 4191 41.80
0.04 4175  41.89  41.77 4193 4190 4210 41.69
0.05 4172 4200 4213 4225 4233 4227  41.67
0.06 41.66 4197 4213 4215 4223 4211 4195
0.07 41.67 41.80 4197 42.19 4214 4178 4194

ARGS-Diff, using the Pavia dataset as an example. The
proposed method has a parameter count of just 21.85M,
which is approximately 1/20th and 1/30th of the parameter
counts for PLRDIff and S?CycleDiff, respectively. It also
consumes only 2.11GB of memory, significantly less than
the other two methods. Furthermore, the proposed method
completes sampling in just 12 seconds, significantly outper-
forming PLRDiff (79 seconds) and S2CycleDiff (297 sec-
onds) in terms of processing time. Overall, the proposed
method not only excels in fusion accuracy but also offers
substantial advantages in terms of model size, memory us-
age, and runtime, making it highly suitable for real-world
applications.

Table 6. The model size and computational consumption of the
proposed method and other diffusion model-based methdods.

Methods PSNR Params (M) Memory (GB) Time (s)

PLRDiff 40.11 391.05 6.21 79
S2CycleDiff 38.77 606.44 23.34 297
ARGS-Diff 42.33 21.85 2.11 12

5. Conclusion

In this paper, we propose a self-learning Adaptive Residual
Guided Subspace Diffusion Model (ARGS-Diff) for HSI-
MSI fusion. We carefully design two lightweight spectral
and spatial networks, training them using the observed LR-
HSI and HR-MSI to extract the rich spectral and spatial in-
formation inherent in each. These well-trained networks are
then employed to reconstruct two low-dimensional compo-
nents: the spectral basis and the reduced coefficient. The
HR-HSI is obtained by taking the product of these two com-
ponents. Additionally, we introduce the Adaptive Resid-
ual Guided Module (ARGM), which further enhances the
sampling process by stabilizing the updates of the spectral
and spatial components. Extensive experimental evalua-
tions demonstrate the superiority of the proposed method,
achieving remarkable performance in the field of HSI-MSI
fusion.
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