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Abstract

We introduce GRS (Generating Robotic Simulation tasks), a
system addressing real-to-sim for robotic simulations. GRS
creates digital twin simulations from single RGB-D obser-
vations with solvable tasks for virtual agent training. Us-
ing vision-language models (VLMs), our pipeline operates
in three stages: 1) scene comprehension with SAM2 for
segmentation and object description, 2) matching objects
with simulation-ready assets, and 3) generating appropriate
tasks. We ensure simulation-task alignment through gener-
ated test suites and introduce a router that iteratively re-
fines both simulation and test code. Experiments demon-
strate our system’s effectiveness in object correspondence
and task environment generation through our novel router
mechanism.

1. INTRODUCTION

Digital twin simulations are valuable in game generation,
AR/VR, robotics, and human training simulations. The
real-to-sim problem of creating digital twins from real-
world observations involves three steps: 1) understanding
the scene, 2) finding/creating assets to populate the scene,
and 3) generating tasks for virtual agents. Beyond robotics
applications, digital twins are relevant to educational games
and training simulations that mirror real environments while
maintaining interactive, task-oriented gameplay.

Creating simulations from real-world observations re-
quires decomposing scenes into their components, spa-
tial relationships, and visual properties. Existing meth-
ods include 3D reconstruction [21], manipulating latent
spaces [4, 28], pose estimation [10], and inverse render-
ing [17, 23]. Recent research has leveraged LL.Ms to gener-
ate tasks [7, 36, 41] or scenes [16, 37, 38].

We present GRS, a system that extracts scene descrip-
tions from single real-world observations and generates di-
verse, solvable tasks (Figure 1). Our system segments
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real-world

- discard all the cylinders - sort objects from small to big
- stack the cubes together - select me the snacks
- sort the objects in rainbow order - etc.

Figure 1. GRS solves the problem of generating robotics simu-
lations with solvable tasks from real-world images. During task
generation, GRS can use a subset of objects and change the object
orientation and positioning to provide interesting variations on the
initial scene.

objects using SAM2 [30], processes each part with a
VLM to generate text descriptions, matches these against
simulation-ready assets, and creates contextually appropri-
ate tasks for the digital twin world.

GRS introduces a novel approach to maximize align-
ment between task specifications and simulation creation.
The core of our innovation lies in two key components:
First, we leverage a dual-generation process where each
simulation is accompanied by a tailored set of tests. These
tests are specifically generated to evaluate the simulation’s
fidelity to the original task description, ensuring a compre-
hensive validation process. Second, we introduce an LLM-
based router system that analyzes simulation performance,
including runtime errors and test outcomes. This router
makes informed decisions on whether to refine the simu-
lation or adjust the test battery, optimizing the alignment
process. Through iterative refinement driven by an LLM,
GRS generates highly robust simulations that accomplish



intended tasks with accuracy and reliability.

In our experiments, we demonstrate that GRS can suc-
ceed at the real-to-sim task with a single RGB-D observa-
tion. First, we show that our scene object identification pro-
cess is highly accurate and provide thorough ablations of
alternative methods for visual object correspondence. Sec-
ond, we demonstrate the value of VLMs for improving the
generation of tasks that more closely match their input en-
vironments. Third, we show that our router improves the
rate of generating simulations effective for robot policies
compared to baseline methods that only do code repair. We
make the following contributions: 1) a novel system that en-
ables real-to-sim for simulation generation, and 2) demon-
strating the efficiency of the method on a battery of real and
simulated tests.

2. RELATED WORK

Scene Understanding is a crucial component in generating
robotic simulation tasks from images. Various computer
vision systems have been developed to tackle this chal-
lenge. The Segment Anything Model (SAM) has emerged
as a powerful tool for object segmentation in images. This
model can identify and segment objects in a scene with high
accuracy, providing a foundation for further scene analy-
sis [30]. Additionally, open-world localization models like
OWL-ViT have shown promise in adapting pretrained open-
world image models to video tasks [25]. Compared to our
approach, special text has to be included to ground the ob-
jects which could lead to missing objects. By contrast, our
method leverages the large knowledge of VLMs to describe
objects from which we can deduce if a robot can manipulate
them or not. Phone2Proc [10] uses an API to generate a well
defined 3d interior, and then procedurally place assets. In
addition, recent advances in 3d scene retrieval have focused
on using LLMs for visual program synthesis [8, 13, 33, 42]
or 3d scene generation [1, 15, 19].

Simulation Creation with LLMs has been explored to au-
tomate and enhance the creation of simulations for various
applications [18, 32, 40]. GenSim [36] uses LLMs to gen-
erate robotic simulation tasks, demonstrating the potential
of LLMs to create diverse and complex simulation scenar-
ios. Zeng et al. [41] present a system to generate reward
functions based on a task definition. RoboGen [37] presents
a generative robotic agent that automatically learns diverse
robotic skills at scale via generative simulation. This sys-
tem leverages foundation and generative models to create
diverse tasks, scenes, and training supervision. Similar to
our method, the system generates tasks using the scene in-
formation and also proposes a training approach based on
the type of task being generated. Holodeck [38] offers
language-guided generation of 3D embodied Al environ-
ments. This approach shows the potential of integrating
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natural language processing with 3D environment creation
for robotic simulations. Compared to our method, these
methods do not ensure the tasks are representative of the
task definition, or scenes they generate are solvable or func-
tional. FactorSim [32] uses ideas from factorized Markov
Decision Processes to generate games and trains agents us-
ing reinforcement learning in those games. Our router ex-
tends the ideas in this work to improve automated testing
and iteration on game code.

World models have emerged as a way to create interac-
tive simulations. Diffusion models can be trained on data
from existing games to provide interactive game engines
with new controls through text or image prompting. Exam-
ples include Genie [5, 27], WHAM [22], DIAMOND [2],
GameNGen [35], and Oasis [9]. Another approach is to
tune video-based generative models to condition on con-
trol input for actions or camera manipulation. Examples
include Promptable Game Models [24], The Matrix [14],
GameGen-X [6], and GameFactory [39]. Unlike these
methods we produce code readily uses existing game en-
gines as simulators, complementing existing workflows and
ensuring hard physical constraints are enforced by the sim-
ulator. These are crucial features for domains where real-
world physics and behavior matter, as when games are used
to train humans for real-world tasks like surgery or piloting.

3. METHOD

Our approach to real-to-sim task generation has two phases:
1) scene comprehension, and 2) simulation generation and
evaluation. Initially, we process an input RGB-D image
to extract scene information, including bounding boxes and
segmentation masks. Subsequently, we establish correspon-
dences between these extracted elements and simulation-
ready assets.

Using this scene data, we formulate a task for a robotic
system to execute. The extracted 3D assets and scene infor-
mation are the key inputs for generating a simulation pro-
gram and associated test cases. We introduce a novel iter-
ative refinement process, termed router, which iteratively
enhances both the simulation program and test cases until a
policy successfully completes the prescribed task. Follow-
ing GenSim [36], rasks are the text description of the goals
and/or actions to be executed by a robotic system, and sim-
ulations are the code that implements the task. This distinc-
tion separates conceptual instructions (task) and their con-
crete implementation (simulation) in our framework.

While our primary focus is on robotic applications,
our methodology is directly applicable to video game de-
velopment. In game development, the same challenges
arise: converting real environments to interactive virtual
spaces with meaningful objectives. Our approach to gen-
erating solvable tasks can be used for creating game lev-
els with appropriate difficulty, generating game mechanics
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