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Figure 1. Samples from the FaceGest dataset illustrating the proposed set of facial gestures.

Abstract

Existing benchmarks for facial gesture recognition primar-
ily focus on emotion recognition using static images and
a limited number of gesture classes. This limitation con-
strains the use of facial gestures in human-computer in-
teraction (HCI) and poses challenges in developing real-
world applications driven by facial expressions. Unlike
traditional emotion recognition datasets, facial expression-
driven HCI applications require video-based data to cap-
ture dynamic gestures effectively. To address this gap,
we introduce FaceGest, a large-scale dynamic facial ges-
ture dataset designed to enhance interaction-based applica-
tions. FaceGest includes 13 distinct facial gesture classes
encompassing eye-based, mouth-based, head-based, and
combined gestures. The dataset was collected under diverse
lighting and environmental conditions to ensure robustness.
It comprises approximately 15,000 labeled video samples,
supplemented with deep feature representations for ma-
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chine learning research. The dataset creation process in-
volves data collection, augmentation, and structured cura-
tion for accessibility. Potential applications of FaceGest
span hands-free accessibility solutions, automotive systems,
smart home automation, metaverse interactions, security
authentication, and gaming controls. By offering this open-
access dataset along with baseline models, evaluation met-
rics, and ablation studies, FaceGest aims to bridge exist-
ing gaps in HCI datasets and drive the development of in-
clusive, efficient, and versatile interaction systems. The
dataset, code, and additional resources are publicly avail-
able at: https://sonainjameel .github.io/
FaceGest/.

1. Introduction

Facial gestures (FG) play a crucial role in human commu-
nication by conveying emotions, intentions, and non-verbal



cues that enhance interpersonal interactions [13]. The abil-
ity to accurately interpret FG enables more natural, adap-
tive, and intuitive user experiences. Facial gesture recog-
nition (FGR) has a wide range of applications in computer
vision (CV), including human-computer interaction, virtual
assistants, gaming, affective computing, and assistive tech-
nologies. Understanding facial dynamics is essential for de-
signing responsive and empathetic systems.

In computer vision, facial gestures are categorized into
two types: static facial gesture recognition (SFGR) [55] and
dynamic facial gesture recognition (DFGR) [52]. SFGR fo-
cuses on facial gestures that can be recognized from a single
image (spatial data), whereas DFGR involves gestures per-
formed over a sequence of image frames (temporal data). A
variety of datasets exist for both categories, but the majority
are designed for SFGR [4, 11, 27, 32, 35, 38, 50, 56, 60],
while relatively fewer datasets are available for DFGR
[3, 20, 42, 54].

Currently, SFGR and DFGR datasets can be broadly
classified into two types: (1) in-lab-based datasets [31, 59,
61], which are collected in controlled environments with
standardized lighting and conditions, and (2) in-the-wild
datasets [54], which are collected in real-world settings with
varying illumination, occlusions, and diverse backgrounds.
While both types of datasets have been widely used in re-
search, they still present limitations and challenges that hin-
der the advancement of facial gesture recognition systems.

Despite the significant progress in DFGR, several chal-
lenges remain unresolved, limiting the development of ro-
bust and generalizable models. One of the primary issues is
the lack of diverse DFGR datasets, as most existing datasets
focus on SFGR. Even among the available DFGR datasets,
many are collected using automated algorithms without ex-
pert verification, resulting in irrelevant samples and poor
model generalization. Furthermore, dataset creation often
lacks a well-defined design, structured data collection pro-
cesses, and controlled environments, leading to inconsisten-
cies and biases.

Another major challenge is the limited number of ges-
tures included in DFGR datasets. Most datasets do not ex-
ceed seven distinct gestures, and many suffer from low res-
olution, as detailed in Table 1. This limitation restricts their
applicability in real-world HCI scenarios. Additionally,
the individuals performing gestures in these datasets often
lack professional training, leading to poorly executed move-
ments that degrade data quality. Biases in DFGR datasets
further hinder the generalization of models, affecting their
performance across different demographic groups and real-
world conditions.

Dataset curation is another concern, as DFGR datasets
often suffer from an imbalance between quality control and
sample quantity. Some datasets contain too few samples per
gesture due to strict quality constraints, while others include
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an excessive number of low-quality samples due to poor
curation. These factors contribute to lower model perfor-
mance. Moreover, many DFGR datasets are unstructured,
poorly curated, and excessively large, posing challenges in
terms of accessibility, download time, and annotation ef-
forts. These issues consume significant resources, slowing
down research and development.

Existing datasets also tend to focus primarily on facial
expressions for emotion recognition rather than capturing
subtle facial gestures essential for real-time interactions in
HCI applications [38]. Furthermore, real-world applica-
tions demand lightweight models capable of operating in
real time, yet there is often a trade-off between model accu-
racy and computational efficiency, making it challenging to
optimize both.

In summary, despite advancements in CV and deep
learning (DL), the progress of DFGR remains constrained
by dataset limitations. Addressing these challenges is cru-
cial for improving FGR in HCI applications. In the fol-
lowing sections, we propose a solution to overcome these
limitations and advance the field of DFGR.

To address the challenges discussed above, we introduce
FaceGest, a novel DFGR dataset designed to advance the
field of FGR for real-world applications. Our key contribu-
tions are as follows:

First, we developed FaceGest, a DFGR dataset created
under controlled in-lab supervision to ensure high-quality
data collection. To minimize redundancy and eliminate ir-
relevant samples, the dataset was recorded under diverse
lighting conditions and environmental settings. The selec-
tion of gestures was carefully curated, prioritizing their ef-
fectiveness, ease of use, and structured representation to en-
hance usability in HCI applications.

Unlike existing DFGR datasets, FaceGest introduces a
broader set of 13 well-defined gestures with high-resolution
video frames (1080 x 1920), expanding the applicability
of FGR-based HCI systems. To ensure data quality, par-
ticipants underwent proper training before performing ges-
tures, reducing inconsistencies and improving dataset relia-
bility. Furthermore, we mitigated dataset biases by includ-
ing diverse gestures, participants, and real-world scenarios,
enhancing the dataset’s generalizability.

To improve model performance and usability, we col-
lected a significantly higher number of samples per ges-
ture while maintaining strict quality control. The dataset
is meticulously curated, structured, and labelled to facilitate
ease of use. FaceGest is provided in three formats: RGB
video clips, deep feature representations, and depth maps,
allowing flexibility for various deep learning applications.
The gestures in the dataset are designed to cover a broad
range of HCI interactions, including head, mouth, lip, and
combined facial movements.

To further demonstrate the utility of FaceGest, we bench-



mark the dataset on several deep learning models and con-
duct extensive ablation studies, including the evaluation
of lightweight models for real-time performance. These
benchmarks provide insights into the dataset’s challenges
and offer new directions for future research.

In summary, FaceGest is a one-of-a-kind dataset that, to
the best of our knowledge, is the most diverse and structured
DFGR dataset available. It offers a compact yet comprehen-
sive set of 13 dynamic facial gestures, including “eye blink
right,” “eye blink left,” “double eye blink,” “pursed lips,”
“nod,” “raising eyebrows,” and more, as detailed in Table 2.
The dataset comprises 15,000 videos, with approximately
1,150 video samples per gesture, equating to an average of
23,000 images per gesture. It is available in three formats:
* Labeled RGB videos (compressed)

* Deep feature-based representations (including FaceLand-
marker from MediaPipe, InceptionV4, and SqueezeNet)
* Depth maps using DepthAnythingv2 [57]

Through rigorous benchmarking and extensive analysis,
we present FaceGest as a benchmark dataset that not only
addresses existing challenges in DFGR but also establishes
a new foundation for advancing research in this domain.

2. Related Work

2.1. Dynamic Facial Gesture Datasets

In recent years, several benchmark datasets have been in-
troduced for FGR. Notable examples include CK+ [32],
DFEW [20], FERV39k [54], MUG [3], CallD3, AffectNet
[38], and FER+ [4]. While these datasets have contributed
significantly to the advancement of FGR, they exhibit var-
ious limitations that hinder their applicability in real-world
DFGR tasks.

The CK+ dataset is well-known for its diversity; how-
ever, it is limited by its focus on SFGR, its reliance on
posed expressions, and the absence of predefined train-test
splits, which complicates model evaluation and compari-
son. Similarly, the Oulu-CASIA dataset suffers from a
male-dominated sample distribution (73.8%), low resolu-
tion (320 x 240), and a prevalence of posed expressions,
reducing its effectiveness in real-world applications.

The MUG dataset [3] also presents challenges, particu-
larly due to its lack of scene diversity and the limited num-
ber of subjects. While some expressions in MUG are natu-
rally induced, the majority remain posed, and its static na-
ture restricts its suitability for spontaneous gesture recogni-
tion.

AffectNet [38], one of the largest datasets for FGR,
provides extensive labeled facial expressions; however, it
faces challenges such as annotation subjectivity, biases in-
troduced through web scraping, privacy concerns, and most
critically, the absence of temporal dynamics, as it consists
solely of SFGR. These limitations make it less suitable for
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dynamic gesture-based applications. Similarly, FER+ [4]
improves upon FER2013 by refining label annotations but
remains constrained as a static image dataset with incon-
sistent image quality, limited subject details, and potential
misannotations.

Another dataset, SFEW 2.0 [11], derived from movie
scenes, introduces greater real-world variability. However,
it is restricted by its small dataset size (1,766 images), the
lack of temporal information, and the unavailability of test
labels, which further complicates fair benchmarking and
model comparison.

Despite the contributions of these datasets, the limita-
tions in terms of posed expressions, dataset biases, lack of
temporal continuity, and restricted diversity highlight the
need for a more comprehensive and structured dataset for
DFGR. FaceGest, as proposed in this work, aims to address
these shortcomings by providing a high-quality dataset with
a broader range of gestures, improved diversity, and well-
structured annotations to enhance DFGR for HCI.

2.2. Facial expression recognition methods

Various deep learning-based approaches have been em-
ployed for facial expression recognition, including 3D Con-
volutional Neural Networks (3D CNNs) [12, 23, 40], 2D
Convolutional Neural Networks (2D CNNs) [25, 44, 48],
Recurrent Neural Networks (RNNs) [21, 33], and Long
Short-Term Memory (LSTM) networks [14, 37]. Recently,
hybrid models based on transfer learning have gained
prominence due to their robustness and reduced computa-
tional complexity, making them among the most effective
approaches [36].

Transfer learning has been extensively applied to con-
ventional CNN architectures, such as Inception-v4 [47],
VGG19, SqueezeNet [26], ResNet-50 [16], and MobileNet
[18]. Additionally, Vision Transformers (ViTs) [8, 9,
24] have been explored for facial expression recognition,
demonstrating strong performance. However, due to their
high computational complexity, real-world applications still
primarily rely on hybrid models that balance efficiency and
accuracy [22]. This trend may shift as ViTs continue to
advance, improving performance while reducing computa-
tional costs.

3. The FaceGest Dataset

We introduce FaceGest, a well-structured and systemati-
cally designed benchmark dataset for DFGR. As discussed
in the introduction, most existing facial expression datasets
fall under the SFGR category and are therefore less suited
for real-world application scenarios. Addressing these lim-
itations presents both challenges and opportunities in the
design and creation of FaceGest.

FaceGest consists of facial gesture video clips and an-
notated deep feature representations, covering 13 distinct



Dataset Modality Data Type Samples Year Resolution Classes

FER +[4] Static Images 35,887 2016 48 x 48 8

AffectNet [38] Static Images ~450,000 2017 256x256 7

DFEW [20] Dynamic Video >15,000 2020 256x256 7

FERV39k [54] Dynamic Video 38,935 2022 48x48 7

MEGC 2019 Challenge [42]  Dynamic Video Varies 2019 640 x 480 8

DISFA [35] Static Images 27 2013 1024 x 768  smiles

MUG Database [3] Dynamic Videos 1462 2018 896 x 896 7

CK+ [32] Static Imagess 10,000 2010 640 x 490 7

Yale [56] Static Images 165 2017 168 x 192 7

SFEW [11] Static Images 1000 2015 720 x 576 7

OuluCASIA [60] Static Images 4480 2009 320 x 240 7

RAFD [27] Static Images 30,000 2010 1024 x 681 8

CalD3r&MenD3s [50] Static 3D Static Images 4678 2023 1454 x 890 7

FaceGest Dynamic  Videos+Deep features 15,000 2025 FHD 13

Table 1. An Overview of the facial expression datasets.
gesture classes (samples and descriptions are shown in Fig- Category Gesture Description
ure | and Table 2, respectively). The dataset has been care- X )
fully curated to ensure diversity and ease of use. Unlike SBR Close and open right eye q.umkly
traditional datasets that rely solely on raw video frames, Eye-Based SBL le)se and open leff cye qumkly
FaceGest incorporates pre-processed deep feature represen- DB Bh_nk both eyes twice quickly
tations, extracted using state-of-the-art methods such as RE Raise both eyebrows
MediaPipe [6], SqueezeNet [26], and Inception-v4 [47]. MO Open mouth wide
To facilitate efficient training and deployment, FaceGest Mouth-Based S Stretch lips in a smile

provides a compressed deep-feature representation of RGB F Draw eyebrows together, wrinkling forehead
videos in CSV format, significantly reducing the computa- LP Press lips together tightly
tiona.l overhead associated. with raw video process.ing. By N Move head up and down (nod)
offering pre-extrac?ed spatial feat.ures, Fachest ehmmaFes Head-Based SH Move head side to side (shake)
the need for extensive preprocessing, allowing seamless in-
tegration into various machine learning frameworks. This B&S  Blink while smiling
makes it an ideal dataset for gesture-based control systems, Combined RE&MO  Raise eyebrows while opening mouth
assistive technologies, and interactive Al applications, ac- W&HT  Wink one eye and tilt head

celerating the development of real-world FGR solutions.

3.1. Challenges

Creating a benchmark dataset for DFGR presents several
challenges, particularly in addressing the limitations and
gaps identified in existing datasets. The primary challenges
include properly training participants, conducting data col-
lection under professional supervision, maintaining a fixed
resolution for image frames, eliminating redundant sam-
ples, and ensuring accurate annotation to develop a well-
structured, ready-to-use benchmark. Additionally, mini-
mizing biases and optimizing the dataset size for efficient
public accessibility requires careful planning.

Capturing fine-grained facial movements further in-
creases complexity, as high temporal resolution signifi-
cantly escalates storage requirements and computational
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Table 2. Facial Gesture Set for HCI Dataset.

costs. [Ensuring diversity across demographics, lighting
conditions, and recording environments adds another layer
of difficulty to dataset construction. Moreover, achieving
accessibility and efficiency necessitates preprocessing and
feature extraction techniques that reduce data size while
preserving essential motion dynamics. Balancing these fac-
tors is critical in developing a robust and versatile dataset for
dynamic facial gesture analysis. A comprehensive overview
of the FaceGest dataset creation process is illustrated in Fig-
ure 2.



3.2. Dataset Creation

The FaceGest dataset was constructed through a structured,
multi-stage process that includes gesture design, video se-
quence collection, and deep feature extraction. The follow-
ing sections provide an overview of these steps, as illus-
trated in Figure 4.

3.2.1. Gesture Design and Description

Before initiating data collection, facial gestures were care-
fully designed to be intuitive, natural in execution, and eas-
ily memorized by users. Gesture selection was informed by
prior studies on facial expressiveness and human interaction
[5, 10]. A final set of 13 gestures was curated, each with a
unique abbreviation, as detailed in Table 2. The selected
gestures were chosen to facilitate seamless integration into
HCI systems, enabling touchless interaction through facial
movements.

3.2.2. Video Sequence Collection

To ensure the dataset’s applicability in real-world scenar-
ios, data collection was conducted across a diverse range
of environmental conditions, guided by prior studies on
scene variability [7, 19, 51]. More than 50 participants were
trained to perform the predefined facial gestures off-camera
before recording, ensuring natural execution and consis-
tency [39].

A diverse participant pool was selected to enhance
dataset variability and improve generalization across de-
mographics. High-resolution frames (1080 x 1920) were
captured to align with real-world camera settings, as lower-
resolution datasets have been shown to degrade model per-
formance [34]. The dataset includes recordings in both in-
door and outdoor environments under various lighting con-
ditions.

To enhance accessibility, the dataset is provided in mul-
tiple formats: PNG and JPEG for image frames, MPEG-4
for video sequences, and CSV for deep feature representa-
tions. Additionally, a .npz format is included for efficient
computational processing.

3.2.3. Deep Feature Extraction

Most existing DFGR datasets are poorly structured and pri-
marily provided as raw RGB video clips, resulting in sub-
stantial preprocessing burdens for researchers [1]. To ad-
dress this issue, FaceGest is offered in three structured for-
mats: labelled deep features, depth maps, and RGB videos.

The complete feature extraction pipeline is illustrated in
Figure 4. Each video sequence has been processed to extract
deep feature representations using MediaPipe, SqueezeNet,
and Inception-v4. This transformation reduces storage re-
quirements while preserving critical motion dynamics. In
the deep feature format, each row represents a gesture frame
sequence as a 1D feature vector. Table 3 provides detailed
specifications, including feature lengths and models used.

This structured approach ensures efficient data handling
while maintaining essential information for facial gesture
analysis. Additional technical details on feature extraction
and dataset structuring are provided in Section 3.3.

50 subjects volunteered
in data collection.

Videos editing, filtering,
labeling, hierarchical
structuring & reviewing.

Subjects e Editing

b

o
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for performing facial
gestures.
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Figure 2. An overview of the FaceGest dataset creation process.

3.3. Dataset Statistics

The FaceGest dataset consists of thirteen distinct facial ges-
tures, comprising 15,000 video samples, with an average
of 1,153 samples per gesture. The dataset was contributed
to by over 50 participants, encompassing a diverse range
of ethnic backgrounds including South Asian, East Asian,
Middle Eastern, and Western individuals, thereby ensuring
richness in facial expressions and motion dynamics. Writ-
ten consent to use the facial data was obtained from each
participant. The class distribution and statistical details of
the dataset are illustrated in Figure 3.

Class Distribution of Dynamic FaceGest Dataset B Total Clips

== Training Clips
[ Test Clips

25,000
20,000
15,000

10,000

5,000 1
0

Number of Images per Class

FaceGest Classes

Figure 3. Class distribution of the Dynamic FaceGest dataset.

To facilitate high-quality and pre-processed data for
researchers and developers in the field of facial gesture
recognition, we extracted deep feature representations us-
ing three pre-trained models: MediaPipe, SqueezeNet, and



Inception-v4. These models were carefully selected based
on their robustness and lightweight architecture, making
them suitable for real-time applications.

For facial landmark extraction, we utilized MediaPipe
FaceLandmarker, which provides 468 key points per frame,
each represented by x, y, and z coordinates, resulting in
a 1404-dimensional feature vector per frame. In addi-
tion to facial landmarks, we extracted spatial features us-
ing SqueezeNet and Inception-v4, both of which generate a
512-dimensional feature vector after applying global aver-
age pooling to the convolutional layers.

The extracted deep features were structured into CSV
format, where each row corresponds to a single frame, con-
taining both the feature vector and its associated label. The
hierarchical structure of the FaceGest dataset, along with
detailed specifications of the deep features, is presented in
Table 3. Additionally, the dataset is available in the form of
labeled RGB video clips, ensuring flexibility for different
research applications.

Model Feature Dims/ frame  Length Label Format
FaceLandmarker Final Output 468 (x,y,z) 1404 x 1 int CSV
SqueezeNet GAP Layer 512 (x,y,z) 512 x 1 int CSvV
Inception-v4 GAP Layer 512 (x,y,2) 512 x 1 int CSv

Table 3. Deep feature details extracted from RGB frames using
FaceLandmarker, SqueezeNet, and Inception-v4.

3.4. Dataset Characteristics

Our FaceGest dataset provides a large and diverse collec-
tion of video sequences, covering a broad spectrum of fa-
cial gestures and enabling comprehensive research in facial
expression recognition and HCI. Unlike existing datasets,
which typically contain only seven facial gestures (Ta-
ble 1), FaceGest introduces 13 distinct gestures, ensuring a
richer exploration of expression diversity. The dataset was
recorded in exceptionally high resolution, setting it apart
from previous benchmarks that lack such high-quality vi-
sual information. A diverse participant pool enhances vari-
ability in facial gestures, improving robustness and general-
izability.

To further expand its utility, data augmentation tech-
niques, including zoom variations and brightness adjust-
ments, were applied, increasing adaptability for training
deep learning models. Each video is accompanied by la-
belled image frames and deep feature representations ex-
tracted using MediaPipe, Inception-v4, SqueezeNet, and
depth maps. These features are pre-processed and read-
ily available for training temporal classification models, in-
cluding ViTs [15, 22] and hybrid deep learning architectures
[53].

To improve accessibility, FaceGest also provides a
lightweight deep feature version, significantly reducing
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storage and computational overhead. The deep feature
dataset is highly compact, typically occupying only a few
gigabytes, in contrast to traditional benchmarks that require
hundreds of gigabytes. This ensures efficient storage, faster
processing, and seamless integration into machine learning
frameworks. The dataset structure is designed for ease of
use, allowing direct access through a single function call,
making it highly practical for research and development
workflows.

4. Benchmarking

Experiments were conducted using baseline methods, fol-
lowed by a comprehensive performance evaluation. Key in-
sights and observations were further analyzed through an
ablation study to assess the impact of different components.
The following sections present the baseline methods and
evaluation metrics used for benchmarking.

4.1. Experiments

To establish a robust facial gesture recognition framework,
the FaceGest dataset was systematically divided into 80%
for training (including validation) and 20% for testing, en-
suring a randomized and non-overlapping split. The dataset
includes thirteen distinct gesture categories, further clas-
sified into five variations based on brightness, zoom lev-
els, and contrast adjustments. Benchmarking includes mul-
tiple evaluation setups, with a generalized configuration
combining all conditions to assess model robustness and
scene-specific setups isolating individual variables. This
approach ensures a fair evaluation across real-world scenar-
ios while maintaining relevance for practical HCI applica-
tions. By considering variations in lighting, environmental
conditions, and data augmentation techniques, the frame-
work provides a reliable benchmark for assessing adaptabil-
ity, robustness, and generalization in facial gesture recogni-
tion models.

4.1.1. Implementation Details

Experiments were conducted on a high-performance work-
station equipped with dual NVIDIA GeForce RTX 3090
GPUs, running CUDA 12.2 and TensorFlow 2.9.0 with
CUDA 11.2. Preprocessing was performed using OpenCV
4.10.0 and FFmpeg 6.1.2. Deep feature extraction utilized
MediaPipe, Inception-v4, SqueezeNet, and ResNet-50. All
models were trained for 200 epochs, with early stopping en-
abled to prevent overfitting. A learning rate of 0.001 and a
batch size of 32 were maintained across all architectures.

4.2. Baseline Methods

A range of deep learning-based approaches [2, 12, 14,
21, 23, 25, 26, 28, 40, 44, 48] were evaluated for DFGR
[30, 41, 46]. 3D CNNs [45, 49] capture spatiotemporal
features directly from frame sequences, while 2D CNNs



Input & Pre-Processing Deep Learning Models Output Labeling Storage
FaceLandmarker ——> Output Layer FaceGeSt
468x3 = 1404 (x,y,2)
SqueezeNet ——> GAP Layer
512x1/frame —
InceptionV4 ——> GAP Layer
512x1/frame
DepthAnything v2
RGB Videos Labeled RGB Videos

Figure 4. Dataset Pre-processing and Labeled Deep Feature Extraction Process.

[29, 58] such as ResNet-50 [28] leverage transfer learning
for spatial feature extraction. Hybrid models like Inception-
v4-LSTM [2] and SqueezeNet-LSTM [26, 43] integrate
temporal modeling for improved recognition.

Additionally, MediaPipe-LSTM [6] employs facial land-
mark extraction before feeding sequences into an LSTM
for temporal modeling. Two-stream networks process RGB
and Optical Flow separately, capturing both spatial and mo-
tion features. A 2D CNN-LSTM [44] model was also
explored, combining CNN-based feature extraction with
LSTM-driven temporal learning.

4.3. Performance Evaluation

Models were assessed using accuracy, F1-score, precision,
recall, and confusion matrices [17]. The best-performing
methods were identified based on gesture classification ac-
curacy and temporal consistency. Models incorporating
temporal dynamics, particularly those leveraging LSTM-
based architectures, demonstrated superior performance in
recognizing dynamic facial gestures.

4.4. Ablation Study

To assess the impact of various factors on FaceGest and
model performance, we conducted ablation studies focus-
ing on data modality, augmentation strategies, and feature
extraction techniques.

4.4.1. Impact of Data Modality

We compared model performance using raw RGB videos
against deep feature representations extracted from Medi-
aPipe, Inception-v4, ResNet-50, and SqueezeNet. Results
indicate that models trained on deep features significantly
outperformed those using raw RGB inputs, demonstrating
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that precomputed feature representations effectively reduce
computational complexity while preserving discriminative
information.

4.4.2. Effect of Data Augmentation

To evaluate the impact of data augmentation on model gen-
eralization, we trained models with and without augmen-
tation techniques such as zoom (factor of 1.75), bright-
ness adjustments (ranging from 0.8 to 1.2), and slight rota-
tions (between £10° to £15°). The original dataset con-
tained 15,000 videos, of which 30% were randomly se-
lected for augmentation, ensuring that each sample was
used only once per augmentation type to avoid redundancy.
This process resulted in the dataset consisting of 19,500
videos. Models trained with augmented data demonstrated
improved accuracy and robustness, particularly under vary-
ing lighting conditions. These results confirm that aug-
mentation helps mitigate overfitting and increases dataset
variability. On average, models trained with augmentation
achieved a 2.06% improvement in accuracy.

4.4.3. Comparison of Deep Features

We further examined the effectiveness of different fea-
ture extraction pipelines. Among the evaluated meth-
ods, MediaPipe-LSTM, Inception-v4-LSTM, and ResNet-
50-LSTM yielded the best performance, likely due to their
ability to capture both global and local spatiotemporal pat-
terns. In contrast, SqueezeNet-based features provided
faster inference but resulted in slightly lower accuracy. De-
tailed performance metrics are presented in Tables 4 and 5.

4.4.4. Insights

The ablation study highlights that deep feature-based rep-
resentations, augmentation strategies, and appropriate fea-
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Model Gesture Classes ‘ Avg.
SBR SBL MO LP DB S N RE F SH B&S RE&MO W&HT ‘ Acc/F1
MediaPipe-LSTM 0.99/0.99  0.99/0.99 1.00/1.00 0.98/0.98 1.00/0.99 1.00/1.00 0.99/1.00 1.00/0.99 0.99/1.00 0.99/0.99 0.99/0.99 0.99/0.98 0.99/0.99 | 0.99/0.99
Inception-v4-LSTM  0.98/0.98  0.98/0.98  0.99/0.99  0.96/0.97 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.97 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.96 0.98/0.98 | 0.98/0.98
ResNet50-LSTM 0.97/0.97 0.97/0.97 0.99/0.99 0.95/0.96 0.98/0.97 0.98/0.98 0.97/0.98 0.98/0.96 0.97/0.97 0.97/0.97 0.97/0.96 0.97/0.95 0.97/0.97 | 0.97/0.97
3D-CNN 0.98/0.98 0.98/0.98 0.99/0.99 0.97/0.98 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.98 0.98/0.99 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.98 | 0.98/0.98
SqueeezeNet-LSTM  0.97/0.97  0.98/0.98 0.99/0.99 0.95/0.96 0.98/0.97 0.98/0.98 0.97/0.98 0.98/0.96 0.97/0.97 0.97/0.97 0.97/0.96 0.97/0.95 0.97/0.97 | 0.97/0.97
2D CNN-LSTM 0.98/0.98 0.98/0.98 0.99/0.99 0.96/0.97 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.97 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.96 0.98/0.98 | 0.98/0.98
Table 4. Performance comparison of models across 13 gesture classes (Acc/F1). The rightmost columns summarize the average Accuracy
(Acc) and F1-score (F1). Best values are bolded.
Model Gesture Classes ‘ Avg.
SBR SBL MO LP DB S N RE F SH B&S RE&MO W&HT ‘ Pr/Re
MediaPipe-LSTM 0.99/0.99  0.99/0.99 1.00/1.00 0.98/0.98 1.00/0.99 1.00/1.00 0.99/1.00 1.00/0.99 0.99/1.00 0.99/0.99 0.99/0.99 0.99/0.98 0.99/0.99 | 0.99/0.99
Inception-v4-LSTM  0.98/0.98  0.98/0.98  0.99/0.99  0.96/0.97 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.97 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.96 0.98/0.98 | 0.98/0.98
ResNet50-LSTM 0.97/0.97 0.97/0.97 0.99/0.99 0.95/0.96 0.98/0.97 0.98/0.98 0.97/0.98 0.98/0.96 0.97/0.97 0.97/0.97 0.97/0.96 0.97/0.95 0.97/0.97 | 0.97/0.97
3D-CNN 0.98/0.98 0.98/0.98 0.99/0.99 0.97/0.98 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.98 0.98/0.99 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.98 | 0.98/0.98
SqueeezeNet-LSTM  0.97/0.97 0.98/0.98 0.99/0.99 0.95/0.96 0.98/0.97 0.98/0.98 0.97/0.98 0.98/0.96 0.97/0.97 0.97/0.97 0.97/0.96 0.97/0.95 0.97/0.97 | 0.97/0.97
2D CNN-LSTM 0.98/0.98 0.98/0.98 0.99/0.99 0.96/0.97 0.99/0.98 0.99/0.99 0.98/0.99 0.99/0.97 0.98/0.98 0.98/0.98 0.98/0.97 0.98/0.96 0.98/0.98 | 0.98/0.98

Table 5. Performance comparison of models across 13 gesture classes (Pr/Re). The rightmost column summarize the average Precision

(Pr) and Recall (Re). Best values are bolded.

ture extraction techniques significantly impact model per-
formance. Our results confirm that precomputed deep fea-
tures not only accelerate training but also provide robust
representations for facial gesture recognition in HCI appli-
cations.

5. Conclusion

We introduced FaceGest, a novel dynamic facial gesture
dataset designed to advance human-computer interaction
(HCI) applications. By addressing limitations in the exist-
ing benchmarks, FaceGest establishes a new standard for
facial gesture recognition research. As highlighted in Table
1, it stands out with 13 diverse gesture classes, making it
the most comprehensive dataset of its kind. Data were col-
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lected from trained subjects under varied lighting conditions
and environments to ensure real-world applicability. To en-
hance generalization and reduce bias, data augmentation
techniques were applied, further improving the robustness
of the dataset. Unlike previous datasets, FaceGest provides
various modalities; 1) RGB-videos, 2)deep feature repre-
sentations extracted using state-of-the-art models such as
MediaPipe, Inception-v4, and SqueezeNet, enabling direct
benchmarking and 3)Depth-maps. By overcoming key lim-
itations of existing datasets, FaceGest offers a high-quality
ready-to-use benchmark that facilitates advancements in fa-
cial gesture recognition for diverse HCI applications.
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