


address these challenges, allowing for a more comprehen-
sive material synthesis.

By leveraging these enhanced intrinsic channels, our ap-
proach enables more accurate and controllable image syn-
thesis, bridging the gap between physically-based methods
and AI-driven generative models. This framework provides
a structured yet efficient way of synthesizing diverse and
realistic images while maintaining control over scene prop-
erties. It is well suited for applications in virtual content
creation, digital art, and photorealistic rendering. Our con-
tributions can be summarized as
• We extend the intrinsic representation of indoor images

from reflection only to transmission, which could model
transparent/translucent materials like windows or glass
doors.

• We provide an explicit intrinsic compositing method to
render the image. Compared to diffusion-based render-
ing, ours provides more accurate controls on high spec-
ular regions, and the output is deterministic. The com-
posed image could be used as quick feedback since there
is no limitation on GPU memory and image resolution,
and only basic image operations are used here.
This paper focuses on intrinsic channels in the screen

space X (followed by RGB↔X [50]), and to verify the ro-
bustness of X, we provide an analytic solution for image
composition. Future work will explore replacing PBR ma-
terials with our Extended PBR materials in image decom-
position.

2. Related works
2.1. Physically based rendering
Physically Based Rendering (PBR) has been a foundational
approach in computer graphics, focusing on simulating the
interaction of light with complex scene descriptions con-
sisting of geometry, materials, and illumination. Traditional
rendering pipelines heavily rely on Monte Carlo (MC) light
transport simulation [31, 41], which despite its accuracy, in-
troduces stochastic noise due to limited sampling. Another
key challenge in PBR is the representation of materials. A
variety of real-world surfaces could be modeled by the Bidi-
rectional Scattering Distribution Function (BSDF). One of
the most influential solutions is the Disney Principled BSDF
[4, 5], which is largely based on physical principles and em-
pirical observations. Although not strictly enforcing physi-
cal accuracy, the Disney BSDF provides a practical and in-
tuitive parameterization of plausible materials, prioritizing
artistic control and ease of use over strict physical correct-
ness. This approach has significantly influenced material
systems across commercial and open-source rendering en-
gines, including Blender’s Principled BSDF [3], Unreal En-
gine’s Physically Based Materials [40], Mitsuba3’s Princi-
pled and Thin Principled BSDF [20], et al. Its widespread

adoption underscores its effectiveness in balancing realism
and creative flexibility within PBR frameworks. However,
real-world materials are more than a simple surface model.
Due to the complexity of the materials, researchers use spe-
cific appearance models to represent them, for example, lay-
ered objects [1, 14, 19], hair [8, 27], cloth [28, 43], and iri-
descence material [2, 12].

2.2. Data-driven image synthesis
Recent advancements in image synthesis have explored
alternative paradigms, mainly through generative models,
which diverge from classical rendering methodologies. In
particular, large-scale diffusion models have demonstrated
remarkable success in producing highly realistic images by
iteratively refining noise into structured visual content, e.g,
DALL·E [34] and Stable Diffusion [36]. These models ex-
tend the neural denoising approach to its extreme, lever-
aging probabilistic image generation from pure Gaussian
noise. Unlike traditional PBR, which requires explicit scene
descriptions, diffusion-based approaches learn complex vi-
sual distributions from extensive datasets, synthesizing di-
verse and photorealistic imagery without explicit physical
simulation. However, such models are hard to train and
generated images are hard to control. Most of the other
works try to fine-tune the pre-trained models for various do-
mains and conditioning. ControlNet [51] has been widely
adopted for tasks requiring precise layout control, including
sketch-to-image synthesis, depth-aware image generation,
and pose-conditioned rendering. IC-Light [52] changes the
illumination of the image but retains the underlying image
details and maintains the intrinsic properties unchanged.
More works that use diffusion models for appearance and
illumination manipulation are summarized in the related
works of IC-Light [52] and a survey [18].

2.3. Intrinsic representation
While accurate rendering realistic images from explicit
scene descriptions is often computationally expensive and
labor intensive. In contrast, generating images from learned
data through deep generative models offers efficiency but
lacks precise control over the structure of the scene. In-
trinsic representation provides a promising middle ground
by balancing accuracy and flexibility, enabling structured
yet editable scene decomposition. A well-designed intrinsic
representation should capture fundamental physical prop-
erties such as geometry, materials, and illumination while
remaining intuitive for manipulation. In synthetic image
generation, particularly in real-time rendering pipelines,
intrinsic properties can be efficiently extracted from ren-
der buffers, making them readily available for downstream
tasks such as relighting and material editing. These rep-
resentations have also been widely integrated into modern
neural rendering and inverse graphics frameworks, facilitat-
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Offset ≈ 0

Infinite thin

Figure 2. Thin surface assumption: Ignoring the internal re-
flection, light traveling through a transparent thin surface refracts
twice as it enters and exits, and reflects once only on the top sur-
face. For a smooth surface, light exits with the same direction as it
enters and the offset could be ignored.

hr is the half vector between ωo and ωi, which is hr =
(ωo + ωi)/(||ωo + ωi||).
Normal distribution function (D), also known as the spec-
ular distribution, describes the normal distribution of micro-
facets for the surface. We use GGX [42] distribution which
is defined as follow (r is the surface roughness),

D(hr) =
r4

π (|n · hr|2 (r4 − 1) + 1)2
(5)

Fresnel reflection coefficient (F ) describes the amount of
light that reflects from a mirror surface given its Index of
Refraction (IOR). For the Fresnel term, we use Schlick’s
approximation [37] (F0 = (1− η)2/(1 + η)2),

F (hr,ωo) = F0 + (1− F0) (1− |ωo · hr|)5 (6)

Geometric attenuation (G) describes the shadowing from
the microfacets. We use Smith’s method (independent of h)
with Schlick approximation [37] for it (k = r2/2),

G(hr,ωo,ωi) =
|n · ωo|

|n · ωo| (1− k) + k

|n · ωi|
|n · ωi| (1− k) + k

(7)

3.3. Transparent thin surface
For a general transparent object, like a bottle of orange
juice, light refracts into the liquid and out from the other
side after absorption and scattering. This process relies on
the properties of two surfaces and the volumes between.

In this work, we focus only on thin surfaces with two
parallel surfaces and zero thickness, which approximate an
actual transparent surface, such as windows or a glass table.

With the assumption of a thin surface (Fig. 2), we ob-
serve that light bending due to refraction approximately
cancels, and the offset of incoming and outgoing light could
be ignored. The specular transmission could be modeled by
the microfacet distribution, the same as the specular lobe
(fs), but reflected to the other side. If we don’t model the
internal reflections between two surfaces while only con-
sidering two roughnesses, the transmission lobe could be

Metal Dielectric Glass
Figure 3. Three typical materials: Metal (t = 0,m = 1), Di-
electric (t = 0,m = 0) and Glass (t = 1,m = 0).

written as,

ft =
D̂(ht)F (ht,ωo)G(ht,ωo,ωi)

4 |ωo · n| |ωi · n|
(8)

D̂ is the Extended Normal Distribution Function (eNDF),
and can be estimated by joint spherical warping strategy
[13]. ht is the half vector between ωo and ωi, which is
ht = −(ωo + ηωi)/(||ωo + ηωi||).

3.4. The ePBR material model
We combine the three terms Eq. (3), Eq. (4), and Eq. (8) and
weight them to get the final BSDF,

f = (1− t)(1−m)fd + fs + tft (9)

where m is metallic and t is transparency. Albedo (a) is
shared with the incident specular response to support metal-
lic materials. So the F0 is modified accordingly, F0 =
lerp(F0, a,m).

Fig. 3 presents some special cases, and the linear mixture
of them can model all other materials.
• when t = 0 and m = 0, f = fd + fs(F0 = 0.04), which

indicates most dielectric materials in real life;
• when t = 0 and m = 1, f = fs(F0 = a), which is

conductor/metal;
• when t = 1 and m = 0, f = fs(F0 = 0.04) + ft(F0 =
0.04), which represents transparent glass;

• when t = 1 and m = 1, transparent metal, which could
be simulated using our model although it does not exist in
nature. So, during image composition, we automatically
set m = 0 if t > 0 to avoid getting invalid materials.

4. Screen-space image synthesis
In this section, we will explore how to use the intrinsic chan-
nels of the screen space X to synthesize the final image I.

First we put Eq. (9) back to Eq. (1) and split it into three
individual components,
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(c)

(d)

(e)

N and D A,R,M and T E and Amr RGB↔X [50] Ours ReferenceIntrinsic channels

Figure 7. Image composition. We decompose reference images into intrinsic channels and then recompose them back. Compared to
RGB↔X [50], our results generate more accurate reflectance in the high specular regions (marked with green box). In some non-specular
regions, our light diffusion is less bright compared to reference, which is mainly because of the inaccurate LDR irradiance map E.

7. Conclusion

In this work, we extended intrinsic representations to incor-
porate both reflection and transmission, enabling the syn-
thesis of transparent materials such as glass and windows.

LPIPS↓
Fig. 7(a) (b) (c) (d) (e)

RGB↔X 0.493 0.360 0.372 0.387 0.327
Ours 0.414 0.271 0.360 0.336 0.304

Table 2. Overall image composition performance in LPIPS for
Fig. 7. It shows that our composition method outperforms diffu-
sion-based method for the entire image.

By introducing an explicit intrinsic compositing framework,
we achieved deterministic and interpretable image synthesis
that offers precise control over material properties. Com-
pared to diffusion-based rendering methods, our approach
provides an efficient and memory-friendly solution, making
it well suited for real-time applications and high-resolution
image generation. Furthermore, the image composition us-
ing our extended PBR materials allows flexible material
editing while maintaining physical plausibility. Future work
will focus on exploring the integration of ePBR materials
into more 3D vision applications, bridging the gap between
physically based and AI-driven image synthesis. We believe
that our work can further impact downstream applications
and allow for improved control over low-level properties of
objects.



References
[1] Laurent Belcour. Efficient rendering of layered materials us-

ing an atomic decomposition with statistical operators. ACM
TOG, 37(4):1, 2018. 2

[2] Laurent Belcour and Pascal Barla. A practical extension to
microfacet theory for the modeling of varying iridescence.
ACM TOG, 36(4):1–14, 2017. 2

[3] Blender. Blender 4.3 manual: Principled BSDF. 2
[4] Brent Burley. Extending the Disney BRDF to a BSDF

with integrated subsurface scattering. In ACM SIGGRAPH
Course: Physically Based Shading in Theory and Practice,
page 9, 2015. 2, 3

[5] Brent Burley and Walt Disney Animation Studios.
Physically-based shading at Disney. In ACM SIGGRAPH
Course: Practical Physically Based Shading in Film and
Game Production, pages 1–7. vol. 2012, 2012. 2, 3
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