DeclutterNeRF: Generative-Free 3D Scene Recovery for Occlusion Removal
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Figure 1.Comparison of Mainstream Occlusion Removal DatasetseclutterSet is a new dataset re ecting real-world challenges and
complexity in occlusion removal. For each dataset, we show four evenly spaced views per scene. As seen in both the RGB images and
masks, DeclutterSet exhibits: (i) wider distance distribution, (ii) larger occluded regions, (iii) greater relative motion between viewpoints
and occluders, and (iv) more uncertain occluder shapes and mask layouts. In contrast, the OCC-NeRE&]atasetiot employ masks

during selection, limiting it to foreground occlusions and requiring a strict separation between foreground and background, reducing its
suitability for complex scenarios. SPIn-NeRE] provides limited challenge for cross-view consistency, as it is constrained to small
viewpoint variations, keeping occluders and background nearly static across rendered views. A detailed analysis is provideidl in Sec.

Abstract tions from incomplete images. Experiments demonstrate
that DeclutterNeRF signi cantly outperforms state-of-the-

Recent novel view synthesis (NVS) techniques, includinga” methods_on our proposed DeclutterSet, establishing a
Neural Radiance Fields (NeRF) and 3D Gaussian Splat- stro_ng baseline for future research. The code and data are
ting (3DGS) have greatly advanced 3D scene reconstruc-2vailable atDeclutierNeRE
tion with high-quality rendering and realistic detail recov-
ery. Effectively removing occlusions while preserving scene
details can further enhance the robustness and applicabil- 1, Introduction
ity of these techniques. However, existing approaches for
object and occlusion removal predominantly rely on gener- Recent novel view synthesis (NVS) techniques including
ative priors, which, despite lling the resulting holes, in- Neural Radiance Fields (NeRFpJ and 3D Gaussian
troduce new artifacts and blurriness. Moreover, existing Splatting (3DGS) 3] have advanced realistic and ef cient
benchmark datasets for evaluating occlusion removal meth-3D scene reconstruction. Removing unwanted objects from
ods lack realistic complexity and viewpoint variations. To rendered scenes would further enhance the exibility and
address these issues, we introdudeclutterSet a novel  applicability of these methods for applications in AR, VR,
dataset featuring diverse scenes with pronounced occlu-robotics, and autonomous driving, 40, 56, 57]. Notably,
sions distributed across foreground, midground, and back- these real-world scenarios often involve far more complex
ground, exhibiting substantial relative motion across view- Scene settings than current mainstream occlusion and object
points. We further introduc®eclutterNeRF an occlu- removal benchmarks and demand reliable rendering results.
sion removal method free from generative priors. Declut- This remains a major challenge in 3D reconstruction and
terNeRF introduces joint multi-view optimization of learn- calls for a rethinking of existing approaches.
able camera parameters, occlusion annealing regulariza-  Traditional methods rely on stereo geometry for occlu-
tion, and employs an explainable stochastic structural simi- sion handling ¢, 8, 10, 43, 59]. With the advent of neu-
larity loss, ensuring high-quality, artifact-free reconstruc- ral view synthesis, ltering-based and optimization-driven



techniques have emerged for occlusion selection and re-optimizations enable DeclutterNeRF to signi cantly out-
moval [32, 33, 58], but their effectiveness remains limited perform both previous optimization-based and generative
by overly simpli ed scene assumptions. Recent NeRF and methods in occlusion removal and recovery tasks, while
3DGS approaches have embraced generative moéels [ maintaining computational ef ciency. We summarize our
5,11, 15, 18, 19, 24, 25, 31, 34, 37, 38, 42, 46, 49-51, 55], contributions as follows:

which can marginally improve reconstruction quality but , \yg introduce DeclutterSet, a novel occlusion removal
often introduce signi cant computational overhead, limit-  yataset with diverse real-world occlusion scenarios, cap-
ing their practicality. Importantly, most existing methods  ,ring multi-position spatial distributions and viewpoint-
are developed on OCC-NeRE{ and SPIn-NeRF 74] dependent changes.

dataset_s, bqth of which introduce Iimiting assumptions. As , \\e propose DeclutterNeRF, a generative-free occlusion
shown in Fig.1, OCC-NeRF considers only foreground  1emoval framework that reconstructs 3D scenes using
occlusions, while SPIn-NeRF assumes all objects lie on  NeRF's implicit multi-view consistency, ensuring reliable
a background plane with minimal relative motion across 5 high-quality results without additional training costs.
viewpoints. When these assumptions are violateel, « We highlight the impact of occlusion removal on cam-
when objects are at different distances or exhibit large o4 pose estimation, incorporate multi-view joint learn-

motion relative to viewpoints, both generative and non-  apje camera parameter optimization, and propose Occlu-
gene_rauve methods struggle, Iegd{ng to severe artifacts, in- o, Annealing Regularization (OAR) to improve robust
consistent geometry, and unrealistic texture. rendering progress and stabilize training after occlusion
To address these limitations, we introduce Declutter- removal, mitigating local minima and over tting issues.
Set, a novel dataset designed to re ect real-world oc- « We theoretically and experimentally validate the “Un-
clusion complexities. Unlike the settings in the previ- reasonable Effectiveness” of random structural similar-
ous datasets, DeclutterSet carefully considers the spatial ity [52], showing its broader applicability in our task.
distribution of objects at varying distances, ensuring that
o_ccluspns exhibit substantlal mothn relgtlve to obwogs 2 Related Work
viewpoint changes. By incorporating diverse scenarios
where foreground, midground, and background objects shiftOcclusion and Object removal. Traditional approaches to
across views, DeclutterSet provides a more realistic bench-gcclusion removal and object deletion often rely on stereo
mark for evaluating occlusion removal methods. geometry and multi-view consistency cues, such as dispar-
Building on our DeclutterSet benchmark, we propose ity maps [LZ], dense ow elds [53], and synthetic aper-
DeclutterNeRF, a straightforward optimization-driven ap- tures [1]. Later, deep learning techniques leveraging tem-
proach that leverages NeRF's inherent cross-view consis-poral information ] and optical ow [20] emerged. These
tency to tackle recovery after occlusion removal. Rather methods often have limitations due to restricted camera
than relying on generative models, we demonstrate that tarnmovement and poor generalization to novel viewpoints.
geted improvements to the classic NeRF framework can Recent progress in novel view synthesis is driven by
achieve superior results for this task. Using SANME][ NeRF and 3DGS 13, 23], which offer high- delity re-
for initial occlusion segmentation, our approach focuses onconstruction via ray tracing and real-time performance
optimizing reconstruction from visible regions with mini- via point-based rendering. Both have been extended
mal computational overhead. We rst observe that occlu- to generative-free and optimization-based occlusion re-
sion presence alters camera parameter estimation, leadingioval [32, 33, 58] with simpli ed assumptions. Concretely,
to suboptimal pose reconstruction. Inspired by camera pos-OCC-NeRF p&] removes close-range occluders based on
ture estimation methods in 3D reconstructién 16, 4§, bidirectional depth inconsistency, but assumes all occlu-
we incorporate camera parameter optimization as a learn-sions lie in the foreground, resulting in missing foreground
able component, allowing multi-view joint optimization to details indiscriminately. RobustNeRBZ] and SpotlessS-
correct pose shifts and mitigate local minima issues. To plats B3] handle transient occlusions by removing outliers
ensure stable learning after occlusion removal, where onlythat appear sporadically across views, but are not designed
limited pixels are available for rendering, we propose Oc- for persistent or structured obstacles. In contrast, our ap-
clusion Annealing Regularization (OAR), which reduces proach exibly removes occlusions across diverse object
the impact of occluded regions, improving training stabil- categories, distributions and varying depth ranges.
ity and preventing over tting. Finally, we employ Stochas- 2D & 3D Inpainting. Early image inpainting techniques re-
tic Structural Similarity Loss (S3IM)52] to address the  store missing regions via local texture synthesis or structural
long-tail distribution of background pixels caused by non- propagation, using exemplar-based ¢r PDE-driven P]
xed occlusion regions, which leads to imbalanced ray sam- approaches. With deep learning, 2D inpainting evolved
pling. Our experiments demonstrate that these targetedo adopt RGB priors€.g, LaMa [38]) and explicit depth
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Figure 2.0verview of Our Optimization Framework. Our method builds on the NeRF architecture to recover occluded scenes without
generative priors. Starting with a single-view SAM segmentation methigd\fe propagate occluder masks across views via stereo match-
ing. Camera parameters are jointly optimized with masked photometric supervision to correct occlusion-induced pose er3diys (Sec.
To stabilize training and mitigate over tting to visible regions, we propose Occlusion Annealing Regularizatiofi. @eEthe Stochastic
Structural Similarity loss (Se@.4) enforces global consideration across views and improves reconstruction under long-tail visibility.

cues [19, 24, 42, 50, 55], achieving recovery reconstruction + poses w/ occlusion - poses w/ occlusion
in single and multi-view settings. poses w/o occlusion poses wio occlusion
Beyond the 2D inpainting methods, diffusion-based i
techniques have been integrated into 3D reconstruction pro-
cess with NeRF and 3DGE,[5, 11, 18, 21, 34, 37, 46, 49,
51]. MVIP-NeRF [4] leverages diffusion and cross-view
distillation to hallucinate missing content, but at the cost of
high memory and training time. GScrea#®] incorporates
depth supervision, which makes it sensitive to the quality of
depth estimation. While these generative approaches aim to ) o
improve visual delity, they are also prone to introducing Figure 3.Visualization of the Impact of Obstacles on Pose Es-

artifacts. suffer from geometric inconsistencies. and incurtimation' Structure-from-motion methods, including the widely
L . 9 L LT T used COLMAP B5, 36] and the recently proposed GLOMAP{],
signi cant computational overhead, which limits their scal-

T S struggle to maintain stable camera pose estimation after occlusion
ability in real-world applications. is removed. This is illustrated in the Ladder scene (left) and the
3D Reconstruction from Limited Pixels. Traditional ap-  Lamp Post scene (right). Green dashed lines connect correspond-
proaches for 3D reconstruction under incomplete observa-ing samples before and after occlusion removal, highlighting po-
tions rely on stereo correspondendé,[59], image-based  sitional shifts. Axes are rotated for clearer visualization.
priors [6, 43], or local texture synthesis3]. Segment-
based stereo matching improves robustness at object bound3. Method
aries, while image quilting demonstrates the feasibility of
patch-based texture propagation. Despite their contribu-
tions, these methods typically involve handcrafted priors Neural Radiance Fields.NeRF 23] is an approach to view
and computationally intensive optimization, limiting ef- synthesis, encoding scenes as implicit continuous volumet-
ciency and scalability in complex scenes. ric functions. Letx = (x;y;z) denote a 3D point in space

The availability of powerful segmentation tools such as andd = ( ; ) represent a viewing direction. The core of
SAM [15] and SAM2 [31] has popularized object-level NeRF is a multi-layer perceptron (MLF) : (x;d) !
masking in novel view synthesis], 25, 46, 55]. This trend (c; ), where are the parameters of MLP. It maps a 3D
ampli es the need for 3D reconstruction from incomplete location and viewing direction to a colar= (r;g;b) and
images, especially when large scene portions are maskedtolume density . The camera poses are primarily de-
out. In this work, we focus on recovering occluded geom- rived from the pose estimation tool COLMARBY, 36].
etry directly from the visible regions, without relying on Positional Encoding in NeRF. Directly optimizing over
synthetic content. By leveraging NeRF's cross-view con- raw inputs(x;d) makes it dif cult for NeRF to capture
sistency and introducing optimization methods to occlusion high-frequency details. To mitigate this, the mappkg
scenarios, our method ensures structurally coherent and rois decomposed ais © , where encodes inputs into a
bust reconstruction under different occlusion scenarios.  higher-dimensional spad@?-. The positional encoding

3.1. Preliminaries



() is de ned as: to extract features for the warped feature map, such high-
P N S level feature extraction and projection transformation can-
(p)= sin(2’p);cos(@ p);:::; 1) not meet NeRF's requirements for ne-grained geometric
sin2- *p)cos(? 'p) details, making it dif cult to effectively handle subtle dif-
ferences in camera poses.

The improvement in our method is intuitive and easy to
understand. As illustrated in the initial sampling process
in Fig. 2, instead of the traditional approach of sampling
from a single view, we jointly optimize across all views
A Mo ) by uniformly sampling valid pixels from the entire image
Stochastic Structural Similarity (S3IM). S3IM[5Z] is @ get enabling simultaneous re nement of camera parameters
patch-based, stochastic variant of SSIM][ designed t0 ¢ ) viewpoints. This approach is well-founded. Firstly,
introduce global structural supervision into NeRF training. previous results4d] show that when NeRF parameters are

Instead of point-wise loss MSE or local supervise SSIM, yranned in local minima, focal length parameters often devi-
S3IM computes SSIM between randomly sampled image 4te signi cantly from calibrated values. Since focal length

patches, capturing non-local and cross-view structural con-ig ghared across all input views, distributing focal length
sistency. Given rendered radiance elﬁsapd ground-truth o5 hjing across all views contributes to its stable optimiza-
imagesR, the Iosshlﬂs computed by sampli patch pairs  yjon "Second, as illustrated in the sampling process inFig.
P (&); P(M(C),, from both rendered imag&d and  where multiple intersecting rays are intentionally drawn as
ground-truthC. Each patchis of sizk K, sampled with  a demonstrative example, the volumetric rendering process
strides = K. The nal S3IM loss is de ned as: handles multiple intersecting rays during multi-view opti-

LM mization. This leverages the advantage of stereoscopic in-

S3IMR;R) = — SSIM(P™M)(&); PM(C)) (2) put, where intersecting rays jointly optimize shared param-

M m=1 eters, enhancing stability. This is also consistent with the
recent prevailing trends in NeRF training methods. Finally,
by adjusting the learning rates and implementing a delayed
camera optimization strategy, we avoid potential local min-
3.2. Joint Optimization for Camera Parameters ima issues during training.

Let denote the parameters of our MLPyepresent the
camera parameters; represent the current camera param-
eters at step, T be the total number of the iteration ahthe
the set of input images. We formulate our joint optimization
objective as:

wherel is a hyperparameter that controls the highest en-
coded frequency. The encoding is applied to each compo-
nent of the 3D position vector (hormalized td 1; 1]) and
the viewing direction vectod (unit vector in[ 1;1]). In
most cases, it hds = 10 for (x) andL =4 for (d).

where SSIV ; ) denotes the structural similarity between
corresponding patches.

Our concern about the impact of occlusions on camera
parameter estimation originates from classical insights in
computer vision and graphic8{, 44]. As demonstrated in
Fig. 3, occluders can disturb pose estimation, leading to re-
construction degradation. A straightforward solution would

be to recalibrate camera parameters after occlusion removal X ’ 1 X °
using the cleaner, occlusion-free 2D observations, which&9 ,f"l"g'{ Esu (l:b>4ﬁ ) LonotR (i )i i )°
typically enhances reconstruction quality. However, for fair b= ( ()28

comparison and to test robustness, we retain the original where (= © ift<t,

camera parameters estimated under occlusions. Our goal optimized ift tc

is to leverage the occlusion-free setting as a means to fur- 3)

ther re ne these parameters. To this end, we incorporatewheret. is our delayed camera parameters optimization
the camera parameters into our joint optimization frame- start stepB U (I; b) indicates a batch d rays are used
work. With photometric loss as the major supervision, our in total, and has uniforrb samples from each image photo
framework progressively corrects camera poses, resulting inis the photometric loss between the rendered images and
improved reconstruction performance. limited visible ground truth pixels. In our joint optimization
Similar work was proposed by §, 48], which aimed to ~ framework, it is primarily supervised lyuse. The speci c
completely resolve NeRF's dependence on camera paramweighting of this and other losses is detailed in Set.
eters. However, these approaches introduced the proble
of easily falling into local minima during training. OCC-
NeRF 4], which also employs this method, often produces In reconstruction after occlusion removal, the most signif-
poor reconstruction quality and can only handle small cam- icant issue arises from the variability of the visible region
era position movements due to this issue. Based on ourdue to the non- xed distribution of the occlusion. This
analysis, they sample only one single image per training it- results in two effects: 1) some areas being under tted be-
eration, although OCC-NeRF utilized a pretrained ResNet cause they are not adequately visible across multiple views,

"3.3. Occlusion Annealing Regularization (OAR)
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