


views [15, 16, 25, 33], pseudo-depth maps [0, 32, 40, 42],
readily available off-the-shelf models [9, 25, 46], and so on.
Moreover, these methods may directly apply regularization
techniques to the internal components of a NeRF frame-
work, e.g. the density outputs of ray samples [34] and the
high-frequency segments stemming from positional encod-
ing [36, 49]. Although these methods have achieved promis-
ing results, they often rely on extra training resources,
which may not be consistently accessible. Also, the exist-
ing frequency regularization technique requires the range of
masked frequency and the duration of masking phase, both
of which should be set manually.

To address the problem, we propose ARC-NeRF, which
utilizes a novel Area Ray casting strategy as an effective
ray augmentation scheme. We cast an Area Ray as a bundle
of multiple additional rays, by featurizing the 3D Gaussian
space of conical frustum using the Integrated Positional En-
coding (IPE) [1]. This enables us to cover a broader area
of unseen views as an additional training resource, enhanc-
ing the efficiency of augmented rays, whereas previous ray
augmentation methods are limited to covering only a single
unseen view per additional ray.

Furthermore, by applying IPE to the Area Ray, we can
adaptively apply high-frequency regularization based on the
photo-consistency of the pixels where the original input ray
and the newly generated Area Ray are cast. Since the photo-
consistency varies depending on the angle between the orig-
inal and Area Ray, which determines the radius and vari-
ance of Area Ray, the high-frequency components of Area
Ray samples are adaptively regulated based on the photo-
consistency. It allows us to eliminate the hand-crafted as-
pects of the existing frequency regularization scheme and
capture fine details better while preventing from overfitting
on the high-frequency.

Additionally, we propose luminance map, which serves
as free lunch additional data that can be easily derived from
RGB images, as an effective additional training resource in
few-shot scenarios with limited training data, and introduce
luminance consistency regularization with an auxiliary lu-
minance estimation task. It enhances the consistency of es-
timated luminance between the original ray and its corre-
sponding Area Ray, allowing for more accurate capture of
delicate object textures with fine details as shown in Fig. 1.
Our main contributions are as follows:

* We propose a novel ray augmentation strategy, i.e. cast-
ing an Area Ray as a bundle of additional rays to cover
a broader range of unseen views, which is effective for
training NeRF with only a set of sparse inputs.

* By marrying the IPE with our Area Ray, we can adap-
tively regularize the high-frequency of additional input
samples based on the photo-consistency, leading to im-
proved detail in rendering under the few-shot scenario.

* We propose a luminance map, easily derived from RGB
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images as simple but effective free lunch data, and in-
troduce luminance consistency regularization through an
auxiliary luminance estimation task, further enhancing
the rendering quality.

* Our ARC-NeRF outperforms its baseline, delivering
competitive results across different datasets and scenar-
ios with sharp fine details in object textures.

2. Related Works

2.1. Neural Radiance Fields

The advent of NeRF [24] has facilitated a paradigm shift in
novel view synthesis, achieving remarkable rendering qual-
ity. The NeRF employs a Multilayer Perceptron (MLP) to
represent a scene, correlating 3D coordinates and viewing
directions with corresponding color and volumetric den-
sity attributes, and then generates a novel view by volume
rendering techniques. While NeRF’s versatility has been
demonstrated across various applications, e.g. the 3D ob-
ject generation [20, 21, 23, 26], capturing human perfor-
mances [12, 37, 45, 48, 52], dynamic videos [7, 18, 19, 29,
38], and so on, its efficacy is notably hindered by a fun-
damental constraint: the reliance on a dense set of training
images. This requirement poses significant challenges, par-
ticularly in scenarios restricted to a scant number of views,
thus hampering its practical application. In addressing this
critical bottleneck, our work focuses on improving NeRF’s
performance under the constraints of limited input.

2.2. Few-shot Neural Rendering

In the emerging field of few-shot novel view synthesis, two
principal strategies are prevalent: pre-training and regular-
ization. The pre-training methods [4, 5, 10, 13, 17, 22,
31, 39, 43, 50] rely on large-scale datasets of multi-view
scenes to infuse a NeRF model with a 3D geometry prior,
often followed by fine-tuning on specific target scenes. In
contrast, the regularization methods [6, 9, 15, 16, 25, 32—
36, 40, 42, 46, 47, 49] are optimized to individual scenes
by leveraging auxiliary training aids, e.g. pseudo-depth
maps [6, 32, 40, 42], augmented training rays [15, 16, 25,
33], semantic consistencies [9], and so on for additional
guidance.

Among them, the ray augmentation methods [15, 16, 25,
33] directly address the lack of training data by generating
additional rays for training, effectively tackling data limi-
tations. However, since the number of augmented rays di-
rectly increases the training cost, generating a large num-
ber of additional rays is practically challenging. Therefore,
the existing ray augmentation methods have limitations in
fully utilizing available unseen views. A notable technique
within this approach, FlipNeRF [33] exploits flipped reflec-
tion rays as additional training data, yielding promising out-
comes. However, since only a single reflection ray is used



per original ray for an unseen view, it still does not leverage
the potentially effective additional rays that exist between
them from unseen views.

Recently, the studies tackling the issue of overfitting
to high-frequency in the few-shot scenario [36, 49] have
emerged. FreeNeRF [49] pioneered a frequency regulariza-
tion approach to adjust the visible frequency range based
on the training time steps. Despite its meaningful observa-
tion and promising results, it requires a manually designed
masking phase and strong prior specific to a dataset, show-
ing a lack of fine details depending on the scenes’ structures
due to the heuristically regulated high-frequency.

In this work, we propose a novel Area Ray casting strat-
egy that uses a featurized bundle of multiple rays to cover
not just a single unseen view, but a broad range of unseen
views. Furthermore, by applying IPE to featurize the Area
Ray, we can regulate the high-frequency of the Area Ray
adaptively based on the target pixel photo-consistency be-
tween the original input ray and the corresponding Area
Ray, leading to the improved quality with clear fine details.

2.3. Ray Parameterization of NeRF

Since the original NeRF casts an infinitesimally narrow ray
with point sampling, there has been a line of research ex-
ploring the effective ray shapes for higher-quality render-
ing, i.e. method to parameterize the ray [1, 2, 8, 41]. Among
them, mip-NeRF [1] proposed a cone tracing strategy, in
which each conical frustum area of the samples is featur-
ized by the IPE, to tackle the aliasing problem. Mip-NeRF
360 [2] utilized contracted scene representation, which is
an extended version of the mip-NeRF’s parameterization to
unbounded scenes. Recently, Exact-NeRF [8] introduced a
pyramidal parameterization method by using an analytically
precise encoding technique instead of the IPE’s 3D Gaus-
sian approximation, leading to performance improvement
for unbounded scenes. In this paper, we propose a novel
Area Ray casting strategy as an effective ray augmentation
scheme for few-shot NeRF, which we conceptualize as a
featurized bundle of multiple rays, covering wider unseen
view areas and enabling an adaptive frequency regulariza-
tion by combining with IPE. To the best of our knowledge,
our ARC-NeRF is the first to tackle the few-shot novel view
synthesis task through the lens of ray parameterization.

3. Methods

In this work, we propose an effective regularization method
for few-shot novel view synthesis with an Area Ray cast-
ing strategy. Our ARC-NeRF is built upon FlipNeRF,
which utilizes flipped reflection rays as the augmented rays
(Sec. 3.1). Instead of the flipped reflection rays, we gener-
ate a set of Area Rays whose conical frustums are featur-
ized by IPE and cast them toward the identical target pixels
as additional training rays, adaptively regulating their high-
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(b) Patch rendering
with aug. rays

(c) Flipped
reflection rays

(d) Area Ray
(Ours)

(a) No aug.

Figure 2. Comparative overview of ray augmentation tech-
niques. In contrast to other augmentation strategies ((b), (c)),
where each additional ray corresponds to a single unseen view,
our Area Ray (d) encompasses a wider area of unseen views,
thereby boosting the augmentation’s efficacy. Technically, the rays
are spanned over the object surface as used in the typical NeRF’s
volume rendering technique, but we simplify the illustration for
easy comparison between the methods. Kindly refer to Fig. 3 for a
more detailed description. The blue and red rays indicate the orig-
inal and augmented ray, respectively.

frequency components (Sec. 3.2). Furthermore, by taking
advantage of the luminance map, i.e. free lunch data that
can be easily derived from RGB images, we propose the
luminance consistency regularization to enhance the consis-
tency of the estimated relative luminances between the orig-
inal ray and its corresponding Area Ray, leading to further
performance improvement (Sec. 3.3). A brief comparison
with different ray augmentation schemes is shown in Fig. 2.

3.1. Preliminaries

Mip-NeRF. The mip-NeRF [1], which casts cones instead
of rays to alleviate aliasing, represents a 3D scene by map-
ping 3D coordinates x = (z,¥, z) and viewing directions
(0, ¢) to the colors ¢ = (r, g, b) and volumetric densities 7:

f(y*(x),~(d)) = (e,7), ()

where f(-,-), v(-), v*(-) and d denote an MLP-based net-
work, original positional encoding, IPE, and 3D Cartesian
unit vector practically used as an input viewing direction,
respectively. Compared to the original NeRF which utilizes
point-sampling, mip-NeRF featurizes the conical frustum
area F(d, 0, p,t;,t;+1) by an approximated IPE, where o
and p indicate the camera origin and base radius of a cone,
respectively:

(%) =7 (1, B) = Esz(Pp,PEPT) [v(x)]
sin(Ppu) o exp(—0.5diag(PXPT))
cos(Pp) o exp(—0.5diag(PEPT))| -

2

Here, p, 32, P, and o denote the mean and covariance of the
conical frustum approximated with multivariate Gaussians,
the positional encoding basis matrix, and the element-wise
multiplication, respectively. We kindly refer to [1] for more
technical details.

Then each target pixel is rendered by alpha composit-
ing the output colors and densities along the input cone



r(t) = o + td, where d = ||d||2 - d. In practice, the vol-
ume rendering integrals are approximated using a quadra-
ture rule [24] as follows:

N N
é(r) = Zwici = ZTZ(l —exp(—7idi))ci,  (3)
i=1 i=1

where T; = exp(— Z;;ll 7;0;). Note that w;, §; and N
indicate the alpha blending weight, the interval between ad-
jacent samples and the number of samples, respectively. Fi-
nally, the radiance field is trained by minimizing the mean
squared errors (MSE) between the rendered pixels and GTs:

Lyise = Z [&(r) — car(v)]f3,

reR

“4)

where R is a batch of inputs.

FlipNeRF.  Implemented upon mip-NeRF, the FlipN-
eRF [33] utilizes a set of flipped reflection rays r’ as ad-
ditional training rays, which are derived from the original
ray directions d and the estimated normal vectors i =
SN wm; as follows:

r'(t) =0 +td, 5)
where d’ = 2(d - )i — d and o’ = p, — t,d’ indicate the
flipped reflection direction and the newly set camera origin
derived from the object’s estimated surface p; = o + td,
respectively. Note that ¢, is the distance to the estimated
object surface. By utilizing the GT pixel values of origi-
nal rays to provide relevant supervisory signals for addi-
tional rays, the flipped reflection rays can be optimized ef-
fectively with filtering the ineffective rays whose angle with
the corresponding original rays are over the masking thresh-
old b = 90°. However, despite the countless potential can-
didates for effective additional rays in unseen view areas
under the masking threshold, only the flipped reflection ray
is utilized, leading to suboptimal training efficiency.

Our ARC-NeREF is built upon FlipNeRF while achieving
better rendering quality with more fine details compared to
FlipNeRF thanks to our proposed Area Ray casting. Fur-
thermore, we conceptualize the Area Ray as a bundle of
multiple rays to cover a broad unseen view region, more
optimally utilizing ray augmentation.

3.2. Area Ray Casting

We propose an Area Ray as an effective additional train-
ing ray for few-shot NeRF. As shown in Fig. 2, compared
to the existing ray augmentation schemes where a result-
ing augmented ray corresponds to an unseen view, our pro-
posed Area Ray covers the area of continuous unseen views
by IPE presented in Eq. (2), providng more efficient extra
training resources.
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Figure 3. Area Ray generation process. (a) First, to derive &,2,, we
reparameterize the original metric distance ¢ as £. We shift ¢1, i.e.
starting point of a ray along a z-axis, to the estimated object surface
Ps, so that our proposed Area Ray is symmetrically constructed
around ps, ie. fs_i = fS_H- and it leads to is_i = is_i'_i‘ Note
that £ is used only for 6/%. (b) Using the trigonometric function, we
compute the base radius of Area Ray p. As a result, our proposed
Area Ray T is featurized to cover the unseen view area between
the original ray and its reflection ray. The blue dotted ray denotes
the reflection ray of r.

First, we reparameterize the metric distance t € [tpear,
tfar| as t to derive the variance 5%, which is perpendicu-
lar to the Area Ray (Fig. 3a). We shift ¢ so that the value
of starting point ¢; is located on the distance to the esti-
mated object surface t,, resulting in ts = t1. And then we
set [t1,ts—1] values to be symmetric with respect to ;.

Next, as shown in Fig. 3b, we derive a base radius of the
Area Ray p from the angle 6 between r and f using the
trigonometric function as follows:

p= 5 tan 9~, (6)
where § = 1 — %, so that p is obtained from the sam-
ple located on t=1 following [1]. However, directly em-
ploying the obtained p in IPE results in significantly large
&ﬁ, leading to over-regularization of high-frequency com-
ponents for the samples along an Area Ray. Thus, we adjust
the scale of j to [0, 1] to contract j with the large 6 value
into a proper range, while leaving the one with small 6 af-
fected little as follows:

p=exp(—1/(dtand)). @)

And then, &5 is derived from ¢ and j to featurize the con-
ical frustums of Area Ray as multivariate Gaussian by sim-
ply replacing the original metric distance ¢, which is used in
mip-NeRF, with ¢ as follows:

- N _
0 R g P )
4 12 15(3t2 4 13)

6’:

2
p









RegNeRF [25] FlipNeRF [33] FreeNeRF [49]

ARC-NeRF ARC-NeRF ' Ground Truth

Figure 6. Qualitative results of relative luminance maps. Our ARC-NeRF renders clearer relative luminance map than other baselines.
With our explicitly estimated luminance 4, ours' captures the detailed luminance on the handle more accurately. The red insets are visual-

ized with doubled contrast for ease of comparison.

| AreaRay Lim | PSNR1 | SSIM 1 | LPIPS | | Avg. |

FlipNeRF [33] | | 1955 | 0.767 | 0.180 | 0.101
) v 1951 | 0774 | 0.147 | 0.097
() v 1844 | 0747 | 0201 | 0.119
©) v v | 1985 | 0773 | 0.146 | 0.096

Table 2. Ablation study. Thanks to the proposed Area Ray and
Lium., our ARC-NeRF achieves superior performance to its base-
line FlipNeRF across all metrics.

PSNR 1 SSIM 1 LPIPS | Avg. |
4-view  8-view ‘ 4-view  8-view ‘ 4-view  8-view ‘ 4-view  8-view
Mip-NeRF[1] | 870 1331 | 0792 0848 | 0250 0.176 | 0285  0.188
DietNeRF [9] | 10.86 1608 | 0.814 0870 | 0.194 0113 | 0223 0.123
InfoNeRF [15] | 13.65 1674 | 0.834 0865 | 0.134 0094 | 0.139  0.095
RegNeRF [25] | 7.24 1347 | 0795 0856 | 0292 0.158 | 0318 0.177
MixNeRF [34] | 1613 19.31 | 0.863 0902 0.099 0058 | 0.101  0.065
FreeNeRF [49] | 1571 1899 | 0.857 0.894 | 0.103 0064 | 0.114 0072
FlipNeRF [33] | 1647 19.54 | 0.866 0903 0.091 0.057 | 0.095 0.062
ARC-NeRF 16.86 2029 | 0.873 0910 0.084 0.052 | 0.091 0.057

Table 3. Quantitative results on Realistic Synthetic 360°. ARC-
NeRF outperforms others across all the scenarios and metrics.

other representative methods based on the ray augmentation
and frequency regularization. As illustrated in Fig. 6, our
ARC-NeRF renders much clearer relative luminance maps
than other baselines. Since the resulting relative luminances
and pixel values share the identical blending weights w for
volumetric rendering, we are able to provide extra supervi-
sory signals to the blending weights and effectively regular-
ize them by the luminance estimation task.

Ablation study. Tab. 2 shows the ablation study of our
ARC-NeRF. By replacing the flipped reflection rays of Flip-
NeRF with our Area Ray (1), it achieves performance im-
provement across most of the metrics, especially on SSIM
and LPIPS by a large margin. However, it achieves rather
degenerate results with only Ly, (2). Since the flipped re-
flection rays are technically based on the mirror reflection,
which assumes that the pixel’s luminance varies depending
on its viewpoint, our Ly, goes against the physical con-
cept of FlipNeRF training framework, leading to the perfor-
mance drop. When we optimize our ARC-NeRF with our
proposed Ly, together (1) — (3)), we can further enhance
the rendering quality with clear fine details, especially on
PSNR metric. Additional experiment of the masking thresh-
old for Area Ray is provided in our supplementary material.
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| PSNRT | SSIM T | LPIPS | | Avg. |

Mip-NeRF [1] 8.68 0.571 0.353 0.323
3DGS [14] 14.18 0.628 0.301 0.191
Pre-training.

PixelNeRF [50] 16.82 0.695 0.270 0.147
PixelNeRF' [50] 18.95 0.710 0.269 | 0.125
SRF [5] 15.32 0.671 0.304 0.171
SRF [5] 15.68 0.698 0.281 0.162
MVSNEeRF [4] 18.63 0.769 0.197 0.113
MVSNeRF' [4] 18.54 0.769 0.197 0.113
Regularization.

DietNeRF [9] 11.85 0.633 0.314 0.243
RegNeRF [25] 18.89 0.745 0.190 0.112
MixNeRF [34] 18.95 0.744 0.203 0.113
SimpleNeRF [35] 16.25 0.751 0.249 0.143
DiffusioNeRF [46] 16.20 0.698 0.160 0.128
SparseNeRF [42] 19.55 0.769 0.201 0.102
FreeNeRF? [49] 19.92 0.781 0.125 0.086
FreeNeRF [49] 19.23 0.769 0.149 0.103
FlipNeRF [33] 19.55 0.767 0.180 0.101
SparseGS [47] 18.89 0.702 0.229 0.117
ARC-NeRF 19.85 0.773 0.146 0.096

Table 4. Quantitative results on DTU 3-view. Our ARC-NeRF
outperforms its baseline FlipNeRF, and generally achieves com-
petitive results. Kindly refer to our supplementary material for ad-
ditional comparison under 6/9-view scenarios. 1 and I indicate the
fine-tuning and the W&B prior, respectively.

4.3. Comparison with other Baselines

Realistic Synthetic 360°. As shown in Tab. 3 and Fig. 7,
our ARC-NeRF achieves the SOTA performance over all
the scenarios and metrics. Compared to RegNeRF and Flip-
NeRF, which utilize ray augmentation, ours renders supe-
rior quality of objects, with better capturing fine details.
Even compared to FreeNeRF, ours shows a clearer texture
of target objects, since high-frequency is adaptively regular-
ized, not forcibly masked, during the early training.

DTU. Tab. 4 shows the quantitative comparisons on
DTU. Our ARC-NeRF outperforms the baseline FlipNeRF,
and achieves competitive results overall. As demonstrated
in Fig. 7, ours shows notable outcomes with sharply ren-
dered textures. FreeNeRF is trained with the black and
white prior assuming the estimated black and white color
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