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Abstract

Automatically generating a complete 3D scene from a
text description, a reference image, or both has signifi-
cant applications in fields like virtual reality and gaming.
However, current methods often generate low-quality tex-
tures and inconsistent 3D structures. This is especially true
when extrapolating significantly beyond the field of view
of the reference image. To address these challenges, we
propose PanoDreamer, a novel framework for consistent,
3D scene generation with flexible text and image control.
Our approach employs a large language model and a warp-
refine pipeline, first generating an initial set of images and
then compositing them into a 360-degree panorama. This
panorama is then lifted into 3D to form an initial point
cloud. We then use several approaches to generate addi-
tional images, from different viewpoints, that are consis-
tent with the initial point cloud and expand/refine the initial
point cloud. Given the resulting set of images, we utilize 3D
Gaussian Splatting to create the final 3D scene, which can
then be rendered from different viewpoints. Experiments
demonstrate the effectiveness of PanoDreamer in generat-
ing high-quality, geometrically consistent 3D scenes.

1. Introduction

The immense potential of text-to-3D applications in VR/AR
platforms, industrial design, and the gaming industry has
driven substantial research efforts toward establishing a ro-
bust approach for immersive scene content creation. Recent
developments in diffusion models [12, 25, 46] make it pos-
sible to generate high-quality, geometrically-correct images
from text, allowing for customized 2D content generation.
Based on the recent advance in 2D text-to-image gener-
ation [21, 22, 41, 50], many works have begun focusing on
3D scene generation. Some works [5, 6, 44] first generate
an initial point cloud based on a reference image, employ-
ing a progressive warp-and-refine approach to complete the
3D scene reconstruction. However, due to the limited cam-
era field-of-view (FoV), these approaches require multiple
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iterations to generate a complete scene, with each iteration
relying solely on information from the previous stage. As a
result, error accumulation from monocular depth estimation
and artifacts from diffusion generation hinder these mod-
els’ ability to maintain long-term geometric and appearance
consistency, particularly with large camera movements.

To overcome these challenges, recent works have lever-
aged panorama-to-3D scene generation [30, 52] to generate
scenes with a larger FoV. Utilizing advancements in text-to-
panorama generation [47], these methods use panoramas as
intermediate representations of the 3D scene, subsequently
obtaining 3D representations using Neural Radiance Fields
(NeRF) or 3D Gaussian Splatting (3D-GS). However, since
the geometry is based on a single panorama, the generated
3D scenes have a limited spatial extent and are significantly
impacted by occlusions. As a result, users have limited free-
dom to move about the scene, greatly limiting the useful-
ness of the 3D model.

In this work, we propose PanoDreamer, a novel frame-
work that enables global-level scene generation with geo-
metric consistency and allows for customized 3D scene ex-
tension. Our approach adopts a multi-stage pipeline: first
generating a static panoramic scene, followed by extending
the scene dynamically based on user-defined initial images
and camera trajectories. To generate the static panoramic
scene, given a text prompt and/or a user-provided reference
image, we synthesize images from an initial viewpoint us-
ing an LLM engine and composite them into a complete
equirectangular panorama. This panorama is then lifted
into 3D to create an initial point cloud. We then generate
a set of additional images from different viewpoints. We
use a view-conditioned video diffusion model to generate
sequences based on user-specified initial images and trajec-
tories, enabling both continuous, geometrically consistent
scene generation and flexible control over viewpoint shifts.

The resulting point clouds are composed into a global
point cloud using depth alignment, followed by 3D Gaus-
sian Splatting to produce the 3D scene representation. To
enhance the scene completeness, we propose a strategy
to generate a set of supplementary views and employ a
semantic-preserving generative warping framework to in-
paint occluded regions. These supplementary viewpoints,



along with their inpainted images, are used to refine the 3D

Gaussians, thereby reducing artifacts and enhancing scene

completeness.

Our main contributions can be summarized as follows:

* We propose PanoDreamer, a holistic text to 360-degree
scene generation pipeline, which achieves consistent
text-to-360-degree scene generation with customized
trajectory-guided scene extension.

* We introduce semantically guided novel view synthesis
into the refinement of 3D-GS optimization, reducing arti-
facts and improving geometric consistency.

» Experiments show the effectiveness of our model in gen-
erating geometrically consistent and high-quality 360-
degree scenes.

2. Related Work

Panorama Generation With the development of diffu-
sion models [24], many studies have sought to generate
panoramic scenes using existing text-to-image diffusion
techniques [1, 2, 29]. These methods often use text-to-
image generation models or image outpainting techniques
to first synthesize multi-view images, subsequently gen-
erating the panorama through equirectangular projection.
MVDiffusion [29] proposed a correspondence-aware at-
tention to generate text-conditioned multi-view images or
extrapolates one perspective image to a full 360-degree
view. Some later methods finetune the diffusion models to
generate panoramas. StitchDiffusion [31] used Low-Rank
Adaptation (LORA) [10] to generate panoramic images and
achieves customized generation, PanFusion [48] tried to use
panoramic diffusion in the latent space, Diffusion360 [8]
utilized DreamBooth [25] finetuning alongside circular
blending to produce panoramas in both text-to-panorama
and single-image-to-panorama tasks, and MVPS [40] used
geospatial information to guide panorama generation. Our
method supports both text-only input and combined text and
image conditions, achieving flexible panorama generation.

Conditional Video Diffusion Models With the increas-
ing need for multi-modality control, controlled video gen-
eration have evolve rapidly. Benefiting from previous cus-
tomized image generation methods [13, 41, 50], condi-
tional video diffusion models also allow for multiple con-
trol guidance, including text [3, 4, 27, 39], RGB images,
depth [7], semantic maps [20] and trajectory [19, 43]. Re-
cent studies regard video diffusion models as a strong tool
in downstream tasks, such as stylization [14], motion con-
trol [34], novel view synthesis [45]. Specifically, view con-
ditioned video diffusion models such as ViewCrafter [45]
regarded point cloud renders as control to synthesis novel
view generic scenes either from both single or sparse im-
ages, which enables a point cloud completion and benefit
the downstream tasks. Our work leverage ViewCrafter’s
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generalization ability to help customize the extention of
scene generation with geometric consistency.

Dreaming-based 3D Scene Generation Synsin [36] was
one of the pioneering methods that employed a warp-and-
refine strategy to generate point clouds of a scene. With the
rapid advancement of diffusion models and Score Distil-
lation Sampling (SDS)-based techniques, dreaming-based
text-to-3D generation has emerged as a popular approach
for creating 3D content. Early methods predominantly
utilized Neural Radiance Fields (NeRF)[15, 49] or mesh-
based representations[9, 28] to achieve scene reconstruc-
tions. More recent works, such as LucidDreamer [6], have
employed 3D Gaussian Splatting [1 1] to achieve consistent
rendering with greater geometric flexibility. However, these
approaches primarily focus on generating forward-facing
scenes, which restricts the scalability for more extensive
scene generation.

To achieve global-level 360-degree scene generation,
some recent works have turned to using panoramic repre-
sentations as an intermediate stage for comprehensive scene
synthesis. PERF [30] was the first to propose a 360-degree
novel view synthesis method by training a panoramic neu-
ral radiance field from a single panorama, enabling free
movement within a 3D environment. Despite its po-
tential, this approach remains largely confined to indoor
scenes. Later methods like DreamScene360 [52] and Holo-
Dreamer [51] advanced the concept by adopting panoramic
Gaussian splatting for 360-degree scene generation. Addi-
tionally, approaches such as LayerPano3D [42] introduced
layered panorama generation techniques to manage com-
plex scenes, subsequently lifting these layers into 3D Gaus-
sian splatting representations.

In our work, we propose a method for text-to-360-degree
scene generation that also utilizes panoramas as an inter-
mediate representation, combined with 3D Gaussian splat-
ting to generate the final 3D scene. Our approach not only
overcomes the limitations of previous methods but also en-
hances geometric consistency and provides greater flexibil-
ity in scene extension and customization.

3. Preliminary

3D Gaussian Splatting. 3D Gaussian Splatting
(3DGS) [11] is a recent pioneer method for novel view
synthesis and 3D reconstruction,utilizing the multiview
calibrated images from Structure-from-Motion. Unlike
implicit representation methods like NeRF [16], 3D-GS
renders in an explicit manner through splatting, achieving
real-time rendering and reduced memory consumption.
The 3D Gaussians can be queried as:

Gla) = e 270, (1)
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Figure 1. Modules of our proposed framework. (a) Text-to-Panorama Generation: we use LLM as guidance to guide the generation
of perspective-view images. (b) Scene Generation: we divide it into static panorama scene generation and customized moving scene
generation. Besides base camera set, we compose an additional supplementary camera set for the static panorama scene and use semantic-
preserved warping to generate the missing region, which is used for 3d gaussian splatting refinement.

where x represents the distance between the center position
w1 and the query point. During the rendering process, the
color of r on the image plane is rendered sequentially with
point-based volume rendering technique through:

i—1
Cir)=Y coi[[0-0)), oi=aGz), @
iEN j=1

where A represents the number of sample points on the ray
r, ¢; and «; denote the color and opacity of the ¢-th Gaus-
sian, and x; is the distance between the point and the i-th
Gaussian.

4. Method

Given a text prompt 7" or an optional user-provided inin-
tial image I, we aim to get 3D scene-representation with
global-level consistency, and allows for free camera move-
ments among different sub-scenes. In this section, we first
introduce the static text-to 360-degree panorama generation
in Sec. 4.1, then introduce the panorama scene generation
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and supplementary moving scene generation in Sec. 4.2 and
Sec. 4.3 respectively. Finally we introduce the scene gener-
ation with 2-stage 3D gaussian splatting in Sec. 4.4.

4.1. Text-to-Panorama Generation

Traditional text-to-panorama generation methods often rely
on a single prompt, restricting their ability to generate
panorama with rich content and may lead to repeated con-
tent. Inspired by L-Magic [2], we decompose the panorama
generation process into two distinct stages: LLM-guided
perspective image generation and panorama composition.
First, an image is projected into the unit sphere by defining
the vertices V' on each image pixel and creating edges be-
tween adjacent pixels. Then we use a warp-and-inpainting
strategy to get novel view images. Specifically, given a ro-
tation matrix R from viewpoint A to viewpoint B, the pixel
in the other frame is computed as Pi , = RPy, where the
camerea field of view(FoV) is set to be 100 degrees. In this
process, binary mask M is used to ensure that the inpainting
is constrained in the non-overlapping region between adja-



cent views. In the inpainting stage, we use Stable Diffusion
V2 inpainting model [24] to extrapolate the large missing
region of the warped view. To effectively remove the arti-
facts in the inpainting stage, we use use GPT4-o to achieve
instruction-guided inpainting, which helps remove the du-
plicated objects.

To remove the blurry region in the border of the perspec-
tive view images and enhance the detail, we use diffusion-
based super-resolution [35] to increase the resolution of
each perspective-view image from 512x512 to 2048 x2048.
We warp the high-resolution image to a lower-resolution
next-view image and use super-resolution again. This it-
erative process is repeated to obtain high-resolution images
for all perspective views.

Finally, equirectangular projection is used to warp all
perspective views to the same equirectangular plane and
merge into a seamless panorama. Since the merged
panorama does not cover the full 180-degree FoV in
the vertical direction, we utilize a panorama inpainting
method [38] to fill in the missing regions at the top and
bottom. Eventually, we can get a complete equirectangu-
lar panorama with 180-degree vertical FoV.

4.2. Panorama Scene Generation

After synthesizing the panorama, we use a zero-shot
panorama depth estimation network [32] to get the depth
of the panorama, based on which we lift the panorama to
3D and get the point cloud of the panorama. As the lifted
point cloud only contains point clouds generated from the
same location, artifacts exists due to the occlusions. In the
boundary area of the objects, the point cloud is not contin-
uous, leading to holes in the projected image when trans-
lating camera positions. Therefore, we propose a diffusion-
based refine method to refine the projected images.
Previous scene generation approaches often employed
a warp-and-refine strategy to progressively generate the
scene. However, this strategy heavily relies on the ac-
curacy of monocular depth estimation, often leading to
blurry results in complex scenes with noisy depth maps.
Moreover, semantic details are frequently lost, particu-
larly during large viewpoint changes. A recent work,
GenWarp [26], has demonstrated effective geometric and
semantic-preserved warping by augmenting cross-view at-
tention with self-attention in the diffusion process. Based
on this, we use a geometry-preserved warping method to fill
in missing points in the point cloud. Specifically, we first
construct a base camera set Pg = p1,p2,- - , Pm, Where
each camera is positioned at the center of the point cloud
and uniformly faces different directions across 360-degree.
We then project images from these cameras to form the base
image set Ig = I, I, -, I,,. Since the cameras are po-
sitioned at the center of the point cloud, these base images
are largely free from artifacts. Subsequently, we sample an
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additional 4m supplementary cameras C'g, all sharing the
same intrinsics K. For each base camera c,,,, we translate it
up, down, left, and right by a uniform offset, forming a sup-
plementary camera set Ps = P(n,1), P(m,2)s P(m,3)s P(m,4)-

Based on the base image I,,, and the corresponding
depth map D,, obtained via multiview depth estimation
with Open3D, we conduct the semantic-preserved genera-
tive warping in the latent space through GenWarp, repre-
sented as:

E,, » = GenWarp (Em; Dy Pros (mm) s K) , (3
where E,, and E,, , represent the Fourier features of the
base image and the projected image from the supplementary
camera respectively, Py, () denotes the relative cam-
era pose from the base camera to the corresponding supple-
mentary camera. The resulting feature embedding is then
decoded to yield the inpainted supplementary image Iy, ;,.
We also get the occlusion mask M,, ,, represented as the
supplementary mask set Mg, which is also shown in Fig. 1.
Therefore, we get the supplementary camera set Pg and
the corresponding supplementary image set /g based on
semantic-preserved generative warping. We save Ip, Pp,
Is, Ps and Mg for the subsequent 3D-GS optimization.

4.3. Supplementary Moving Scene Generation

Although the panorama point cloud has a 360-degree view
of the scene, it is often limited to a single position and re-
stricted by occlusions such as walls and furniture, especially
for indoor scenes like a single room. In practical applica-
tions, users may expect to navigate to other areas to ob-
tain more comprehensive, global views of the environment.
To enable this, we utilize view-guided video diffusion mod-
els [45] to generate moving scenes as supplementary views.
Users can select a perspective-view image generated dur-
ing the text-to-panorama process as the initial reference and
define a custom camera trajectory.

Specifically, based on the initial image and the user-
defined camera trajectory, we render a sequence of video
frames along a target direction outside the panorama scene.
Leveraging the reconstruction capability of the latest dense
stereo methods, such as DUSt3R [33], we lift the mov-
ing scenes into a 3D point cloud, while also capturing the
camera poses for each frame in the world coordinate sys-
tem. However, directly aligning the moving scenes with
the panorama scene results in two challenges: (1) overlap-
ping regions between scenes, and (2) depth misalignment
due to differences in the depth estimation methods used for
the panorama and the moving scenes.

To mitigate these issues, we implement a masking strat-
egy that eliminates duplicate regions by excluding pixels
corresponding to the initial frame from the point cloud.
Given the initial image I and a specified trajectory, we gen-
erate m frames of images I, I2, - - - , I,;, using view-guided
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Figure 2. Semantic-preserved Refinement: For each base camera, we apply supplementary cameras to up, down, left, and right directions
respectively. For each supplementary camera, we get projected images through semantic-preserved generative warping [26] to fill the

missing area brought by occlusion.

video diffusion models. We then uniformly sample n im-
ages from the video sequence and perform sparse-view re-
construction with DUSt3R.

In the selected set of images, the first frame overlaps with
the initial image, and we ensure that all the camera poses of
the frames are in the same world coordinate system. To ad-
dress the overlapping regions between the scenes, we create
a view mask M, for the points that lie within the view of
the first camera. We first transfer the point cloud from the
world coordinate to the camera coordinate, represented as:

“4)

where Py, € R512x1024x4 " For the point cloud in the
camera coordinate system, we check if the point is in the
camera view through M,ont = (Peam [- - -, 2] > 0), Next,
we project the 3D points in the camera frame onto the image
plane using the camera’s intrinsic matrix K through:

.37,

T
Pcam = Tw2c . th

®)

which gives us the homogeneous coordinates in the image
plane. We then normalize these to obtain the pixel coordi-
nates through:

up :K~Pcam[...

uh[...,O]

uh[...,l]
uh[...,2]’

(6)
upl..., 2]
where u and v are the horizontal and vertical pixel coor-
dinates on the image plane, indicating the column and row
position of the 3D point when projected onto the camera
image, respectively. The overall mask M is then computed
as:

M= _‘(Mbound N Mfront)a (N

which indicates the indices of the points that are not within
the first camera view. We apply this mask to retain only the
points that are not visible in the first camera’s view, repre-

sented as:
P
P; = ’
: {0’

and we get the filtered point cloud Py of the moving scene.
At the final stage of generation, we remove the overlap-
ping regions of the other frames from the first frame’s view,

ifM =1

. )
otherwise

(®)
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obtaining a point cloud of the moving scene that is non-
overlapping with the initial point cloud.

To keep the depth consistency between the moving scene
and the static panorama scene, we use a depth scaler op-
timization strategy to maintain the depth consistency be-
tween the point cloud of the panorama scene and the mov-
ing scene. Specifically, we first convert the depth values
into disparity, and then use a least squares-based optimiza-
tion strategy to minimize the disparity difference between
the first frame of the view-controlled video generated by
DUSt3R and the corresponding disparity of the initial im-
age obtained from the panorama depth estimation method.
The optimization is represented as:

1
)

where « and [ represent the scale and shift factors respec-
tively. The mask M ensures that the depth alignment is
conducted only in the overlapping regions, d represents the
depth of the initial image of the moving scene and d,, repre-
sents the depth of the panorama in the corresponding region.
The aligned depth is then given by:

-1
- «
d—<dp+5> )

where d is the rectified depth of the initial image of the mov-
d

g
Finally, we apply a 7 x 7 Gaussian kernel to smooth d at the
mask edges, ensuring seamless transitions. For the depth of
each subsequent frame d;, we multiply with the same scale
factor vy to get the rectified depth d;, ensuring that the point
cloud of the moving scenes remain consistent in scale with
the panorama point cloud.

Defined by users, the area that need to be expanded from
the moving scene can be repeated, and we get the mov-
ing scenes P}, P%,---, Pi;. Finally, As both the static
panorama scene and the moving scene are in the world coor-
dinate system, we fuse the point cloud of the moving scenes
with the panorama scene to get the final global-level point

2

) €))

min
a,B

«
M _ —
@(derB

(10)

ing scene. Then we get the scale factor y through v =



cloud, represented as:

|P|
Q:USO{Pf))P]%/[a"'aPJ,il}a

=1

(1)

where  represents the depth alignment function, Py rep-
resents the initial panorama point cloud, M; represents the
1 — th moving scene point cloud, and (2 represents the com-
plete global-level point cloud.

4.4. Rendering with Refined 3D Gaussian Splatting

We finally use 3D point cloud as an accurate 3D represen-
tation. The generated global-level point cloud 2 serves as
the initial Structure from Motion (SfM) points, which helps
accelerate the convergence of the training. First, based on
the base camera poses set Pp and the corresponding pro-
jected image set Ip, the set of moving camera poses Pp
and the corresponding projected image set I5;, we conduct
the initial densification process of the 3D Gaussian Splat-
ting and the initial 3D Gaussians Gy. Although the ini-
tial densification process is able to fill in the missing hole
of the 3D point cloud, there is misalignment in these re-
gions. Therefore, we then use the supplementary camera set
Pg, the supplementary image set /g and the supplementary
mask set Mg to refine this process. The supplementary im-
ages and poses provide additional supervision in the second
stage of training until we get the final rectified 3D Gaussians
(G with global-level consistent geometric consistency with
high-quality details.

5. Experiments

In this section, we conduct experiments to evaluate our
model’s performance on both text-to-panorama generation
and panoramic scene generation.

5.1. Experimental Setup

Evaluation Metrics For quantitative evaluation, to evalu-
ate the non-reference quality of the rendered images in the
scene, we render images using supplementary cameras, and
employ traditional no-reference image quality assessment
metrics: Natural Image Quality Evaluator (NIQE) [18]
and Blind/Referenceless Image Spatial Quality Evaluator
(BRISQUE) [17]. We adopt QAlign [37], the state-of-the-
art method in quality assessment benchmarks to evaluate the
perceptual quality of image contents, which is divided into
quality and aesthetic to evaluate the image quality and aes-
thetic quality respectively. We also use CLIP-T [23] score to
evaluate the alignment between the text input and the gen-
erated perspective-of-view images.

Data For the text prompts used for text-to-3D reconstruc-
tion, we use GPT4 to generate random scene descriptions.
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During evaluation, we use GPT4 to generate 40 prompts, in-
cluding 20 indoor scenes and 20 outdoor scenes. The quan-
titative results are calculated through the average score of
the scenes.

5.2. Main Results

For evaluating the quality of 3D scene generation, we com-
pare our approach with state-of-the-art 3D scene generation
methods: Text2Room [9], which employs an iterative mesh
generation approach to represent the scene based on inpaint-
ing and monocular depth estimation, and LucidDreamer [6],
which utilizes a warp-and-refine strategy to iteratively gen-
erate point clouds for novel views and subsequently em-
ploys 3D Gaussian Splatting (3D-GS) to obtain the Gaus-
sians of the scene. Since LucidDreamer cannot directly
generate 3D-GS from text prompts, we use Stable Diffusion
v2.1 [24] to generate the initial conditioning image, ensur-
ing consistency with our method. The comparison results
are shown in Fig. 3 and Table 1.

The results indicate that Text2Room struggles to gener-
ate coherent scenes when style descriptions are included.
Due to its render-refine-repeat scheme, Text2Room encoun-
ters alignment issues when there is significant variation be-
tween the generated images, which prevents the model from
effectively distinguishing overlapping regions. This issue
is particularly pronounced when the prompt contains nu-
merous object descriptions. LucidDreamer, on the other
hand, can only generate coherent scenes with limited cam-
era movement. Due to the accumulation of geometry er-
rors inherent to its warp-and-inpaint generation scheme,
both Text2Room and LucidDreamer fail to maintain con-
sistency between views, particularly during large camera
movements. Consequently, these methods exhibit blurry
boundaries and artifacts at the intersections between adja-
cent objects. Our method produces high-quality results with
smooth boundaries and fewer artifacts in both indoor and
outdoor scenes. Furthermore, our model achieves robust
geometric consistency even under large camera movements,
setting it apart from the compared approaches.

We present results for text-to-panorama generation
compared with prior methods [I, 29] in Fig. 4.
MultiDiffusion[1] directly generates panoramas using rec-
tified diffusion, whereas MVDiffusion [29] first generates
perspective-view images using diffusion models and then
composes them into a panorama. The results demonstrate
that with LLM guidance, our model effectively avoids gen-
erating duplicate objects and significantly enhances content
diversity and generation quality.

We also visualize qualitative results in Fig. 5. The results
show that the rendered images show accurate depth maps,
which validates the accurate geometry of our rendered re-
sults.
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Figure 3. Comparison of results. For Text2Room the images are projected from mesh and for LucidDreamer and our method, the images
are projected from 3D Gaussians. Text2Room fail in generating specific stylized scenes. Compared with Text2Room and LucidDreamer,

our method shows less artifacts and better geometry consistency.

Table 1. Comparison with other scene generation methods

CLIP-T score T Q-Align-Quality T Q-Align-Aesthetic T NIQE | BRISQUE|

Text2Room [9] 0.291 3.078
LucidDreamer [6] 0.296 3.051
Ours 0.311 3.112

3.089 5.872 40.85
3.035 6.132 45.78
3.129 5.025 37.97

Table 2. Ablation Study on rendered image quality.

CLIP-T score T Q-Align-Quality T Q-Align-Aesthetic T NIQE | BRISQUE|

w/o supplementary cameras 0.295 3.011 3.002 5.568 45.68
w/o depth alignment 0.302 3.035 3.028 5.156 40.39
Ours 0.311 3.112 3.129 5.025 37.97
5.3. Ablation Study module results in blending issues between scenes, caus-

We conduct ablation studies to verify the supplementary
camera set and the depth scale component. As shown in Ta-
ble. 2, incorporating supplementary cameras and semantic-
preserved generative warping enhances the refinement stage
of 3D Gaussian Splatting, while also reducing artifacts
in the rendered results. Removing the depth alignment
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ing pixel misalignment and increasing geometric deviations
during 3D Gaussian generation. Since 3D-GS relies heavily
on accurate point cloud initialization, incorporating depth
alignment reduces the misalignment between the panorama
scene and the moving scenes, ultimately improving the
quality of the rendered images.
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appliances, and open shelving"

Figure 4. Comparison of Text-to-Panorama Generation. As panoramas generated by MultiDiffusion [1] and MVDiffusion [29] have both
limited vertical FoV, for comparison, we only show our panorama before outpainting. Compared with previous methods, our method shows

less duplicated objects and better generation quality.

(
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| wildflowers swaying in
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snow-capped peaks
| embracing a serene
panorama-a high-
altitude sanctuary"

—

RO )

"An indoor pool area
with clear blue water,
lounge chairs along the |
side, and sunlight
streaming in through
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Figure 5. Our rendered rendered images with corresponding rendered depth.

We also compare the render quality of with other meth-
ods in Table 2. The results demonstrate that the exclusion of
either the supplementary camera refinement or depth align-
ment leads to a significant degradation in rendering quality.
These findings underscore the importance of both compo-
nents in achieving high-quality scene reconstruction.

6. Conclusion

We proposed PanoDreamer, a text to 360-degree scene gen-
eration framework. The core insight of our method is
to decompose scene generation into two phases: single-
viewpoint scene generation and scene extension via moving
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camera simulation. The first phase uses an LLM to guide
the synthesis of perspective images, which are then fused
to form a panorama. During the second phase, the model
is extended and improved using two different generation
strategies. Our approach results in high-quality, geometry-
consistent scenes, represented in the 3D-GS framework, and
enables users to navigate freely along customized trajecto-
ries outside the initial, significantly broadening the range
of potential applications. Our approach consistently outper-
forms strong baselines across a broad set of metrics. A key
challenge that we plan to explore in future work is the ac-
cumulation of error as the scene scale becomes larger.
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