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Abstract

In recent years, large-scale vision-language models (VLMs)
like CLIP have gained attention for their zero-shot infer-
ence using instructional text prompts. While these mod-
els excel in general computer vision, their potential for do-
main generalization in remote sensing (RS) remains under-
explored. Existing approaches enhance prompt learning
by generating visual prompt tokens but rely on full-image
features, introducing noise and background artifacts that
vary within a class, causing misclassification. To address
this, we propose FrogDogNet, a novel prompt learn-
ing framework integrating Fourier frequency filtering and
self-attention to improve RS scene classification and do-
main generalization. FrogDogNet selectively retains in-
variant low-frequency components while eliminating noise
and irrelevant backgrounds, ensuring robust feature rep-
resentation across domains. The model first extracts sig-
nificant features via projection and self-attention, then ap-
plies frequency-based filtering to preserve essential struc-
tural information for prompt learning. Extensive experi-
ments on four RS datasets and three domain generalization
tasks show that FrogDogNet consistently outperforms state-
of-the-art prompt learning methods, demonstrating supe-
rior adaptability across domain shifts. Our findings high-
light the effectiveness of frequency-based invariant feature
retention in generalization, paving the way for broader ap-
plications. Our code is available at https://github.
com/HariseetharamG/FrogDogNet

1. Introduction

Remote Sensing (RS) image analysis underpins a diverse
range of tasks including Earth observation [18], environ-
mental monitoring [35, 90], urban planning [62], and dis-
aster management [39, 104], to name a few. Although
deep learning models have substantially advanced RS an-
alytics [69], they often exhibit performance drops under do-

Figure 1. Impact of Fourier Filtering on RS Image Analysis: (a)
demonstrates that retaining 50% of low-frequency components
(LFCs) preserves structural details while reducing noise in the fre-
quency magnitude spectrum. (b) presents a sensitivity analysis,
showing that keeping 350 out of 512 LFCs of visual features fv(x)
achieves the highest average generalization performance.

main shiftsvariations in sensor modalities, atmospheric con-
ditions, and geographical characteristics that cause discrep-
ancies between training (source) and testing (target) data
distributions. Two core strategies address such shifts: do-
main adaptation (DA), which aligns source and target distri-
butions during training [26, 29, 91, 100], and domain gen-
eralization (DG), which strives for robust performance in
unseen target domains [25, 48, 133, 137]. DG is crucial in
RS due to the difficulty of collecting labeled target-domain
data. Challenges include cross-sensor variability, seasonal
and atmospheric changes, geographic distribution shifts,
and limited real-time data for disaster monitoring [36, 72,
100, 142]. Despite progress via adversarial training [70],
meta-learning [116], and domain-invariant representations
[32, 117], existing DG approaches struggle to handle the
extreme spectral and spatial variations in RS datasets. Be-
yond domain shifts, RS tasks typically suffer from limited
annotated data, as labeling requires domain expertise (e.g.,
differentiating land-use categories or vegetation types). The
substantial cost and logistical complexity of labeling across




























