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Abstract

This manuscript introduces SARFormer, a modified Vi-
sion Transformer (ViT) architecture designed for process-
ing one or multiple synthetic aperture radar (SAR) images.
Given the complex image geometry of SAR data, we pro-
pose an acquisition parameter encoding module that signif-
icantly guides the learning process, especially in the case
of multiple images, leading to improved performance on
downstream tasks. We further explore self-supervised pre-
training, conduct experiments with limited labeled data,
and benchmark our contribution and adaptations thor-
oughly in ablation experiments against a baseline, where
the model is tested on tasks such as height reconstruction
and segmentation. Our approach achieves up to 17% im-
provement in terms of RMSE over baseline models.

1. Introduction

Data acquired by satellite-based Earth observation (EO)
missions plays a crucial role in addressing many scientific
and socially impactful issues [27]. In addition to multi- and
hyperspectral cameras, another important class of sensors is
represented by the active sensing technique known as Syn-
thetic Aperture Radar (SAR). Sensors utilizing this sensing
principle exhibit fundamental differences. SAR operates
by measuring the reflections of actively emitted microwave
pulses. Since microwaves experience minimal atmospheric
interference, this enables a sensing technique that is inde-
pendent of weather and daytime. This capability is partic-
ularly valuable for time-critical applications, where optical
sensors may be hindered by cloud cover or insufficient light-
ing. Additionally, the long wavelengths enable the retrieval
of information such as surface roughness and soil moisture.
Moreover, SAR inherently offers insights into the Earth’s
three-dimensional structure through its range measurement
principle.

Figure 1. Schematic illustration of the SAR imaging acquisition
geometry and modes. Top left: Plane along the flight direction,
showing the viewing angle θ for both descending and ascending
orbits. Top right: Azimuth angle Az, measured relative to true
north. Bottom left: Acquisition modes for a SAR sensor, each
accompanied by a visual example demonstrating data captured
over the Eiffel Tower. Bottom right: Example output of one of
the downstream tasks (height reconstruction) using the proposed
SARFormer architecture.

Even though SAR data is a valuable data source for many
applications, on the hind side, SAR images are commonly
seen as complex to interpret, mostly due to their imaging ge-
ometry and the geometrical effects that come with it, such
as layover, foreshortening, and radar shadows [5]. These ef-
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fects lead to non-intuitive structures, caused by mixed sig-
nals from equidistant backscatterers and occlusions, which
appear misleading to an untrained observer. To correctly
interpret a SAR image and the occurring distortions, an un-
derstanding of the imaging geometry is of the highest im-
portance. Within this work, we will refer to three major ac-
quisition variables, the looking angle θ, azimuth angle Az
and imaging mode m as the acquisition parameters. Fig-
ure 1 gives a graphical illustration of the geometrical mean-
ing of those acquisition parameters. While monitoring a
certain location on the Earth’s surface over time under dif-
ferent viewing geometries, one obtains Nv SAR views xv

with v ∈ (1, . . . , Nv) together with the corresponding ac-
quisition parameters (θv, Azv,mv) for each view v.

Given all the above-stated information, one can derive
the importance of adaptations to deep-learning-based infor-
mation processing to derive geospatial products from SAR
data in a sensor-aware manner. In this manuscript, we
propose a modified ViT-based architecture and pre-training
strategy which we refer to as SARFormer for the process-
ing of SAR backscatter data, under the incorporation of the
relevant acquisition parameters. The essence of our contri-
bution can be summarized as follows:

• We pre-train large transformer-based models on SAR
data samples from various geometric conditions using
a masked autoencoder, testing for domain-specific pre-
training masking strategies to account for the unique data
properties.

• To pre-train and subsequently fine-tune the models on
data with varying acquisition geometries, we introduce an
Acquisition Parameter Encoding module, which ensures
the incorporation of all relevant information for correctly
interpreting the scene.

• We test the effect of our proposed contributions in a multi-
task setting on three downstream tasks that require de-
tailed image understanding in order to interpret the corre-
sponding SAR scenes.

2. Related Work

Vision Transformer for image understanding In recent
years, the computer vision community has seen a shift to-
wards the use of Transformer architectures, which were ini-
tially pioneered for natural language processing tasks. Vi-
sion Transformers (ViTs) [4] have demonstrated remarkable
performance on a variety of image understanding problems
by effectively capturing long-range dependencies through
self-attention mechanisms. Building upon the success of
ViTs, the Dense Prediction Transformer (DPT) [19] fur-
ther extends this paradigm to dense prediction tasks, such
as semantic segmentation and depth estimation, making it
widely used [1, 17, 31, 32].

Pre-training and Foundation Models in Remote Sens-
ing ViTs have also gained traction in remote sensing, not
least due to their effective pre-training capabilities. Decades
of Earth observation have generated abundant data, but
high-quality labels remain scarce for many downstream
tasks. Self-supervised learning on these vast datasets en-
ables the development of powerful so-called foundation
models, which aim to be fine-tuned faster and more accu-
rately while requiring fewer labeled samples. Masked Im-
age Modeling (MIM) is a highly effective pre-training strat-
egy, masking parts of the input image and training the model
to predict the missing content. This approach encourages
learning meaningful representations of the image’s struc-
ture and semantics without labeled data. A popular imple-
mentation of MIM is the Masked Autoencoder (MAE) [10],
which we also utilize in this work. While MIM-based mod-
els have shown significant success with optical and mul-
tispectral data [2, 11, 13, 26, 28] and in multi-modal set-
tings [6–8, 29], their application to very high resolution
(VHR) SAR data remains limited. Notable exceptions in-
clude works focused on automatic target recognition (ATR)
[14, 15] and the MERLIN framework [3], which uses image
despeckling for pre-training in a segmentation task. How-
ever, the development of SAR foundation models still lags
behind, particularly for VHR data and tasks beyond object
detection and recognition.

Recent works have extended flexibility regarding differ-
ent sensors and settings by introducing a sensor parameter-
aware approach for multi-satellite setups [18]. This allows
incorporation of diverse data sources within a single net-
work architecture while preserving physical signal integrity.

Deep learning-based mapping from SAR In spite of their
exotic nature, deep learning techniques have also gained
momentum in the analysis of SAR data in recent years.
In this work, we focus on two relevant downstream tasks:
height estimation from single images (analogous to single-
image depth estimation from side-view optical images) and
building footprint mapping. Both tasks are relevant for
global urban mapping applications such as environmental
monitoring, disaster response management, and reconnais-
sance. Compared to optical remote sensing, research on
these tasks using SAR data remains limited. For example,
[23] estimates height from single images in image geom-
etry, then transforms to map geometry in post-processing.
Alternatively, [22] directly predicts height in map geome-
try from two images, bypassing the intermediate step. This
method requires the model to better understand both scene
and acquisition geometry. Building segmentation in SAR
imagery has also gained attention, notably in the SpaceNet6
contest [25], which focused on a limited local airborne
dataset. Additionally, MERLIN [3] segments buildings in
image geometry, while [21] and [16] segment directly in
map geometry. All these methods rely on conventional
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Figure 2. The proposed architecture modifications and the corresponding nomenclature for the pre-training scenario (top) and the fine-
tuning stage carried out in a multi-task manner. The two scenarios drawn here correspond to a two-view case but can be generalized to one
or multiple views as done in the experimental section of this work.

CNN architectures; some incorporate auxiliary inputs like
the looking angle [22, 23], crucial for height estimation as
it directly influences layover extent.

Given the fundamental role of acquisition geometry, es-
pecially when transitioning to map geometry, we intro-
duce SARFormer – a modern architecture designed to seam-
lessly integrate auxiliary parameters. This framework en-
hances robustness and versatility in interpreting SAR im-
agery, demonstrating strong generalization across diverse
datasets and efficient pre-training capabilities.

3. Method

The objective of the proposed SARFormer architecture is to
process one or more SAR acquisitions (views) of the same
geographical area on the Earth’s surface, captured under dif-
ferent observing angles and acquisition modes while main-
taining the physical integrity of the signals. We restrict our
work to the processing of focused SAR backscatter signals
without the incorporation of the recorded phase informa-
tion. The goal is to generate widely usable and generaliz-
able representations that can be used for downstream tasks
such as height reconstruction, object detection, or semantic
segmentation. We therefore test the descriptiveness of the
representations in a multitask framework, ensuring a mean-
ingful and broad impact of the proposed adaptations.

Nomenclature The input data is given by a set of SAR ac-
quisitions (backscatter) denoted by xv ∈ R1×W×H where
v ∈ 1, . . . , Nv indicates the view index and W and H the
width and height of the image, respectively. Without a loss
of generalization, we will restrict Nv to Nv ∈ (1, 2, 3)
within this work, as a compromise between insightful ex-
periments and dataset restrictions. Each xv has a separate
set of acquisition parameters (compare Fig. 1) which we de-
note as Φv = (θv, Azv,mv). Here the acquisition mode m
encodes the index (0, 1, 2, 3) of the four acquisition modes
SM, SL, HS and ST (compare Fig. 1, and the supplemen-
tary materials for a comparison). Throughout this work,
we build on the classical vision transformer framework [4]
which gets used as an encoder network E in order to pro-
cess the set of {xv}, together with the acquisition param-
eters {Φv}. We generate an Np × Np patch pattern per
view, which, after linear embedding into the latent dimen-
sion d, leads to tvi tokens, where i indicates the position
within the image and v the corresponding originating view.
As in [4], we encode the position of each token in the im-
age through the addition of learnable positional encoding
vectors. In light of the above-described initial setup, we
describe in the following architectural modifications, con-
tributions, and training strategies. To follow along, Fig. 2
gives a graphical overview of the proposed architecture and
nomenclature.
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Acquisition Parameter Encoding (APE) The specific
viewing geometry of a SAR acquisition is highly relevant,
especially for the interpretation of the SAR typical image
effects such as layover, shadowing, and foreshortening. To
incorporate the acquisition parameters Φv into E we utilise
a linear layer faqu which transfers preprocessed acquisition
parameters Φpre

v into the latent dimension d of the model:

faqu : R4 −→ Rd, Φembed
v = faqu(Φ

pre
v ) (1)

where processing is given by (compare supplementary ma-
terials for details):

Φpre
v = (cos(Az), sin(Az), 1/ tan(θ),m). (2)

For Nv input views, we generate Nv learnable metatokens
tvmeta ∈ Rd. For each view v, we add the corresponding
embedded view parameter, resulting in tvmeta + Φembed

v . The
input to the transformer backbone for a two-view input is
hence given by 2×Np×Np image tokens and 2 metatokens.
We refer to this step as the acquisition parameter encod-
ing (APE). We further experimented by adding the embed-
ded acquisition parameters, Φembed

v , directly to the image
tokens or expanding them through concatenation. Among
these approaches, the metatoken concept proved to be the
most efficient, and therefore, it is the only one discussed in
the remainder of the manuscript.
Task Specific Architecture In order to predict pixel-wise
quantities, we work within the DPT [19] framework which
collects and merges information from multiple layers of E.
From each layer, we obtain Nv × Np × Np + Nv tokens
as described above. We will denote the encoded tokens af-
ter layer l as t̃vi,l and the metatoken after layer l as t̃vmeta.
We merge all tokens originating from the same spatial po-
sition i as well as the metatokens tvmeta with a linear fully
connected layer followed by a GELU activation fmerge to
obtain one feature fi,l corresponding to the patch position i
for a given layer l:

fmerge : R2·Nv·d −→ Rd,

fi,l = fmerge(t̃
1
i,l, t̃

2
i,l, . . . , t̃

1
meta, t̃

2
meta, . . .)

(3)

which carries the information merged from all available
views. Hence we obtain Np × Np features of dimension
Rd for each extraction layer l. From here we can directly
follow [19] and use features gathered from different layers
and processed on different resolution levels which results in
Nconv feature maps f convi (compare supplementary materi-
als for details). In order to test the model’s capabilities of
the 3D understanding, we use f convi to obtain three pixel-
wise masks in a multi-task setting. A detailed explanation
can be found in Sec. 4.
Pre-training Since the field of EO delivers a huge amount
of unlabeled data due to the constant monitoring of the

Earth’s surface, self-supervised pertaining yields large po-
tential. We generally follow the masked autoencoder
(MAE) [10] strategy to pre-train SARFormer in a self-
supervised manner. Since SAR (more general EO data)
usually covers large spatial extents due to the moderate
image resolution, images are generally not object-centered
which can require an adapted masking ratio or strategy.
While keeping the aforementioned architectural adaptations
of SARFormer including the APE module, we test for three
different masking strategies in the MAE setup. For pre-
training with a single SAR acquisition, we apply random
masking with no further modification. We implement the
same procedure for a two-view case and refer to it as ran-
dom. Further, we conduct a preserving masking strategy
where for a given patch-position we leave one of the two
tokens t1i or t2i unmasked. Filling in the remaining gaps re-
quires an understanding of the relationship of different view
geometries Φv but reduces large unmasked areas that cover
complete objects and hence can’t be reconstructed. Addi-
tionally, we test an extreme version of this by masking all
tokens from either view one or two. We refer to this strat-
egy as blind-channel masking. In order to remain with con-
stant masking values to make experiments comparable, we
further apply random masking of the remaining patches for
the two strategies preserving and blind-channel to obtain a
fixed masking ratio of 75%.

4. Experimental Setup
SAR data Our dataset comprises over 200 TerraSAR-X
(TSX) satellite acquisitions spanning multiple imaging
modes (SM, SL, HS, ST), and different acquisition set-
tings (orbit directions, looking angles). The data covers
more than 25 distinct geographical regions, predominantly
but not exclusively focusing on urban environments. While
the dataset covers different areas from across the globe, it
exhibits a geographical bias toward European and North
American cities, due to the availability of high-resolution
labels for downstream tasks. Each SAR image, provided
in Single Look Complex (SLC) format, is geocoded by
projecting it onto a globally available digital terrain model
(DTM), the FABDEM [9], using the known sensor model
and orbits. With a common grid spacing of 1 m on the
ground, this geocoding process aligns the images, enabling
them to be directly compared across different acquisition
settings and spatial resolutions. The terrain model, inten-
tionally devoid of man-made structures and vegetation, en-
sures that ground points captured from varying angles map
consistently onto the same locations. However, elevated ob-
jects – such as buildings – appear displaced, which is typ-
ically considered a parallax error. Here, this displacement
effect, as illustrated by the Eiffel Tower example in Fig. 1,
is leveraged as a measurement signal. The complex pixel
values are calibrated to backscatter intensities, then clipped
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to a range of -30 to +10 dB, and subsequently normalized
to the [0, 1] interval for neural network input.

Labels The dataset’s labels incorporate three types of
ground truth data for multi-task learning: building foot-
prints, heights in a map projection system (e.g., UTM),
and heights in the image-specific slant geometry. Building
footprint labels result from fusing OpenStreetMap (OSM)
with Microsoft’s Global ML Building Footprints, favoring
OSM for its manual curation in overlapping areas. This
fused dataset was manually inspected and masked to re-
move apparent errors. Height annotations are derived from
publicly available LiDAR data provided by regional survey-
ing authorities. Since height labels are not available for all
cities in the SAR imagery, some locations lack complete
ground truth information. Absolute elevations are converted
to heights above ground by subtracting a terrain model.
The heights are further projected into the image geometries
(slant) following [20] and then, through the geocoding pro-
cedure, aligned with the SAR images. In layover regions
– where multiple targets share a resolution cell – the high-
est point’s height is mapped, while SAR shadow occlusions
remain unaddressed. Refer to the three example outputs de-
picted in Fig. 2, or to the supplementary materials, for a
visualization.

Sampling Strategy The matching pairs of SAR images,
height data (both in map and image projection), and build-
ing footprints are cropped into tiles with a size of 384×384
pixels. For each tile, the relevant metadata – including
the looking angle and azimuth angle at the center pixel,
as well as the imaging mode – is stored alongside the im-
age data. Due to the substantially larger spatial coverage
of SM scenes compared to SpotLight images, the number
of SM patches significantly exceeds those from the other
modes. We employ weighted random sampling to address
this imbalance, ensuring that approximately equal numbers
of patches from each imaging mode are presented to the
model in each epoch. Additionally, each epoch includes
25% of samples without corresponding height data, allow-
ing the model to encounter all locations, even those lacking
height labels. For these specific patches, the height estima-
tion is excluded from the height loss calculation.

Fully supervised training To evaluate the proposed APE
module and compare the SARFormer architecture to our
baseline setting, we trained models with one, two, and three
input views, comparing configurations with and without the
APE module (metatoken). The primary experimental setup
employed the ViT-Large architecture [4], characterized by
24 transformer layers and 16 attention heads. While sup-
plementary experiments explored ViT-Base and ViT-Huge,
ViT-Large was selected as the primary model due to its
preferable balance between computational efficiency and
performance. Comparisons to the other model sizes can be

found in the supplementary material. The training protocol
consisted of 250 epochs using the AdamW optimizer, with
a half-cycle cosine decay learning rate scheduler preceded
by a three-epoch warm-up period. Each training epoch in-
corporated 100,000 randomly chosen balanced samples (of
which 25,000 were without height labels). The loss function
for the regression task (height estimation) was designed as a
composite metric, combining asymmetric L1 loss, gradient
loss, and normal loss [12]. For the segmentation task, bi-
nary cross-entropy loss was used. The total loss function is
formulated as a weighted sum of the individual task-specific
losses. Details can be found in the supplementary materials.

Pre-Training For both the single-view and two-view cases,
backbones were pre-trained using masked autoencoders.
Their decoders were kept intentionally shallow, with only
three layers, to ensure that most of the descriptive features
are learned in the encoders. In the two-view scenario, the
three previously described masking strategies were applied
to evaluate their effects on the learning capacity of the net-
work across multiple perspectives. Each MAE model was
trained over 1500 epochs with 100,000 balanced samples
per epoch using the masked L1 loss function on the recon-
structed images. It is important to note that the single-view
case benefits from a larger set of unique training samples, as
it is not constrained by the requirement of having a second
view of the same area.

Fine-Tuning With the pre-trained encoders serving as back-
bones, SARFormer is fine-tuned for both single-view and
two-view cases. In the frozen-weight setting, the first two-
thirds of the backbone layers are not further trained, which,
in the ViT-Large configuration, leaves eight layers unfrozen.
Additionally, a fine-tuning experiment without frozen layers
is conducted. For the single-view case, the only available
masking strategy (random) is applied, while for the two-
view case, the impact of the different masking strategies is
evaluated. All other settings remain consistent with those
used in training the models from scratch.

Evaluation Dataset To compare the performance of the
different models, we selected two cities with distinct ar-
chitectural characteristics – Berlin, Germany, and Vancou-
ver, Canada – as test regions. These cities were entirely
excluded from the training and validation set. Achievable
accuracy is highly dependent on the imaging modes used,
which determine the spatial resolution of the input images,
as well as on the characteristics of the scene itself, such
as building density, building heights (and consequently the
number of mixed signals in layover areas), vegetation, fa-
cade materials, and other factors. These elements affect
the signal responses and thus the complexity of accurately
interpreting them. Additionally, we expect that multiple
views (the more diverse, the richer the information) will en-
hance the model’s 3D reconstruction capabilities. To en-
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Table 1. Numerical results of the fully-supervised experiments (no pre-training). Best values are evaluated according to the number
of views. † indicates values taken from other, not publicly available publications (test datasets and input data differ, so only limited
comparable). All metrics of SARFormer were generated using the ViT-Large configuration.

Classification
Footprints

Regression
Height

Regression
Height (Slant)

# Views Model mIoU OA MAE RMSE SSIM MAE RMSE SSIM

1

SAR2Footprints [21] 0.61† 0.78† - - - - - -
SAR2Height [23] - - 5.60† 8.30† - 3.50† - 0.84†

UNet MTL [24] 0.68 0.90 5.67 8.55 0.82 5.39 7.80 0.84
DPT-Large [19] 0.67 0.89 5.45 7.89 0.82 5.35 7.70 0.84

SARFormer (ours) 0.67 0.89 5.24 7.61 0.82 5.29 7.60 0.84

2

SAR2Height-Dual [22] - - 3.67† - 0.87† - - -

UNet MTL [24] 0.74 0.92 4.77 7.35 0.84 4.64 6.89 0.88
DPT-Large [19] 0.73 0.92 4.61 6.87 0.85 4.77 6.99 0.88

SARFormer (ours) 0.74 0.92 4.39 6.60 0.85 4.69 6.90 0.88

3
UNet MTL [24] 0.74 0.92 4.95 7.57 0.85 4.85 7.11 0.88
DPT-Large [19] 0.74 0.92 4.63 6.90 0.85 4.88 7.15 0.88

SARFormer (ours) 0.74 0.92 4.30 6.39 0.86 4.43 6.52 0.89

sure a fair comparison, we prepared six test image con-
figurations per city, each tailored to the same region and
including all available imaging modes with a wide range
of acquisition settings (angles). For each model, we gen-
erated a total of 12 output sets (including building foot-
prints, heights in UTM coordinates, and projected slant
heights) over which we computed the relevant error met-
rics for each task. These metrics include overall accuracy
(OA) and mean intersection over union (mIoU) for build-
ing footprints, as well as root mean squared error (RMSE),
mean absolute error (MAE), and structural similarity index
measure (SSIM) [30] for the two height estimation tasks.
For each model, the best-performing checkpoint on the val-
idation set was used to generate the error metrics.

Baselines Deep learning-based scene interpretation from
high-resolution SAR data is an emerging field with no pub-
licly available models or benchmark datasets, which com-
plicates fair comparisons. This is primarily driven by the li-
censing of data for missions such as TSX, which academic
institutions can access but not publicly release. Neverthe-
less, this paper aims to put the results in the context of ex-
isting work and provide the possibility of benchmarking fu-
ture approaches as effectively as possible. Therefore, two
steps are taken. First, we provide all scene IDs used for pre-
training as well as detailed evaluation settings (as described
above), allowing any research institution with access to the
TSX archive to reproduce the results. Secondly, existing
works [21–23] that report metrics on any of the tasks in our
multi-task setup are shown in the corresponding tables, even
though – due to differences in the evaluation area – they are
not directly comparable but still can serve as a relative an-
chor point. For a direct comparison of performance, we
train two benchmark models: a UNet with a multi-task ex-

tension and a vanilla ViT with the DPT [19] extension. This
ensures both the validity of our proposed adaptation to the
ViT-based architecture as well as the performance enhance-
ment compared to the CNN-based architectures that have
been used previously.

5. Results

In this section, we empirically investigate the effects of the
two earlier introduced adaptations, namely the APE mod-
ule and the domain-adapted pre-training strategies given
by the three different masking functions. As earlier men-
tioned, we test the descriptiveness of the features obtained
by the SARFormer encoder fi = E(xv,Φv) by linking
up to a multi-task setting where pixel-wise height above
ground is estimated in the map and image geometry and
building footprints are predicted in a binary segmentation
setting. We compare the contribution and effects of each
introduced adaptation and provide an absolute comparison
to self-generated baseline results using a vanilla CNN and
ViT-based deep-learning approach.

Effect of APE To evaluate the impact of the proposed APE
module (metatoken), we initially conducted experiments
without pre-training. In Tab. 1, we present a comparison
of the SARFormer model with the APE module enabled,
alongside the baseline models as a function of the number of
input views Nv . Examining the effect of the APE module,
we observe that it consistently improves or maintains per-
formance across all metrics. Additionally, SARFormer out-
performs baseline models in nearly all configurations; how-
ever, this advantage is less evident for classification tasks,
where results remain comparable.
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Table 2. Achieved metrics through pre-training and subsequent fine-tuning. Best values are evaluated according to the used pre-training
method (masking strategy). The single-view case allows only for the random masking strategy. For the frozen ` setting, 2/3 of the
backbone’s layers were not updated during fine-tuning.

Classification
Footprints

Regression
Height

Regression
Height (Slant)

# Views
Frozen
Weights

Pre-training
Method mIoU OA MAE RMSE SSIM MAE RMSE SSIM

1 ` Random 0.64 0.88 5.84 8.37 0.81 5.96 8.46 0.83

Random 0.69 0.90 5.07 7.40 0.83 4.97 7.20 0.84

2

`

Random 0.71 0.91 4.49 6.59 0.85 4.36 6.41 0.88
Blind Channel 0.71 0.91 4.61 6.89 0.85 4.74 6.99 0.87
Preserving 0.72 0.91 4.65 6.85 0.85 4.75 6.93 0.88

Random 0.75 0.92 4.19 6.29 0.85 4.07 6.12 0.89
Blind Channel 0.73 0.92 4.38 6.56 0.86 4.53 6.72 0.88
Preserving 0.74 0.92 4.12 6.13 0.86 3.96 5.90 0.89

Effect of Pre-training Strategies Table 2 presents the re-
sults for models trained with the three proposed MAE-based
pre-training strategies. Experiments were limited to config-
urations with one or two SAR views, and we tested two
scenarios for each: fine-tuning all model weights and fine-
tuning only the last 1/3 of the ViT layers while keeping the
remainder of the weights frozen. The results indicate that
the proposed preserving masking strategy achieves superior
performance across most metrics, suggesting its suitability
for non-object-centered remote sensing imagery (compare
Sec. 3). In contrast, the blind-channel strategy, represent-
ing an extreme case of preserving, underperformed, likely
due to the increased task complexity and the model’s lim-
ited capacity to extract robust features in this configuration.
All pre-trained and fine-tuned models in Table 2 utilized
the APE module, enabling comparison with training from
scratch in Tab. 1. In the optimal configuration (preserving
pre-training with full fine-tuning), we observe a 2-point gain
in IoU and a 4-6% improvement in MAE compared to the
from-scratch baselines.

These improvements are even more pronounced when
training data is limited, as label scarcity can significantly
affect the quality of results. We fine-tuned the model us-
ing only two labeled SAR images from Paris, introducing
significant domain shifts in multiple regards during test-
ing. Despite reduced performance compared to using the
full dataset, the benefits of pre-training were evident, high-
lighting its value in few-label or out-of-domain scenarios.
Tab. 3 shows the error metrics obtained. A visual example
can be found in Fig. 7 in the supplementary materials.

Qualitative Comparison Visually, the differences in per-
formance across the models are more pronounced than the
numerical error metrics alone suggest. Fig. 3 provides a
side-by-side comparison of the outputs from four differ-
ent models, alongside one of the SAR input images and an
aerial view for reference. These outputs were generated us-

Table 3. Metrics achieved on the test set using a very limited la-
beled dataset for training (2 SM images from Paris). Pre-training
evidently helps for such extreme domain shifts between training
and inference.

Model pre-
trained mIoU MAE

(map)
MAE
(slant)

UNet MTL 0.51 7.61 7.84
SARFormer 0.54 7.22 8.51
SARFormer ✓ 0.62 5.66 6.15

ing a combination of two SM images, a challenging task
due to limited spatial resolution. While the height estimates
still tend to be underestimated, the SARFormer trained from
scratch demonstrates a marked improvement in identifying
buildings, particularly high-rise structures within the red-
marked area. Comparing these results to the pre-trained
model output reveals the significant impact of pre-training
on both the quality of height estimations and the accuracy
of building shapes. Notably, the pre-trained model achieves
the most accurate reconstruction of the unusually shaped
building highlighted in yellow. More visual examples can
be found in the supplementary material.

Effects of Backbones To assess the impact of model size
on performance, we trained our best-performing configura-
tion (2 views, active APE, preserving masking during pre-
training) with various backbones: ViT-Base, ViT-Large, and
ViT-Huge [4]. While ViT-Huge achieved the highest per-
formance (see supplementary materials), we selected ViT-
Large for main experiments against baselines (shown in
Tabs. 1 and 2) due to its computational efficiency and min-
imal performance trade-off. Results for experiments with
the ViT-Base backbone are included in the supplementary
materials, demonstrating similar relative performance gains
for our adaptations.
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Figure 3. Comparison between the outputs of different mod-
els (see labels) next to the input image, an aerial view, and
ground truth. Especially building shapes seem to benefit from pre-
training. Please find more visual examples in the supplementary
materials.

6. Discussion

The performance improvements observed, particularly with
pre-training and the integration of the APE module, un-
derscore the effectiveness of domain-specific adaptations
for deep learning in remote sensing applications. Notably,
the preserving masking strategy demonstrated superior ca-
pability in capturing useful spatial representations, leading
to substantial enhancements in downstream regression and
segmentation tasks. Building on the insights from this ini-
tial study, future work could explore integrating additional
metadata into the APE module – such as sensor type (opti-
cal, SAR, thermal), platform details (source satellite), spa-
tial resolution, frequency band, spectral response functions
(like in [18]), or geographical location – to increase the
model’s adaptability across datasets and further advance to-
ward a generalized task-agnostic foundation model for re-
mote sensing data.

Another key strength of SARFormer’s Transformer-
based architecture is its inherent flexibility with sequence

length, allowing it to scale more efficiently and more ele-
gant to multi-view settings compared to traditional convo-
lutional architectures. This adaptability is particularly ad-
vantageous in scenarios where multi-acquisition or tempo-
ral sequences are required to capture diverse perspectives
of a scene. Accordingly, although the performance gain ob-
served in Tab. 1 between the two-view and three-view set-
tings may appear marginal, this is likely due to the limited
azimuth diversity in TSX data, which provides either as-
cending or descending orbit images. Despite the inclusion
of a higher-resolution third view (which was intentionally
avoided here for testing), it does not contribute much new
information to the network. Expanding the dataset to in-
clude SAR data from additional orbital paths could provide
a more comprehensive, multi-perspective view, very likely
enhancing performance in multi-view configurations.

It is important to note that evaluating reconstructed
height maps is not as straightforward as it may seem. Ge-
olocation errors, common to most satellite images due to
inaccuracies in orbital data or terrain models used in geo-
referencing, introduce shifts between the labels and pre-
dictions, which inflate pixel-wise error metrics. Addition-
ally, discrepancies in the acquisition dates between the label
data and SAR imagery lead to differences, particularly in
rapidly changing urban areas. Furthermore, with no avail-
able benchmark datasets in this emerging field, direct com-
parison with existing methods is impossible, as achievable
accuracy varies significantly with numerous factors, lead-
ing to potential biases. Nevertheless, relative comparisons
were conducted, and the performance improvements result-
ing from our proposed adaptations are clearly demonstrated.

7. Conclusion

This paper introduces SARFormer, a Vision Transformer
tailored for VHR SAR data, integrating essential domain
knowledge to facilitate the model’s scene interpretation.
SARFormer embeds sensor-specific parameters, such as ac-
quisition angles and modes, directly into its architecture.
This allows it to handle geometric distortions in SAR im-
agery and adapt more effectively across diverse SAR data.
Domain-specific pre-training, particularly using a masked
autoencoder (MAE) adapted for remote sensing imagery,
proved crucial. The proposed masking strategies enhance
feature learning in non-object-centered data, boosting per-
formance in downstream tasks like height estimation and
building footprint segmentation. SARFormer offers a step
towards a versatile foundation model approach, applicable
to multiple tasks. As SAR usage grows in areas like envi-
ronmental monitoring, disaster response, and surveillance,
SARFormer’s framework is positioned to support broad and
important applications in remote sensing.
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