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Abstract

The presence of species provides key insights into the eco-
logical properties of a location such as land cover, climatic
conditions or even soil properties. We propose a method
to predict such ecological properties directly from remote
sensing (RS) images by aligning them with species habi-
tat descriptions. We introduce the EcoWikiRS dataset, con-
sisting of high-resolution aerial images, the correspond-
ing geolocated species observations, and, for each species,
the textual descriptions of their habitat from Wikipedia.
EcoWikiRS offers a scalable way of supervision for RS vi-
sion language models (RS-VLMs) for ecology. This is a set-
ting with weak and noisy supervision, where, for instance,
some text may describe properties that are specific only to
part of the species’ niche or is irrelevant to a specific image.
We tackle this by proposing WINCEL, a weighted version of
the InfoNCE loss. We evaluate our model on the task of
ecosystem zero-shot classification by following the habitat
definitions from the European Nature Information System
(EUNIS). Our results show that our approach helps in un-
derstanding RS images in a more ecologically meaningful
manner. The code and dataset are available at https:
//github.com/eceo-epfl/EcoWikiRS.

1. Introduction

Recent advances in computer vision enable large-scale anal-
ysis of satellite imagery, improving tasks like monitoring
ecosystems [4, 26] and animal detection [12, 56] at large
scale. More recently, methods relying on language have ap-
peared with the promise of making these techniques more
accessible to the general audience by enabling natural lan-
guage interaction with remote sensing data and thus re-
ducing the technical barriers associated with them [6, 58].
Breaking free from traditional label-based approaches, us-
ing language to interact with satellite images requires new

Figure 1. EcoWikiRS connects aerial images with local species
observations from crowd-sourcing platforms. For each species, a
habitat description from Wikipedia is retrieved and used for feature
alignment. Through the proposed WINCEL loss, we learn to rec-
ognize text passages that are relevant to the images and integrating
some ecological knowledge in the aerial images representation.

supervision sources, to ensure the model is exposed to rel-
evant and diverse pieces of text. The most straightforward
approaches rely on template-based [31] captions based on
land cover labels or VLMs-generated text [60]. Other works
adopted more intricate approaches based on textual labels
from OpenStreetMap [41, 52] or on the learning of an align-
ment from ground-level images [13, 23] without explicitly
using text for training. Also, current approaches are of-
ten limited by their predominant focus on urban areas with
human-centric perspectives and (land cover) object-oriented
methodologies, which can hinder the transfer of knowledge
to tasks relying on a better understanding of natural or veg-
etal concepts.

Our study proposes to fill these gaps by learning rep-
resentations for RS images integrating ecological knowl-
edge. We achieve that by using co-located species obser-
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vations from crowd-sourced portals and their description in
Wikipedia as a source of supervision. The distribution of
species across different regions provides key insights into
the local environmental conditions they thrive in, includ-
ing land cover, climatic conditions, or even soil properties.
We paired each RS image with the set of observations from
GBIF (Global Biodiversity Information Facility) [43], an
openly available collection of geolocated species observa-
tions, including various data sources such as iNaturalist [1],
eBird [48] or PlantNet [20]. Using this pairing mechanism,
we constructed a novel text-image dataset by associating
each RS image with one or several Wikipedia articles de-
scribing the co-located species. The text describes the envi-
ronmental conditions occurring at the local scale, with indi-
cations such as “mountain and forest habitat”, “calcareous
well-drained soil” or “high altitudes and under cold condi-
tions” that go beyond standard land cover labels (see dataset
samples in Sup. 7). Learning from such a dataset presents
several challenges. First, the presence of noisy pairs is un-
avoidable, either due to species misidentification or incor-
rectly geolocated observations. Moreover, some species are
considered generalist species and adapt to many different
habitats (e.g. the house sparrow), and might be observed
in multiple habitats. This means that all locations where a
house sparrow has been observed will be associated with
the same set of sentences, resulting in a weak and noisy
learning signal. Noisy image-text pairs also occur in gen-
eral VLMs datasets, although image captions generally de-
scribe specific aspects of the image. In such cases, either the
dataset size is considered sufficient to ignore the noise ef-
fect [24, 39], or the noise can be explicitly filtered out with
a specific approach [27, 53].

Here, we explore these challenges for a dataset marry-
ing ecological observations with remote sensing images and
Wikipedia text. We create a triplets dataset (image, GBIF
observations, Wikipedia texts) over Switzerland and study
methods for learning alignment under weak supervision, in-
cluding a loss function to best learn domain-specific fea-
tures from the supervision of weak image-text pairs. Unlike
previous work connecting Wikipedia with satellite images
[10, 49], we work with very high-resolution imagery and
carefully select text that is ecosystem-related and relevant
to the given image. We evaluate our approach in a zero-shot
setting for the task of ecosystem mapping, a task requiring
domain-specific knowledge. We also show qualitative ex-
amples of our model capacities by mapping the presence of
ecological concepts across Swiss landscapes.

2. Related Works
Vision-Language Foundation Models for remote sens-
ing. VLMs trained with Web scale image-text data, such
as CLIP [39] and ALIGN [24], break free from the tra-
ditional approach using a fixed set of categories in visual

recognition tasks and learn visual features from natural lan-
guage supervision. Direct application of these models to
RS is on the rise, but remains challenging due to the do-
main shift from natural images to overhead imagery. For in-
stance, RemoteCLIP [31] focused on existing RS datasets,
and is thus limited by the scale and semantic diversity of
the existing text labels. Other models tackled this issue by
generating diverse captions with Large Language Models
(LLMs) [8], relying on existing image-text pairs of satellite
images [60], exploiting geolocation to bind RS images with
other sources of supervision such as OpenStreetMap land
cover labels [41, 52] or ground-level imagery [13, 23]. Un-
like these works, we focus on introducing knowledge about
the ecological value of a place in the VLMs, going beyond
standard land cover mapping concepts.
Learning Vision-Language alignment from weak super-
vision. In early VL models [24, 39], the Web scale of
the training datasets is often considered sufficient to com-
pensate for the weak alignment of cross-modal pairs. A
contrastive loss, such as the InfoNCE [37] is used as su-
pervision to bring positive pairs together and push nega-
tive pairs apart. To improve performance and data effi-
ciency, later works complement this objective with self-
supervision [30, 35], add cross-modal losses such as image-
text matching [28], or use nearest neighbor supervision [14,
15]. To explicitly take into account the problem of learning
from noisy text-image pairs, some works propose to relax
the “hard” one-hot encoded targets of the positive pairs in
the contrastive loss by attributing some probability to nega-
tive pairs. Label smoothing encourages the model to be less
confident in the hard targets by adding a small but uniform
probability to all classes. Bootstrapping [40] integrates the
model posterior distribution in the targets, with either the
logits or the predictions. The knowledge from pretrained
image and sentence encoders can be used to produce pseudo
labels [7, 18], filter the text paired with the images [27, 57]
or select the most confident samples [29]. To reduce the im-
pact of outliers, RINCE [34] rescales the sample importance
based on estimated noise level.

Compared to the general domain, the filtering of noisy
text-images pairs in RS-VLMs has been little explored out-
side of dataset creation. Several works [52, 60] filter image-
text pairs with CLIP [39] to remove text that is not suffi-
ciently relevant to the image. Other works focus on hu-
man verification through direct visual verifications or with
human-computer annotation systems [8, 36, 47]. Here, we
introduce WINCEL, a weighted InfoNCE loss function that
relies on a pretrained models’ knowledge, to explicitly filter
out noisy text-images pairs through assigning a weight to
each pair that depends on their current alignment strength
(see Section 4).
Learning from species descriptions and Wikipedia.
Species observations data based on citizen science are
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Figure 2. EcoWikiRS dataset preparation. For each location containing species observation in GBIF, an aerial image and its ecosystem
type from the EUNIS map are extracted. The corresponding Wikipedia articles are collected. The retrieved text is parsed and split into
sentences before a filtering step aiming at keeping only ecosystem-related sentences.

widely used for conservation research, such as for species
distribution models [5, 50] or for plant functional traits
mapping [55]. Despite the presence of numerous biases
and incorrectly labeled observations [61], they allow map-
ping at large scale in a timely manner with reasonable
costs [25, 51]. Species observations have been combined
with textual descriptions to improve their recognition per-
formances. The ZEST [38] dataset combined bird pictures
with their Wikipedia descriptions and demonstrated a better
capacity to identify bird species in a zero-shot manner. [44]
improved the zero-shot classification of different species by
generating fine-grained descriptions of their appearance and
characteristics with LLMs.

Studies using the iNaturalist dataset [1] have shown the
benefits of using species observation metadata such as ge-
olocation or aerial images for improving species identifi-
cation [3, 33]. In this work, we reciprocally use species
observations to gain insights into their living environment.
For species range maps estimation, LE-SNIR [21] pro-
poses a model predicting presence based on a single data
point, thanks to textual description of the species habitat
and range. TaxaBind [45] unifies six ecological data types,
including RS images, taxonomic names and ground-level
images, and improves the classification and cross-modal re-
trieval performances on various geo-aware ecological tasks.
Closer to our work, WildSAT [10] learns satellite image rep-
resentations by aligning them with descriptions of species
observed by iNaturalist [1] users. Their work combines
satellite images at different time steps with a random sec-
tion of the Wikipedia article, geolocation and climate infor-
mation. They improve RS foundation model performances
on land cover mapping tasks. Unlike their work, we utilize
very high-resolution aerial images and thus aim at a much
more fine-grained text-image alignment. Moreover, we fo-
cus on extracting ecologically meaningful sentences from

Wikipedia and evaluate our approach on tasks relative to
the natural concepts.

3. EcoWikiRS Dataset
In this section, we present the EcoWikiRS dataset and detail
the steps of its creation and refinement (Figure 2).

We collected a dataset over Switzerland composed of
very high-resolution aerial images (swissIMAGE product,
50cm resolution), species observations from GBIF [43] and
sentences from Wikipedia describing the observed species.
The species observations are paired with the images by lo-
cation, i.e. their geolocation is within the area covered by
the aerial image. Wikipedia sentences describing all the ob-
served species are extracted, filtered and assigned to the im-
age, forming a dataset composed of triplets: each aerial im-
age In is associated with a list of observed species, and a set
Jn = {sn,k}Kk=0 of K Wikipedia sentences describing the
observed species. The EcoWikiRS dataset contains a total
of N = 91′801 aerial images associated with one or several
species out of 2′745 different species. The dataset is split
into train (60%), validation (10%) and test (30%) following
a spatial block split with blocks of 20 km to avoid spatial
autocorrelation (See Suppl. Figure 7). In the following, we
describe each data source. Dataset samples and additional
statistics are given in the Supplementary material.

3.1. Data sources
Species observation from GBIF. Geolocated species ob-
servations are collected throughout Switzerland from the
Global Biodiversity Information Facility (GBIF) Web por-
tal [43]. GBIF gathers observations from crowd-sourcing
platforms, such as iNaturalist [1], governmental agencies or
scientific surveys. Species observations undergo a filtering
procedure (see Suppl. Section 11.2). We selected plants and
animal species and discarded bacteria, algae or fossil spec-
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imens; we removed species with geo-location uncertainty
above 100 m, incomplete metadata (e.g. missing species
identification) or species without Wikipedia articles. Fol-
lowing this filtering stage, 274′241 observations were se-
lected among the 18 million occurrences downloaded [19].
Aerial images. We used the openly available swissIM-
AGE 1 product of the Federal Office of Topography. Aerial
images were acquired in summer in the years 2020 − 2022.
RGB bands are available at a spatial resolution of 10 cm,
which we down-sample to 50 cm. Images were further split
into tiles of 100 m by 100 m, following the grid of EUNIS
ecosystem type map [9]. We retained aerial images with at
least one observation from GBIF within its footprint.
Wikipedia descriptions. Textual descriptions of the
species are retrieved based on the species binomial name
from an English Wikipedia dump [17]. For each species,
the article is cut into sections and irrelevant sections are
removed (e.g. “See also”, “Gallery” or “Bibliography”).
The resulting text is further split into individual sentences
based on a set of parsing rules. Different sets of sen-
tences are extracted and will be compared in the experi-
ments (e.g. Table 2): (1) habitat: sections whose title con-
tains words related to ecological preferences such as “habi-
tat”, “distribution”, “cultivation”, “ecology” or “range”, (2)
keywords: sentences containing at least one keyword from
a predefined list of ecology related concepts such as “wet”,
“alpine”, “calcareous”, etc. (see list of keywords in the
Suppl. Section 11.1), (3) species binomial name such as
“Lemna gibba”, (4) random: all sentences.

3.2. EUNIS habitat maps as downstream task.
To validate the zero-shot classification capabilities of our
model, we use the EUNIS habitat classification frame-
work [9], a hierarchical European system for habitat iden-
tification based on plant species communities. Its classes
cover all types of habitats found in Europe. We use the
Ecosystem Type Map v3.1 [54] layer with a spatial resolu-
tion of 100 m and the EUNIS classes at Level 2. We merged
or removed habitats with less than 100 occurrences and we
under-sampled habitats with more than 10k occurrences to
balance the distribution of classes. Wetlands ecosystems
were merged at level L1 due to their rare occurrence. A fi-
nal set of 25 habitats is present in Switzerland (see Suppl.
Figure 6 ) and the distribution of samples into habitats is
shown in the Suppl. Figure 8.

4. Method

In this work, we propose to use the rich and text-aligned
image representations provided by pretrained RS-VLMs
and enrich them with ecological knowledge from the

1https://www.swisstopo.admin.ch/fr/orthophotos-
swissimage-10-cm

EcoWikiRS dataset. The image encoder is updated with
the WINCEL loss, a contrastive approach we propose for
learning domain-specific concepts from noisy/weak text su-
pervision. We start with the hypothesis that, although sev-
eral sentences in a Wikipedia article will be unrelated to the
image they are paired with, at least one sentence per article
is likely to describe the content of the image. We develop
a loss function that aims at recognizing and learning from
sentences related to the visual features present in the image,
while ignoring other sentences, similarly to [38]. Inspired
by RINCE [34], we design the WINCEL loss by accounting
for two types of noise in text-image pairs:
1) A false positive pair occurs when the signals from dif-
ferent modalities are uninformative of each other. This type
of noise is frequent in the EcoWikiRS dataset since the sen-
tences are assigned to the image depending on the presence
of species rather than on the visual content of the image.
Especially for generalist species, which can live in several
habitats, the potential of appending uninformative sentences
can be high. Therefore, we expect the false positive pairs to
outnumber the true positive ones.
2) Within a batch, the text associated with the other images
is used as the negative samples, but such text will often in-
clude false negatives, i.e. texts that are appropriate to de-
scribe the image, even though they are not paired with it.
This problem is also exacerbated in EcoWikiRS, where two
images with observations of the same species will be asso-
ciated to the same set of sentences.

4.1. Weighted InfoNCE loss (WINCEL)

We address these issues by learning a weighting function
that estimates, for each image In, the relevance of each
sentence s from Jn. This approach is designed to directly
down-weight false positive pairs by relying on the model’s
current knowledge and focusing on the most confident
image-sentence pairs, similarly to [29]. This also brings
the text representation closer to the image, thus relieving
the issue of false negatives as well. We use a visual en-
coder fv and a text encoder ft including unit-normalization,
to obtain the respective embeddings Vn = fv(In) and
Tn,k = ft(sn,k). The InfoNCE loss [37, 39] is a stan-
dard loss function to optimize the alignment of a visual em-
bedding Vn with a unique corresponding textual embedding
Tn that aims at reducing their cosine distance compared to
other embeddings. The alignment is controlled by the tem-
perature hyperparameter τ , where a low value makes the
posterior distribution peakier and more specific to the given
embedding in the pair assignment. For a random sentence
sn,k paired with image In, we have:

Lcon(Vn, Tn) = − log
exp (Vn · Tn/τ)∑N
j=1 exp (Vn · Tj/τ)

(1)
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Although this formulation, which encourages relative align-
ment only, is designed to deal with noisy pairs, our setting
includes an extra source of noise since the text is assigned
to each image without accounting for its visual content. In-
stead of learning from a single sentence paired with image
In, we build a weighted text representation Gn that depends
on several sentences. Gn is built as a linear combination of
the sentence embeddings Tn,k associated with image In:

Gn =

K∑
k=0

αn,k · Tn,k (2)

where αn,k is a scalar weight accounting for the importance
of the sentence embedding Tn,k in matching the content
of the image. We defined αn,k based on the cross-modal
similarity between the image and each sentence embedding,
rescaled with a softmax function σ:

αn,k = σ(Vn · Tn,k/τ) (3)

Combining (2) and (3), the weighted text representation Gn

becomes:

Gn =

K∑
i=0

σ(Vn · Tn,k/τ) · Tn,k (4)

This formulation relies on the pretrained model’s knowl-
edge to learn better representations. Moreover, it can be
seen as a form of text augmentation similar to mixup [59],
where a linear interpolation is operated in the textual space,
but here based on more than 2 embeddings. The proposed
WINCEL is :

LWINCEL(Vn, Gn) = − log
exp (Vn ·Gn/τ)∑N
j=1 exp (Vn ·Gj/τ)

(5)

5. Experimental setup
Training procedure and implementation details. We
fine-tune four different VLM backbones, namely Remote-
CLIP [31], SkyCLIP [52], GeoRSCLIP [60] and CLIP [39],
starting with ViT-B/32 pretrained backbones available on
their respective online repositories for the RS-VLMs, and
from the openclip [22] library trained on the LAION-2B
dataset [46]. We compare the performance of the pre-
trained models with results after fine-tuning with a standard
InfoNCE loss and with our proposed WINCEL using the
EcoWikiRS dataset. Unless stated otherwise, we use the
“habitat” sentences described in Section 3.1.

During model training, we observed that fine-tuning the
positional encoding layer and the projection head of the vi-
sual encoder in ViT-B/32, while keeping the text encoder
frozen, led to the best performances (see Supp. Table 4).
The AdamW [32] optimizer is used with an initial learn-
ing rate of 1e−4. The training is carried out for 60 epochs,

with a batch size of 256 and a step scheduler with a step
size of 2 and a decay multiplier of 0.95. We set the num-
ber of sentences per samples to K = 15, and use padding
when fewer than K sentences are available, i.e. text fea-
tures are set to zero. The temperature hyperparameters are
set to 0.07 for the InfoNCE loss and 0.15 for WINCEL after
a grid search performed separately for each method. Cen-
ter cropping, random flip, rotation and color augmentation
were used on all approaches.
Zero-shot ecosystem prediction. To evaluate if our ap-
proach learns relevant ecological knowledge, we study the
performance of WINCEL and EcoWikiRS on the task of
zero-shot ecosystem type prediction. Given an aerial im-
age from the test split as input, the text encoder is prompted
directly with the 25 labels of the EUNIS categories. The
class with the highest text-image cosine similarity is cho-
sen. We observed that the use of specific templates or longer
class descriptions as prompts does not lead to better perfor-
mances, as shown in the Supp. Table 6. We measure perfor-
mance with overall accuracy (OA) and macro-averaged F1-
score (F1), which evaluate the model’s overall performance
and the mean performance per class, respectively. The re-
sults of a supervised upper-bound based on the SkyCLIP
image encoder and fine-tuned with a cross-entropy loss are
also shown as a comparison.

6. Results and discussion
In this section, we present quantitative and qualitative re-
sults on EcoWikiRS with the proposed WINCEL. Quanti-
tative results include zero-shot predictions of the EUNIS
ecosystem labels on the EcoWikiRS dataset, as well as an
ablation study of the proposed training strategy and of the
type of text used as input. Qualitative results are cross-
modal retrieval examples.

6.1. Zero-shot classification on EUNIS
Table 1 summarizes the zero-shot classification perfor-
mance for different pretrained models, the InfoNCE loss
and the proposed WINCEL loss. Fine-tuning on the
EcoWikiRS dataset consistently outperforms the pretrained
models, demonstrating that our dataset allows models to
learn features relevant for this task. The proposed WINCEL
approach is better than InfoNCE for three out of four VLMs,
illustrating its capacity to focus on more useful sentences
during training. While SkyCLIP, CLIP and GeoRSCLIP
obtain similar levels of performance after fine-tuning, Re-
moteCLIP performs poorly both in pretrained, at 11.9%
overall accuracy, and fine-tuned approaches, at 20.9% with
WINCEL. This is possibly due to a semantic gap, as Re-
moteCLIP training set has a strong focus on artificial land
cover, and its captions are shorter and very different from
Wikipedia sentences. The fact that fine-tuning with WIN-
CEL results in lower performance than InfoNCE when ini-
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Model Training OA F1
pretrained 14.7 12.3

CLIP infoNCE 25.3 ±0.3 17.1 ±0.3

WINCEL 30.9 ±0.7 20.1 ±0.4

pretrained 28.5 19.0
GeoRSCLIP infoNCE 27.6 ±0.2 19.6 ±0.3

WINCEL 29.5 ±0.2 20.4 ±0.1

pretrained 11.3 7.6
RemoteCLIP infoNCE 22.2 ±0.2 13.3 ±0.2

WINCEL 20.9 ±0.3 11.9 ±0.5

pretrained 19.2 13.7
SkyCLIP infoNCE 27.1 ±0.5 18.5 ±0.2

WINCEL 30.1 ±0.3 20.4 ±0.3

Supervised upper-bound 52.7 39.8

Table 1. Prediction performance on the EUNIS ecosystem labels
in zero-shot settings for pretrained RS-VLMs and models fine-
tuned on the EcoWikiRS dataset with “habitat” sentences. We
compare the InfoNCE loss and the proposed WINCEL. We report
mean and standard deviation over 5 runs (except for pretrained
model weights). OA = overall accuracy. F1= macro F1-score.

Input text OA F1

habitat 30.1 ±0.3 20.4 ±0.3

keywords 28.3 ±0.5 19.3 ±0.4

random 27.2 ±0.1 18.6 ±0.5

species names 19.3 ±0.2 13.8 ±0.1

Table 2. Ablation study on the type of input sentences extracted
from Wikipedia for each species. Results are reported for the Sky-
CLIP model trained with WINCEL.

tialized with RemoteCLIP could then be due to the fact that
the sentence encoder is not able to align the representations
to those of ecosystem types.
On the contrary, CLIP which has not been specifically
trained on RS imagery but was exposed to a large breadth
of semantic concepts, is able to profit substantially from
fine-tuning, increasing from 14.7% OA to 30.9% when us-
ing WINCEL. With the standard InfoNCE, the OA only in-
creases to 25.3%. Interestingly, the performance of Sky-
CLIP, whose training set includes swissIMAGE imagery
(i.e. our source of aerial imagery), does not stand out com-
pared to the model fine-tuned on other datasets, again sug-
gesting that the gap is more related to semantics than to sen-
sor characteristics. The best-performing pretrained model is
GeoRSCLIP, although fine-tuning it, regardless of whether
with InfoNCE or WINCEL, results in lower performances
than fine-tuning CLIP or SkyCLIP. This, along with the fact
that pretrained SkyCLIP performs better than CLIP, led us
to use SkyCLIP for the next studies presented in this paper.
The comparison with the supervised baseline highlights that
further improvements are still possible, as the EcoWikiRS
dataset offers only weak supervision.

Approach OA F1

InfoNCE 27.1 ±0.5 18.5 ±0.2

sampling top-1 28.0 ±0.4 19.9 ±0.5

sampling top-p 25.3 ±0.7 16.0 ±0.7

substring augm 26.9 ±0.3 17.2 ±0.4

bootstrap-hard 28.4 ±0.7 19.7 ±0.7

bootstrap-soft 21.4 ±0.4 12.7 ±0.8

WINCEL 30.1 ±0.3 20.4 ±0.3

Table 3. Comparison of different methods addressing the noisy
label issue. SkyCLIP and “habitat” sentences are used in all cases.

6.2. Ablation studies

Type of input text. We trained using different sets of text
from Wikipedia articles, including species names, sentences
from the habitat section, sentences containing certain key-
words and random sentences (as described in Section 3).
The results in Table 2 show that passages from the “habitat”
section consistently outperform the other approaches. The
species name obtains the worst results, likely due to its lim-
ited capacity to convey sufficient contextual or descriptive
information relevant to the image. This suggests that the
targeted selection of relevant content can enhance the effec-
tiveness of the representations learned, compared to the full
article. The “random” sentences contain almost seven times
more sentences than the “habitat” texts (See suppl. Table 5),
highlighting the importance of quality over quantity for im-
proving model performance.
Fine-tuning approach. We combine several approaches
for handling noisy labels with our proposed WINCEL loss
and compare them to a standard approach using the In-
foNCE loss. Two groups of alternative strategies are con-
sidered. We implement the bootstrapping strategy for noisy
labels following [40], and fine-tune the models using a
weighted combination of the original one-hot encoded tar-
gets and the model predicted logits (bootstrap-soft) or tar-
gets (bootstrap-hard). The weights for the linear combi-
nation of targets were empirically found and set to 0.8 for
bootstrap-soft and 0.9 for bootstrap-hard. Sampling strate-
gies involve picking the sentences with the highest cross-
modal similarity (top-1 sampling), while top-p sampling
implies choosing one sentence by using the cross-modal
similarity as the probability of being chosen. Sub-string
augmentation consists of randomly sampling a subset of
consecutive words from a sentence, i.e., picking a sub-
sentence of 3 to 15 words from the original sentence as a
form of text augmentation.
Results for SkyCLIP trained with the “habitat” texts are
shown in Table 3. Regarding sampling techniques, the
top-1 sentences sampling shows improvements in both OA
and F1-scores compared to the InfoNCE approach. Top-
p sentences sampling and sub-string augmentation show a
clear decline in metrics, likely because they introduce too



(a) Annual mean temperature
(C◦) for Switzerland (1991-2020)
©MeteoSwiss

(b) It prefers a warm and dry
climate.

(c) It occurs on poorly drained
neutral and acidic soils of the low-
lands and upland fringe.

(d) It prefers the alpine climatic
zone.

(e) Simplified land cover map of
Switzerland with EUNIS labels at
level L1

(f) It is found in both fresh-
and salt-water wetlands, including
parks, small ponds, rivers, lakes
and estuaries.

(g) While urban red foxes will
scavenge successfully in the city
some urban residents will deliber-
ately leave food out for the ani-
mals, finding them endearing.

(h) It is a long-lived tree of high-
canopy woodland, coppice and
wood pasture, and it is commonly
planted in hedges.

Figure 3. Visualization of text-image similarity values over the surface of Switzerland with different text prompts as inputs. The maps uses
pretrained SkyCLIP at the top and fine-tuned SkyCLIP at the bottom. The simplified land cover map and the temperature maps are for
reference. High similarity values are shown in green, while magenta depicts lower values with min-max scaling. Best viewed in colors.

much noise during the learning process. Bootstrap-hard
performs better than bootstrap-soft in terms of OA and F1
score, while still under-performing compared to our pro-
posed WINCEL. These results demonstrate that naive In-
foNCE applied to random text is suboptimal. Instead, fil-
tering text prior to contrastive learning yields superior per-
formance which emphasizes the importance of high-quality
text selection for the cross-modal alignment.

6.3. Visual results
To illustrate some ecological concepts learned by our
model, we geographically visualize interactions between
the RS images and sentences describing habitats. We gen-
erate visual features with both the pretrained and the fine-
tuned SkyCLIP model and plot the cross-modal similarity
on the surface of Switzerland (one image of 100 m by 100
m per km2). Figure 3 shows the maps for the pretrained
(top) and fine-tuned (bottom) models for six Wikipedia sen-

tences. Figure 3 (a) and (e) serve as references for tempera-
ture patterns and general land cover in Switzerland. Overall,
we observe that the maps generated by the fine-tuned mod-
els are more coherent than those of the pretrained model,
which we assess by using the reference maps as proxies.
In Figure 3 (b), the fine-tuned model (bottom) correctly
highlights the warmest region of Switzerland, while the pre-
trained model map (top) does not show a significant trend.
Similarly, Figure 3 (c) shows no discernible pattern for the
pretrained model (top), while the fine-tuned model (bottom)
correctly highlights the Swiss plateau (low lands). For plots
(d), (g) and (h), both pretrained and fine-tuned model high-
light the correct area in the map (respectively, alpine re-
gions, urban areas and forest and grassland); in those cases,
the fine-tuned models show a stricter and clearer delimita-
tion between land cover and stronger negative values for ar-
eas not corresponding to the text input. For the maps shown
in Figure 3 (f), the pretrained model map (top) does not



Score Pretrained SkyCLIP model
0.210 S. aucuparia appears north of the boreal forest at the arctic tree line, in Norway, it is found up to the 71st parallel north.
0.193 In Central Europe it often grows in association with red elderberry, goat willow, Eurasian aspen, and silver birch.
0.191 The species was introduced as an ornamental species in North America.

Score SkyCLIP model fine-tuned with WINCEL
0.129 It mostly grows on soil that is moderately dry to moderately damp, acidic, low on nutrients, sandy, and loose.
0.121 The plant is also resistant to air pollution, wind, and snow pressure.

-0.039 The species was introduced as an ornamental species in North America.

Score Pretrained SkyCLIP model
0.197 The common blackbird occurs at elevations up to 2000m. in Europe, in North Africa and in peninsular India.
0.193 The common blackbird also lives in parks, gardens and hedgerows.
0.189 Urban males are more likely to overwinter in cooler climes than rural males, an adaptation made feasible [...]

Score SkyCLIP model fine-tuned with WINCEL
0.192 In urban and suburban environments with high levels of anthropogenic noise, such as near airports, blackbirds [...]

-0.046 The common blackbird also lives in parks, gardens and hedgerows.
-0.05 Pairs stay in their territory throughout the year where the climate is sufficiently temperate.

Figure 4. Comparison of top-3 sentences scores given by the pretrained and fine-tuned SkyCLIP model on samples of the WikiRS dataset.
Scores are cosine similarity values between the text and images features. Scores are ranked by decreasing order of magnitude. More
examples are available in the Suppl. Figure 9.

react strongly to the prompt (mostly average values, with
white colors) and does not recognize the water areas (lakes)
from the map, while the task is easily accomplished by the
fine-tuned model (bottom map).

This trend is further confirmed by the examples in Fig-
ure 4. We compare the text-image similarity scores for
the pretrained and fine-tuned SkyCLIP model on two text-
image pairs from the EcoWikiRS dataset and present the
top-3 sentences with the highest scores. Figure 4 shows
that WINCEL fine-tuning encourages the model to select
relevant sentences, with text that is ecologically relevant to
the image, such as such as “sandy”, “urban”, “acidic” and
even “air pollution”, possibly due to the proximity to the
road. This generalizes to the further examples in the Suppl.
Fig 9. By observing the score values, the fine-tuned model
rejects sentences by attributing them a negative score since
the text was considered irrelevant. For the pretrained model,
the best-ranked sentences are usually related to land cover
but not necessarily visually relevant to the associated image
(see additional examples in Supp. Section 9). This suggests
that the original model fails to align the image with the rel-
evant text adequately.

6.4. Limitations

While fine-tuning pretrained RS-VLMs on the EcoWikiRS
dataset leads to performance gains for EUNIS ecosystem
recognition, several limitations arise from merging sev-
eral resources coming from crowd-sourced platforms. The
species observations from GBIF for a given location are
incomplete (presence-only surveys), with systematic bi-
ases favoring certain taxonomic groups (e.g., butterflies
and flowering plants) and introducing seasonal and spa-
tial biases toward some areas (e.g. inhabited areas, parks,
etc.) [11, 43]. EUNIS ecosystem type maps come with a

confidence indicator due to the variety of data sources com-
bined to produce them and might comprehend erroneous la-
bels. Accounting for these biases [16] could help further
improve our approach. Wikipedia texts are influenced by
their contributors and, therefore, the quality and level of de-
tail provided can vary. Using additional text sources could
also help improve the learned representation. The spatial
extent of the used imagery is limited to Switzerland. The
lack of freely available high-resolution aerial imagery hin-
ders the direct generalization to a larger scale of our pro-
posed approach, as this would require experimenting with
other imagery sources with coarser resolution.

7. Conclusion
In this paper, we propose to learn an ecologically rich em-
bedding space between remote sensing images and texts
that describe the local environmental conditions. To do
so, we learn text embeddings from Wikipedia articles de-
scribing species’ habitats. For this task, we introduce the
EcoWikiRS dataset, connecting high-resolution aerial im-
ages with species observations and the textual description
of their habitats in Wikipedia. To learn from such a dataset,
we designed the WINCEL loss to better learn from noisy
and weak supervision. We evaluate our model on the task
of EUNIS ecosystem zero-shot mapping. Our approach
outperforms pre-trained models and standard methods de-
signed to handle noisy datasets. We demonstrated that our
framework can also effectively generate high-quality zero-
shot maps from fine-grained text prompts to highlight en-
vironmental properties at the country scale, and that it al-
lows to select sentences that are relevant to a RS image in
a more convincing manner than a pretrained RS-VLM. We
hope that this study paves the way for learning better repre-
sentations of RS images integrating ecological concepts.
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Roberto Rozzi, and Henrique M Pereira. Unveiling global
species abundance distributions. Nature ecology & evolu-
tion, 7(10):1600–1609, 2023. 3

[6] Christel Chappuis, Valérie Zermatten, Sylvain Lobry,
Bertrand Le Saux, and Devis Tuia. Prompt-rsvqa: Prompting
visual context to a language model for remote sensing visual
question answering. In Proceedings of the IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition, pages
1372–1381, 2022. 1

[7] Ruizhe Cheng, Bichen Wu, Peizhao Zhang, Peter Vajda,
and Joseph E Gonzalez. Data-efficient language-supervised
zero-shot learning with self-distillation. In Proceedings of
the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 3119–3124, 2021. 2

[8] Meng Chu, Zhedong Zheng, Wei Ji, Tingyu Wang, and
Tat-Seng Chua. Towards natural language-guided drones:
Geotext-1652 benchmark with spatial relation matching. In
European Conference on Computer Vision, pages 213–231.
Springer, 2024. 2
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