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Abstract

Dynamic Vision Sensors (DVS) provide low-latency, high-
dynamic-range motion estimation, but their real-time ap-
plicability is often limited by the computational complexity
and latency overheads introduced by iterative motion com-
pensation techniques. In this work, we propose a novel
probabilistic model that leverages the stochastic distribu-
tion of events along moving edges. Using our model, we in-
troduce a lightweight patch-based algorithm that employs
a linear combination of event spatial coordinates, making
it highly suitable for implementation on specialized hard-
ware. Our approach exhibits linear scalability with dimen-
sionality, making it suitable for emerging event-based 3D
sensors, such as Light-Field DVS (LF-DVS). Experimental
results validate the ef�ciency and scalability of our method,
establishing a solid foundation for real-time event-based
ultra-ef�cient 2D and 3D motion estimation.

1. Introduction
Dynamic Vision Sensors (DVS) detect light intensity
changes at each pixel independently, producing sparse,
asynchronous visual events [4]. Each event is encoded as
a tuple(x; y; t; p), wherex; y are the pixel coordinates,t
is the timestamp, andp is the polarity, indicating a posi-
tive or negative change in light intensity. DVS outperforms
traditional frame-based cameras in delivering high dynamic
range as well as ultra-low latency and energy consumption.

The Light-Field DVS (LF-DVS) prototype, introduced
in [15], incorporates a micro-lens array positioned in
front of a commercial Sony-Prophesee IMX636 DVS sen-
sor. The micro-lens array captures directional light infor-
mation, enabling an event-driven stereopsis algorithm to
transform input DVS events into depth-enhanced outputs
with sub-millisecond latency. Hence, event representation
in LF-DVS can be expanded to a �ve-dimensional tuple
(x; y; z; t; p), wherez denotes the depth computed at the
coordinates(x; y). The current LF-DVS sensor prototype
provides a depth-enabled resolution of640� 360pixels.

DVS and LF-DVS event streams inherently encode mo-
tion information in the visual scene, re�ected as changes in
light intensity. Several model-based approaches have been
proposed for optical �ow estimation using events [3, 5, 26].
State-of-the-art algorithms are based on the motion com-
pensation framework [10, 27], which aligns events by warp-
ing them to a reference time using candidate motion param-
eters. However, all motion compensation-based algorithms
share a key limitation: successive event warping across iter-
ations increases both computational load and latency. While
[27] demonstrates that motion can be decoded with high
accuracy, developing alternative models that minimize the
overheads of motion compensation is crucial to unlock the
full potential of event data, especially for real-time applica-
tions like autonomous navigation.

In this work, we present an event generation model
based on random spatiotemporal edge sampling, which lays
the groundwork for new ultra-low latency and lightweight
event-based motion estimation, as well as for validating al-
ready existing algorithms (see Fig. 1). This is particularly
bene�cial to co-design or adapt algorithms that can be ef�-
ciently accelerated using specialized FPGA/ASIC process-
ing architectures.

Figure 1. Algorithms can be developed or validated using the spa-
tiotemporal edge sampling model under various assumptions.

By integrating motion and scene assumptions into the
probabilistic framework, we derive mathematical models of
the observed data. Algorithms then focus on recovering mo-
tion parameters within these models, with the event genera-
tion model serving as the foundational layer.
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Our event generation model is built on the simple obser-
vation that events occur randomly along moving edges, de-
spite being a physical phenomenon captured by the sensor.
Mathematically, this can be expressed by independent ran-
dom variables sampled at different timestamps along curves
with motion modeled in their de�nition, as shown in Fig. 2a.

(a) (b)

Figure 2. (a) Random sampling of a moving edge at different
timestamps. (b) Motion estimation using a linear combination of
event coordinates works for standard DVS data as well as for LF-
DVS data extended with depth.

As a �rst algorithm derived from our probabilistic model,
we develop the Best Linear Unbiased Estimator (BLUE) for
2D and 3D �ow with the simplest assumptions. In essence,
we estimate motion locally in patches using a linear combi-
nation of event coordinates, ensuring an unbiased estimate
with minimal variance. The simplicity of this algorithm
offers several advantages. It demonstrates the event gen-
eration model’s basic capabilities, and more importantly,
it allows for the analytical derivation of the linear coef�-
cients, eliminating the need for online equation solving or
iterative procedures, thereby enabling faster execution than
other real-time algorithms [1, 5, 26].

Moreover, the computational ef�ciency of linear mod-
els like BLUE allows for signi�cant acceleration when de-
ployed on specialized processing engines with minimal area
footprint. Unlike AI models, which require substantial
memory to store millions of parameters, linear models offer
a more ef�cient and lightweight alternative.

Another key advantage of a linear model is the ability
to readily incorporate a third spatial component, such as
depth, for 3D �ow computation using depth-enhanced LF-
DVS events. A linear model scales linearly with the num-
ber of dimensions and will not add much extra computa-
tional load, see Fig. 2b. This contrasts with common motion
compensation algorithms, which scale exponentially with
dimensionality due to the need for function evaluations in
the considered space.

Low-latency 3D �ow estimation is essential for under-
standing and promptly reacting in dynamic physical envi-
ronments. In autonomous navigation, it enables motion
tracking, obstacle avoidance [29], and path planning [28],

while in robotics, it supports precise manipulation tasks and
safe interaction with humans and moving objects [25].

The experimental evaluation demonstrates that BLUE
achieves competitive performance compared to recent AI-
based optical �ow estimation algorithms. Moreover, it out-
performs the fastest existing event-driven algorithms [1, 26]
while requiring fewer arithmetic operations. This suggests
that the simple and linear motion encoding by events can be
leveraged to build event-driven 2D and 3D vision systems
powered by resource-ef�cient specialized hardware for use
in real-world dynamic environments.

2. Related Work
One of the earliest approaches to estimating event-driven
optical �ow was introduced by Benosman et al. [3], which
involved �tting a plane in spatio-temporal space and deriv-
ing normal �ow from the plane parameters. While effec-
tive in simple scenarios, this method struggles with com-
plex textures and scenes [33]. Several extensions have been
proposed: Akolkar et al. [1] introduced spatial scale opti-
mization to mitigate local errors, while Ieng et al. extended
[3] to 3D �ow by computing three local planes, each over
different pairwise coordinates.

Another early method, introduced by Zhu et al. [34],
employed a probabilistic model for feature tracking. Us-
ing an expectation-maximization scheme over all data as-
sociations, they computed optical �ow by assigning prob-
abilities to each event within a feature. While their proba-
bilistic framework is similar to the one presented here, our
approach models edges instead of features and does not per-
form data association.

A prominent research direction focuses on motion com-
pensation. Gallego and Scaramuzza [9] pioneered this ap-
proach by applying contrast maximization (CMax) to rota-
tional motion estimation. Their method accumulates events
into an image and maximizes image variance with respect to
motion parameters for better event alignment. This frame-
work was later expanded in Gallego et al. [10] to estimate
optical �ow, depth, and motion in planar scenes. Further
analysis in Gallego et al. [11] evaluated over various loss
functions, identifying variance and Laplacian/gradient mag-
nitude as the most effective.

Various studies have extended or improved upon CMax:
Nagata et al. [20] replaced contrast with surface matching
to create smoother optimization landscapes, while Nunes
and Demiris [21] avoided image reconstruction by intro-
ducing dispersion minimization for event alignment. The
current state-of-the-art in accuracy, proposed by Shiba et
al. [27], integrates multi-reference warping, multi-scale op-
timization, and a PDE-based time-aware �ow. However,
while achieving high accuracy, the increased computational
complexity extends execution time to the order of seconds.

On the other end of the spectrum, some works prioritize
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real-time performance over sophisticated modeling. Bre-
bion et al. [5] adopted a frame-based pipeline, beginning
with image denoising and inpainting, followed by a tradi-
tional optical �ow algorithm. Shiba et al. [26] proposed a
bio-inspired approach that computes optical �ow per event
by matching only three events with similar direction and
time difference.

Only a few of these algorithms have been implemented
on specialized processing architectures, including the non-
performant plane �tting [2] and �ow estimation on features
[19]. On the other hand, ef�cient algorithms like triplet
matching [26] are not well-suited for specialized processing
due to the signi�cant branching involved in their execution.

Finally, a wide range of learning-based methods have
been explored and are gaining momentum, including arti-
�cial neural networks (ANNs) [8, 12, 13, 30, 31, 33, 36],
and Spiking Neural Networks (SNNs) [6, 7, 14, 16, 17, 32].
SNNs are especially well-suited to process DVS inputs as
both operate on the same event-based paradigm, enhancing
ef�ciency by leveraging spatiotemporal event sparsity.

Nevertheless, the real-world deployment of SNNs in
industry-grade applications remains limited due to imma-
ture learning algorithms and challenges related to scalabil-
ity. Paredes et al. [24] recently introduced the �rst success-
ful implementation of an end-to-end event-driven pipeline
using an SNN to control a �ying drone via optical �ow es-
timation. They report a vision-to-control loop running at a
notable 200 Hz on an Intel Loihi neuromorphic processor
with signi�cantly higher energy ef�ciency than equivalent
ANNs. However, this performance can only be achieved by
processing four small DVS corner patches. Approximately
97.6% of DVS pixels remain unprocessed, limiting its ap-
plication to only landing maneuvers.

We conclude that current optical �ow estimation algo-
rithms are not ef�cient enough to process data from high-
resolution DVS sensors (like the Sony-Prophesee IMX636)
in real-time, revealing a challenge for practical deployment.

3. Event Generation Model
Assuming constant illumination, event generation is mainly
driven by motion, and projecting a suf�cient number of
events onto the plane shows that they are primarily captured
along edges.

We de�ne anedgeas a parameterized curve’ : [0; 1] !
Rd, whered represents the dimensionality of the event spa-
tial coordinates. Typically,d = 2 , butd = 3 can be consid-
ered when events are augmented with depth information.

Given an edge’ , we can parameterize the set of possible
coordinates where events can occur with anevent function.
We denote this function asy(x; t ; � ) : [0; 1]2 � Rp ! Rd,
which through the motion parameters� 2 Rp, describes
the position of’ at any timet within the normalized time
window [0; 1].

We formally de�ne an event as a random variable that is
determined by an event function.

De�nition. Let x be a continuous random variable sup-
ported on [0; 1], and let y(x; t ; � ) be an event function.
Abusing notation, we de�ne an eventy at time t 2 [0; 1]
as the random variabley = y(x; t ; � ) + " , where" is a
zero-mean random variable.

This de�nition captures the stochastic behavior of event
streams, which arises from asynchronous DVS pixel opera-
tion. Additionally, the error term" accounts for the discrep-
ancy between this continuous model and the discrete spatial
coordinates of events in the sensor.

The event generation model is fully de�ned when a pre-
cise description of an event function is provided, which
must be adapted to the speci�c motion to be estimated. In
general, given any event function, we formulate the motion
estimation problem as follows.

Problem. Given the observation ofn events yi =
y(x i ; t i ; � ) + " i for i = 1 ; : : : ; n, wherex i are i.i.d. and the
timestamps satisfy0 = t1 � t2 � : : : � tn � 1 � tn = 1 ,
estimate the motion vector� .

The independence assumption ofx i in the problem for-
mulation implies that the eventsyi are independent, re�ect-
ing the autonomous operation of each pixel in event cam-
eras.

3.1. Best Linear Unbiased Estimation (BLUE)
To compute 2D/3D �ow, we assume that within the consid-
ered time window, the motion of edges is linear. Therefore,
we de�ne the event function for an edge’ as

y(x; t ; � ) = ’ (x) + t�;

where� 2 Rd represents the velocity vector.
To address the estimation problem, we aim to de�ne the

simplest functionf : Rd � Rn ! Rd that enables fast
computation and satis�esE [f (y1; : : : ; yn )] = � .

A natural choice for such a function is a linear combina-
tion of the events,

f (y1; : : : ; yn ) = � 1y1 + : : : + � n yn ; � i 2 R: (1)

In particular, to obtain the best linear unbiased estimator, we
must determine the coef�cients� i that minimize the vari-
ance.

Theorem. The best linear unbiased estimator is given by
the coef�cients

� i =
t i � �tP n

j =1 (t j � �t)2 ; where �t =
1
n

nX

j =1

t j :

Furthermore, under mild conditions, the estimator is con-
sistent with convergence rateO

� q
d
n

�
.
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Proof. See Appendix A.

Here, a consistent estimator means thatf (y1; : : : ; yn )
converges to� in probability as the number of eventsn
increases. In practice, this implies that using more events
leads to better estimation.

Writing Eq. (1) with the optimal coef�cients, we obtain

f (y1; : : : ; yn ) =
P n

i =1 (t i � �t)yiP n
j =1 (t j � �t)2 :

This expression only requiresd(6n + 2) operations and can
be interpreted as follows. The numerator centers the times-
tamps around their mean�t, assigning negative relative co-
ordinates to events occurring before�t and positive relative
coordinates to those occurring after. As a result, it cap-
tures the net displacement of events from before to after the
mean time, see Fig. 3. Meanwhile, the denominator scales
this displacement based on the total variability of the times-
tamps.

Figure 3. The direction of motion in BLUE is given by
P n

i =1 (t i �
�t)yi , while the magnitude is normalized by

P n
j =1 (t j � �t)2 .

3.2. Constrast Maximization (CMax)
In this section, we evaluate CMax using synthetic events on
a moving line based on the event de�nition given in Sec. 3.

Following [10, 11], with CMax, an approximation of the
motion vector� is given by optimizing

max
�

Var(I (�; � )) = max
�

1
N

NX

j =1

�
I (j ; � )�

1
N

NX

j =1

I (j ; � )
� 2

;

whereI is a d-dimensional tensor withN elements total,
commonly referred to asimage of warped eventswith N
pixels whend = 2 , . The value at a componentj 2 Nd,
indexed byj , is given by

I (j ; � 0) =
nX

i =1

N (j ; y0
i ; �) ;

whereN (�; y0
i ; �) represents Gaussian functions centered

at the warped eventsy0
i = yi � (t i � t ref)� 0, with standard

deviation� as the identity matrix. We assumet ref = 0 as
the warping time reference.

Setting� 0 = � and using the event de�nition from Sec. 3
we can quickly identify the reasoning behind CMax. The
warped events simplify toy0

i = ’ (x i ) + " i , meaning that
they should align closely with the edge. Clustering events
close to the edge enhances its contrast, which is maximized
by increasing the variance ofI .

To maximize the variance, a non-linear solver requires
signi�cantly more operations compared to BLUE. In partic-
ular, if we assume the same sizem along all tensor’s dimen-
sions (ford = 2 , a m � m patch), the solver will perform
an exponential number of operationsO(mdn) per iteration
with respect to the dimension.

To evaluate CMax in a simple experiment, we setd = 2
and used the line segment’ = [(0 ; 0); (4; 4)] as the edge
with motion vector� = (2 ; 0). This con�guration is rea-
sonable, as edges can be approximated by lines, and the
chosen motion is not orthogonal to the edge. The random
variablesx i were uniformly distributed, and the timestamps
were evenly spaced.

For different numbers of eventsn, we ran106 simu-
lations. CMax was optimized using SciPy’s Newton-CG
method with default parameters, starting from three initial
motion vectors: the opposite direction� � = ( � 2; 0), the
zero vector� 0 = (0 ; 0), and the ground truth� = (2 ; 0).
The results are presented in Fig. 4.

In Fig. 4a, we observe that CMax is biased when the
number of events is small but appears to become unbiased
asn increases. Speci�cally, after approximately 10, 15, and
20 events, the initializations� , � 0, and� � , respectively, con-
verge toward unbiased estimates.

In Fig. 4b, we see that around these event counts, all
three initializations yield similar relative errors. The error
decay suggests that CMax is a consistent estimator, with
a convergence rate ofO(

p
1=n), as indicated by the well-

�tted curve.
In this experiment, BLUE slightly outperforms CMax.

However, for both methods, we observe that whenn �
25�a typical value for small image patches�the relative
error exceeds 50%, which is surprisingly large.

3.3. Implementation
We start by partitioning the space into small, non-
overlappingd-dimensional patches and proceed by separat-
ing polarities. We assume that each patch contains a single
edge and that the events within the patch are samples from
that edge.

The event function de�ned in Sec. 3.1 assumes that edge
parametrizations remain constant within the time window.
However, this assumption may be invalid, since each patch
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(a) Expected motion of CMax for initializations:
� � = ( � 2; 0) � 0 = (0 ; 0) � = (2 ; 0)

(b) Error convergence of BLUE and CMax. The �t-
ted curve isf (x) = 2 :56

p
1=x.

Figure 4. Experiments on segment line’ = [(0 ; 0); (4; 4)] and
motion vector� = (2 ; 0). Results are average over106 simula-
tions.

Figure 5. In the original patch, part of the edge extends outside,
causing its parametrization to change upon entry. By centering
the patch around the median, the parametrization becomes more
stable.

is �xed, by the edge motion it can enter or exit a patch, caus-
ing their parametrization to change within it. For example,
see the original patch in Fig. 5.

To mitigate this issue, we center each starting patch
around the median of the events occurring within it. The
centered patch, beyond capturing more events associated
with the edge�bene�ting consistent algorithms�it also re-
duces possible changes in edge parametrization or makes it
negligible, as illustrated in Fig. 5.

Nevertheless, in certain scenarios, hypotheses such as
having a single edge per patch or negligible changes in edge
parametrization may not hold for a speci�c patch. How-
ever, we further assume that within a spatiotemporal neigh-
borhood�where polarities are included as an additional di-
mension�these hypotheses remain valid for most patches,
and that motion is smooth throughout the region.

Before performing any computations, we �rst verify
whether the events within a patch and its spatiotemporal
neighborhood contain suf�cient motion information. To
achieve this, we apply a simple counting threshold to both
the original and centered patch for each neighbor. If, for a
given patch, at leastk neighbors (for a prede�nedk) exceed
the event count threshold, we estimate the motion in each
of thek centered patches.

Finally, we apply a spatiotemporal median �lter to both
smooth the estimated motion and eliminate incorrect results
arising from invalid assumptions.

4. Experiments

4.1. 2D Flow
We evaluated BLUE and CMax for optical �ow estimation
using the implementation described in Sec. 3.3 with the
MVSEC dataset [35].

For indoor sequences, we used a 60 ms event accumula-
tion window, while for the outdoor sequence, we used a 45
ms window. The patch size was set to7 � 7, with an event
counting threshold of 7 and a neighbor threshold ofk = 4 .

The spatiotemporal neighborhood was de�ned as3 � 3
patches for the current and previous time steps for both po-
larities. Thus, out of a total of 36 patches in the neigh-
borhood, at leastk = 4 patches must surpass the counting
threshold for motion estimation to be executed.

Table 1 presents the quantitative results, comparing our
approach to recent state-of-the-art methods, while Fig. 6
shows qualitative examples of the estimated optical �ow.

Our results demonstrate that BLUE performs compet-
itively against both ANN and SNN-based approaches.
While its average error is higher than the best-performing
method, among the fastest event-by-event algorithms, such
as ARMS and Triplet Matching, it achieves the best ac-
curacy. Additionally, BLUE is more computationally ef-
�cient, as ARMS requires equation solving and multi-
scale optimization per event, and Triplet Matching per-
formsO(n logn) operations, whereas BLUE only requires
4(3n + 1) operations, as described in Sec. 3.1.

When compared to the real-time frame-based method
[5], BLUE does not achieve the same level of accuracy but
is faster in terms of execution time. Our Python/Numba im-
plementation on an Intel i7-1185G7 CPU achieves an aver-
age computation time of 2.1 ms per accumulation window,
whereas their C++ implementation on an NVIDIA Quadro
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Indoor Flying 1 Indoor Flying 2 Indoor Flying 3 Outdoor Day 1Mean
E-RAFT [12, 18] 1.10 1.94 1.66 0.24 1.24

ANN FireFlowNet [22] 0.97 1.67 1.43 1.06 1.28
Paredes-Vall·es et. al. [23] 0.44 0.88 0.70 0.27 0.57
Spike-FlowNet [17] 0.84 1.28 1.11 0.49 0.93

SNN LIF-EV-FlowNet [14] 0.71 1.44 1.16 0.53 0.96
Spiking-UNet [7] 0.58 0.72 0.67 0.85 0.71
Shiba et al. [27] 0.37 0.53 0.44 0.30 0.41
Surface matching [20] 0.62 0.93 0.84 0.77 0.79
CMax TV-L1 [20] 0.78 1.17 1.04 1.06 1.01

MB CMax (Our implementation) 0.50 1.04 0.73 0.62 0.72
Brebion et al. [5] 0.52 0.98 0.71 0.53 0.69
ARMS [1] 1.52 1.59 1.89 2.75 1.94
Triplet matching [26] 1.05 1.68 1.43 0.94 1.28
BLUE (Ours) 0.78 1.44 1.16 0.94 1.08

Table 1. Average endpoint error (in pixels) for� t = 1 ( � 22:2 ms) in the MVSEC dataset. Only pixels containing both events and �ow
values were used in the error computation.

RTX 5000 GPU runs at 5.8 ms on average. The local, par-
allel and branch-free design of our method, coupled with its
ability to outperform equivalent methods running on GPU
in execution time, even when BLUE is executed on a CPU,
suggests that it could achieve greater performance when de-
ployed on a specialized processing architecture.

Interestingly, our implementation of CMax, following
the approach in Sec. 3.3, outperforms both Surface Match-
ing and CMax TV-L1 on average. The key differences in
our local approach are patch centering and event counting
thresholding, both of which appear to be crucial compo-
nents of effective optical �ow estimation.

However, differently to the simple experiment in
Sec. 3.2, BLUE does not outperform CMax on real-world
data. We attribute this to CMax’s greater robustness to out-
liers, as isolated events have a smaller effect on the warped
events representation. On the other hand, BLUE fails to dis-
tinguish outliers, treating all events as part of the same edge.
Nonetheless, as seen in Fig. 6, despite some noticeable er-
rors in speci�c areas, BLUE maintains a coherent optical
�ow across the image.

4.2. 3D Flow
To evaluate BLUE for 3D �ow, we require event data that
includes per-event depth information, for example, as pro-
vided by a Light-Field DVS. Since no publicly available
datasets meet this condition, we addressed this requirement
in two experiments: (1) assigning synthetic depth values to
event data from a person walking away from the camera,
and (2) utilizing the MVSEC dataset, where each event is
assigned the depth corresponding to the nearest depth map.

For the synthetic depth experiment, we isolated the
events from a pedestrian for 5 seconds in the Prophesee
Pedestrian dataset, assuming a constant walking speed of

1.4 m/s in the Z direction. The depth of the �rst event was
set to 1 meter, and for each subsequent event, a correspond-
ing depth was assigned based on the event timestamp and
walking speed. Additionally, we introduced additive noise
sampled from a normal distribution with zero mean and a
standard deviation of 0.1, resulting in depth variations of up
to 0.5 meters in a highly pessimistic worst-case scenario.

Fig. 7a shows the assigned depth values in a frame, illus-
trating the depth displacement, while Fig. 7b visualizes the
added noise distribution.

For this experiment, we assumed a normalized camera
model, meaning the intrinsic camera matrix was set to the
identity matrix. The 3D patch was de�ned as8px� 8px� 1m
with a time window of 40 ms.

In Fig. 7c and Fig. 7d, we compare the 3D �ow estima-
tion results for the same frame, using noiseless and noisy
depth values, respectively. Despite introducing noise, the
estimated 3D �ow remains relatively close to the noiseless
case, with respective average Z-�ow errors of 0.19 and 0.46
m/s over the 5-second dataset.

These error values indicate that while noisy depth in-
creases the 3D �ow estimation error, the method remains
relatively robust. An average error of 0.46 m/s could be
within a reasonable range for many real-world applications.

In the MVSEC experiment for 3D �ow, each event was
assigned a depth value based on its pixel coordinates in the
nearest depth map. The ground truth 3D �ow was computed
using the relative pose change between consecutive depth
maps.

Because depth maps are sampled every 50 ms, events
within that interval appear nearly static along the Z-axis.
Consequently, we double the time window from the 2D case
in Sec. 4.1 to 120 ms. However, this adjustment introduces
two issues. First, extending the time window to capture suf-
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Dataset Ground Truth CMax BLUE

Figure 6. Qualitative comparison between CMax and BLUE on the MVSEC dataset.

�cient Z �ow may violate the linear motion hypothesis as-
sumed for the XY �ow. Second, because the larger time
window results in increased event blur, we require a larger
patch size to capture the full edge motion. In this case, the
patch size was set to20px � 20px � 0:5m, which sacri-
�ces some granular estimation. Although this approach is
far from ideal, it enables the assessment of BLUE’s perfor-
mance under extreme conditions.

Fig. 8 shows qualitative results of the 3D �ow estima-
tion, where we observed an average error of 0.23 m/s in the
Z component. While many frames exhibit smooth �ow, sev-
eral frames contain regions with signi�cant estimation er-
rors, especially along the Z-axis. This outcome is expected
given that the method is designed to work with the con-
tinuous stream of data rather than with long, discrete data
samples.

Nevertheless, the results from both experiments present
a promising outlook for 3D �ow estimation. Notably, the
computational load increased by only one third compared
to 2D �ow estimation�a level of ef�ciency not possible
with existing methods in the literature.

5. Limitations and Extensions
The event generation model presented in this work has sev-
eral limitations. First, like any model-based approach, it
relies on the brightness constancy assumption. This depen-
dency makes it vulnerable to generating events not caused
by motion, such as a �ickering light source.

Second, local algorithms like BLUE or CMax are af-
fected by the aperture problem. However, given suf�cient
neighborhood data, the median �lter may help correct nor-
mal �ow depending on edge orientations occurring in the
neighborhood.

Third, a linear model without event discrimination are
particularly susceptible to outlier events unrelated to the lo-
cal edge. These outliers may arise from noise or belong
to another edge. While noise can be mitigated by a well-
targeted �lter, the issue of unrelated edge contributions can
be addressed by incorporating event discrimination. This
can be achieved by weighting the linear coef�cients to dif-
ferentiate their contributions effectively.

We anticipate two signi�cant extensions to this work.
First, we can extend the event generation model to han-
dle additional types of motion, such as 3Dof, 6Dof, pla-



(a) (b) (c) (d)

Figure 7. (a) Event depth values at 1.4 m/s, (b) Added noise, (c) 3D �ow estimation using noiseless depth values, and (d) 3D �ow estimation
using noisy depth values. Positive values (blue) indicate the subject moving away from the camera.

(a) Ground Truth (b) BLUE Estimation (c) Ground Truth (d) BLUE Estimation

Figure 8. Comparison between ground truth and BLUE 3D �ow estimations for two frames from the MVSEC dataset. Negative Z-�ow
values (red) indicate objects approaching the camera, while positive values (blue) indicate objects moving away.

nar scenes, etc., by simply de�ning the corresponding event
functions. A similar idea has already been applied with mo-
tion compensation in[10, 21]. However, utilizing a linear
model should lead to even faster estimation.

The second improvement speci�cally targets linear mod-
els, involving the computation of new coef�cients that facil-
itate �ow estimation without the need to store events explic-
itly. Following an approach analogous to the computation
of BLUE coef�cients, we propose deriving coef�cients ca-
pable of implicitly encoding event displacement informa-
tion. These new coef�cients can be constrained to remain
unbiased and consistent, thus preserving the desirable math-
ematical properties found in BLUE.

Complementing this approach, we suggest adopting a
novel patch structure designed to identify regions where
edges contain the most informative data, thereby eliminat-
ing the need for median calculations, as in Fig. 5. Together
with the �ow encoding coef�cients, these extensions would
result in an extremely ef�cient algorithm.

6. Conclusions

We have introduced a probabilistic event-generation model
based on random spatiotemporal edge sampling, establish-

ing a foundational framework for developing event-driven
2D and 3D optical �ow algorithms. The proposed linear
model offers signi�cant advantages in computational speed
and simplicity, surpassing current real-time methods by
achieving high accuracy, reduced computational demands,
and a parallel, branch-free structure. These characteristics
make it particularly well-suited for deployment on special-
ized FPGA/ASIC processing architectures, enabling excep-
tional energy ef�ciency and ultra-low latency. Furthermore,
its scalability with sensor resolution and operational dimen-
sionality (2D or 3D �ow) unlocks the full potential of high-
resolution DVS and LF-DVS technology. Consequently,
we anticipate signi�cant practical impacts, especially in au-
tonomous navigation and robotics applications.
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