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1. Introduction

Federated learning (FL)1[] enables collaborative train-

centralized data, especially in applications with strict data
storage and sharing regulations (e.g., GDPR).

When entities collaboratively train ML models, they be-
come a potential target for malicious actors. These ac-
tors may include third parties seeking to disrupt the sys-
tem through sophisticated man-in-the-middle style attacks,
which intercept and alter the transmitted updates. Alter-
natively, competing participating entities may also seek to
undermine or sabotage the collaboration to gain a competi-
tive advantage in the market. We refer to these clients that
defect intentionally or unintentionally &yzantines

Model poisoning is an extensively studied threat in FL,
where Byzantines send in corrupt or tailored updates to de-
rail the entire training proces4(]. The impact of these
attacks becomes more pronounced when the number of
Byzantines is1ear-majority and the attacker ismniscient
(with knowledge of data distribution, other honest updates
and aggregation methods). Robust aggregationGB#A
is a fundamental defense strategy to make training resilient
to Byzantine attacks. Though many RA&R methods have
been proposed for FL, fundamental issues exist when they
are adapted for practical use.

(1) Middle-seeking ¢, 18, 38] and outlier-suppressiori]
RAGGRmethods by their design consider only a small sub-
set of clients while suppressing/discarding the rest, using
central tendency or mutual deviation of clients. These ap-
proaches do not accommodate the richness of data hetero-
geneity, a primary motive for collaboration, and become
highly sub-optimal in the presence of large heterogeneity
even without Byzantines. This is due to the underlying
assumption that larger deviations are due to maliciousness
when, in fact, they could be due to large heterogeneity. Fur-
thermore, once the data distribution is known, attacks can
be crafted to hide among the variance of honest cli&@s [
especially under the assumption of an omniscient attacker.
(2) Variance-reduction approaches like trimmed meag),

ing of a machine learning (ML) model by sharing statis- centered-clipping 13], and bucketing 2, 12, 22] attempt

tical updates learned on data instead of sharing actual datdo curtail the extreme malicious updates without excluding
with other clients or server, thus mitigating systemic privacy any clients. These methods include gradients from clients
risks [11]. FL has emerged as a vital tool for leveraging de- in the tail distributions, thus enabling access to richer gra-



We speci“cally focus on developing an aggregation proto-
. col [24, 32, 39 that is robust to high-strength attacks, even
LN TR T when close to majority of participants are Byzantines. The
N I Qi R only assumption we impose is that honest clients are a ma-
jority (> 50%), which is a common assumption across most
robust aggregators. Our main contributions are:

il | Ll ---| il || | bt ol € We propose a weighted voting strategy called CRISE to
I i P e e robustly determine the consensus direction (elected sign)
for each parameter gradient in a cross-silo FL setup. The
CRISE module leverages a novel metric called sign-
] cordance ratig which quanti“es the degree of directional
Al il |.||| i o4 s e alignment within a set of client gradient updates.
] | |||I “ | || . “l - “ “ I € We propose arobust coordinate-wise aggregation (RoCA)
T method that performs aggregation of variance-reduced
sparse (VRS) gradients, where individual gradients are
aggregated only if they align with the elected sign.
€ By combining CRISE and RoCA, we obtain a robust
Figure 1.Assessing similarity between Honest & Byzantine gra- aggregator called FedSECA for gradient aggregation in
dients In this “gure, green represents the mean of honest gradi- ~ F|_, We benchmark FedSECA against state-of-the-art de-
ents, red represents Byzantine gradients, and orange represents thefanses using well-known attacks and empirically demon-

overlap between the two. Clearly, metrics such as L2-norm are in- - gyate that FedSECA is resilient even under strong attacks.
adequate because attacks such as Fang and ALIE can result in sim-

ilar L2-norms for honest (L2H) and Byzantine (L2B) gradients,
though they do not align well directionally. Other metrics such as 2. Related Work
cosine similarity (CS), Pearsones correlation (PCr), and Kendalles
rank correlation (KTau) also do not work well consistently across Model Poisoning Attacks in FL: Failure modes of typi-
different attacks. In contrast, the sign concordandenetric pro- cal deep learning systems such as adversati]| pack-
posed in this work gives a better indication of the degree of align- door [20], and data poisoning2B] attacks are also applica-
ment between honest & Byzantine gradients. Displayed gradientsp)e to EL systems. Additionally, the collaborative nature of
are from a Sgbset of parameters in the ResNet18 model while fed-p | exposes these systems to new vulnerabilities like model
erated leaming on the CIFAR10 dataset. poisoning attacks, which are caused by the corruption of
updates shared by the clients during aggregation. One of
_ o _ _ _ the easiest attacks is random perturbat&jnyhich causes
@ents._ Clipping only consm_lers radlus (L2-norm), making training to diverge, but it is easier to deteStalingattacks
it oblivious to the angular/sign variance of update vectors yggjze gradients along any given direction, causing gradient
(see Fig.1). Bucketing helps in controlling the variance explosion or divergence. In theabelFlip attack, models
before clipping 12] and provides isolation among clients  are trained on constantly *ipped labelS][ Examples of
with angular variationsZ2]. Although the intensity of ma-  gtealthy attacks designed to sabotage the training without
licious gradients is reduced, the direction of the update is being identi“ed as malicious includ®M [31] - pushes gra-
still perturbed, which can easily overpower the direction of jjents exactly opposite to the average update direction, and
the global update, leading to training collapse. This is es- Fanget al. [7] (henceforth, referred to d&ang) - crafts pa-
pecially problematic in cross-silo FL (with fewer clients) rameter direction such that gradients below certain thresh-
because each bucket may end up with a malicious vectorg|q are made opposite to the optimization objective with
corrupting the outputs of aggregation. high intensity. Attacks that are speci“cally targeted against
(3) Finally, robust aggregators often rely on certain hyper- robust aggregators (especially middle-seeking approaches)
parameters (e.g., making initial judgments on the numberinclude ALIE [3] - perturbs the gradients slightly in dif-
of Byzantines). Some methods require prior knowledge of ferent directions each time within bounds of honest up-
variance among updates or empirically estimate the vari-dates, andviimic [12] - alters the imbalance perceived by
ance for a given data distribution and FL setup. Practically, aggregators by duplicating the updates of outlier clients.
itis infeasible to rely on this knowledge because Byzantines Moreover, optimization-based attacks likknMax [26] or
can very well skew these estimates from the beginning. PoisonedFL33] dynamically compute attack parameters at
In this work, we address training-time model poison- each step of aggregation to increase effectiveness.
ing attacks by omniscient attackers that signi“cantly de- Robust Aggregators To defend against model poison-
grade global model performance in cross-silo FL settings. ing attacks in FL, numerous robust aggregation @R#R)
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Figure 2.lllustration of the proposed FedSECA approach for robust gradient aggregation in.Athe Concordance Ratio Induced Sign

Election (CRISE) module determines the consensus direction (elected sign) for each parameter gradient through a weighted voting strategy.
The clipping, clamping, and sparsi“cation steps result in variance-reduced sparse gradients. The Robust Coordinate-wise Aggregation
(RoCA) module aggregates individual gradients only when they are in alignment with the corresponding elected sign. Thus, FedSECA
accommodates useful gradients from honest heterogeneous clients while suppressing the impact of gradient updates from Byzantine clients.

methods have been proposed and they can be broadly catering approacheslp, 25] use some form of similarity as-
egorized into “ve groups. (a) Middle-seekingmeth- sessment like L2-norm or cosine similarity to cluster the
ods like Krum B] and geometric median-based aggregation client updates. Then they choose the dominant or robust
(RFA) [23] use centrality measures like median of clients group for aggregation. Methods like COPOD-DQI$ ¢r
updates to select a central update. They assume that th&LDetector 0] detect and discard the outliers in the up-
selected update is less likely to be malicious and will be dates using statistical measures. RFBE] uses reputation
representative of the entire population. Coordinate-wise computed based on cosine similarity to assess the contri-
trimmed mean and median (CWTM3B§ uses the cen-  bution and reliability of each clientes gradientéd) Sign

tral tendency of individual parameter gradients (instead of Voting: SignSGD-MV H] proposed quantized (O - 1) gradi-
treating the entire gradient vector as a single entity) to ig- ent aggregation for communication efciency with a voting
nore extreme values. Bulydl§] is a combination of Krum  mechanism for Byzantine tolerance. Furth&r][suggested
and CWTM. Huber Loss minimization (HuberLosg)1] an improved election coding strategy for improving the ro-
method handles both consistency and robustness of modelbustness of SignSGD. A similar formulation has been used
by utilizating both geometric median and L2-distance mea- in model merging 37], where models trained on different
sures. While middle-seeking methods are effective againsttasks are merged after resolving sign con”ictg) Multi-
random update faults and simple attacks because they disAggregator Frameworks Detox [24] proposes a hierar-
card the gradients of most clients, omniscient attackers canchical framework for multistage polling among different
collude to craft malicious updates that would be selected bygroups, where aggregators are used at different levels to
the median methods and thereby slowly diverge the training.prevent targeted attacks. RobustTail8g][formulates ro-

(b) Centered-Clipping & Bucketingnethods?, 12, 13, 22] bust FL as a game between attacker and server, wherein the
do not remove or discard clients, but limit the variation of server can choose any R&R from a given set.

the individual client updates to the extent that the harmful  \while many robust aggregators provide theoretical con-
updates are neutralized among other clients. This approachergence guarantees and are effective against some attacks,
typically ensures convergence even under heterogeneity, aghey are still inadequate against certain high-strength at-
they do not harshly discard clients as in the middle-seekingiacks. Hence, there is a need for strongerdR& meth-
strategy. The Bucketing strategy splits clients into buckets ogs that can handle large heterogeneity and complex mod-
based on some heuristics, thus enabling the mixing of up-g|s. Concurrent work Xet al. [35] uses sparsi‘ed layer-
dates and ensuring that the likelihood of Byzantines form- ise aggregation with positive direction purity. Our “nd-

ing the majority is small.(c) Clustering & Outlier detec-  jngs Tablel show that sparsi“cation alone cannot prevent
tion methods like SignGuard3f] and other explicit clus-  gjrection-aligned scaling attacks, emphasizing the impor-



17], where the goal is to learn the global
model parametens such that:

min L(w) := kLk(w),

k K
where = [ or ¢ Let Ldenote the true gradient
of the above Ié_sls functiob w.r.t. w.
In each roundt of FL training, the server broadcasts
the previous model parameterg'>? . Each client com-
putes either the local model parametmg) or local gradi-

entsg,((t). These local updates are aggregated by the serve
through an aggregation functiona&R() to obtain the cur-
rent model parameters(!). For example, simple FedAvg

aggregation function can be represented as follows:

w® = FepAve({wl) ik K} ) := wil. (@)

k K

Note thatt  [1, T], whereT is the number of communi-
cation rounds and the model parameter® for the “rst
round are initialized randomly by the server.

Attacker Goal and Capability: The goal of Byzantine
clients or malicious actors is to disrupt the collaborative
training process by corrupting the updates, ultimately caus-
ing a denial-of-service attack on the ML task. This can be
achieved by pursuing a direction opposite to the true gradi-
ents L of optimization B1] or scaling updates to cause ex-
ploding gradients. All the attackers are assumed torbaei-
scienti.e., have full knowledge of the defensive aggregation
in the server and access to all honest gradients compute
by clients locally. Attackers also have local data distribu-
tion corresponding to the task at hand (for label-"ipping at-

updates closer to a speci“c set of honest clients, causing the
aggregator to give more emphasis to the attacker, thereby
excluding other honest clients. LBt K represent a set

of Byzantines (malicious clients) artd K represent a

set of honest clients. In this work, we assume BandH

form a partition ofK, i.e.,B H = K andB H
Let B = |B] be the total number of Byzantine clients and
H= |H| = (KS B) be total number of honest clients. We
assume that honest clients have a majority, Hez, B.

Robust Aggregation Problem Statement: In this work,

we assume that the clients share local gradiegﬁ% in
each round and the server aggregates them to obtain the
global gradieng(V). The global model is then updated as
w® = wtsSH § o) 'where is the global learning rate.
Henceforth, we drop the indéxor simplicity. The baseline
aggregation functionemployed by the server is de“ned as:

1

g= AGGR({gk : k K} ):= K

Ok (2

k K
Clearly, the above baseline aggregator is inadequate in

the presence of Byzantine clients. Hence, the objective of

arobust aggregatoRAGGR is to return gradientg closer

to the aggregation of honest cliefis even in the presence

of ByzantinesB. Thus, RAGGRIis expected to “Iter out any

harmful updates shared by Byzantine clients.

' g
h-
HhH

g = RAGGR({gk : k K} ) 3)
'

In practice, designing a robust aggregator as described in
Eq. 3 is challenging because the aggregator is oblivious to
the nature of the attack, the number of Byzantines, any col-

lusion between Byzantines, or the expected true gradients.

4. Designing a Robust Aggregator

The gradients transmitted by the clients in a FL setup often
have large variances among themselves, especially when
the client data distributions are heterogeneous (non-iid).
This large variance makes it easy for the attacker to hide
the malicious updates. To mitigate this issue, we design
a robust aggregator that consists of two key components:
CRISE - Concordance Ratio Induced Sign Election and
RoCA - Robust Coordinate-wise Aggregation. A block di-
agram summarizing our method is shown in Fg.

4.1. Concordance Ratio Induced Sign Election
Attacks that target the optimization direction can perturb

dnildly yet change the direction severeB}.[One simple de-

fense is to consider the gradients of all parameters as a sin-

INote that the self-reporteld, values are unreliable when some of the

tacks). The attacker can seduce honest clients by craftinglients are Byzantines. Hencey is setto; during aggregation.



for the gradient of each parameter in the model. The sign
25, 36]. However, weights of  voting component is inspired by Election-Codigd[ and
over-parameterized deep neural network models typically TIES-MergingB7]. In Election-Coding, the “nal update is
follow a long-tailed distribution with a lot of parameters determined by election using quantized gradients, and it is
being negligible. Hence, attackers can falsify directional mathematically similar to the bucketing strategy. But our
alignment by just aligning a few salient (high magnitude) problem addresses real-valued gradients with richer infor-
parameters and corrupting the rest. Also, there are a largemation. In TIES-Merging, the magnitude of the param-
number of noisy gradients because of trivial/useless updatester (after sparsi“cation/trimming) determines the voting
to parameters that do not contribute to learning. Hence,weight. Since Byzantines can send large gradient values
there is often no clear consensus among gradients, makindor individual parameters to skew the voting, we propose
identi“cation of malicious clients dif‘cult. to employ the concordance ratio as the voting weight so
To overcome the above problems, we propose a novelthat clients with a lower concordance ratio will contribute
approach taletermine a consensus direction (elected sign) less during the voting. Hence, we refer to the proposed
for the gradient of each parameter in the global modaur sign election technique as Concordance Ratio Induced Sign
approach is inspired by recent advances in the model merg£lection (CRISE), which can be expressed as:
ing literature such as TIES-Merging7], where the elected
sign for each individual model parameter are “rst deter- . .
mined and only the parameter values of those models that s = sgn K -sgn(gy) - (6)
agree with the elected sign are aggregated. However, the KK
presence of malic!ous clients makes sign electio_n a hardery 5 coordinate-wise Robust Aggregation
problem in Byzantine-robust FL compared to benign model
merging. Hence, we “rst propose a new metric catted-  After electing the sign of each parameter gradignonly
cordance ratioto rate the client gradient updates and then the client gradients that align with the corresponding elected
perform sign election through weighted voting, where client Sign are selected for coordinate-wise aggregation, while the
weights are assigned based on their concordance ratio. ~ rest are ignored. This ensures that con”icting gradients do
Concordance Ratio For any two vectorg;, g, RP, the ~ notderail or slow the convergence.
sign concordance between them is de“ned as:

. L=1(d g >0,
1 . : o
(91.02)= son(dh) -son(@).  (4) go kK kG 0
h 1 ~2 J:IlD] 1 ~2 d KK L
whereg; = yO1 01l = 92,0, 0], an . - . L .
sgn is%rl]e si[g%lurg\l functi%ln Ig; ar[l)gllzreg;h |alizgn(a). wherel (z) is the indicator function which is equal tbif
Notethat  [$1,1]and sign concordance will be positive  # !5 trzue, and) otherwise. Herej =1,2,---,Dandg =
if the number of coordinate-wise sign agreements (concor-19" 9% -+ @] is the global gradient aftir aggregation.
dances) between two vectors is more than the discordances/ariance Reduction & Gradient Sparsi“cation: While
In the context of FL, given a set of gradient upddigs : the coordinate-wise aggregation approach is designed to de-
k K} from K clients, the sigrconcordance ratio  of fend against attackers attempting to alter the update direc-
clientk is de*ned as: tion, it is still vulnerable to scaling attacks. Scaling attacks
by Byzantine clients can be mitigated by clipping the L2-
1 norm of the client updates within certain bounds. However,
«=max 0, o sgn( (Gk,9)) - (5) attackers can still craft gradients that satisfy the L2-norm
K criteria (shown in Fidl) but sabotage the training. This

Note that ¢ [0, 1] and the minimum value ofy occurs can be achieved by scaling only a subset of smaller gradi
when the gradient update of cliektis not in positive sign  ent values, while still obeying the norm bound$ thereby
concordance with the gradient updates from a majority of causing instability in training. To defend against such at-
other clients. In contrast, higher values gfindicate good  tacks, we propose combining both clipping and clamping,
directional agreement between the gradient updates of clienfollowed by a sparsi“cation step to obtain variance-reduced
k and the majority of other clients. Furthermore, under sparse (VRS) gradients before aggregation.

the honest majority assumption, honest clients can be ex- In order to restrict the variance of the updates, we “rst
pected to have higher, and malicious clients that attempt clip the gradient vector. Unlike centered-clippirif], we

to change to optimization direction will have lowey. do not make any assumption about the L2-norm (denoted
Sign Election The main objective of this step is to deter- by - ;) bounds of the gradient vector. Instead, we use the
mine the elected siga = [s',s?,---,sP] {S 1,0,1}P median of all clients as a radius and clip the gradients as:



procedure asobustcoordinate-wise aggregation (RoCA).

It must be emphasized that the sign election (CRISE) step

is still based on the original gradierdgg.

Server Momentum: Finally, we add aroptional momen-

tum term to include updates from the previous round. The

momentum term can smooth out the noise introduced by the

Byzantines that has not been “ltered out. More importantly,

it ensures the updates do not become zero when the rating of

all clients diverges due to statistical heterogeneity, causing
38| where extreme gradient val- g sign election. Momentum will ensure that updates will

ues along each coordinate are ignored, we do not ignoregontinue to move in a speci‘c direction based on previous
any gradients. Instead, we use the median of the grad'enhpdates, thus moving out of the saddle point.

magnitude at each coordinate to clamp the magnitudes as:

L g0 = 5D 41 & q® 11

g« = clamp(gk) := [, G5, -~ » k] 9 w9 (1S )9 (1)
g

wherep

_ S Eitherd ® or g can be used to update the global model,
sgn(g,) - min W,|g| (9)  depending on whether server momentum is applied or not.

median({l g | : k K} ). 5. Experiments
Next, to remove the noisy and trivial updates that might
not be required for convergence, we select only the signif-
icant gradients. Such gradient sparsi“cation has been stud-Baselines We compare the proposed FedSECA ap-
ied for compressing gradients communicated in distributed proach against 8 baseline R&R methods. These in-
paradigms with convergence guarant&éés[ These meth-  clude middle-seeking methods suchkaam[6], RFA[23],
ods tend to sparsif99%S 99.9% of gradients and with very ~ and coordinate-wise trimmed mea@WTM) [38], Huber
marginal impact on convergence, but require error accumu-loss minimization in aggregatoH(berLos$ [41], clip-
lation and momentum masking strategies to ensure that allping & bucketing strategies such as Centered Clipping
gradients can be accounted for training to prevent any di- (CClipping [13], clipping with random bucketingGC-
vergence. However, in the presence of Byzantine clients,RandBuckgt[12], and clipping with sequential bucketing
adding such an error correction mechanism is detrimental(CC-SeqBuckgf22], statistical detection methods such as
as the error term would also include a poisoned term, which COPOD-DOS[1] and FL-Detector [40]. Finally, to as-
would accumulate and become dominant over time and cor-sess the effectiveness of vanilla sign-based merging, we
rupt the training. Also, error accumulation need not be ex- also compare against modi“€dES-Merging[37], where
plicitly handled in FL, as each client can take multiple lo- sign election is changed from gradient magnitude summa-
cal steps suf‘cient to recover sparsi“cation. The concept tion to sign summation across clients for a given coordi-
of sparsifying the weak gradients is also used in a single-nate. The results for vanillkedAvg(no defense) are also
step model merging3[7] for eliminating the introduction of ~ reported for comparisonAttacks: We evaluate the effec-
noise to existing weights. In this work, the server “Iters tiveness of the RAGR methods based on 6 attackd,|E
out a fraction of gradient values and retains only the top [3], IPM [31], Fang[7], LabelFlip[5], Mimic [12], Scaling
(1S ) fraction of high magnitude gradients. and MinMax (agr-updategp6]. We also consider th&lo
Attackscenario to assess the impact of thed&R methods
L ) el w2 . on the model performance in the absence of any Byzantine
Gi = sparisfy (9, 9) =[G 8o+, 6] clients. Datasets Benchmarking of the above methods is
=9 130d]> ¥ (10) conducted on 3 image classi“cation datasets from different
ko ok K Koo domains, and a different model architecture is used for each
where = -quantile({| gc|, I£], - -, IG1}).-

5.1. Performance Comparison olRAcGRrR Methods

domain. The goal is to evaluate effectiveness ofdR#
methods under three scenaridg) Training from scratch
Clipping, clamping, and sparsi“cation operations are ap- with heterogeneity:ResNet18 §] model is trained on ClI-
plied sequentially in that order to obtain VRS gradients. FAR10 [14] dataset (10 classes), which is split into 5 het-
Note that while  and coordinateg to sparsify are deter-  erogeneous clients following a Dirichlet distribution with
mined based on raw gradierdg, sparsi“cation is applied  parameted. (b) Finetuning a pre-trained model using het-
to g,. These VRS gradienty, are used in the coordinate- erogeneous data with good inter-class separabiliDeiT-
wise aggregation step in E@.instead of the original client S model R9] pre-trained on ImageNet is “netuned on Eu-
gradientsgyx. Hence, we refer to the complete aggregation roSAT [9] dataset (10 classes), which is split into 7 clients















