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Abstract

We introduce UniToken, an auto-regressive generation
model that encodes visual inputs through a combination
of discrete and continuous representations, enabling seam-
less integration of unified visual understanding and im-
age generation tasks. Unlike previous approaches that rely
on unilateral visual representations, our unified visual en-
coding framework captures both high-level semantics and
low-level details, delivering multidimensional information
that empowers heterogeneous tasks to selectively assimilate
domain-specific knowledge based on their inherent charac-
teristics. Through in-depth experiments, we uncover key
principles for developing a unified model capable of both
visual understanding and image generation. Extensive eval-
uations across a diverse range of prominent benchmarks
demonstrate that UniToken achieves state-of-the-art perfor-
mance, surpassing existing approaches. These results es-
tablish UniToken as a robust foundation for future research
in this domain.

1. Introduction
With next-token prediction demonstrating promising scal-

ing laws in both language modeling [2, 3, 51] and multi-

modal comprehension [4, 24, 35], exploring similar scal-

ing potential in the field of visual generation [50, 53] has

become a recent trend. LlamaGen [50] and OmniTok-

enizer [53] demonstrate the scalability of transformer ar-

chitectures in the domains of image and video generation,

respectively. Sharing similar model architectures and learn-

ing paradigms, the unification of multimodal understand-

ing and generation within a shared model offers promis-

*Equal contribution. † Corresponding authors.

ing prospects and has recently garnered significant research

interest [41, 54–56, 65]. Existing works can be cate-

gorized into two groups based on their visual encoding

paradigms. The first group, exemplified by Chameleon [41]

and Emu3 [54], encodes visual inputs into discrete tokens

predefined within a fixed vocabulary. The second group,

represented by Unified-IO2 [39] and Janus [55], adopts a

decoupled visual encoding approach, utilizing continuous

visual tokens for image comprehension and discrete tokens

for image generation.

However, these two paradigms face challenges stemming

from their respective visual encoding techniques. For the

discrete-only encoding paradigm, the efficiency of absorb-

ing knowledge from multimodal data lags significantly be-

hind that of its continuous-only counterpart, as proved in

Tab.5. This phenomenon arises from the information loss

incurred during the quantization process used to generate

discrete tokens. Moreover, discarding the continuous vi-

sual tokens sacrifices the sweetness of advanced image en-

coding techniques [33, 42]. On the other hand, in the de-

coupled encoding paradigm, employing different visual en-

coders for distinct tasks restricts the model’s flexibility, and

the burdens introduced by such mode switching increase as

the model’s functionality continues to scale up.

Toward this end, in this paper, we propose UniToken,

which employs a unified visual encoding that is agnostic

to specific tasks. As shown in Fig.1, we encode an im-

age with dual visual encoders, resulting in a combination

of discrete and continuous tokens that form the unified vi-

sual representation. Carrying both low-level details and

high-level semantics, this unified visual representation can

seamlessly support both image understanding and genera-

tion tasks. Additionally, we employ several advanced tech-

niques, namely scaling up resolutions and tuning the ViT,

to significantly amplify the visual representation. By incor-
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Figure 1. Different visual encoding paradigms for developing a unified model for visual understanding and image generation. We

use orange to denote components related to discrete visual encoding and red to signify components associated with continuous visual

encoding. For the sake of brevity, we omit the text tokens in the image.

porating these techniques, multimodal comprehension ca-

pabilities, especially in text-reading-related scenarios, are

significantly boosted.

Through extensive experiments, we uncover several

valuable empirical insights for developing a unified multi-

modal understanding and generation model: (1) Task in-
terference: a combined discrete and continuous visual

encoding ensures seamless compatibility between multi-

modal understanding and generation tasks, while relying

solely on discrete visual tokens is prone to task interfer-

ence. (2) Task-specific data distribution: the data pro-

portion between multimodal understanding and generation

tasks should be adjusted when using training data of vary-

ing scales. Furthermore, through systematic evaluation

across a wide array of prevalent visual understanding and

image generation benchmarks, our UniToken outperforms

unified models for both understanding and generation and

competes with state-of-the-art specialists in each respective

field.

In summary, our contributions are three-fold:

• We propose UniToken, which integrates both discrete and

continuous tokens as a unified visual representation to

deal with diverse tasks.

• We further equip our UniToken with advanced visual

encoding techniques, significantly boosting our model’s

comprehension capabilities.

• We uncover several empirical insights of developing a

unified model for multimodal understanding and genera-

tion. And our UniToken can compete with state-of-the-art

approaches in both multimodal understanding and gener-

ation fields.

2. Related Works

2.1. Multimodal Understanding

Building upon powerful Large Language Models (LLMs),

MLLMs demonstrate impressive multimodal content com-

prehension and reasoning capabilities. To efficiently adapt

visual concepts to the textual world of LLMs, mainstream

MLLMs [4, 9, 24, 35] leverage vision encoders such as

CLIP [46] or SigLIP [63], which are enriched with seman-

tics derived from vision-text contrastive training. By fur-

ther tuning an adapter and the entire model sequentially

with multimodal instructional data, knowledge encapsu-

lated in pretrained LLMs can effectively fuel the compre-

hension of the visual world. However, the visual features

from these vision encoders inherently lack the image gen-

eration potential. To mitigate this gap, recent advance-

ments [14, 19, 20, 25] integrate an external diffusion model

with the MLLM, leveraging MLLM outputs to generate the

conditions for the diffusion process. The generative capa-

bility of this paradigm may be limited by the external diffu-

sion model and the effectiveness of adapting the MLLM’s

outputs to the diffusion conditional space.

2.2. Visual Generation

To explore the scaling property in the visual generation

field, attention has been switched to the autoregressive-

based paradigm. VQ-VAE [52] and VQ-GAN [15] are

pioneers of this paradigm, where the image is first quan-

tized into a sequence of discrete codebook IDs, and then

their underlying distribution is modeled with transformer

architectures. To reduce the quantization error, recent

works [28, 43, 60] develop advanced tokenization tech-

niques and explore the trade-off between codebook size and

codebook embedding dimension. Building on these pow-
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Figure 2. Illustration of (a) the overall framework of UniToken
and (b) detailed designs of the unified dual encoder presented
in (a). In (a), the “image detokenizer” and “text detokenizer” are

responsible for converting predicted token IDs back into images

and words, respectively. In (b), the VQ-GAN encoder processes

an image and outputs discretized token IDs, which are then trans-

formed into high-dimensional embeddings by indexing the LLM’s

vocabulary.

erful image tokenizers, recent advancements [50, 53] have

scaled up training data and transformer parameters, reveal-

ing scaling properties similar to those observed in the LLM

field. However, as the tokens within the codebook are de-

signed primarily for image reconstruction and generation

tasks, they predominantly capture low-level visual details

while overlooking high-level semantics, posing significant

challenges for extending their application to the multimodal

comprehension domain.

2.3. Unified Understanding and Generation
Unifying multimodal understanding and generation within

a shared model facilitates the seamless association between

high-level content reasoning with low-level image genera-

tion capabilities, allowing them to complement and enhance

each other. Chameleon [41] and Lumina-mGPT [32] em-

ploy the VQ-GAN’s image tokenizer as the visual encoder,

and jointly train the LLM with VQA and image genera-

tion data. However, their multimodal understanding per-

formances lag significantly behind conventional MLLMs

like LLaVA-v1.5 [33] and Qwen-VL [4]. To address this,

VILA-U [56] distills high-level semantics from CLIP when

training its own image tokenizer. Emu3 [54] also trains a

private image tokenizer based on MoVQGAN [64], which

has a lower compression rate (8×8) compared with previ-

ous tokenizers. Recently, Janus [55] tackles this problem

with a more straightforward design, which decouples the

visual encoding of understanding and generation with the

image tokenizer from SigLIP [63] and LlamaGen [50], re-

spectively. Meanwhile, it employs two decoupled predic-

tion heads for the two tasks. While effective, this decoupled

design imposes a significant mode-switching burden when

scaling to more complex tasks. In contrast, our UniToken

adopts a unified visual encoding and prediction head, irre-

spective of task types.

3. UniToken
3.1. Architectural Designs
The overall framework of UniToken is illustrated in

Fig. 2(a). Given a multimodal input sequence, textual in-

puts are tokenized using the LLM’s tokenizer, while visual

inputs are encoded through a dual visual encoder to produce

a unified representation of continuous and discrete visual

tokens. These tokens are subsequently fed into the LLM,

which generates output tokens corresponding to either im-

ages or text. Finally, the output tokens are processed by

their respective de-tokenizers to produce the final results.

In the following section, we will elaborate on the designs of

unified visual encoding and the advanced techniques, both

of which are essential for developing a robust unified mul-

timodal understanding and generation model.

Unified Visual Encoding. As illustrated in the Fig.2(b),

the dual visual encoder comprises a SigLIP [63] and a VQ-

Tokenizer [15] from Chameleon [41]. SigLIP ViT extracts

continuous image features that are semantically rich, which

are then aligned with the LLM’s input space via a two-layer

MLP. Meanwhile, the VQ-Tokenizer discretizes an image

into a sequence of codebook IDs, which are subsequently

used to retrieve their corresponding high-dimensional fea-

tures from the LLM’s vocabulary. Combining the contin-

uous and discrete image features, a multimodal input se-

quence can be formulated as follows:

[BOS][BOI]{image d}[SEP]{image c}[EOI]{text}[EOS]

where [BOS] and [EOS] denote special tokens that mark

the beginning and end of the entire sequence, respectively,

while [BOI] and [EOI] represent special tokens that indi-

cate the start and end of the image segment. Additionally,

[SEP] serves as a special token for separating the discrete

({image d}) and continuous image features ({image c}).

Carrying both high-level semantics and low-level details of

the input image, the unified visual encoding facilitates the

LLM to selectively assimilate knowledge to deal with dif-

ferent tasks.

Advanced Techniques. To further enhance visual knowl-

edge, we integrate two state-of-the-art off-the-shelf tech-

niques to augment the unified visual encoding features. (1)

To scale the continuous representation to a higher resolu-

tion, we partition the image into multiple grids and encode

each grid independently as done in [33]. We choose the grid

configuration of {2 × 2, 1 × {2, 3}, {2, 3} × 1} to support

image inputs of varying shapes. (2) To dynamically ad-

just continuous representation end-to-end, we finetune the

SigLIP ViT throughout our training process. Empirically,
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Task Type Dataset

Visual Und.

Caption ShareGPT4V(200K) [9], SA1B-DenseCap(100K) [12]

GeneralQA LLaVA-1.6(1.5M) [33], M3IT(920K) [30], ALLaVA(1.35M) [6]

Doc/Chart/Math ChartQA(390K) [44], UReader(1.1M) [58], ScigraphQA(296K) [31], Geo170K(118K) [18]

OCR TextOCR(25K) [49], PDFA(3M) [1], SynthDoG(800K) [27], WebSRC(100K) [10]

Image Gen. Text2Img Gen. MidJouney(10M)

Table 1. Distribution of training data in Stage II. Except “MidJorney(10M)”, all datasets are publicly available for academic purpose.

we observe that a large learning rate causes the ViT to col-

lapse. To address this, we carefully regulate the learning

rate magnitude for the ViT, resulting in substantial perfor-

mance improvements across a wide range of benchmarks.

3.2. Training Recipes
To effectively harmonize visual understanding and image

generation capabilities, we train UniToken using a two-

stage pipeline. In the following sections, we provide a de-

tailed explanation of the training procedures for each stage.

Stage I: We utilize Chameleon [41] as our foundation

model, which inherently supports image discretization and

the distribution modeling of these discretized image tokens.

To align the continuous image features with the base model,

we freeze the LLM parameters and train only the SigLIP

ViT and adapter components during Stage I. During Stage

I, we utilize a dataset of 2.5 million image captions, com-

posed of data from ShareGPT4V (49.5%), LLaVA (22.2%),

and ALLaVA (28.2%).

Stage II: This stage aims to develop both visual understand-

ing and image generation capabilities for the LLM with the

aid of the unified visual encoding features. Toward this

end, we train all parameters, including ViT, adapter and

the LLM, during Stage II. As depicted in Tab.1, in Stage

II, we utilize a dataset comprising 10 million image-to-text

understanding samples and 10 million text-to-image gener-

ation samples, totaling 20 million data points. The image-

to-text understanding dataset encompasses image captions,

general question-answer pairs, documents, charts, mathe-

matical problems, and OCR instances, all of which are pub-

licly available. Additionally, the text-to-image generation

data are manually synthesized by prompting the Midjour-

ney model. The ratio between multimodal understanding

and generation data is approximately 1:1. We further inves-

tigate the impact of this ratio across different data scales in

Sec. 4.3.

3.3. Training Objectives
Following the prior auto-regressive prediction-based ap-

proaches, we adopt cross-entropy as the loss function:

L = −
∑

i

logPθ(xi|x<i) (1)

Stage I Stage II

Global Learning Rate 1e−3 1e−5

ViT Learning Rate 1e−5 1e−5

LR Scheduler Cosine Cosine

Optimizer AdamW(β1 = 0.9, β2 = 0.95)

Batch Size 128 128

Epoch 1 1

Table 2. Details of training hyperparameters. “Global Learning

Rate” is applied to all model parameters except for the ViT.

where θ denotes the model parameters. For the visual un-

derstanding task, we compute the loss exclusively over the

text tokens corresponding to the answer. For the image gen-

eration task, we calculate the loss solely over the discrete

image tokens.

3.4. Inference

During inference, we employ greedy decoding to ensure de-

terministic outputs for the visual understanding task, while

multinomial sampling decoding is utilized to enhance the

diversity of generated images. Additionally, we also em-

ploy the classifier-free guidance (CFG) for image genera-

tion task following prior works [54, 55], and set the guid-

ance scale as 5.5 and 5.0 when evaluating GenEval [21] and

T2i-Compbench++ [23], respectively.

4. Experiments

In this section, we first detail the implementation specifics

of UniToken, encompassing its architectural design and

hyper-parameter configurations. Next, we conduct a com-

prehensive comparison of UniToken against a diverse range

of state-of-the-art methods across both visual understand-

ing and image generation benchmarks. Subsequently, we

perform ablation studies to dissect the contributions of in-

dividual components within UniToken, followed by addi-

tional explorations to provide deeper insights. Finally, we

present extensive qualitative results to visually demonstrate

the capabilities and effectiveness of UniToken.
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Method LLM MMMU MMB-CN MMB-EN MMStar SEED Math-Vista HBench AI2D OCRBench

Understanding-Only

InstructBLIP [13] Vicuna-7B 30.6 23.9 36.0 - 53.4 25.3 45.3 - 276

QwenVL-Chat [4] Qwen-7B 35.9 56.3 60.6 37.5 65.4 - 39.2 45.9 488

mPLUG-Owl2 [59] LLaMA2-7B 32.7 60.7 64.5 - 57.8 22.2 - - 255

LLaVA-v1.5 [33] Vicuna-7B 35.3 46.4 64.3 30.3 64.3 - 46.9 54.8 318

ShareGPT4V [9] Vicuna-7B 37.2 60.7 68.8 33.0 - - - 58.0 371

DeepSeek-VL [38] DeepSeek-1B 32.2 62.9 64.6 - 66.7 - 27.6 - 409

LLaVA-v1.6(HD) [34] Vicuna-7B 35.1 62.3 67.4 - 64.7 34.6 - 66.6* 532

Understanding & Generation

Chameleon [41] - 34.4 26.0 31.6 30.3 47.4 13.6 17.8 45.6 18

Lumina-mGPT [32] Chameleon7B 25.1 16.1 33.0 28.2 51.3 21.2 35.8 44.1 37

Show-o [57] Phi1.5-1.3B 25.1 - - - - - - - -

Emu3† [54] - 31.6 47.6 58.5 - 68.2 - - 70.0* 687
VILA-U [56] LLaMA2-7B - - - - 59.0 - - - -

Janus [55] DeepSeek-1B 30.5 52.2 69.4 - 63.7 - - - -

UniToken Chameleon-7B 34.2 64.1 70.3 45.2 70.3 41.6 49.6 67.6 634

Table 3. Comparison with state-of-the-art methods on prevalent multimodal comprehension benchmarks. “Understanding-Only”

refers to methods that exclusively support the multimodal understanding task, while “Understanding & Generation” refers to methods that

support both multimodal understanding and generation tasks. “†” indicates that Emu3 trains separate models for each of the two tasks

individually, and we report the results of its chat version. “*” indicates that the images of related training datasets are observed during

training. “-” denotes that the results of the approaches are not reported in their paper.

GenEval T2I-CompBench++

Type Method Overall Single Obj. Two Obj. Counting Colors Positions Color Attri. Color Shape Texture

Generation-Only

Diffusion-based

DALL-E2 [47] 0.52 0.94 0.66 0.49 0.77 0.10 0.19 0.5750 0.5464 0.6374

DALL-E3 [5] 0.67 0.96 0.87 0.47 0.83 0.43 0.45 0.8110 0.6750 0.8070
SDv1.5 [48] 0.43 0.97 0.38 0.35 0.76 0.04 0.06 0.3730 0.3646 0.4219

SDv2.1 [48] 0.50 0.98 0.51 0.44 0.85 0.07 0.17 0.5694 0.4495 0.4982

SDXL [45] 0.55 0.98 0.74 0.39 0.85 0.15 0.23 0.6369 0.5408 0.5637

SD3 [16] 0.74 0.99 0.94 0.72 0.89 0.33 0.60 - - -

PixArt-α [7] 0.48 0.98 0.50 0.44 0.80 0.08 0.07 0.6886 0.5582 0.7044

AR based LlamaGen [50] 0.32 0.71 0.34 0.21 0.58 0.07 0.04 - - -

Understanding & Generation

Diffusion & AR
hybrid

Show-o [57] 0.53 0.95 0.52 0.49 0.82 0.11 0.28 - - -

SEED-X [20] 0.49 0.97 0.58 0.26 0.80 0.19 0.14 - - -

TransFusion [65] 0.63 - - - - - - - - -

AR based

Chameleon [41] 0.39 - - - - - - - - -

Lumina-mGPT [32] 0.52 0.98 0.72 0.32 0.85 0.19 0.16 0.5558 0.4485 0.5413

Emu3† [54] 0.54 0.98 0.71 0.34 0.81 0.17 0.21 0.6107 0.4734 0.6178

Janus [55] 0.61 0.97 0.68 0.30 0.84 0.46 0.42 0.7552 0.4768 0.6214

UniToken (Ours) 0.58 0.98 0.75 0.39 0.81 0.26 0.32 0.7115 0.5179 0.6670

Table 4. Comparison with state-of-the-art methods on prevalent multimodal generation benchmarks. “Generation-Only” refers

to methods that exclusively support image generation task. We also categorize methods based on their generation mechanisms, namely

diffusion-based, autoregressive-based (AR), andhybrid approaches combining the two. “†” indicates that we use Emu3 generation version

for evaluation. “-” denotes that the results of the approaches are not reported in their paper.

4.1. Implementation Details

For the LLM component, we adopt the architecture of

Chameleon [41] and initialize its parameters using the

pre-trained checkpoint from Lumina-mGPT [32]. There-

fore, our UniToken inherits the discrete vision tokenizer

of Chameleon, which has a codebook of size 16,384 and

downsample ratio of 16. For the continuous visual encoder,

we utilize SigLIP-SO400M-Patch14-384 [63]. By further

applying the aforementioned resolution scale-up technique

on the SigLIP, our UniToken achieves a maximum input res-

olution of 768× 768. The detailed hyperparameters during

the whole training stages are listed in Tab.2. During the

experiment, we found that using a larger ViT learning rate

(e.g., 5e−4) causes the SigLIP ViT to collapse severely.

4.2. Comparison with State-of-the-Arts

Performances of Multimodal Understanding. We com-

pare UniToken with MLLMs specialized exclusively for vi-
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# Model
Training Data Visual Understanding Image Generation

Visual Und. Image Gen. General TextRead GenEval T2I-Compbench++

1

Chameleon†
10M / 45.4 28.7 - -

2 / 10M - - 51.2 40.1

3 10M 10M 45.6(↑0.2) 28.4(↓0.3) 31.1(↓20.1) 26.0(↓14.1)

4

UniToken*

10M / 53.2 50.1 - -

5 / 10M - - 51.1 39.5

6 10M 10M 53.3(↑0.1) 49.5(↓0.6) 49.4(↓1.7) 39.4(↓0.1)

Table 5. Impact of visual encoding approaches on the interference between visual understanding and image generation tasks. “†”

represents that we adopt Chameleon architecture as the discrete-only visual encoding competitor, and train it with our curated dataset

for rigorous ablation. “*” indicates that input resolution scale-up technique is not employed. “/” signifies that no training data from

the corresponding task types is used. “-” denotes that the performance metrics are omitted from evaluation, as no data relevant to the

corresponding tasks is included in the training set. “General” and “TextRead” share the same meaning as in Tab.6.

#
Training Data Visual Understanding Image Generation

Visual Und. Image Gen. General TextRead GenEval T2I-Compbench++

1 2M 2M 49.8 42.9 51.3 40.3

2 2M 1M 50.0(↑0.2) 43.0(↑0.1) 50.7(↓0.6) 39.7(↓0.6)

3 10M 10M 53.3 49.5 49.4 39.4

4 10M 5M 53.0(↓0.3) 49.4(↓0.1) 38.4(↓11.0) 33.8(↓5.6)

Table 6. Impact of training data scale on the proportion of visual understanding and image generation data. For robust evaluation,

we compute the average scores across MMMU [62], MMB-CN [37], MMB-EN [37], MME [17], MMStar [8], SEED [29], MathVista [40],

and HallusionBench [22], with the aggregated result denoted as “General”. Similarly, we calculate the average scores across AI2D [26],

OCRBench [36], and MMVet [61], with the aggregated result denoted as “TextRead”. For GenEval [21] and T2I-Compbench++ [23], we

report their overall scores.

sual understanding tasks and MLLMs capable of both visual

understanding and image generation tasks across widely

recognized benchmarks, as detailed in Tab. 3. On the one

hand, compared with understanding-only specialists, our

UniToken achieves better performances across most bench-

marks. Notably, even when compared to LLaVA-v1.6(HD),

a leading MLLM in the research field, UniToken achieves

superior performance by a significant margin (e.g., +5.6

on SEEDBench, +7.0 on MathVista, and +102 on OCR-

Bench). On the other hand, when compared to models capa-

ble of unified understanding and generation, UniToken also

demonstrates significant performance improvements. It is

noteworthy that, despite inheriting the pre-trained check-

point from Lumina-mGPT, which lacks robust visual un-

derstanding capabilities, UniToken still outperforms lead-

ing approaches such as Emu3 (chat version) and Janus.

Performances of Image Generation. We also compare

UniToken with image generation models and approaches

with both visual understanding and image generation ca-

pabilities as demonstrated in Tab.4. Since diffusion-based

and autoregressive methods are prominent paradigms in im-

age generation, we further categorize approaches accord-

ing to their generation paradigms. From the Tab.4, we have

the following observations: (1) For image generation mod-

els, leading diffusion-based approaches, such as SD3 and

DALL-E3, significantly outperforms the autoregressive-

based approaches. (2) Although without enjoying the bene-

fits of pre-trained diffusion models, our UniToken achieves

competitive or even superior performances when compared

with diffusion and autoregressive hybrid approaches. (3)

UniToken demonstrates performance comparable to other

autoregressive-based unified models. Across specific eval-

uation metrics, our model achieves higher scores in cate-

gories such as “Two Obj.” and “Counting”, but underper-

forms in “Positions” and “Color Attri.”. This discrepancy

may stem from the absence of relevant text prompts in our

text-to-image generation dataset.

4.3. Comprehensive Analysis
In this section, we delve into the fundamental design princi-

ples of developing a unified model supporting visual under-

standing and image generation tasks. Specifically, we first

examine the interference between these two tasks and then

compare the extent of such interference when employing

different visual encoding techniques. Subsequently, we in-

vestigate the impact of the data proportion between these

tasks on model performance and derive insights into se-

lecting appropriate data proportions under varying training

dataset scales. For efficiency, we omit the input resolution

scale-up technique in all experiments conducted in this sec-

tion.

Exploration of Task Interference. In this section, we
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- User: “What does the image imply?”

- UniToken: “The image implies a comparison or competition between 
two entities, "deepseek" and "ChatGPT," which are represented by their 
respective logos. The use of the word "vs" suggests that the image is 
part of a visual representation of a match-up or contest between the two, 
possibly in terms of performance, features, or some other metric 
relevant to their services or products.” 

- User: “Please describe the details of the 
image as much as possible.”

- UniToken: “The image is a promotional 
poster featuring an animated character, a 
young girl with black hair tied in two buns, 
wearing a red and gold outfit. She is 
looking slightly to the side with a playful 
expression. The background is a blend of 
red and white swirls, giving a sense of 
motion or energy. In the center, large, bold 
Chinese characters "81" are prominently 
displayed, with the number "8" in yellow 
and the character "1" in red. Below the 
number, there is a date "2025.02.10" and a 
time "00:00:00". At the bottom, there is a 
small text in red and white which appears 
to be a tagline or additional information, 
but it is not fully legible.” 

- User: “ ”

- UniToken: “ ” 

- User: “ ”

- UniToken: “ −
− ” 

Figure 3. The question answering results of UniToken. Different types of questions, both in English and Chinese, are evaluated using

our UniToken. Hallucinations in the responses are highlighted in red.

train a model using three distinct datasets: visual under-

standing data only, image generation data only, and the

combined dataset of visual understanding and image gener-

ation data. Meanwhile, to further investigate the effects of

visual encoding approaches on task interference, we evalu-

ate two models: (1) Chameleon [41], representing discrete-

only visual encoding, and (2) our UniToken, which employs

a unified discrete-continuous visual encoding strategy. As

illustrated in Tab.5, for the Chameleon model, we find that

joint training has little effect on the model visual under-

standing capability (#3 vs. #1), but causes severe image gen-

eration capability degradation (#3 vs. #2). This suggests that

the discrete-only visual encoding approach struggles to ef-

fectively manage both visual understanding and image gen-

eration tasks simultaneously, with the former task tending

to dominate the optimization process. On the other hand,

our model demonstrates robustness in joint training com-

pared to single-task training, both for visual understanding

(#6 vs. #4) and image generation (#6 vs. #5). This high-

lights that our unified discrete-continuous visual encoding
approach is less susceptible to task interference compared
to the discrete-only visual encoding method.

Exploration of Data Proportion. We ablate the effect of

data proportion of visual understanding and image genera-

tion tasks under varying data scales as illustrated in Tab.6.

At a smaller data scale (less than 5M), a 2:1 ratio of vi-

sual understanding to image generation data ensures the

stability of both capabilities (#2 vs. #1). However, when

scaling up the training data (more than 15M), a 2:1 ratio

leads to significant degradation in image generation perfor-
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“A modern city street at night, illuminated by vibrant neon 
signs in Japanese kanji. In the foreground, a stoic samurai in 
futuristic armor with glowing katana blades stands amidst 
light rain, reflecting bright hues on the pavement.”

“A private tropical paradise with white sandy beaches, crystal-
clear turquoise waters, and an overwater villa with an infinity 
pool. Palm trees sway gently under a vibrant sunset.”

“A peaceful snow-covered valley illuminated by the soft glow 
of the northern lights. Frost-covered trees glisten under a starry 
sky, and a quaint wooden cabin with smoke rising from its 
chimney stands by a frozen river.”

“A majestic phoenix with fiery wings soaring above a tranquil 
mountain lake, casting shimmer-ing reflections on the water. 
Sparks and embers trail behind it as the sky glows with hues 
of orange and gold.”

UniToken Janus-Pro-7B UniToken Janus-Pro-7B

UniToken Janus-Pro-7B UniToken Janus-Pro-7B

Figure 4. Comparison of image generation results between UniToken and Janus-Pro-7B.

mance, whereas adjusting the ratio to 1:1 maintains the ef-

fectiveness of both capabilities (#4 vs. #3). We attribute this

phenomenon to the fact that, with a 2:1 ratio, scaling up
the training data further amplifies the disparity in abso-
lute sample sizes between visual understanding and image
generation tasks, ultimately resulting in the degradation of

image generation performance.

4.4. Qualitative Results

Visual Understanding. For the image-to-text compre-

hension, we collect images of heating topics from websites

and the snapshot of this paper. Afterward, we manually

write questions based on the image content. As illustrated

in Fig.3, our UniToken support both English and Chinese

question answering, and can tackle diverse question formats

to generate corresponding responses. Although some hallu-

cinations are present in these responses, as highlighted in

red in Fig.4, more advanced architectural designs and com-

prehensive training data aimed at enhancing visual under-

standing in cutting-edge MLLMs could be incorporated into

our UniToken framework in the future.

Image Generation. For the text-to-image generation, we

first automatically generate text prompts using the instruc-

tion of “Please generate some text prompts for generating
high-quality images” to prompt the ChatGPT. With these

text prompts, we feed them into our UniToken and the con-

current work Janus-Pro-7B [11], and demonstrate their re-

sults in Fig.4. Through comparison, it can be observed that

the images generated by our UniToken exhibit finer tex-

tures and more intricate visual details than those produced

by Janus-Pro-7B.

5. Conclusion

In this paper, we proposed UniToken, a unified visual rep-

resentation that seamlessly integrates discrete and contin-

uous tokens to bridge the gap between visual understand-

ing and image generation tasks. Our experiments demon-

strate that this approach achieves state-of-the-art perfor-

mance across diverse multimodal tasks while providing

valuable insights into task interference and data distribution

challenges. Overall, UniToken establishes a robust founda-

tion for future research in unified multimodal modeling.
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