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Abstract camera motion, sensor limitations, wind, and challenging
lighting conditions (i.e. harsh sunlight). These issues are par-

Video object segmentation (VOS) predicting pixel-level re- ticularly pronounced in agricultural contexts, where videos
gions for objects within each frame of a video is partic- frequently exhibit these characteristics, posing challenges
ularly challenging in agricultural scenarios, where videos for DL-based analysis.
of crops include hundreds of small, dense, and occluded VOS is often more effective than static image analysis.
objects (stems, leaves, owers, pods) that sway and moveror instance, single-frame analysis can introduce artifacts
unpredictably in the wind. Supervised training is the state-of- and struggle to address challenges like background clutter
the-art for VOS, but it requires large, pixel-accurate, human- and transient objects [, 26]. This is particularly evident
annotated videos, which are costly to produce for videos with in agricultural settings, where shadows from swaying wheat
many densely packed objects in each frame. To address thesgeads can degrade model performance. Also, unlike gen-
challenges, we proposed a semi-self-supervised spatiotempaeral video tasks, where objects are larger and move pre-
ral approach for dense-VOS (DVOS) using a diffusion-based dictably [3], agricultural scenes often feature many small,
method through multi-task (reconstruction and segmenta-self-similar objects (e.g. wheat heads) that shift erratically
tion) learning. We train the model rst with synthetic data across frames?f]. This unpredictability complicates opti-
that mimics the camera and object motion of real videos and cal ow-based methods and makes pixel-level classi cation
then with pseudo-labeled videos. We evaluate our DVOSparticularly dif cult, posing signi cant hurdles for accurate
method for wheat head segmentation from a diverse set okegmentation in such dynamic environments.
videos (handheld, drone-captured, different eld locations, Developing high-performing DL models for VOS is com-
and different growth stages spanning from Boot-stage 10 e, requiring solutions to address limitations such as data
Wheat-mature and Harvest-ready). Despite using only a few 5y ailapility, annotation costs, model architecture design,
manually annotated video frames, the proposed approachyng computational resourceis] 35). Supervised learning,
yielded a high-performing model, achieving a Dice score \yhich relies on large-scale annotated datasets, is resource-
of Q:79 when tested on a drone-captured external test Setintensive, especially for pixel-level tasks including VOS.
While our method was evaluated on wheat head segmentay anyal annotation of videos, which can contain thousands
tion, it can be extended to other crops and domains, such asyf frames, is laborious and expensive, especially in agricul-
crowd analysis or microscopic image analysis. tural scenes, where images often feature dense and repetitive
patterns of objects such as leaves, stems, owers, and wheat
spikes [18, 25, 30].

To address these challenges, recent research has explored
Video object segmentation (VOS) is a fundamental computersemi-supervised/fl] and self-supervised[ 14] methods
vision task that involves automatically extracting and pre- for tasks such as wheat head detectighand segmenta-
cisely delineating objects of interest at the pixel level across tion [23]. Building on prior advancements in semi- and self-
consecutive frames in a vide®][ In VOS, the association ~ supervised learning for wheat head analysis, we propose a
between pixels and objects can evolve over time due to obhovel semi-self-supervised training methodology for DVOS.
ject motion, camera movement, or change in perspective. InThis approach focuses on wheat head segmentation in videos
contrast to static images, videos capture the dynamic naturecharacterized by dense, repetitive patterns across various
of motion and interaction as they unfold temporally. How- growth stages and only requires a few human-annotated
ever, videos often contain signi cant noise and variability, video frames.
in uenced by uncontrollable environmental factors, such as  Our approach synthesizes a large-scale dataset of com-

1. Introduction
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putationally annotated videos, eliminating the need for ex-and missed objects within the most recent mash.[Re-
tensive manual annotation. We propose a UNet-st§#g [  current B7] and memory-bank-base@][are examples of
architecture for multi-task training, with a two-stage pro- one-shot VOS methods that use an initial reference mask to
cess: rst, construct a foundational model using synthesized predict subsequent masks, updating them as hidden states or
videos (that mimic camera and objection motion), and then storing them in memory banks for future frame predictions.
ne-tune it with pseudo-labeled videos, where the labels gen-  Certain studies suggest leveraging solely temporal signals
erated frame by frame by an image-based mod#gl [This for object segmentation. For instance, a recent watk [
methodology ensures robust performance while signi cantly utilized optical ow extracted from reference frames to trace
reducing the annotation effort. the main object in the query frame, employing a straightfor-
We evaluate our proposed approach on three test sets: (Iyard transformer-based architecture.
a small-scale, single-domain, pixel-accurate video dataset; Using spatial or temporal information, video data has
(2) a diverse, large-scale wheat eld video dataset cap-widespread applications in precision agricultufe 9.
tured with handheld cameras and semi-automatically Ia—(;ampos et al.7] employed conventional image processing
beled, model-generated and human-validated selection; angnhethods to detect static and dynamic obstacles. Through ob-
(3) a drone-captured, manually annotated wheat eld video stacle segmentation and detection, they analyzed spatiotem-
dataset. This demonstrates the utility of our method in ad-poral information extracted from videos captured by cameras
dressing the limitations of dense-pattern VOS in agricultural mounted on mobile vehicles in agricultural environments.
contexts. The study of image-based segmentation on images with
The key contributions of this work include: (1) the design gense and repetitive patterns3[ 23] has been explored
of a convolution-based architecture enhanced with diffusion within the agricultural domain, ranging from smaller-scale
and attention mechanisms for DVOS; (2) the developmentinyestigations ] to larger-scale data analyses, with exam-
of a data synthesis pipeline for generating large-scale ani:es such as wheat head detectigf §ounting [36], and seg-
computationally annotated videos that simulate camera andnentation B4]. Sabzi et al. 3] employed traditional image
object motion in natural environments; (3) the creation of processing techniques utilizing intensity transformations
a large-scale and diverse dataset of wheat eld videos with and morphological operations on image color and texture
computationally-generated annotations, utilized for further features to segment agricultural video frames, individually,
model training; (4) the formulation of the DVOS task for  characterized by complex and dense patterns. Ariza-Sentis
wheat head video data, enabling predictions without the needgt 3. [1] utilized phenotyping techniques to assess the phys-
for reference frame initialization; and (5) a comprehensive jca| characteristics, including size, shape, and quantity, of
evaluation of the proposed model across phenotypically di-grape bunches and berries. This involved employing multi-
verse datasets, demonstrating superior generalization acrosgpject tracking and instance segmentation (spatial embed-
varying data domains compared to the conventional VOS ding) methods to determine the attributes of individual white
approaches. The source code for our method is publiclygrape bunches and berries from RGB videos captured by

available at GitHub. unmanned aerial vehicles ying over a commercial vineyard
densely covered with leaves. Gibbs et all][aimed to cre-
2. Related Work ate a generalizable feature detection method combined with

General video object segmentation methods have been inved tracking algorithm to enhance feature detection and enable

tigated by analyzing the spatial and temporal characteristicsthe determination of plant movement traits.

inherent to video data. While the state-of-the-art VOS ap-

proaches commonly opt to compute temporal matching in 3. Method

the form of optical ow and dense trajectories 12, othgrs 3.1. Problem Formulation

prefer the parallel strategy that processes frames indepen-

dently [21, 28, 31]. These studies rely on the availability of In general, VOS aims to generate a semantic segmentation

large-scale annotated datasets, i.e., the pixel-level annotatiomask for each frame in a video clip of lengthVariations of

for each target object in every video frame, to serve as theVOS problem settings include image-based models, which

primary input for training DL models [3]. predict a segmentation mask for each frame independently
It has been reported that for general-purpose tasks involv{Figure 1A). Multi-task image-based models]] attempt

ing one or two large target objects, these models often taketo improve model training and performance by forcing the

shortcuts by predicting subsequent masks solely based on thenodel to simultaneously predict masks and a reconstructed

provided preceding frame’s mask, thereby bypassing the richversion of the input image (Figure 1B). The frame-by-frame

information offered by the preceding frames themseld&€s [  approaches, however, are identical to the single image prob-

This oversight led to shortcomings in predicting segmenta-lem setting and do not incorporate information across frames

tion maps, stemming from obscured objects in earlier framesto assist in the predictions. In the traditional VOS setting,
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the model predicts the segmentation mask for the querysideM ; doubles the annotation requirements for training
(subsequent) frame based on the preceding frames, their rstand validation. It also requires manual annotation of the rst
frame’s mask, and the query frame itself as input (Figure 1C).frame of each video during inference or prediction. Nev-
Our proposed multi-task approach, however, generates thertheless, this effect is less pronounced in general-purpose
query frame and predicts its segmentation mask given onlytasks with large objects but becomes more signi cant in tasks
the preceding frames as input, Figure 1D. involving videos of small objects. Our experiment shows
We de ne the following terminology to describe the thatQFRM-VOSmodels directly transfer the initial frame’s
frames within a video clip. Given a sequence of frames mask without accounting for the frame’s spatial pattern, in-
fx,jt r tg, werefertoR, = fx, jt r dicating a tendency to rely on shortcuts rather than proper
t 1gas reference window, whereis the context window  learning.
representing temporal reference information. Denote the .
query frame ok; asQ; and the pixel-level annotation for 3.2. Model Architecture
the query fram&; asM ;. R is used as input for the model, We designed a UNet-styl&¥] 2D convolutional architec-
and the paifQ¢; M ) is the desired output, i.e., the ground ture for DVOS, trained with a multi-task learning paradigm.
truth (Figure 1D). This model processesconsecutive reference framés, to
predict the subsequent fram@)and its mask ). The key
components of the proposed architecture include an initial
convolution block, a contraction path, skip attentions, skip
diffusion, an expansion path, and decoder heads, detailed
below and visually illustrated in Figure 2.
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Figure 1. Architectural choices for segmentation: (A) Conventional |
image segmentation, segmenting the query im&gg (B) Multi- ‘
task learning, jointly learning image reconstruction and image |
segmentationl[(]; (C) Conventional VOS, using reference frames,
rst reference frame mask, and query frame as model inputs to!
segment the query imaged]; (D) Our approach uniquely leverages 1
reference frames within a multitasking framework to predict both !
the subsequent query frame and its corresponding mask, eliminating
the need for reference frame annotations or the query frame itself
as model input.
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Head Head
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We adopt a multi-task learning approach for DVOS
through paired frame/mask prediction (as shown in Fig-
ure 1D). Unlike conventional VOS methods, we exclude the
query frame and reference masks from the model’s inputs toFigure 2. Overview of the proposed UNet-sty®] architecture
reduce reliance on explicit annotations (cf. Figure 1C). Our for DVOS.
design leverages the model’s ability to infer temporal depen-
dencies from reference frames rather than directly exploiting  Theinitial Convolution Block consists of 8 3 convo-
the Query Frame andReferenceMasks, as manipulated lution layer (stride 1, padding 1), followed by two ResNet
in [3], which we callQFRM-VOSmodels. Using the query  blocks (Figure S9). Each ResNet block includes two compo-
frame as an input reduces the model’s reliance on capturingnents, each with a Group Normalizaticte] (size 8), Swish
spatial and temporal information from the frames to predict activation P9], and a3 3 convolution with padding 1. This
the object’s precise location in the subsequent frame, therebyinitial block preserves the input spatial dimension.
improving mask prediction accuracy. In addition, under a  The Contracting Path contains contractive modules,
linear assumption, removing the query frame from the list of each with two residual blocks followed by a Group Normal-
model inputs reduces the computational cost by a factor ofization, activation, an8 3 convolution (stride 2, padding 1)
J.Rj%l, ignoring model-speci c complexities. Furthermore, for spatial downsampling. The output is processed Bijta-
incorporating the rst reference frame mas ¢ ) along- tiotemporal Attention Block consisting of spatiotemporal
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attention, channel reduction, skip diffusion, and dropout. ~ 3.3. Data
Inspired by [.€], the spatiotemporal attention module ag- \yg trajn the model in two phases, with the data section

gregates informative signals from the concateniggF| organized into two subsections that describe the datasets

feature maps. It has two streams: a Spatial Attention streanyse for each phase. Furthermore, we introduce the test sets

using Depth-Wise Separable Convolutions][ Group Nor-  ijize for evaluating the developed models in the following
malization, Swish, and a Temporal Attention stream that subsection.

combines feature maps with adaptive average pooling and
two linear layers. This module preserves the input feature3.3.1. Phase 1: Synthetic Data

map dimensions  C  H W) butrequires additional  \yg generated a large-scale dataset of synthetic video se-
processing before_enterl_ng the_ expansion path. Instead quuences, denoted &ain , by using the cut-and-paste
reducing feature dimensions with DSC, we apply 3D Aver- 1, athod introduced in, 25, to generate video sequences

age Pooling, integrating spatiotemporal features. We alsoy, 5y emylate both camera motion (combined motion of back-

add noise through a diffusion-based scheduler and apply 2Dg6nd and foreground objects) and plant motion (motion
Dropout to prevent over-reliance on skip connections.

of the foreground wheat heads relative to the background).
UNet models §Z] retain low- and high-level spatial infor-  Background frames are generated from video clips of bare
mation via skip connections, which enable precise localiza- g|gs (without wheat plants) by a cropping procedure that
tion but struggle with noisy or masked inputs. This limitation forms a sequence of consecutive frames as the background.
arises from their reliance on high-resolution feature maps,Foreground wheat heads are extracted from seven annotated
neglecting mid-level feature&T]. To overcome this, weinte-  frames of wheat eld videos. Fake wheat heads are included
grate a weighted forward diffusion process into the skip con- a5 negative-samples and are generated with the shape of real
nections, balancing feature contributions and improving per-neads but with a non-head texture/appearance.
formance. Nevertheless, as opposed to generative diffusion 14 simulate natural movement and deformation, the wheat
models that focus on noise prediction, our approach imple-heads underwent spatial and pixel-level transformations,
ments reconstruction by utilizing low- and mid-level features. mimicking both camera and environmental effects. This

Erﬁd'ﬁuﬁon process follows the Markov chaiiv], x; = includes object-level movement (individual adjustments for
tXo+ 1 ¢, wherexis samplﬁcﬂrom the diffusion  gach wheat head) and frame-level motion (adjustments for
kernel, speci ed ag)(xtjxo) = N ( ), X0 T o). all wheat heads based on prede ned behaviors). The frames
Here, N (O;1),thescalary= ", (1 i),and . and corresponding masks were synthesized simultaneously
serves as the variance scheduler, formulated to ensure thahy majintain consistent annotations. Further details of the

!0 synthesis process can be found in Appendix S7, with visual

In the latent space, no noise is applied initially, but noise jllustrations in Figures S7 and S8.

increases along the expansion path, regulated by a sched- The synthesized datas&in , consists of two subsets,
uler based on beta distributions. The scheduler optimizesgreen Shaded and Yellow Shaded, each corresponding to
diffusion parameters across encoding/decoding levels (Apgifferent growth stages. The Green Shaded subset contains
pendix S9, Figure S10). 13 background videos with01 heads, resulting i860syn-
TheExpansion Pathreplicates the downsampling path, thesized longs videos ard; 600training samples, while the
maintaining the number of residual blocks at each level. It Yellow Shaded subset contaihs background videos with
uses in order Group Normalization, Swish, and Nearest-251 heads, resulting iB00synthesized videos args; 000
Neighbor upsampling (scaling factor 2) followed b@ga 3 training examples. Figure 3 shows a comparison between
convolution. Skip connections and lower-resolution feature synthetic and real video frames, with masks overlaid in pink.
maps are concatenated at each level. The shared decoder We also used a validation set®0samples (denoted as
includes two heads: one for segmentation (1-channel output) ) including ve consecutive video frames with the rst four
and one for reconstruction (3-channel output). frames R:) unannotated and the last or@}] annotated.
Conventional UNet models often excel at reconstructing This validation set is from the same distribution of the Yellow
clear inputs but struggle with domain adaptation and general-Shaded subset &;,n . The annotations were conducted in
ization, particularly in segmentation and reconstruction tasks.a semi-automated manner, where we manually re ned the
To address this, we diffuse input images using a patchingpredictions made by our prior model from [25].
style (diffusion withPy4 = 0:5, random time steps from 0
to 1000). Figure S11 shows an input image subjected to dif-3-3-2- Phase 2: Pseudo>labeled Data
fusion. We also apply pixel-level color augmentation, light We collected a set df9 top-view captured videos of wheat
color alteration, blur, and group-wise spatial transformations elds, denoted a®v = fW; j 1 i 19g, resulted in
(small-angle rotation, random cropping, normalization) to 86; 572frames, representing various growth stages and en-
both reference and query frames/masks during training.  vironmental conditions. These videos were captured using
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captured videos of wheat elds to evaluate the model perfor-
mance on the pixel-accurate annotated images. Each drone
video contributed .6 samples to . The drone videos were
captured using ®JI Mini 3 Pro Dronefrom various alti-
tudes. Importantly, is regarded as an external dataset since
no samples from any of its domains are utilized to train or
validate the models. Figure 4 presents a visual representation
of the test sets described in the preceding sections.

 Synthetic

Real

abeled (Pgey)

Figure 3. Synthetic videos show color-augmented fake wheat heads
and masked real heads, isolated from the canopy and stem, overlait?
on uniform background frames with random head-level movements. | e
Real videos depict actual wheat elds, capturing normal motion in
dense wheat spikes within the eld.

Manually Labeled ()

Manually Labeled (

a 12-megapixe| camera frqmo' L5, and2_:0 r‘r_1e_ters "’_‘m' Figure 4. Representative examples of the test sets: the dashed
tudes. All videos were resized from their original size of ange hox highlights the diversity of the pseudo-labeled dataset,

2160 3840pixels such that the height was scaled @24 and the blue boxes show manually annotated test set examples with
pixels while preserving the aspect ratio, then center-crops ofoverlaid annotations.

size1l024 1024were extracted from the resulting videos.
Since manual pixel-level annotation of such large-scale
datasets is impractical, we utilized a modab][ built for
wheat head image segmentation to automatically annotate th&\Ve trained all models identically in two phases for fair com-
videos inW frame by frame. This resulted in computation- parison. First, models were trained 8, with  as the
ally annotated video dataset f (W;;M;) j1 i 19, validation set. Then, they were ne-tuned on pseudo-labeled
which contains86, 572annotated images from these videos. Py, andPy4iq , producing the nal models.
Figure 4 illustrates sample image frames from these videos. Dice and loU were used as segmentation metrics. For
A group-wise data split was conducted o partition it frame predictionl(, in Figure 2), we combined MSE and
into training Pyain ) With 7; 525video clips and7; 613in- SSIM losses, while segmentation logs (n Figure 2) con-
dividual frames, validationH4iq ) with 2; 839clips 14; 182 sisted of BCE and Dice. Given the dataset sizes, models were
frames, and test sePgs; ) of 6; 958video clips and frame  trained forl5epochs with batch sizes 82 and16 forimage-
size 0f34; 777. Then, longer videos were split into clips of and video-based models, respectively. The best model was
ve consecutive frames. This split approach ensured thatselected based on the validation Dice score. Training used
data points from a single video clip were contained entirely the AdamW optimizerJ(] with ale 4 learning rate and
within either training, validation, or test set while preventing 1le 5 weight decay, with CosineAnnealingLR gradually
overlap. When training with a frame interval ofwe merged  reducing the rate the 5 over15epochs.
the consecutive clips into one, ensuring that each merged Training images were randomly cropped to a range from
clip originates from unique individual clips. Note that the 256to 768out of the originall024 1024frames, resized
test set was visually veri ed to ensure high data diversity, to 384. During the evaluation phases, a singlE-pixel cen-
serving as a reliable external benchmark for evaluating theter crop ensured consistency. The architecture featured ve
models’ generalizability. downsampling modules with convolution kernels3@f 64,
64, 128 256, and512at the latent level, each with two resid-
ual blocks. Video models employed Group Normalization
We used a manually annotated set (denoted)asonsisting (group size =) and a0:3 dropout in spatiotemporal mod-
of 100 samples for testing. Each sample inincluded a  ules. Middle convolution layers of the decoder heads @ged
combination of ve consecutive image frames, where only kernel sizes, while input/output layers matched decoder/task-
the nal frame Q) was manually annotated. required output dimensions. The model containé&d®M
We also used an external test setpf 48 samples, each  parameters for video tasks and 6M for frame-based tasks,
containing ve frames. The rst four frames were unanno- which utilized only encoder-decoder and head components.
tated, and the nal frame was manually annotated. These To compare to image-based models, we removed the
samples were extracted from three distinctly diverse drone-Spatiotemporal Attention Block (Figure 2), training with

3.4. Experiments

3.3.3. Pixel>Accurate Manually Annotated Test Sets
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conventional skip connections instead, to devep,
andIM pg.,as backbones for video models. Training fol-
lowed two paradigms: (1) query frame as input (QAI) for a
reconstruction/segmentation task, and (2) randomly selected
reference frame as input (RRAI) for frame/mask prediction.
In RRAI, UNet-style attention-free models predicted query
frames and masks given a randomly chosen reference frame
fromR as input.

For DVOS-based models, we conducted multiple experi-
ments either from scratch or leveraged frame-based models
as partially pretrained models for DVOS. Our video-based
models,VM g, andVM g, performances are thoroughly
illustrated in section 4 and supplementary section S11.

Finally, we evaluated our models against XMe#fj, [
which belongs to the state-of-the-art QFRM-VOS models.
XMem processes reference frames, the query frame, and the
initial reference mask as input to segment the query frame.
To ensure fairness, XMem was trained with the same two-
phase procedure as our models and compared to our best-
performing DVOS model. The trained models are referred

to asXM synt aNdXM psey Figure 5. Performance visualization of thi# pe,,model across
different test sets. The rst two columns depict masks overlaid on
4. Results the corresponding images. Each block forms four different samples,

_ _ which are consistently arranged within the same grid cell across
In this section, we present the performance of our best-Ground Truth, Mask Prediction, and Image Prediction columns.

performing modelYM gy, VM pe With asterisk superscript

in Table S4) alongside the reference mod#ls| sy and

XM psey FOr simplicity, we remove the asterisk superscript girating highly consistent performances across our manually
here. Additional experiments and ablations are provided in 5nnotated test sets (please see Section S11 for more details).

Section S11 in the supplementary materials. . . . .
PP Y VM g Which partially pretrained on théM p,, trained

Table 1. Quantitative evaluation on manually annotated pixel- on Sra"‘, data. AlthOUQh 't, was tralne'd exc.:lu5|vely on a
accurate test sets: handheld video3 &nd drone-captured J. synthetic dataset Wlth_premse annotations, its performance
VM gy, partially pretrained on a QAl frame-based task, Xiisynt across both datasets is reasonable, considering the charac-

trained onSyain  and . Additionally, VM pee,andXM pseywere teristics of the training data. Although théM g, model

ne-tuned onPyain - andPyaig . trained on the synthetic dataset, it demonstrated comparable
dice scores 00:482on and0:453on . Note that the
Model  Pretrained On  Metric synthetic dataset was generated using only a limited selec-
M M Dice 0.759 0.761 tion of wheat heads from a few image frames, spanning two
Pseu synt loUu 0.621 0.619 domains. In contrast, , which was captured at 20-fps
VM g None Dice 0.482 0.453 con guration, serves as a single-domain real- eld evaluation
ynt loU 0.335 0.307 set. Meanwhile, the datasetserves as an external test set
VM VM Dice 0.650 0.791 for this model and includes videos captured from varying al-
Pseu Synt loU 0.493 0.657 titudes, under different weather conditions, and with various
XMgym  XMem-s012 [3] IID(;(EJe (())gé—)g 8;1521 light intensities. N .
. . : Our ne-tuned modelVM g, exhibits notably improved
XM XM Dice  0.831 0.811 performance when trained on the large-scale and diverse
Pseu Synt lou 0.716 0.690 . - -
pseudo-labeled datasé,j, . It achieved a substantial

performance gain of ovelr6:8% on the dataset, despite
Table 1 demonstrates the performance of our developedacking training samples from this domain, and nedy%
models across our manually annotated test sets. Both imagen Ps; (Table 2). Furthermore, the model's accuracy on
levelIM gy andIM pge were trained on individual frames of ~ the manually labeled dataset underscores its precision in
synthetic and pseudo-labeled datasets in the QAI paradigmpixel-accurate segmentation of wheat head objects. This
ThelM ¢, ,model was evaluated at the frame level, demon-model also demonstrates signi cantly enhanced performance
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when evaluated on, achieving a Dice score @791 This We also evaluated theM p.., model performance on

represents an improvement of 0\B3% compared to model  each vided/ 2 P , Where each video captures a diverse

VM gyt exhibition of wheat plants, collectively representing diverse
Figure 5 visually illustrates the prediction performance phenotypes, often from slightly variant altitudes. While

of modelVM p.,0n randomly selected samples from the all models demonstrate consistent performance across most

test sets. A grid format is used to arrange four randomly Videos,Video 1proves more challenging to segment com-

selected samples in each test set. The left grids display théoared to others (see dashed orange columns in Figure 6 and

ground truth masks overlaid on their corresponding imagesTable 2). This dif culty is evident in the performance of

The middle grids present the model’s mask prediction per-VM gyny VM pge,, aNAXM pseymodels. As discussed above,

formance, visualized as the masks overlaid on the imagesthe presence of low-quality video results in impaired pseudo-

Despite the model’s ability to reconstruct the query frame labeled ground truth, thereby diminishing the quantitative

(third column grids) from noisy reference frames, diffused Scores of our models. Despite this, visual inspection reveals

by input and hierarchically added skip-level noise, we solely proper segmentation ddeo 1by our model, capturing even

utilized the model’s frame prediction capability to achieve the low-quality wheat heads.

more stable and effective training. It is important to note that

the ground truth for the second row of grids represents the

model-generated (pseudo) masks.
We compare our approach to the XMe#j fnodel, which

represents an upper-bound on VOS performance because it

uses the rst-frame mask as input together with the reference

frames and the query frame itself (similar to Figure 1C)

whereas our method excludes query frame and input masks

entirely and relies solely on the reference frames (Figure 1D).

The comparison across all three test sets is presented in

Tables 1 and 2. The quantitative results indicate that XMem

consistently achieves overall Dice scores ab@8on all

three test sets, and our best-performing model reaches just

below this level of performance. In addition, the qualitative

segmentation results &M pse, Shown in Figure 6, highlight

some problems that are overcome by our approach, such as:
The XMem model generates segmentation masks for sub-
sequent frames based on the provided initial frame’s maskrigure 6. Visual inspection of model prediction performances:
Consequently, when the initial frame mask is highly ac- The left columns, in dashed blue boxes, demonstrate high-quality
curate, the model produces near-perfect predictions (agredictions by both models when the pseudo-labeled ground truth
illustrated by the dashed blue box in Figure 6). Con- is pixel-accurate. The right columns, in orange boxes, illustrate the
versely, when the initial mask is inaccurate, the Segmen_degradation iXM p_seuperformance due to its reIiancc_e on the i_nitial
tation quality remains poor or further degrades over sub-reference fre_lme, in contrast to_cMM pseumodel, which remains
sequent frames (dashed orange box in Figure 6). Thisrobust even in the presence of inaccurate ground truth.
dependency results in high quantitative scores when the
subsequent ground-truth masks closely resemble the ini- . .
tial reference frame mask. >. Discussion
The model exhibits a strong dependency on the initial |n this paper, we proposed a semi-supervised method for
reference frame’s ground-truth mask, limiting its ability segmenting videos with dense patterns using only seven
to effectively learn spatial and temporal information from manually annotated frames for large-scale data synthesis,
individual frames. Rather than adapting to the content weakly-supervised learning with pseudo-labels, and self-
of each frame, it primarily propagates the provided mask supervised learning via reconstruction. By leveraging syn-
throughout the sequence in a cascading manner, leadinghesized and pseudo-labeled clips, we bypassed the costly
to ineffective learning. manual labeling step typically required for videos of small
This is in contrast to ouvYM ps,,model, which despite  and dense objects, such as videos of crop elds.

achieving lower quantitative scores, effectively identiesand  We engineered an automatic data synthesis method, re-

segments the actual wheat objects in both scenarios, demorplacing manual annotation by simulating motion and optical

strating robustness in segmentation performance regardles®ow. Extending [25] with object- and frame-level motions,

of the ground-truth accuracy. we generated diverse datasets with various backgrounds. The



Table 2. Quantitative results of mod&I# g, VM pse,andXM psey0n individual videos fronPest along with the overall average score,
weighted by the number of frames rather than a simple balanced average across the ve videos.

Model Trained On Metric Videol Video2 Video3 Video4 Video5 All
VMg M Dice 0.160 0.281 0.219 0.204 0.314 0.244
ynt Pseu loU 0.099 0.174 0.130 0.117 0.207 0.150
Dice 0.480 0.710 0.825 0.821 0.820 0.679
loU 0.330 0.571 0.705 0.699 0.712 0.542
Dice 0.731 0.845 0.932 0.918 0.934 0.835
loU 0.579 0.736 0.873 0.848 0.878 0.726

VM Pseu VM Synt

XM pseu XM synt

synthetic data alone achieved a Dice scor8:42 to 0:48 and environment-enforced noise. Further, introducing addi-
with VM g, When evaluated on our manually-annotated test tional complexity during training, increases task dif culty
set (Table 1). Fine-tuning with a few minutes of pseudo- through controlled perturbations, aiming to act as an implicit
labeled wheat- eld videos further improved the model's regularization mechanism and reduce over tting risks.
performance byl 7%to 43%across different test sets. VM pee, trained only on synthetic data and ne-tuned

Furthermore, we introduced a convolution-based archi-on pseudo-labeled data, accurately segmented wheat heads
tecture for DVOS tasks, integrating a hierarchical diffu- (Figure 6 and supplementary Figure S12), demonstrating
sion process and a spatiotemporal mechanism via multitobustness in disregarding misleading segmentation signals.
task frame/mask prediction. Retaining the well-establishedVideo 1's lower performance highlights video quality’s im-
UNet-style P7, 37] architecture with shared encoders and pact on model evaluation and deployment. However, visual
decoders, we added two task-distinct heads for frame andnspection con rms that our developed model performs well
mask prediction and incorporated spatiotemporal attentionacross all ve videos, outperforming the ground truth and
modules into the skip connections to effectively capture and XM pse,in segmenting Video4 and 2, where the ground
temporal dependencies across frames. truth lacks pixel-accurate annotation.

In contrast to existing QFRM-VOS approach8s4, 6, To enhance performance, we propose expanding human-
21, 22] requiring initial frame ground truth, reference, and  annotated images for foreground object extractidn K
query frames as input for training and even inference our in supplementary section S7), extracting wheat heads from
model used only reference frames, reducing manual annotaindividual images instead of noisy video frames, and improv-
tion by half and mitigating initial mask dependency. Further, ing synthetic data quality. We also observed that temporal
we showed that our training approach prevented models fromconsistency among training video clips is crucial for deep
exploiting initial masks via the waterfall effect as happened |earning models (supplementary section S11). Future work
to XMem models (Figure 6). could synchronize wheat head movements across frames for

Our exible architecture enabled training on small-scale more consistent and realistic motion, aligning with natural
data. Without manual annotationé .. trained on syn-  dynamics in synthesizing agricultural and general-purpose
thetic and pseudo-labeled clips achieved comparable perwideos. The second phase of model training used authen-
formance to XMem§], obtaining a0:79dice score on the tic, pseudo-labeled videos without pixel-level annotations,
drone-captured test set, Furthermore, our approach proved mainly consisting of long video clips. We recommend ex-
signi cantly more accurate when evaluated on the pseudo-panding the dataset with shorter, more phenotypically di-
labeled data with the inaccurate initial frame’s mask (dashedverse wheat video clips.
orange box in Figure 6), reinforcing the reliance of existing
methods on accurate initial segmentation and highlighting ag. Conclusion
key limitation of QFRM-approaches (Figure 6).

We demonstrated that our integrated diffusion-based andTo conclude, we have proposed a semi-self-supervised strat-
augmentation preprocessing and skip diffusion model com-9Y for dense video object segmentation, addressing annota-
ponents work effectively. UNet-style models transfer unpro- tion challenges for small and occluded objects. We trained a

. . . . ; novel multi-task learning architecture using synthetic videos
cesseﬁd ht'gh level :‘etgturg S dwa sk|pbf:ort1nect|cﬁ”?$, [W:]_'CZ thi and weakly-labeled real videos of wheat elds. Our model
can afiect segmentation in dense object scenarios. 10 XIS, qq onstrated high performance across diverse test sets de-

we integrated a diffusion-based hierarchical module into our spite limited human-annotated frames. The methodology can
spatiotemporal module on each skip connection to regulatepe extended beyond precision agriculture as it is applicable
the internal information ow, applied heavy preprocessing to video-centric tasks in autonomous driving and medical
pixel-level augmentation and tile-based diffusion noise, aim-imaging requiring multi-object and dense pattern segmenta-
ing at enhancing model robustness to videos’ inherent noisetion.
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