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Figure 1. We present HarmoVid, a relightable video harmonization framework that aligns lighting between foreground and background.
Given a foreground video with masks and a target background video, HarmoVid leverages a video diffusion model to directly synthesize
a harmonized output. It produces realistic, temporally consistent results that accurately match foreground color, intensity, and shadows to
the background while preserving both foreground and background content.

Abstract

We present a method for harmonizing the lighting of a fore-
ground video to match a target background scene, adjusting
shadows, color tone, and illumination intensity (relightful
harmonization). Unlike images, acquiring labeled data for
videos, where identical motions are recorded under differ-
ent lighting conditions, is practically infeasible and non-
scalable. While one way to create such paired data is to
apply existing image-based harmonization models frame by
frame to a video, the resulting outputs often suffer from sig-
nificant temporal jitters. We overcome this problem by in-
troducing a novel lighting deflickering model that can sta-
bilize the global and local lighting flickering artifacts. Our
video diffusion model learns from these upgraded deflick-
ered data with a volume of real and synthetic videos to gen-
erate high-quality video harmonization results. We further
propose an asymmetric alpha mask conditioning technique
to learn the clean boundaries from real videos. Experi-
ments demonstrate that our model achieves strong temporal
coherence, naturalness, cleaner boundaries, and physically
meaningful lighting behavior, while maintaining strong re-
lighting expressiveness compared to prior image-based and
video-based harmonization methods.

1. Introduction

Video harmonization, the task of adjusting a foreground
object’s appearance to seamlessly blend with a new back-
ground, has attracted increasing attention for realistic video
composition in various applications such as filmmaking,
video editing, and augmented reality. Despite significant
progress in image harmonization, video harmonization re-
mains a challenging task due to the additional complex-
ity of the temporal dimension. Image harmonization tech-
niques [4, 35, 47, 50] applied independently to each frame
of a video often lead to temporal inconsistencies in lighting,
causing noticeable flickering and making these approaches
unsuitable for video harmonization.

The primary obstacle in directly extending image har-
monization models to videos is the scarcity of paired train-
ing data; it is practically impossible to capture an identi-
cal performance under varied lighting and background con-
ditions, especially when recording human subjects whose
motions, expressions, and poses cannot be precisely repro-
duced across multiple takes. Although synthetic data can
be generated at scale, it still fails to represent subtle light-
ing—appearance interactions and realistic temporal behav-
iors observed in real scenes, which limits its effectiveness
as a substitute. This lack of high-quality, real-world data
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severely constrains the generalization capabilities of exist-
ing image harmonization models, particularly for harmoniz-
ing unconstrained, in-the-wild videos.

Existing approaches [4, 9, 35, 47, 50, 51] have attempted
to circumvent the data scarcity problem but often intro-
duce their own limitations. Methods that extend frame-
by-frame image harmonization techniques to video [7, 49]
often fail to maintain temporal coherence, resulting in dis-
tracting flickering artifacts. Others that rely on synthetic
datasets [14, 37, 55] struggle to generalize to the com-
plex lighting dynamics and natural variations of real-world
scenes. Although recent generative networks offer more
flexibility [9, 23, 48, 51, 56], they often inadvertently alter
the core characteristics of the input, i.e., inadvertently alter
the foreground or background contents, a problem known
as identity shift. Furthermore, most methods [9, 50, 56] are
highly sensitive to the quality of the input foreground mask,
leading to unnatural boundary artifacts when using imper-
fect masks, which is common in practical workflows. These
limitations highlight the key properties that a ‘good’ video
harmonization model must satisfy: (a) preserve the iden-
tity and texture of the foreground and the background of
the input video, (b) ensure temporal consistency, (c) exhibit
robustness to imperfect masks, and (d) demonstrate high-
fidelity expressiveness in lighting across diverse scenes. To
date, no single framework has comprehensively addressed
all these requirements.

To address these multifaceted challenges, we introduce
a framework that achieves robust and temporally coher-
ent video harmonization without requiring real paired data.
Our approach is centered on a two-stage training strategy
that combines data refinement with a robust harmoniza-
tion model. We first composite real foreground videos onto
various background videos, and generate pseudo-synthetic
training pairs by applying an off-the-shelf image harmo-
nization model to individual frames. Recognizing that this
process introduces temporal flickering, we then train a light-
ing de-flickering network to refine these sequences, creating
a high-quality and temporally consistent dataset. By jointly
learning with real videos and refined synthetic videos, our
video harmonization model, HarmoVid, could combine the
strength of the videos from each domain (e.g., physical
plausibility from real videos, and lighting expressiveness
from synthetic videos as shown in Fig. 2).

We further improve the harmonization results on the
boundary by asymmetric conditioning of the foreground
mask: we use binary mask conditioning when learning
from synthetic videos, while pseudo-alpha maps from real
videos. By learning from real videos with such pseudo-
alpha maps, HarmoVid could produce smooth foreground-
background transitions, robust to imperfect segmentation
during compositing and harmonizing.

We conducted extensive experiments on challenging

Real videos

Synthetic videos

Figure 2. Samples from our paired video harmonization dataset.
Real videos serve as high-quality ground truth, offering strong su-
pervision for temporal coherence, physical plausibility, natural ap-
pearance, and clean boundaries. Synthetic videos, while highly
scalable and cover a wide range of expressive and dynamic light-
ing conditions, inherently lack full realism and temporal fidelity.
Our video harmonization model, HarmoVid, leverages the com-
plementary strengths of both real and synthetic data to achieve ro-
bust and high-quality harmonization.

real-world video datasets to evaluate our video harmo-
nizaiton model. The results demonstrate that our method
significantly outperforms state-of-the-art approaches in
both quantitative metrics and qualitative assessments. No-
tably, HarmoVid produces videos with superior tempo-
ral stability, better identity preservation, cleaner boundary
blending, and naturalness.

2. Related Work

2.1. Image Relighting and Harmonization

Image relighting aims to modify the illumination of a scene
while preserving its underlying geometry and appearance.
Most recent approaches are based on deep learning, cap-
turing high-level relationships between scene structure and
lighting and enabling controllable adjustments.

Deep learning—based relighting can be categorized into
several subgroups. 3D-aware relighting approaches [2, 16,
26, 27, 33, 34] utilize neural 3D representations to jointly
model geometry and illumination, allowing complex light-
ing effects including viewpoint-dependent shadows and re-
flections. Inverse rendering-based methods [30, 31, 41, 46]
explicitly decompose an image into reflectance, shading,
and illumination components, providing physically inter-
pretable results, though they often struggle to generalize
to complex real-world scenes due to simplified assump-
tions about materials and lighting. Image-based relight-
ing [5, 8, 15, 18, 25, 38, 54] with explicit lighting control
leverages input images while providing additional cues such
as light direction or intensity, enabling controllable and re-
alistic relighting without requiring full 3D reconstruction.

In parallel, image harmonization focuses on adjusting
the appearance of composite or inserted regions to match
the lighting, tone, and color characteristics of the surround-
ing background [35, 47]. Recent diffusion-based methods
further enhance realism and robustness using large-scale
synthetic or augmented datasets and enable controllable ad-
justments via image- or text-guided cues [4, 50].
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Figure 3. Our three-step pipeline for data synthesis and training for video harmonization. In the first state, we apply off-the-shelf image-
based harmonization model to a video frame by frame to reconstruct the intermediate synthetic data. In the second stage, we upgrade the
quality of the synthetic data by applying our lighting deflickering model to the synthetic videos. In the third step, HarmoVid jointly learns
the real and synthetic data to generate temporally coherent, realistic, and expressive video harmonization results.

2.2. Video Relighting and Harmonization

Video relighting extends image relighting to sequences of
frames, introducing the challenge of maintaining temporal
consistency while ensuring spatially coherent illumination.
Early works [7, 49] used optical flow or temporal regular-
ization to stabilize results across frames, whereas more re-
cent approaches employ neural rendering, 3D-aware repre-
sentations [3, 10, 13, 20, 21, 43, 44, 53]—such as NeRF-
based models and 3D Gaussian representations—or video
diffusion models [11, 12, 22, 28] to jointly model lighting,
geometry, and temporal dynamics. While those methods al-
low controlling the lighting properties of the videos, they do
not support the harmonization that automatically matches
the foreground and background lighting distribution.

Video harmonization shares the objective of maintain-
ing consistent lighting, tone, and shading over time, par-
ticularly in composite or edited videos, while support-
ing the automatic lighting matching process. Recent
methods further explore user-controllable or text-guided
video harmonization. Some approaches [23, 48] enable
text-to-video harmonization using video diffusion mod-
els. Light-A-Video [56] converts image-based harmoniza-
tion models into video harmonization frameworks, whereas
LumiSculpt[51] employ light maps and light trajectories to
allow user-directed manipulation of lighting within a sin-
gle video, with LightCtrl[1] additionally supporting user-
controlled background lighting. However, all of these meth-
ods rely primarily on text prompts and cannot explicitly
condition on the input background, effectively relighting
the background along with the foreground. In contrast,
RelightVid [9] leverages in-the-wild videos together with
3D-rendered data to achieve temporally consistent relight-
ing under precise HDR illumination and explicitly condi-

tions on the background. Nevertheless, when applied to real
videos, it does not use paired data; instead, it employs fore-
ground augmentation to adapt the model for real-world har-
monization, which limits its ability to fully capture realistic
lighting interactions and complex foreground-background
relationships.

3. Method

Our goal is to harmonize a given foreground video with a
new background video by adjusting shadows, color tones,
and illumination intensity in a visually coherent manner
(Fig. 1). The primary challenge lies in the scarcity of tem-
porally consistent paired training data. To overcome this,
we construct a large-scale pseudo-paired video dataset with
diverse lighting conditions. Another challenge is the do-
main gap between real and synthetic videos. While real
videos exhibit natural lighting and shadows, they lack suf-
ficient diversity for learning expressive relighting effects.
In contrast, synthetic videos can incorporate varied lighting
conditions but often suffer from temporal artifacts.

To address these challenges, we employ a two-stage pro-
cess for dataset generation: (1) per-frame image harmoniza-
tion (Sec. 3.1) and (2) lighting deflickering (Sec. 3.2). Af-
ter constructing the dataset, we train a video harmonization
model, HarmoVid, that learns a bidirectional mapping be-
tween real and synthetic domains (Sec. 3.3). Fig. 3 provides
an overview of the proposed framework.

3.1. Expressive Paired Video Dataset Generation

We first describe the process of generating an expressive
paired video dataset. To create data containing diverse light-
ing effects, we prepare real foreground videos V£ contain-
ing target objects and synthetically generated background
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Figure 4. Our relightful video harmonization framework. Har-
moVid is 3D transformer-based architecture that takes the input
triplets of the latent space of the foregrounds with composited tar-
get backgrounds and noisy targets, and foreground masks; and pre-
dicts the noises that generates clean harmonized videos.

videos Vg . Foreground masks V™ are obtained using
Grounded-SAM-2 [36] with the prompt “the main charac-
ter (human).” The background videos can be generated by
variants of many video generators such as [0, 17, 42] and
are designed to include various lighting conditions. Similar
to Text2Relight [4], we employ a range of lighting-related
text prompts to control illumination characteristics.

Next, the foreground and background videos are com-
posited, and a pretrained image harmonization model, Har-
molm [35], is applied to each frame individually to adapt
lighting and color tone accordingly. The process can be for-
mulated as:

VS = HarmoIm(VE, V5, VM), (D

where HarmolIm denotes the pretrained image harmoniza-
tion model [35].

Although this stage enables the construction of a large-
scale pseudo-paired dataset {(V°, VF)}, the independent
per-frame processing inevitably introduces temporal incon-
sistencies such as flickering and abrupt illumination tran-
sitions. While one could apply existing video deflickering
models [19] to mitigate such issues, these methods are gen-
erally limited to stabilizing global frame flicker and struggle
to handle local lighting variations (e.g., rapid local shadow
changes between consecutive frames). To resolve this limi-
tation, we develop a lighting deflickering module that en-
hances temporal coherence across both global and local
lighting components.

3.2. Lighting Deflickering Network

Our deflickering network is designed to stabilize temporal
lighting coherence, addressing global color transitions and
local shadow changes while maintaining spatial fidelity. To
capture spatio-temporal dependencies effectively, we adopt
a 3D latent diffusion transformer based on CogVideoX [45],
which extends the DiT architecture to model spatial and
temporal dimensions jointly.

Our lighting deflickering video diffusion model learns to
predict the noises given an input flickering video and the
corresponding foreground masks, as illustrated in Fig. 3:

Edeﬂicker - Et,e |:||6 - 69(217 Z,tra VMa t)H;:| ) (2)

where 2! and 27 denote the latent representations of the
synthetic composite chmp and the real target video V¥, re-
spectively. The representations are encoded with a 3D-VAE
encoder &(+):

A =gws ),

comp

I =g(h). 3)

Gaussian noise € ~ N(0,1) is added to 27 according to
diffusion timestep ¢. The synthetic composite chmp is pro-
duced by compositing the real background V2 and the syn-
thetic foreground V2 using the foreground mask V:

chmp = C(VFsv Vlé?v VM)7 “4)
where C is the element-wise composite operation using the
mask VM.

After training this model, the frame-wise harmonized
videos (generated in Sec. 3.1) V* and their correspond-
ing masks V' are provided as inputs to the network. The
model then produces temporally coherent videos VS, which
exhibit reduced flickering and temporally coherent transi-
tions under the background scenes.

3.3. Video Harmonization Network

We train our final video harmonization model, HarmoVid,
using the paired video data constructed in the previous
stage. The goal of HarmoVid is to adapt the lighting distri-
bution of foregrounds to novel backgrounds, ensuring con-
sistency in color and illumination while preserving tempo-
ral stability. As illustrated in Fig. 4, the foreground videos
are first composited with the background videos using the
triplet { Vg, Vi, VM }, then the model produces harmonized
results.

HarmoVid adopts the same 3D latent diffusion architec-
ture as the deflickering network. It learns to predict noise in
the latent space in order to reconstruct temporally coherent
and spatially consistent harmonized videos:

»Charm:Et,e |:||5_Ee(zlszvz;FvVMat)Hz} ) (5)

where 2" and z? are the latent representations of the com-
posited foreground and background, respectively, and 27 is
the noisy latent space of the ground-truth target videos. The
associated latent representations are obtained by:

ZI =& (Cin);

ZB = g(VB)a ZT = g(‘/target)a (6)

where £ is the 3DVAE encoder [45].
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Depending on how the training data are organized within
the dataset, HarmoVid learns from two distinct training
paths. The first path takes a real foreground and a syn-
thetically generated background as input to produce a har-
monized synthetic video (Real — Synthetic). The second
path employs processed foreground—adjusted to align with
a new background condition—together with its correspond-
ing real background to reconstruct a harmonized real video
(Synthetic — Real). This dual-path training strategy en-
ables the model to effectively bridge the distribution gap
between real and synthetic domains, thereby enhancing its
robustness and generalization capability.

Real — Synthetic path. This training path takes real fore-
grounds V£ composited with synthetic backgrounds Vg
and binary mask V™| to generate the synthetic harmoniza-
tion video V5. Learning from this real-to-synthetic path is
crucial for preserving the expressive relighting and shadow
representation capabilities originally captured by the image-
based harmonization model.

Synthetic — Real path. In this path, the foreground from
a synthetic video V1§ is composited with a real background
VA, where the foreground region is first removed using in-
painting [40]. A pseudo alpha mask V¢ is used as a fore-
ground mask during compositing instead of binary masks
VM The pseudo alpha mask smoothly decays the fore-
ground boundaries. Empirically, using the alpha mask in
this synthetic-to-real path is critical for achieving natural
and high-quality harmonization around object edges, as
real videos provide perfect ground-truth blending supervi-
sion. In addition, this synthetic-to-real mapping enables
the model to learn temporal coherence and physically con-
sistent adjustments of shadows and illumination, inherited
from real videos.

4. Experiments

We conduct comprehensive experiments to evaluate the ef-
fectiveness of our HarmoVid in terms of both spatial har-
monization quality and temporal stability. Our experiments
include quantitative comparisons with implementation de-
tails, existing baselines, temporal smoothing analysis, abla-
tion studies, and user studies.

4.1. Experimental Details

Implementation Details. We curated videos from stock
video sources and applied Grounded-SAM-2 [36] to both
identify portrait content and extract masks, resulting in a
total of 10,000 portrait videos. For our experiments, we
sampled 100 frames per video, and reserved a subset of 200
videos for testing.

We train HarmoVid with a standard L2 diffusion loss on
8 NVIDIA A100 GPUs for 8 hours, totaling 1,200 itera-
tions. During inference, we employ temporal MultiDiffu-

sion [52] for videos longer than 85 frames, enabling high-
quality video harmonization on extended sequences.

Baselines. We compare our approach against recent state-
of-the-art harmonization methods, including IC-Light [50],
Relightful Harmonization [35], RelightVid [9], and Light-
A-Video [56]. For a fair comparison, all methods are evalu-
ated on the same composited foreground—background pairs.
Among these, IC-Light and Relightful Harmonization per-
form frame-wise harmonization, whereas RelightVid and
Light-A-Video incorporate temporal consistency modeling.
As the original Light-A-Video does not support background
conditioning, we incorporated its training-free module into
the IC-Light background conditioning version. Addition-
ally, to identify the effectiveness of our Video Deflickering
Network, we compare our lighting deflickering model with
a general deflickering baseline, BVD [19].

Evaluation datasets. We evaluate our model both quanti-
tatively and qualitatively, focusing on spatial harmonization
quality and temporal consistency.

For qualitative evaluation, we utilize a real portrait
dataset, where each foreground subject is composited with
various arbitrary background scenes to demonstrate the vi-
sual harmonization capability of our method.

For quantitative evaluation, we construct two synthetic
test sets derived from the same real portrait dataset by ap-
plying a color look-up-table (LUT) [24] to the foreground
videos. In the first setting, a single LUT is consistently ap-
plied to all frames within each video, producing uniformly
relit sequences. This setup provides paired videos that en-
able direct numerical comparison with the original unmod-
ified sequences, allowing us to evaluate the video harmo-
nization quality (Section 4.2). In the second setting, dif-
ferent LUTs are randomly applied on a per-frame basis to
introduce temporal color and illumination variations, simu-
lating flickering artifacts. This dataset is used to evaluate the
effectiveness of our Video Deflickering Network in restor-
ing temporal consistency while maintaining appearance fi-
delity (Section 4.3). Together, these two complementary
datasets allow a comprehensive evaluation of both the har-
monization and deflickering performance of our proposed
method.

Evaluation metrics. Temporal consistency is mea-
sured using two complementary metrics used in Light-A-
Video [56]. First, we calculate the average CLIP [32] sim-
ilarity between consecutive frames to capture semantic sta-
bility over time (CLIP Score). Second, we estimate optical
flow with RAFT [39] and compute the flow discrepancy be-
tween the harmonized and reference videos, reflecting how
well motion dynamics are preserved (Motion Preservation).

For frame-wise harmonization quality, we use PSNR,
SSIM, LPIPS, and RMSE by comparing the generated
frames with corresponding reference videos. Higher PSNR
and SSIM, along with lower LPIPS and RMSE, indicate
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Table 1. We compare HarmoVid with state-of-the-art image and video harmonization techniques to quantitatively evaluate harmonization
quality (matching foreground and background lighting) and temporal consistency, along with qualitative evaluation with a user study.

Harmonization Quality Temporal Consistency User Study (%)
PSNRT SSIMt LPIPS| RMSE| CLIPScore?T Motion Preservation| Temporal? ID?t  Harmonization 1
IC-Light [50] 14.77 0.8889 0.0828 0.1881 0.9895 1.2928 56 (%) 57 (%) 27 (%)
Relightful Harmonization [35] 15.89 0.9301 0.0581 0.1643 0.9907 1.0021 36 (%) 50 (%) 36 (%)
RelightVid [9] 15.70 09214  0.0707 0.1711 0.9946 0.7096 35 (%) 51 (%) 27 (%)
Light-A-Video [56] 15.64 0.8900  0.0791 0.1716 0.9955 0.5775 56 (%) 58 (%) 51 (%)
Ours (HarmoVid) 17.91 0.9306  0.0554 0.1325 0.9963 0.5264 82 (%) 78 (%) 72 (%)

better perceptual fidelity and realism, while higher CLIP
Score and lower Motion Preservation indicate better spatial
and temporal consistency.

4.2. Video Harmonization Comparison

We comprehensively evaluate the proposed HarmoVid
framework against state-of-the-art video harmonization
methods. As shown in Table 1, HarmoVid consistently
achieves superior spatial and temporal harmonization per-
formance compared to existing approaches. Qualitative
comparisons in Figure 5 further demonstrate that our
method seamlessly blends the foreground and background
while maintaining realistic illumination and temporal sta-
bility. In particular, in the left examples, IC-Light tends
to alter global colors excessively, Relightful Harmonization
exhibits reflection flickering, RelightVid struggles with ID
preservation, and Light-A-Video introduces artifacts in the
background. In contrast, our results remain temporally con-
sistent and visually realistic. The right example also high-
lights that other methods often produce noticeable artifacts
around the portrait region, whereas our approach effectively
suppresses them, thanks to the use of a pseudo alpha mask
that enables more precise boundary blending between the
foreground and background.

User Study. We further validate the perceptual quality
through a user study involving 33 participants. Each par-
ticipant views 10 video clips randomly selected from a total
of 30 samples. For each clip, participants evaluate results
from five competing methods by selecting all methods they
consider appropriate in terms of: (1) Temporal Consistency
— smoothness and stability of motion, (2) ID Preservation
— consistency of subject identity and appearance, and (3)
Overall Harmonization — naturalness and lighting realism.
The selections are then aggregated across participants to de-
rive subjective preference scores, complementing the quan-
titative evaluation metrics.

The aggregated responses in Table | show that Har-
moVid is the most frequently preferred, confirming its ad-
vantage in producing visually coherent and temporally sta-
ble results.

4.3. Deflickering Comparison

We evaluate the effectiveness of the proposed Video De-
flickering Network in reducing temporal artifacts in flick-

Data with per-frame harmonization

Per-frame LUT color jitters Per-frame harmonization
CLIP Score T Motion Pres. | CLIP Score T Motion Pres. |

0.9950 0.5114 0.9920 1.3439
0.9967 0.3630 0.9936 0.5395

BVD [19]
HarmoVid

Table 2. We demonstrate the effectiveness of our deflickering net-
work. In the upper synthetic example, BVD suffers from notice-
able loss of spatial detail, whereas in the lower per-frame harmo-
nization example, it fails to preserve lighting effects. Our lighting
deflickering method effectively stabilize the global and local light-
ing flickering artifacts with minimum loss of details and lightings.

ering videos. Specifically, we compare our deflickering re-
sults with BVD [19] on the video data applied with per-
frame LUT color jitters described in Section 4.1, which
mainly exhibit typical frame-to-frame flickering. We further
apply our deflickering method to the video data applied with
per-frame harmonization outputs that exhibit more com-
plex temporal inconsistencies of local lighting, such as cast-
shadow and highlight flickering. For quantitative evalua-
tion, we employ the same motion preservation metric; how-
ever, due to the absence of ground truth videos, the met-
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Figure 5. Qualitative comparison of our HarmoVid to other image- or video-based video harmonization methods.

ric is computed using the foreground regions of the origi-
nal frames. Evaluations based on CLIP Score and Motion
Preservation indicate that our method improves temporal
consistency in both settings (Table 2). Moreover, qualita-
tive comparisons on consecutive frames demonstrate that
our method effectively suppresses flickering artifacts while
preserving spatial details, including lighting effects, thereby
improving temporal coherence without compromising vi-
sual fidelity.

4.4. More Analysis

Ablation study on two-stage training. To investigate the
contribution of each stage, we run ablations focusing on
Stage 2 (lighting deflickering; Sec. 3.2) and Stage 3 (dual-
path training; Sec. 3.3), with results summarized in Tab. 3.
Skipping Stage 2 degrades both temporal stability and har-

monization quality: when one side of a training pair flickers,
a DiT that jointly models space—time struggles to learn sta-
ble temporal representations and high-quality harmoniza-
tion. In particular, Tab. 3 2nd-row, shows that harmoniza-
tion is almost entirely absent. Using only the Stage 2 de-
flickering network for harmonization (bypassing Stage 3)
suppresses short-term flicker but yields long-horizon incon-
sistencies (Tab. 3, 3rd-row), such as gradual illumination
and tone drift; absent joint learning on real videos, out-
puts also appear less natural. Moreover, during inference,
Stage 2 cannot be used in isolation, as it requires per-frame
processing via Stage 1 (image harmonization) beforehand.
Overall, the deflickering process (Stage 2) and the dual-
path training (Stage 3) are complementary: together they
refine fine-grained spatial details and preserve both short-
and long-term temporal coherence.
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Stage2 Stage3 SSIM T LPIPS| CLIP Score] Motion Preservation |

- v 0.9187 0.0613 0.9911 0.9376
v - 0.9217 0.0594 0.9937 0.5490
' ' 0.9306  0.0554 0.9963 0.5264

Table 3. Ablation study: We demonstrate the necessity of both
Stage 2 and Stage 3. The results in the table are obtained using the
same dataset used in 4.2, while the figures show examples applied
to real-world data.

Ablation study on pseudo-alpha mask. Next, we evalu-
ate the effect of incorporating the pseudo alpha mask dur-
ing training by comparing the outputs generated with and
without it. Integrating the pseudo alpha mask enhances
foreground-background blending, particularly along object
boundaries, leading to more natural and visually coherent
harmonization.

To quantitatively assess the improvements without rely-
ing on ground-truth references, we compute reference-free
image quality metrics—Laplacian Variance [29] and Tenen-
grad—focused specifically on the foreground-background
boundaries. For each frame, we extract a narrow boundary
region around the pseudo alpha mask using morphological
erosion and collision operations, and calculate the metrics
only within these boundary pixels. Laplacian Variance eval-
uates edge intensity, capturing how well fine details are pre-
served along the boundary, while Tenengrad assesses gra-
dient magnitudes, reflecting the clarity of structural details
in complex regions. Using these boundary-focused metrics,
we can systematically verify that integrating the pseudo al-
pha mask preserves subtle edges and maintains high-quality
foreground-background blending. As illustrated in Table 4,
the benefits are most pronounced in challenging regions
such as hair, where intricate details and subtle boundaries
are retained more faithfully.

Generalization. Figure 6 shows that our model, trained
exclusively on portrait foreground videos, works effectively
on non-portrait foreground objects.

w.0 pseudo-o. Input

Ours

pseudo-a  LaplacianVar T Tenengrad 1

- 66.106 2611.501
v 79.098 3324.573

Table 4. Ablation study: Effect of incorporating the pseudo alpha
mask. We evaluate the outputs using reference-free, boundary-

focused image quality metrics.
Time

Figure 6. Result on non-portrait foreground object.

5. Conclusion

We have presented HarmoVid, a novel framework for high-
quality video harmonization that effectively addresses the
challenges of temporal consistency, identity preservation,
and realistic lighting adaptation. By introducing a two-
stage training strategy—comprising per-frame image har-
monization followed by a dedicated Video Deflickering
Network—our method is able to generate temporally co-
herent and visually pleasing harmonized videos even in the
absence of paired real-world data. By combining real and
synthetic video data, our framework achieves expressive re-
lighting effects while maintaining physical plausibility and
temporal smoothness, bridging the gap between control-
lable synthetic scenarios and complex real-world videos.
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