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Abstract

In everyday conversations, humans effortlessly recognize
communication partners using visual cues such as gaze
or head orientation. Replicating this social reasoning
in computer vision is challenging, especially in dynamic,
multi-person settings. We introduce Communication Con-
text Identification (CCI) in egocentric vision: Given a first-
person video sequence, determine which individuals are en-
gaged in communication with the camera wearer. To sup-
port CCI, we collected a challenging large-scale dataset
comprising 68.9 hours of egocentric video captured across
diverse multi-person, multi-conversation scenarios. We
propose CoCoNet, a temporal interaction model for CCI
that tracks social dynamics via attention across individuals
over long time scales. CoCoNet flexibly handles varying
group sizes, maintains predictions through occlusions, and
performs robustly even with limited temporal input. Lever-
aging long temporal contexts, it achieves 96% balanced
accuracy on CCI. Performance varies with group size and
spatial scene layout, highlighting the importance of dataset
diversity. Our work advances vision-based conversational
awareness, enabling applications in assistive hearing that
use egocentric video to enhance individuals in the user’s
conversation group.'

1. Introduction

Face-to-face verbal communication is a hallmark of human
behavior. In multi-person conversations, humans naturally
maintain awareness of their social context, tracking who is
present, who is speaking, and who is silently engaged. To
interpret social roles, interlocutors rely on non-verbal cues
such as head orientation or gaze. Humans can use these vi-
sual signals to form a mental map of people in their commu-
nication context, even as they move around or temporarily
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Figure 1. Communication Context Identification (CCI). From an
egocentric video sequence (top), we propose the task of identifying
individuals who are part of the camera wearer’s conversation group
(right). We introduce a multi-conversation dataset for CCI fea-
turing diverse conversation scenarios (left) that require temporal-
relational reasoning on visual cues to infer interaction contexts.

leave the visual field. Replicating this level of social interac-
tion reasoning remains a significant challenge for computer
vision models.

In this paper, we introduce the task of communication
context identification (CCI) in egocentric vision, as illus-
trated in Figure 1. CCI extends beyond existing social per-
ception benchmarks, such as the Ego4D’s “Talking to me”
task. Existing tasks have focused on identifying whether a
person is speaking to the camera wearer [11], or who the
wearer is listening to at a given moment [31]. However,
these approaches target momentary speaker-listener rela-
tionships and do not model how visual cues reveal social
contexts as they unfold across long time scales. With CCI,
the task is to identify all people in the user’s conversation
group, even when individuals are silent or the wearer is not
looking directly at them.

Visual cues such as looking direction or head orienta-
tion are relevant to this task [2, 37], but complex multi-
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party scenarios require reasoning over temporal and rela-
tional dynamics. For example, if the camera wearer looks
at person A, who in turn is looking at person B, both A and
B may be relevant communication partners. Here, the spa-
tial location of A in the egocentric field of view implicitly
reflects the wearer’s head orientation toward A, while head
pose estimates of scene participants would indicate that A
is looking at B. If B is not looking at the camera wearer,
this might suggest that B is not a communication partner,
but joint modeling of features across all individuals in the
scene enables the inference that both A and B are part of the
conversation. If the wearer later shifts gaze toward person
C, A and B may still remain relevant. Identifying all three
as partners now requires temporal integration to retain past
interactions. To address this complex task, we introduce a
modeling approach that jointly reasons over spatial features
across long-term temporal dependencies for all people in
the scene.

Our task is motivated by an important audio application:
context-aware speech enhancement. In noisy, multi-talker
environments, modern speech separation systems can offer
high-quality acoustic separation of individual speakers, but
a key challenge lies in identifying which speakers are rel-
evant to the user [15]. Egocentric video can be leveraged,
but existing tasks focus on detecting active speakers who are
currently talking to the user [11, 18, 31]. These approaches
require rapid adaptation to conversational turn-taking, shift-
ing between speakers who are talking at a given moment.
However, communication contexts typically remain stable
over longer time scales. Identifying these contexts from
visual cues enables speech enhancement systems to prior-
itize socially relevant speakers, even across moments of si-
lence or shifting attention. In this paper, we address this
by decoupling communication scene inference from active
speaker detection, inferring conversation group member-
ship from egocentric visual cues. Successful CCI models
would mark a critical step towards context-aware hearing
solutions that enhance all relevant voices in a scene without
requiring users to actively orient themselves toward relevant
speakers. In this paper, we present three core contributions.

1) We introduce CCI as a novel task in egocentric vision
and define evaluation metrics.

2) We present a large-scale egocentric communication
dataset (68.9 hours) specifically designed for CCI. Unlike
prior datasets, it captures real-world simultaneous subgroup
conversations under varied contextual conditions, such as
group size and seating arrangement, with ground truth com-
munication context labels embedded through experimental
design.

3) We propose the Communication Context Network
(CoCoNet), a computationally efficient model for CCI
that jointly reasons over face features across individuals
and time. CoCoNet models individuals as a permutation-

invariant people dimension, allowing dynamic handling of
individuals entering or leaving the scene. Through a se-
ries of ablation experiments, we demonstrate that joint
temporal-interaction modeling is key to robust communi-
cation context identification.

2. Related Work

Social interaction analysis from exocentric vision. So-
cial interactions have been widely studied in exocentric
(third-person) video [20]. For instance, spatio-temporal
models have addressed tasks such as identifying the tar-
get of an utterance [19] or detecting gaze targets in social
scenes [5, 9, 25]. Prior work has focused on detecting social
groups from static wall-mounted cameras at social gather-
ings [1, 4, 6,29, 34], or from robocentric views [13, 32, 33].
Early methods relied on heuristic models of F-formations
based on spatial cues [30, 41], while recent works employ
neural architectures [33, 38—40]. Tan et al. [39] showed that
temporal modeling improves group detection in overhead
camera recordings. In these works, social groups are de-
fined based on spatial proximity of all individuals in the
video frame, and annotated groups may contain unanno-
tated subgroup conversations [28]. In contrast, CCI is user-
centric, aiming to identify the user’s own communication
partners using egocentric cues, not all groups present in the
scene.

Egocentric social scene understanding. Alletto et
al. [2, 3] considered the task of detecting social groups from
egocentric video using spatial head-orientation maps, but
based on a small dataset (11 minutes). More recent work
has focused on identifying who is talking or listening to
the wearer [11, 18, 31], such as Ego4D’s ”Talking to me”
(TTM) challenge [11]. Ryan et al. [31] proposed selec-
tive auditory attention localization (SAAL), predicting ac-
tive speakers within the camera wearer’s conversation group
using short (0.8 s) windows of audio-visual features. How-
ever, SAAL focuses on momentary attention towards cur-
rently active speakers and does not generalize to silent par-
ticipants. Jia et al. [18] extended this to exocentric speaker
interactions. Yet, these approaches remain based on active
speaker detection/localization, rely on audio cues, and oper-
ate on short-term windows (seconds). In contrast, CCI ad-
dresses the broader challenge of long-term social reasoning
based only on egocentric visual cues, inferring communi-
cation partners regardless of speech activity and maintain-
ing context continuity over minutes rather than seconds. By
decoupling from audio, CCI shifts the focus to visual rea-
soning about multi-party interactions over long time scales,
including silent or peripheral participants.

Existing egocentric datasets involving social interac-
tions are unsuitable for CCI training as they typically in-
clude only a single conversation group [7, 27], lack an-
notated non-partners [10, 11], or offer limited diversity in
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communication contexts [2, 31]. Our dataset (68.9 h) scales
beyond existing annotated datasets (Sh-50h [7, 10, 11, 27,
31]) and systematically varies group sizes and seating ar-
rangements, critical for CCI generalization.

3. Task Definition: Communication Context
Identification (CCI)

In CCI, the task is to identify a user’s communication con-
text from wearable sensors. In this paper, we define CCI for
egocentric vision as: Given an egocentric video stream with
detected face bounding boxes, determine whether each in-
dividual is part of the camera wearer’s conversation group.

CCI Evaluation is performed as a binary classification
per detected face, effectively treating each face as an inde-
pendent sample during evaluation. This encourages causal
inference, allowing models to make predictions based on
temporally local information and adapt dynamically over
time. At the same time, evaluation is not affected by absent
individuals. In real-world conversations, including those in
our dataset, communication partners tend to appear more
frequently in view than non-partners, creating class imbal-
ance. To ensure fair assessment across positive and negative
classes (partners and non-partners) and to enable compari-
son across scenarios, we adopt balanced accuracy (bAcc),
i.e. the mean of sensitivity and specificity, as the primary
evaluation metric. In this paper, we also report mean av-
erage precision (mAP) for completeness. While bAcc and
mAP evaluate frames independently, they reveal little about
performance under varying amounts of temporal context.
To address this, we also report Temporal bAcc (TbAcc),
computed by averaging bAcc when running inference on in-
put segments of exponentially increasing lengths (1, 5, 25,
125, 625, 3125 frames, and the full clip, ~5 minutes), pro-
viding a summary measure of performance at both long and
short time scales.

4. CCI Dataset

We introduce the CCI dataset, a large-scale egocentric video
resource specifically designed to support evaluation of CCI
in realistic, challenging multi-party conversation scenarios.
The dataset comprises 68.9 hours of egocentric video (6.2
million frames) recorded from 48 individuals across six ses-
sions. In each session, 6-10 people were seated around
a rectangular table and engaged in conversations in sub-
groups. Data collection was approved by the local ethics
committee (reference H-16036391).

Data collection. Each person took part in 20 five-
minute conversations, guided by a conversation starter and
pre-assigned conversation groups (defining communication
context labels) as illustrated in Figure 2. Egocentric video
(1080p, RGB at 25 fps) was collected for each participant
using Tobii Pro glasses 2 and 3 (Tobii AB, Sweden) or

Figure 2. Example conversation scenarios from the CCI dataset.
In each recording session, 6-10 individuals were engaged in con-
versations within 1-5 preassigned subgroups, arranged in varied
and challenging spatial layouts. Subgroup sizes ranged from pairs
to the entire group of participants. In total, 48 people participated,
and egocentric video was recorded from each person.

Recording time Faces per frame
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Hours of egocentric video Mean faces per frame
Figure 3. Descriptive statistics of the CCI dataset. The dataset
spans diverse communication contexts with conversation group
sizes ranging from dyads (2) and triads (3) to medium (4-5) and
large groups (6-10). Left: The 68.9h of egocentric video are ap-
proximately evenly distributed across these group sizes. The total
number of people around the table varied per session between 6
and 10. Right: Communication partners naturally face the camera
wearer, resulting in partners appearing more frequently in view,
particularly in larger groups.

Zetronix Z-shades (Zetronix Corp., US). The video dataset
was trimmed to include only conversation segments, result-
ing in 877 clips with an average duration of 4.7 minutes.
Conversation group design. Seating arrangements and
conversation group assignments were pseudo-randomized
and varied throughout each session. Group sizes were se-
lected to reflect everyday settings, such as a canteen or
informal gathering [8, 14, 29], including the special case
of large groups consisting of all participants. The average
group size is 4.1. Groups of 2, groups of 3, medium-sized
groups (4-5) and large groups (6-10) make up 25%, 30%,
24% and 20% of the data, respectively (Figure 3). Notably,
50% of clips from the small and medium-sized groups fea-
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ture spatial overlap between conversation groups (see Fig-
ure 2 top row), introducing challenging scenarios where
competing conversations occur in close proximity.

Ground truth labels. By experimental design, the
communication context in each clip is known from the
predefined group assignments, and participant adherence
was manually verified. This enables efficient and accu-
rate labeling without the need for post hoc manual an-
notation as required in prior datasets. For each frame,
face bounding boxes were detected using YuNet [43] and
grouped into tracklets via optical flow-based tracking be-
tween frames [23, 35] to ensure spatio-temporal consis-
tency. Subsequently, these face detections were matched
to individual identities using SFace [44] and automatically
labeled (communication partners vs. non-partners) based
on the group assignments. On average, each frame contains
2.6 detected faces, with partners accounting for 66% of all
detected faces (Figure 3 right).

Dataset partitioning. The dataset is partitioned into
training, validation, and test sets, with the test set further
split into matched and unseen test sets. All clips show-
ing the same conversation setup from different viewpoints
are always assigned to the same split to prevent cross-view
leakage. The matched test contains clips of individuals seen
during training, but in different conversations. In contrast,
the unseen test set consists of data from a single session
with eight participants not present in any other split, allow-
ing assessment of generalization to novel people and seating
configurations. Overall, the training, validation, matched
test, and unseen test sets account for 40%, 20%, 20%, and
19% of the frames, respectively, with each split maintaining
an approximately equal distribution of conversation group
sizes.

5. Model: CoCoNet

To predict communication partners from egocentric video,
we propose CoCoNet, a temporal interaction model that
processes identified faces per frame. It operates on variable-
length sequences of individuals and frames, enabling flex-
ible modeling of dynamic social scenes. The architecture
is illustrated in Figure 4 and consists of four main compo-
nents: feature extraction, temporal modeling, inter-person
interaction modeling, and CCI prediction.

5.1. Input Features

The input to CoCoNet is a set of 68 features extracted for

each detected face in each video frame:

» Fbox: Bounding box coordinates: (x,y,w, h)

* Fqual: Face detection and recognition confidence
scores [43, 44]

* Flm: 20 3D face landmarks (z,y,z) relative to the
bounding box [24]

* Fdir: Head pose estimates (yaw and pitch) derived from

the landmarks

This feature set was chosen to capture socially relevant
cues. Exocentric group detection models rely on head ori-
entation and spatial distance as primary features [1, 4, 6,
30, 33, 34, 38—41], likely also relevant for CCI. The camera
wearer’s head orientation toward a face, and distance to it,
is implicitly encoded in Fbox, while Fdir reflects the head
orientations of scene participants. Fqual captures detec-
tion quality [21], which may correlate with face orientation,
visibility and occlusion, while face landmarks (FIm) cap-
ture head tilt and mouth movements indicative of speech.
Using such structured, face-based features offers a com-
pact, interpretable representation of social cues. These
lightweight features are directly derived from standard face
detection outputs, and extracted using fast, pre-trained mod-
els [24, 43, 44], supporting real-time use.

5.2. Model Architecture

Feature extraction. The extracted features are organized
into a tensor of shape (P, T, 68), where P is the number of
individuals identified in the scene and 7" is the number of
frames. Both P and T are variable-length dimensions, al-
lowing the model to handle arbitrarily long video inputs and
varying numbers of individuals. Each person is assigned
a unique index in P, maintained consistently even if they
leave and re-enter the field of view. For frames where a per-
son is outside the field of view, their corresponding features
are zero-padded. By operating on fixed-size masked ten-
sors, the model efficiently handles variable numbers of in-
dividuals, making it suitable for GPU processing. The first
CoCoNet layer applies a linear layer uniformly across all P
and T, encoding features into latent space while preserving
independent per-person, per-frame processing of features.

Temporal modeling. Temporal context is introduced
through a 1D temporal convolutional layer with a kernel
size of (1,5) over P and T respectively, which captures
short-term behavior and smooths noisy features. To model
longer-term temporal dependencies, we apply an LSTM
layer [16] with 64 hidden units, shared across individuals.
It is applied independently to each person’s temporal se-
quence, allowing the model to retain memory of previous
behavior. The recurrent layers are causal, enabling online
predictions and allowing the model to dynamically weigh
short-term and long-term context.

Inter-person interaction. To capture relational dynam-
ics between people in the scene, we apply self-attention lay-
ers [42] across P to the LSTM output at each time step. This
allows each person’s temporally-aware representation to at-
tend to those of others in the same frame. Three stacked
layers of self-attention, each with 4 attention heads and a
skip connection, are successively applied to refine the inter-
actions.
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Figure 4. The Communication Context Network (CoCoNet). Detected faces in an egocentric video stream are processed through feature
extraction, temporal modeling and inter-person interaction modules. The network outputs a binary prediction for each face in each frame,
indicating whether the individual is part of the camera wearer’s conversation group.

CCI prediction The final prediction is produced by two
linear layers, applied independently over P and T'. The final
layer with sigmoid activation reduces each person’s latent
representation to a single scalar output per frame, resulting
in a model output of shape (P, T"), representing the binary
prediction per frame, interpreted as the probability of that
person being part of the user’s conversation group.

5.3. Training Strategy

To promote generalization across varying input dimensions,
we employ a custom batching strategy. Each training batch
consists of 16 videos, from which random segments of 4096
frames (~164 seconds) are extracted. These segments are
further divided into shorter clips of length T', where T is
randomly sampled between 1 and 4096 frames per batch.
This variation encourages CoCoNet to make accurate pre-
dictions across both short and long temporal contexts. To
promote flexibility in handling scenarios with varying num-
bers of people, the person dimension P is randomly sam-
pled between 1 and 9 individuals per batch, with random
omission of individuals as data augmentation.

5.4. Implementation Details

CoCoNet is implemented in PyTorch, using pre-computed
features for training. Latent representations have a di-
mensionality of 128. All linear and convolutional layers
use ReLU activation [26] and batch normalization [17].
We train the model using AdamW optimizer [22] and a
weighted binary cross-entropy loss. Dropout [36] with a
rate of 0.5 is applied after all internal layers to prevent over-
fitting. Model selection uses early stopping based on the
validation loss. CoCoNet contains 431k parameters, en-
abling rapid inference (< 0.5 s on CPU for a 5-minute clip),
making CoCoNet suitable for real-time use in resource-
constrained applications.

6. Experiments

In the following, we evaluate CCI on our dataset, reporting
feature baselines and CoCoNet results. We show a series
of ablation studies to analyze the role of temporal-relational

reasoning and feature choices, and compare against existing
approaches.

6.1. Baselines

Feature baselines. To establish reference performance, we
evaluate visual baselines using spatial features per frame
and per face. In naturalistic settings, communication part-
ners often appear closer to the camera wearer, which can
make simple spatial cues, such as the position and size of
individual faces, predictive without any temporal or inter-
action reasoning. For example, using only the distance of
a face to the center of the frame with a threshold optimized
for bAcc (corresponding to the central ~ 40° of the FOV)
yields 59% bAcc on the matched test set, while face bound-
ing box size alone achieves 60% bAcc (see Table 1). Fea-
tures such as face detection confidence scores [43] are also
predictive. This likely reflects the tendency of non-partners
to be less likely to face the camera directly, resulting in
lower detection confidence scores, a pattern also observed
in the Ego4D TTM challenge [21]. Combining spatial fea-
tures in a simple non-linear classifier (MLP) yields 73%
bAcc on the matched test set. While these simple cues
are predictive, they also highlight the need to reason be-
yond spatial proximity or head orientations of individual
faces to identify social contexts across diverse communi-
cation scenarios. These baselines thus serve both as diag-
nostic tools and as reference points for evaluating deeper
temporal-relational models.

Visual encoders. Beyond structured spatial head cues,
visual encoders may capture richer facial features rele-
vant to CCI. Applying a pre-trained ResNetl8 [12] with
a CCI prediction layer to individual faces achieves 69%
bAcc. Frame-level binary masks of face bounding box lo-
cations [18, 31] yield a lower performance at 64% bAcc.

Group size affects behavior. Baseline performance
varies significantly by group size (Table 1). This is likely
due to individuals behaving differently depending on the
size of their conversation group. For instance, in dyadic in-
teractions (groups of 2), the partner tends to remain centered
in the FOV, which is reflected in the higher bAcc of the cen-
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Table 1. Balanced accuracy (%) for baselines and CoCoNet on
different test subsets. The test data is split into matched (individ-
uals seen during training) and unseen (new individuals), and by
conversation group size.

Classifier test set group size

matched unseen | 2 3 45 6-10

Feature Baselines

- center distance 59 63 81 56 55 54
- face box size 60 58 65 66 71 49
- face-det. score 61 62 73 62 60 49
- feature-MLP 73 76 8 77 717 61
ResNet Baselines

- Face 69 69 82 73 72 51
- Binary mask 64 66 81 69 70 40

CoCoNet trained on
- only groups of 2-3 79 82 98 97 86 27
- only groups of 4+ 85 90 8 89 92 96

CoCoNet |95 97 |99 95 95 97

ter distance classifier (§1% bAcc) compared to other group
sizes (54%-56% bAcc). On the other hand, the number
of non-partners appearing in video frames decreases with
group size (see Figure 3), as partners make up a larger share
of the people in close proximity to the camera wearer. This
diversity makes CCI across group sizes a non-trivial chal-
lenge.

6.2. CoCoNet Evaluation

Overall performance. CoCoNet achieves 96% bAcc on
the combined test set. Across all ~5-minute video clips in
the test set, per-clip bAcc exceeds 99% for 60% of clips,
with the lowest observed performance being 50% bAcc in a
single clip. An important factor contributing to this variance
is the spatial overlap between conversations, which reduces
accuracy (94% bAcc with overlap vs. 99% without). Addi-
tionally, larger groups with more complex interactions also
pose greater challenges. Yet, CoCoNet performs robustly
across group sizes, ranging from 95% bAcc for groups of
4-5 to 99% bAcc for groups of 2 (Table 1). Figure 5 illus-
trates CoCoNet’s inference on a challenging video example.

Effect of temporal context. Because evaluation is per-
formed on all frames from a conversation video, CoCoNet’s
overall 96% bAcc corresponds to only ~12s of misclas-
sifications in a ~5-minute video, highlighting its robust-
ness over extended temporal input. Notably, the model also
performs well with limited or no temporal context, achiev-
ing 80% bAcc on single-frame inputs. However, without
context, identifying a single communication partner is sub-
stantially easier (96% bAcc) than identifying multiple part-
ners in larger groups (~70-80% bAcc). As shown in Fig-
ure 6 (top), longer temporal windows substantially improve

performance, particularly in larger, more complex group
settings. For smaller groups of 3, bAcc increases from 80%
for a single frame to 95% with full-clip input. However,
for large groups (6-10 individuals), where some partners
may only be inferred through accumulated interaction cues,
performance increases from 70% bAcc without temporal
context to 97% bAcc with full-clip input. This highlights
the importance of temporal integration for accurate CCI in
complex multi-person scenarios.

Generalization across group sizes. To assess the effects
of group size diversity in the dataset, we trained CoCoNet
variants on subsets of the training set containing only small
(2-3 individuals) or only larger (4-10 individuals) conversa-
tion groups. As shown in Table 1, these restricted models
generalize poorly to unseen group sizes. Notably, the model
trained on small groups drops to only 27% bAcc when eval-
uated on large groups (6-10 individuals). Even when evalu-
ating these specialized models on the group sizes they were
trained on, they generally do not outperform the full Co-
CoNet trained across all different group sizes. This high-
lights that dataset diversity in group configurations is criti-
cal for robust and generalizable CCI performance.

Generalization to unseen scenarios. Comparing per-
formance on the matched and unseen test sets (95% vs.
97% bAcc; Table 1), no systematic drop is observed, indi-
cating that the model does not overfit to the behavior of spe-
cific individuals or camera wearers. This robustness likely
stems from the use of abstracted visual features rather than
identity-specific cues.

6.3. Ablation Experiments

Feature importance. CoCoNet integrates spatial head and
face features that are known to be important visual so-
cial signals. Our baselines (Section 6.1) show that these
features are individually predictive, but potentially redun-
dant when combined if such features are correlated. To
demonstrate that their integration is critical for accurate
context inference, we performed ablations on model in-
put features, as shown in Table 2. Using only the face
bounding box position and size (Fbox) drops performance
to 86% bAcc. Similarly, using only the estimated head
direction of scene participants (Fdir) yields 89% bAcc.
Combining these features improves performance to 94%
bAcc. Adding detection quality (Fqual) and facial land-
marks (Flm) further improves performance, with the full
feature set (Fbox+Fdir+Fqual+Flm) achieving the optimal
bAcc of 96%. Using ResNet features and masks of face lo-
cations as inputs achieves only 90% bAcc, and adding these
to the proposed feature set does not improve results. This
highlights the benefit of combined structured spatial cues
for CCI.

Temporal generalization. CoCoNet was trained using
input segments of varying lengths along the temporal di-
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Figure 5. CoCoNet predictions over the initial 10 s segment of a challenging example video. G and A are the camera wearer’s commu-
nication partners. Predictions >0.5 indicate inferred communication partners. The model performs inference for all people identified in
the scene, including those temporarily out of view (dotted lines). 0:00s: The camera wearer and A look at each other, while D, G, and
H look to the side, indicating that only A is a partner. 0.64s: The wearer turns right, placing H at the center of the frame while A looks
away, creating ambiguity about H’s role. 3.60s: The wearer turns left; G and A now look toward the wearer, and the model correctly
infers both as partners. 5.60s: G and A face each other, reinforcing the prediction. H remains close to the wearer but looks elsewhere,
and is correctly excluded as a partner. A and G remain correctly identified through changing viewpoints for the remaining parts of the

conversation (~5 minutes).

mension (1-4096 frames, 0.04-164s) and performs well
across different temporal scales (87% TbAcc). In contrast,
models trained exclusively on long segments (4096 frames)
perform similarly to CoCoNet when evaluated on long seg-
ments but struggle for short temporal contexts (79% TbAcc;
Table 2). For short inputs, variable-length CoCoNet per-
forms comparably to a single-frame trained model (80% vs
82% bAcc), but outperforms it for long inputs (96% vs 82%
bAcc). This demonstrates that variable-length training en-
ables the network to generalize across temporal scales while
maintaining accurate predictions even with limited tempo-
ral context.

Flexible person dimension. During training, the size
of the person dimension P (number of individuals in the
scene) was varied, with random omission of individuals.
This strategy improved robustness, raising performance
from 92% with a fixed size of 9 individuals (the dataset
maximum) to 96% bAcc. Importantly, this ensures that Co-
CoNet does not rely on a fixed input shape at inference,
enabling flexible handling of dynamic scenes.

Temporal-relational reasoning. Optimal performance
in CCI requires both temporal integration and relational in-
ference across individuals. We verify this through ablations
(Table 2), where we replace either the temporal LSTM or
interaction attention layers with independent linear layers
operating per person and per frame. Removing the LSTM
reduces performance to 83% bAcc, while removing inter-
person attention reduces it to 93% bAcc. Removing both
drops performance further to 74% bAcc. In terms of TbAcc,
however, the models without LSTM or attention perform

comparably, achieving 83% and 81%, respectively. This
again suggests that relational modeling is particularly im-
portant when temporal context is limited, as also seen in
Figure 6 (bottom). Conversely, with long temporal input,
the model can rely more on individual cues, reducing the
need for explicit interaction modeling. CoCoNet’s archi-
tecture supports this behavior by factorizing temporal and
interaction reasoning: applying per-person temporal recur-
rence and per-frame self-attention across individuals. This
design not only avoids the high computational complexity
of full spatiotemporal attention, but also preserves the tem-
poral continuity of each individual. This allows CoCoNet to
flexibly adapt its reasoning strategy depending on the avail-
able temporal context.

6.4. Comparison to Existing Methods

Direct comparison to prior work is challenging because ex-
isting approaches focus on short-term interactions and often
rely on audio input. Ryan et al. [31] and Jia et al. [18] de-
tect directed speech activity using ResNet visual encoders
combined with multi-channel audio, operating over short
windows. Applying the same ResNetl8 features in Co-
CoNet did not improve CCI (Table 2). Ryan et al. [31] note
that their SAAL model can approximate group membership
when provided with perfect speaker localization, achieving
92.67% mAP for SAAL on their dataset with only two si-
multaneous conversations. However, this evaluation is re-
stricted to speaking individuals, whereas CCI requires clas-
sification of all individuals, regardless of speech activity.
On our more diverse dataset, with up to five simultaneous

38822



Table 2. Ablation results for CoCoNet and comparison with the
affinity predictor [39] for CCI. Balanced accuracy (bAcc), mean
average precision (mAP), and temporal bAcc (TbAcc) in %, where
TbAcc averages bAcc over segments of increasing temporal length
to summarize performance across short and long context.

Classifier | bAcc  mAP  TbAcc
CoCoNet input features

- Fbox 86 93 79
- Fdir 89 96 76
- Fbox+Fdir 94 98 86
- Fbox+Fdir+Fqual 95 98 87
- Fbox+Fdir+Flm 95 99 86
- Face Resnet 87 93 79
- Binary Mask ResNet 83 91 71
- ResNets combined 90 96 82
- All features incl. ResNet 96 99 87
CoCoNet training input shape

- segm.-len. fixed at 1 82 90 82
- segm.-len. fixed at 4096 95 99 79
- people-dim. fixed at 9 92 97 87
CoCoNet model components

- w/o Temporal & Interaction 74 83 74
- w/ Interaction only 83 91 83
- w/ Temporal only 92 98 81
Affinity-predictor [39] |90 96 81
CoCoNet | 96 99 87

conversations, CoCoNet achieves 99% mAP for CCI with-
out audio inputs, likely due to its ability to model long-term
temporal context, an aspect not addressed by SAAL. Future
work could explore integrating audio-visual cues for CCIL.

Since no existing models directly address CCI, we adapt
the LSTM-based affinity predictor [39], originally devel-
oped for exocentric video, as a baseline. This model pre-
dicts pairwise affinities from spatial cues of scene partic-
ipants and then applies spatial clustering to infer social
groups (F-formations). In egocentric video, the cluster-
ing step is not well defined, so we apply only the affin-
ity prediction component to our task. Trained for CCI on
our dataset with egocentric spatial features (Fbox+Fdir), it
achieves 90% bAcc. The affinity predictor is thus a strong
baseline for CCI, but underperforms CoCoNet (94% bAcc
using the same features). The performance gap is especially
pronounced without temporal context (65% bAcc vs 80%
bAcc for CoCoNet; see Figure 6, bottom), likely due to the
lack of interaction modeling via self-attention, again high-
lighting its importance for robust CCI.

CoCoNet evaluation on different segment lengths
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B 70 3 w/o temporal
% 60 b - @+ w/o interaction
E b Affinity predictor ]
50 L1 1 1 1 1 1 |-
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Figure 6. Evaluation of CoCoNet across varying segment lengths
during inference. Top: Performance on the full test set (black)
compared to subsets that include only specific group sizes (blue).
Temporal context becomes increasingly important in larger groups
with more complex interactions. Bottom: Comparison of Co-
CoNet to ablated versions without temporal modeling or inter-
person interaction modeling, as well as the affinity predictor [39].
CoCoNet benefits from interaction modeling for short segments,
while temporal modeling - shared with the affinity predictor - be-
comes more beneficial for longer segments.

7. Conclusion

We introduce communication context identification as a
novel challenge in egocentric computer vision, supported
by a dataset of challenging multi-conversation scenarios
with ground-truth context labels. Our proposed model, Co-
CoNet, robustly identifies communication contexts by inte-
grating face-based features over time and individuals, en-
abling accurate inference even in complex multi-person in-
teractions. This work opens new directions for socially
aware Al, particularly in assistive audio technologies. Fu-
ture work may explore multi-modal extensions, adapting
the model to different environments, or deploying it in
real-time speech enhancement systems for social interaction
support.
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