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Prompt: The camera follows a white vintage SUV with a black roof rack speeding up a steep dirt road surrounded by redwoods on a mountain slope. Dust kicks up as the sunlight
creates a warm glow, emphasizing the rugged, serene landscape.

Wan2.2 12V LightX2V + Radial & Sage Attention Vision Reward: 0.145 Latency: 131s Memory: 61.3G (OOM)

+ Delta Quant (Ours) Vision Reward: 0.148 Latency: 43s (3x Faster) Memory: 26.8G (2.3% Smaller)

Figure 1. We present DeltaQuant, a 4-bit weight-activation quantization method for video diffusion models. It achieves a 2.3 X memory
reduction and is fully compatible with existing acceleration techniques. When combined with 4-step LightX2V LoRA [8], Sage Attention [53,
55], and Radial Attention [26] on Wan2.2-12V-A14B, DeltaQuant delivers an additional 3x speedup, generating 720p video in 43s on an

RTX 5090 without quality degradation (Vision Reward [47]).

Abstract

Video diffusion models achieve strong generative quality but
incur prohibitive compute and memory costs, hindering de-
ployment on consumer GPUs. With attention optimizations
alleviating prior bottlenecks, linear layers now dominate
both computation and memory. In this work, we focus on
quantizing both weights and activations to 4 bits to accel-
erate these layers. Previous methods, such as SVDQuant,
overlook the highly dynamic nature of activations across
denoising timesteps, where outlier channels and magnitudes
vary dramatically. However, video data inherently exhibits
strong activation similarity among neighboring tokens in
space and time, which we term spatiotemporal activation
similarity, analogous to how video codecs exploit intra- and
inter-frame redundancy. Leveraging this property, we in-
troduce DeltaQuant, which partitions activations into local
3D spatiotemporal cubes and uses each cube’s mean to-
ken as a core, quantizing only the small differences (delta

*Equal contribution

tokens) to 4 bits while keeping core tokens in FPS. This
decomposition substantially reduces quantization error with
minimal overhead. For weight quantization, DeltaQuant
incorporates SVDQuant’s low-rank decomposition to fur-
ther reduce quantization error. We also implement an ef-
ficient kernel that translates DeltaQuant’s computational
benefits into real-world speedups. Extensive experiments
on Wan2.2 12V, Wan2.2 T2V, and LTX-Video T2V demon-
strate that DeltaQuant maintains high generation fidelity.
On Wan2.2, it compresses model size by 2.9% and reduces
memory footprint by 2.3%x. DeltaQuant is compatible with ef-
ficient attention mechanisms and few-step distillation. When
integrated with these techniques, it achieves an additional
3.0x acceleration, for a total 111.8x end-to-end speedup.

1. Introduction

Recent video diffusion models have achieved remarkable
quality and controllability in generating videos [14, 21, 34,
41], enabling realistic synthesis from diverse conditioning
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Figure 2. Comparison of SVDQuant [24] and DeltaQuant. (a) SVDQuant decomposes weights via SVD into a high-precision low-rank
branch and a low-bit residual during the offline calibration. The low-rank branch absorbs outliers, making the residual quantization-friendly.
(b) DeltaQuant exploits spatiotemporal activation similarity in video data. For each small continuous ¢ X h X w cube (e.g., 64 tokens in the
cube), we compute its mean as a core token on the fly, which is kept in high precision, then quantize only the differences (delta tokens) to 4
bits. These delta tokens have much smaller magnitude and far fewer outliers.

modalities, such as text and images [41, 50]. The recent
launch of Sora 2 highlights their potential for creative content
generation [33, 41, 45]. Beyond creative applications, video
diffusion models are also emerging as powerful tools for
modeling and forecasting the physical world [20, 22, 34].
However, these models are highly computationally inten-
sive and require enormous memory resources. The state-of-
the-art (SOTA) open-source model Wan2.2 [41] exemplifies
this challenge, with 27 billion parameters across two trans-
formers. Such a substantial model size makes deployment
on consumer GPUs like the NVIDIA RTX 5090 impractical
without CPU offloading, which incurs considerable overhead.
Moreover, the temporal dimension inherent in video mod-
els further amplifies computational demands. For instance,
generating a 720p, 5-second video clip with Wan2.2 takes
over 75 minutes on a 5090 GPU. Therefore, accelerating
the diffusion transformer and compressing the model are
imperative for practical and efficient deployment.

Previous research has primarily focused on accelerating
video diffusion models through efficient attention [6, 26,
43,49, 55, 56]. While effective, these optimizations funda-
mentally shift the computational bottleneck to linear layers,
which now dominate inference latency. Moreover, attention
optimization alone does not reduce memory footprint, which
is critical for deployment on consumer GPUs.

To address both memory and linear layer efficiency, 4-bit
weight-activation quantization presents a promising solu-
tion. SVDQuant [24] demonstrates this potential for image
diffusion models. As shown in Figure 2(a), it decomposes
weights via singular value decomposition (SVD) into a low-
rank component (kept at high precision to absorb outliers)
and a residual (quantized to 4 bits). However, SVDQuant
overlooks the highly dynamic nature of activations in video
diffusion models. Outlier channels and magnitudes vary
dramatically across denoising timesteps, which is hard for
offline-calibrated low-rank branches to handle. While on-
the-fly SVD could theoretically resolve the issue, it is pro-
hibitively expensive during inference. Is there a way to

dynamically alleviate the outliers in activations at low cost?

We introduce DeltaQuant, a 4-bit weight-activation quan-
tization method that leverages the nature of video to solve
this issue. Our key insight is that video data inherently
exhibits spatiotemporal activation similarity, where neigh-
boring tokens in space and time tend to be relatively similar.
Exploiting this property, as illustrated in Figure 2(b), we par-
tition activation tensors into local 3D spatiotemporal cubes
and designate each cube’s mean token as a core token. We
quantize only the small differences from the core tokens
(delta tokens) to 4 bits while preserving core tokens at FP§
precision. This decomposition substantially reduces quanti-
zation difficulty, as delta tokens exhibit much smaller scale
and variance compared to the original activations. We fur-
ther develop a fused kernel that natively supports our mixed-
precision computation, translating algorithmic savings into
on-hardware speedups.

Extensive experiments demonstrate that DeltaQuant pre-
serves the quality of SOTA models Wan2.2 [41] and LTX-
Video [14] across both image-to-video and text-to-video
tasks. Compared to prior quantization approaches [24, 44],
DeltaQuant consistently achieves higher video fidelity. No-
tably, DeltaQuant matches the performance of community-
adopted 4-bit weight-only quantization [7] with significantly
faster speed. On an RTX 5090, DeltaQuant delivers a 2.9 x
reduction in model size and a 2.3 reduction in memory
usage for Wan2.2. DeltaQuant is also fully compatible with
efficient attention mechanisms [26, 57] and few-step distil-
lation [8, 18, 51, 52], enabling a 112x end-to-end speedup.
Qualitative results are presented in Figure 1.

2. Related Work

Video diffusion models. Diffusion models [1, 3, 16, 46]
excel at image synthesis. Recent work extends these
capabilities to video generation [6, 14, 21, 34, 40, 41]. Early
video diffusion models use UNet backbones [2, 17, 35, 36],
but DiT-based architectures [14, 21, 32, 34, 40, 41] now
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dominate due to superior performance. Video diffusion
models process all frames simultaneously to capture
spatiotemporal correlations, which demands substantially
higher computational cost than image models due to the
additional temporal dimension.

Efficient video generation. Prior work accelerates video
diffusion models through efficient attention mechanisms,
including quantized attention [37, 53-55, 57, 61], sparse at-
tention [26, 43, 48, 49, 56], and linear attention [0, 29, 42].
While effective, these optimizations shift the computational
bottleneck to linear layers. Moreover, large model sizes still
require CPU offloading on consumer GPUs, creating addi-
tional overhead. Quantizing linear layers is thus essential for
reducing both latency and memory footprint. Complemen-
tary approaches include few-step distillation [8, 30, 31, 52]
and more compact latent spaces [4, 5]. Our method is com-
patible with all these techniques. In Table 2, we demonstrate
results that integrate our DeltaQuant with 4-step lightx2v
LoRA [8], Radial Attention [26] and Sage Attention [53, 55].
Quantization reduces the bitwidth of weights and activa-
tions to accelerate inference and reduce memory [10, 15,
19, 27, 28]. Recent work focuses on post-training quanti-
zation, which requires only lightweight calibration. Quan-
tization methods fall into two categories: (1) weight-only
quantization [9, 13, 27] and (2) weight-activation quantiza-
tion [10, 24, 28, 44, 62]. We focus on the latter, as weight-
only methods cannot accelerate computation-bounded dif-
fusion models [24]. For diffusion models, Q-Diffusion [25]
and PTQ4DM [38] achieve 8-bit quantization, while re-
cent methods [11, 12, 39, 59, 60] explore various config-
urations and datatypes. For 4-bit weight-activation quan-
tization, SVDQuant [24] achieves SOTA results on image
diffusion models. However, its reliance on static smooth-
ing for activations fails for video models, where activa-
tion outlier distributions vary dynamically across timesteps.
GGUF [7], a popular 4-bit weight-only method, compresses
models by 3.5x but provides no computational speedup.
Our approach addresses video’s dynamic activation patterns
through spatiotemporal-aware decomposition, outperform-
ing 4-bit weight-activation methods while matching weight-
only quality with far lower latency.

3. Background

Video diffusion models remain prohibitively slow for practi-
cal deployment. As shown in Figure 3, self-attention previ-
ously dominated Wan2.2, accounting for 81% of total com-
putation. Recent sparse [26, 43, 49, 56] and low-bit atten-
tion [53, 57] reduce attention cost by up to 8.6, shifting
the bottleneck to linear layers, which now account for 65%
of the workload. This makes linear-layer quantization a key
next step for accelerating video diffusion models.
SVDQuant [24] achieves 4-bit weight-activation quanti-
zation for image diffusion models by decomposing weights
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+Radial & | Linear: 2.24 PF  1.14 PF 3.51% __/E
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Linear: 2.24 PF
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+DeltaQuant 114PF <« 1.91X
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Linear: 0.59 PF
Computations of Wan2.2 (72K tokens), measured in BF16-equivalent FLOPs

Figure 3. Sparse attention and low-bit attention reduce the
computational cost of attention in Wan2.2 by 3.5x for 72k-token
sequences, shifting the primary bottleneck to the linear layers. Our
DeltaQuant further cuts computation by 1.9x, yielding an overall
6.7x reduction.
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Figure 4. Activation distributions across denoising timesteps. (a)
Video diffusion models exhibit massive outliers that vary dramati-
cally across timesteps, making quantization challenging. (b) Static
smoothing optimized for a specific timestep (e.g., step 0) reduces
outliers in that step but exacerbates distributions in other steps,
highlighting the need for dynamic methods.

into an outlier-absorbing low-rank branch and a quantization-
friendly residual. For activations, however, it relies on
offline-calibrated static per-channel smoothing [44]. This as-
sumption breaks in video diffusion, where activation outliers
vary substantially across denoising timesteps, as shown in
Figure 4. A smoothing factor calibrated for one timestep can
worsen outliers at another, leading to severe quality degrada-
tion.

A natural question arises: can we decompose activations
similarly to absorb outliers dynamically? Unfortunately,
performing on-the-fly SVD during inference is prohibitively
expensive. Is there a lightweight alternative to handle dy-
namic activation outliers in video models?

4. Method

To address this challenge, we propose DeltaQuant, a W4A4
quantization method that leverages the strong spatiotempo-
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Figure 5. Spatiotemporal activation similarities in Wan2.2 T2V [41]. (al) Activation values across four consecutive frames, highlighting the
presence of high variance and outliers. (a2) The temporal average of frame activations, which serves to extract outliers. (a3) Delta between
individual frames and the temporal average, indicating minimal variance and fewer outliers. (b1) Activation values for 2 x2 local tokens
within a single frame, demonstrating some outliers. (b2) The spatial average token, extracting the activation pattern. (b3) Delta between

local tokens and the spatial average, which is compact and suitable for quantization.

ral correlations inherent in video data. Our key insight is
to quantize the differences between spatiotemporally adja-
cent tokens rather than the original activations themselves,
thereby significantly reducing quantized value magnitude.
In this section, we begin by outlining the quantization pre-
liminaries in Section 4.1. We then present an analysis of
spatiotemporal activation correlations in Section 4.2 that mo-
tivates our approach. Finally, in Section 4.3, we describe the
complete DeltaQuant algorithm, which decomposes activa-
tions into a shared core token and fine-grained delta tokens
to enable efficient mixed-precision quantization.

4.1. Quantization Preliminaries

Quantization accelerates linear layers by representing tensors
with low-bit precision. For a tensor X, b-bit quantization is
defined as:

max(|X1)

Q(X):round<X)~sX, sx=———, (1)

SX Gmax
where round(-) rounds values to the nearest b-bit repre-
sentable value, sx is the scaling factor, and gmax is the
maximum value representable in b bits (e.g., gmax = 6 for
4-bit floating-point). In this paper, we use Q4(-) and Qs(+)
for 4-bit and 8-bit quantization, respectively.

4.2. Spatiotemporal Activation Similarity

Video data exhibits strong spatiotemporal redundancy.
Adjacent frames differ only slightly due to temporal
continuity, and neighboring tokens within a frame share
similar features due to spatial locality. This fundamental
property has been exploited by classical video compression
codecs such as H.264, which achieve high compression
ratios by encoding inter-frame differences rather than raw
pixel values. We observe that this spatiotemporal correlation
extends to activations in video diffusion models, presenting
an opportunity to reduce quantization difficulty.

Temporal correlation. As shown in Figure 5(al), activation
distributions in Wan?2.2 exhibit clear periodic patterns across

frames, indicating that tokens at the same spatial location
maintain similar distributions across the temporal dimen-
sion. When we compute the temporal average X across
consecutive frames and examine the delta X = X — X s
we observe that both the magnitude and outliers are sub-
stantially reduced (see Figure 5(a2-3)). This suggests that
temporal differences are significantly easier to quantize than
the original activations.

Spatial correlation. Similarly, Figure 5(b1) shows that to-
kens within a 2 x2 spatial neighborhood exhibit similar dis-
tributions. Computing a spatial average core and examining
the residual again reveals reduced magnitudes and outliers
(see Figure 5(b2-3)).

These observations motivate our design of DeltaQuant:
we decompose neighboring activations into a shared core
token and delta tokens, quantizing only the delta tokens to 4
bits while preserving the core tokens at higher precision.

4.3. DeltaQuant

Spatiotemporal cube partitioning. Consider a linear layer
with input activations X € RV*%: where N = T'x H x W
denotes the total number of tokens across 7' frames with spa-
tial resolution H x W, and C}; is the input channel dimension.
We omit the batch dimension for simplicity. Video diffusion
models typically flatten the spatiotemporal structure into a
1-D sequence of length N, disrupting spatial and temporal
proximity, making it difficult to identify locally correlated
tokens for computing meaningful core tokens.

To preserve spatiotemporal structure, we first reshape
X from RV*Ci to RT*HXWXCi and then partition it into
K = N/(thw) non-overlapping spatiotemporal cubes. Each
cube of size t x h x w x C;, where t, h, and w denote the
temporal and spatial dimensions. We denote the k-th cube
as X () ¢ RthwxCi a5 shown in Figure 6(a).

Core and delta token decomposition. For each spatiotem-
poral cube X (¥} € R**Ci we compute a shared core
token X(*) ¢ R'*% and delta tokens X (¥) ¢ RthwxC:,
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Figure 6. Example workflow of DeltaQuant for token number N =
6, cube number K = 2. We quantize the two mean tokens with
higher precision (FP8) and the delta tokens with lower precision
(FP4). Subtracting the mean of each cube reduces the scale and
outliers of the delta tokens, easing quantization.

We use the mean of all tokens as the core token. Formally,

thw

1 Sx®, X0 = x®_x0
n=1

xk) — _~
thw

where X () is broadcast to match the dimensions of X (%)
in the subtraction. Figure 6(b) visualizes the decomposition.

Mixed-precision quantization.  As discussed in Sec-
tion 4.2, the delta tokens X are easier to quantize than X
due to their lower scale and fewer outliers. We therefore
quantize X to 4 bits. In contrast, the core tokens X preserve
the outliers and require higher precision. We then quantize
them to FP8. The quantization process is illustrated in Fig-
ure 6(c). For each cube X *) € R*"wxCi  the linear layer
output can be computed as:

X®W = (X‘(k) + X(k))W
~ Qs(XM)Qu(W) + Qu(XF)Qu(W

FP4 tensorcores

)- (3

FP8 tensorcores

Here, Qs(X (*))Q4(W) is computed on FP8 tensorcores
and functions as a dynamic token bias that is broadcast to
all thw tokens in the cube, while the other computations are
performed on FP4 tensorcores. Since all tokens share the
same core, this adds only negligible overhead (e.g., 3.2%
for cube size of 64) compared to directly quantizing all
activations to 4 bits, while significantly improving precision.

To further reduce quantization error, DeltaQuant can be
combined with SVDQuant for weight quantization. Specifi-
cally, SVDQuant decomposes W € R%* into low-rank
factors L1 Lo and aresidual R = W — L Lo. The complete

layer output for cube X (¥) can be approximated as:

xEw = (X(k) + X(k))(Lle +R)
~ XL Ly + Qs(X™)Qu(R) + Qu(XM)Qu(R) .

low rank

single token low bit

“)
5. Experiments

5.1. Setups

Models. We evaluate DeltaQuant on two SOTA video dif-

fusion models: Wan2.2 [41] and LTX-Video [14]. Wan2.2

is a high-quality, open-source model with 27B parameters
and dual transformers for different denoising stages. LTX-

Video has 13B parameters and is one of the fastest DiT-based

models, using a video VAE with a 1:192 compression ra-

tio. For Wan2.2, we generate 5-second 720p videos with 77

frames for text-to-video and 81 frames for image-to-video.

For LTX-Video, we produce 8-second 512p videos with 121

frames for text-to-video.

Metrics. Following prior work [23, 26, 43], we evaluate

both video quality and similarity to 16-bit model outputs. For

quality, we use Vision Reward [47] and three widely used

VBench [63] metrics — subject consistency (S.C.), aesthetic

quality (A.Q.), and image quality (I.Q.). For similarity, we

report LPIPS [58], PSNR, and SSIM.

Baselines. We compare DeltaQuant with the naive sym-

metric group quantization method and the following post-

training quantization (PTQ) methods:

* SmoothQuant [44] uses a mathematically equivalent
per-channel transformation to redistribute activation and
weight quantization difficulty.

* SVDQuant [24] first adopts smoothing [44] to migrate
activation outliers to weights, and then utilizes a high-
precision low-rank branch to absorb the weight outliers.

» S2Q-VDiT [11] improves quantization with salient cali-
bration data selection, targeting better calibration quality
and more effective post-quantization tuning.

* Q-VDiT [12] uses a token-aware quantization estimator
together with temporal maintenance distillation to reduce
quantization error.

* GGUF 4-bit (GGUF 4) [7] is a popular 4-bit weight-only
quantization scheme. It uses features like importance ma-
trices to prioritize critical weights and improve quality.

Implementation details. We implement custom CUDA ker-

nels based on the SVDQuant Nunchaku Engine. Specifically,

we fuse the core token generation into the activation quanti-
zation kernel, develop a customized W4A8 GEMM (general
matrix multiplication) kernel for core tokens, and integrate
the partial sum accumulation into the W4A4 GEMM kernel
of delta tokens.

For the hyperparameters of DeltaQuant, we employ a tile
size of 16 (t = 4,h = 1, w = 4) for the initial 25-30% of
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Prompt: a majestic, ethereal guardian resembling a tiger roams gracefully through lush gardens ben image quality is vibrant and atmospheric, with lighting that creates a mysterious and otherworldly ambiance. the
camera moves forward through the narrow, winding alleys of kowloon city, enveloped in a light purple mist that casts a soft, ethereal glow over the scene. the towering buildings overhead are a patchwork of neon
signs and metal balconies, their hard edges subtly softened by the mist. the eerily silent streets are devoid of any human presence, heightening the mysterious and abandoned atmosphere. litter and debris occasionally
crunch underfoot, adding to the feeling of desolation as the camera subtly shakes, enhancing the immersion of the viewer into this surreal and enigmatic environment.

(b) Wan2.2-T2V

BF16 SVDQuant NVFP4 (W4A4)
Vision Reward: 0.139 LPIPS: 0.193, PSNR: 20.1, Vision Reward: 0.130

GGUF 4 (W4A16) Ours (W4A4)
LPIPS: 0.169, PSNR: 20.9, Vision Reward: 0.141 LPIPS: 0.159, PSNR: 21.6, Vision Reward: 0.135
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Prompt: A square with a statue in the middle surrounded by palm trees in a sunny day with tourists hanging around.

(¢) LTX-Video T2V

Figure 7. Qualitative results on Wan2.2-12V, Wan2.2-T2V, and LTX-Video show that our W4A4 algorithm effectively preserves the fidelity
and perceptual quality of the original 16-bit model. It consistently outperforms SVDQuant (the state-of-the-art W4A4 method) and GGUF
Q4 (the W4A16 baseline) across both similarity and quality metrics.

denoising steps, as these are particularly critical to visual 5.2. Main Results

quality [26, 43]. For the remaining denoising steps, we use

a tile size of 64 (t = 4,h = 2,w = 8). For the low-rank Visual quality results. Quantitative evaluations of simi-
branches of the weights, we set the SVDQuant rank to 128 larity and quality metrics across a range of video generation
for Wan2.2 and 64 for LTX-Video. Regarding quantization, models are reported in Table 1. Across all evaluated
all linear layers in the transformer blocks are quantized to models, our W4A4 method consistently outperforms other
NVFP4, except for the cross-attention key/value projection W4A4/W4A6 baselines on both similarity and quality
layers, which are quantized to 6 bits, as they operate only on metrics under matched calibration time, and achieves results
text tokens and thus incur negligible overhead. Additionally, that are on par with, or in certain cases even surpass, the
we apply per-group FP8 quantization to the core tokens, with higher-precision W4A16 and BF16 models. These findings
a group size of 64. demonstrate the effectiveness of DeltaQuant in preserving

both similarity and perceptual quality under aggressive
quantization. See visual results at Figure 7.
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Table 1. Quantitative evaluations of similarity and quality metrics across various models. Here, RTN denotes round-to-nearest, S.C. indicates
subject consistency, A.Q. refers to aesthetic quality, and 1.Q. denotes image quality. Our W4A4 model consistently surpasses other W4A4
baselines in both similarity and quality metrics, closely matching the widely adopted W4A16 baseline, while effectively preserving the

quality of the original 16-bit model.

Model # Parameters Precision Method LPIPS () PSNR (1) SSIM (1) Vision Reward (1) %
s.C. AQ LQ

BF16 Original - - - 0.145 0961 0.644 0711

NVFP W4A4 RTN 0.182 20.7 0.660 0.132 0.944  0.641 0.706

( NVFP W4A4  SmoothQuant  0.188 212 0.679 0.137 0.947 0.604 0.707

u‘:’/‘_‘flfB 27B NVFP W4A4  SVDQuant  0.165 219 0.686 0.146 0953 0.639 0.710
NVFP4 W4A4  S2Q-VDIT  0.366 15.6 0.455 0.137 0960 0.634 0.716

NVFP4 W4A6  Q-VDiT 0.575 14.3 0.489 -0.0853 0.758 0445 0443

GGUF W4A16  GGUF 4 0.137 232 0.755 0.141 0.961 0.644 0.707

NVFP W4A4 Ours 0.128 232 0.742 0.143 0960 0.639 0.716

BF16 Original - - - 0.091 0967 0.631 0.686

NVFP W4A4 RTN 0.386 16.7 0.594 0.093 0969 0.632 0.677

W22 NVFP W4A4  SmoothQuant 0368 17.1 0.605 0.088 0970 0.628 0.678
VA I4B 278 NVFP W4A4  SVDQuant 0354 17.5 0.616 0.083 0969 0.630 0.680
GGUF W4A16  GGUF 4 0.334 17.7 0.627 0.091 0967 0.624 0.679

NVFP W4A4 Ours 0.338 17.7 0.625 0.083 0.966 0.629 0.683

BF16 Original - - - 0.139 0986 0.566 0.711

NVFP W4A4 RTN 0214 19.4 0.686 0.124 0.985 0547 0.701

LTXVideo NVFP W4A4  SmoothQuant  0.224 19.3 0.672 0.126 0985 0554 0710
V138 13B NVFP W4A4  SVDQuant  0.193 20.1 0.714 0.130 0985 0553 0.707
GGUF W4A16  GGUF 4 0.169 209 0.735 0.141 0.985 0.556 0.705

NVFP W4A4 Ours 0.159 216 0.751 0.135 0.986 0548 0.712

Memory and latency results. We further evaluate the
efficiency benefits of DeltaQuant in terms of memory usage
and latency. As shown in Figure 8, DeltaQuant yields a
significant reduction in memory usage, reducing the model
size by 2.9x relative to the BF16 baseline, closely matching
the compression ratio of GGUF Q4. At inference time,
DeltaQuant also reduces peak memory usage by 2.3 x over
BF16, making it feasible to deploy the Wan-2.2 model on a
single RTX 5090 GPU, which has 32GB of GPU memory.

In terms of speedup, on a desktop-grade RTX 5090, our
method achieves 4.6x faster single-step latency at 720p reso-
lution and 7.2x at 480p resolution compared to BF16 infer-
ence. This significantly outperforms the GGUF Q4 baseline
by 1.9% and 3.6x, respectively. Notably, on top of Ra-
dial&Sage Attention, DeltaQuant offers an additional 3.0x
speedup. These results highlight the practical advantages of
DeltaQuant, demonstrating that it delivers state-of-the-art
speedup while maintaining competitive visual quality.
Integration with other acceleration techniques. We
also show that DeltaQuant is compatible with other video
diffusion model acceleration techniques, including sparse
attention techniques like Radial Attention [26], quantized
attention techniques such as Sage Attention2++ [57], and
few-step LoRA techniques like LightX2V [8].

As shown in Table 2, integrating DeltaQuant with effi-
cient attention and distillation-based acceleration techniques

Table 2. Qualitative and latency results of DeltaQuant when in-
tegrated into efficient-attention techniques and few-step LoRAs.
DeltaQuant maintains high visual quality while boosting speedup
from 36.8x to 111.8x.

Model Method Vision Reward (1) Latency(s) Speedup
Original 0.145 4818 1.0x
Wan2.2  +LightX2V 0.144 196.8 24.5x%
I2V-A14B +Radial&Sage 0.145 131.0 36.8x
+DeltaQuant 0.148 43.1 111.8x

yields substantial latency reductions while preserving vi-
sual quality. By further incorporating DeltaQuant, latency
is decreased from 131.0s to just 43.1 s, achieving an overall
111.8x speedup without quality degradation. The corre-
sponding visual results are shown in Figure 1. These results
demonstrate that video diffusion models can be accelerated
by orders of magnitude while maintaining output quality.

5.3. Ablation Studies & Analysis

Performance sensitivity to cube size. We study the effect
of cube size in Figure 9(a). Increasing the cube size consis-
tently degrades performance because larger cubes aggregate
tokens with lower spatiotemporal similarity, failing to ef-
fectively capture shared structure. When the cube size is
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Figure 8. DeltaQuant reduces the size of the Wan2.2 model by 2.9 x and lowers memory usage by 2.3 x compared to the 16-bit model. On
top of Sage Attention2++ [57] and Radial Attention [26], our NVFP4 W4A4 model achieves speedups of 4.6 x at 720p and 7.2 at 480p
over the 16-bit model, and outperforms the W4A16 GGUF 4 baseline, which achieves 2.7 at 720p and 3.7 x at 480p. "*" denotes that

Radial&Sage Attention are enabled.
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Figure 9. Ablations of DeltaQuant. (a) Larger cube sizes degrade performance. Using a single global core for all tokens causes great PSNR
degradation; (b) DeltaQuant consistently outperforms SVDQuant when scaling the low-rank branch across different compute budgets; (c)
FP8 core tokens preserve accuracy; and (d) our timestep-aware cube size allocation strategy yields higher PSNR than uniform allocation.

increased to 64, or even in the extreme case where cubes en-
compass all tokens (resembling the global averaging in Sage
Attention [55]), the method becomes suboptimal, with huge
degradation in PSNR. This confirms that DeltaQuant bene-
fits from local spatiotemporal correlations within compact
cubes rather than global aggregation.

Different rank size. We compare DeltaQuant and
SVDQuant across a range of computational budgets by vary-
ing the low-rank dimension, and observe that DeltaQuant
consistently outperforms simply increasing the rank in
SVDQuant. Figure 9(b) presents latency versus LPIPS
(lower is better) for SVDQuant at ranks 128, 160, and 192,
and for DeltaQuant at ranks 96, 128, and 160. In all settings,
the LPIPS-latency curve of DeltaQuant remains strictly be-
low that of SVDQuant, attributable to its more effective
activation quantization, thereby demonstrating a superior
efficiency—accuracy trade-off. We also observe that when
the rank in SVDQuant is too large, it fails to fully converge
within the given calibration time, which may lead to a de-
crease in accuracy.

Precision of the core tokens. We further study the impact
of compute precision on the core tokens. As shown in Fig-
ure 9(c), FP8 quantization achieves even higher PSNR than
BF16 for these tokens, while enabling 4 x higher throughput
via FP8 tensorcores on NVIDIA 5090 GPUs. In contrast,
quantizing the core tokens with NVFP4 results in a PSNR
drop of 1.3, validating our choice of FP§8 quantization.

Adaptive cube size allocation strategy. We also evalu-
ate our adaptive cube-size allocation strategy. We compare
(1) a uniform cube size of 32 (t=4, h=2, w=4) across all
timesteps, and (2) our timestep-aware strategy, which as-
signs a cube size of 16 to 30% of timesteps and 64 to the
remaining 70%, yielding an amortized cube size of 33. As
shown in Figure 9(d), our adaptive strategy improves PSNR
by 0.5, indicating that allocating smaller cubes in timesteps
with high noise level delivers superior visual quality.

6. Conclusion

In this work, we introduce DeltaQuant, a 4-bit weight-
activation quantization method for video diffusion models.
Exploiting spatiotemporal redundancy, DeltaQuant partitions
activations into local cubes and decomposes each cube into
a high-precision core token and low-precision delta tokens,
substantially easing quantization with negligible overhead.
Experiments show that DeltaQuant preserves generation
quality while significantly reducing memory usage and in-
ference latency. It is also fully compatible with efficient
attention and few-step distillation.

Broader impact. DeltaQuant enables efficient deployment
of video diffusion models on consumer hardware, broaden-
ing access to high-quality video generation. At the same
time, such accessibility may facilitate misuse, including the
creation of misleading content.
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