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Abstract

Noisy annotation of large scale facial expression
datasets has been a key challenge towards Facial Expres-
sion Recognition (FER) in the wild via deep learning. Dur-
ing early learning stage, deep networks fit on clean data and
then eventually start overfitting on noisy labels due to their
memorization ability which limits FER performance. To
overcome this challenge on Aff-Wild2, this paper uses a ro-
bust end-to-end Consensual Collaborative Training (CCT)
framework. CCT co-trains three networks jointly using
a convex combination of supervision loss and consistency
loss. A dynamic balancing scheme is used to transition from
supervision loss in the initial learning to consistency loss
during the later stage. During the initial training, super-
vision loss is given higher weight thus implicitly learning
from clean samples. As the training progresses, consistency
loss based on the consensus of predictions among differ-
ent networks is used to effectively learn from all the sam-
ples, thus preventing overfitting to noisy annotated sam-
ples. Further, CCT does not make any assumption about
the noise rate. Effectiveness of CCT is demonstrated on
challenging Aff-Wild2 dataset using various quantitative
evaluations and various ablation studies. Our codes are
publicly available at https://github.com/1980x/
ABAW2021DMACS.

1. Introduction

In the recent years, automatic FER in the wild has made
tremendous progress due to success of deep learning (DL)
methods and development of in-the-wild datasets. However,
quality of annotations from in-the-wild datasets has been a
key challenge towards FER performance. Annotations in
FER datasets suffer from noise and most of the FER sys-
tems turn a blind eye to the influence of these noisy labels.
The noisy annotations arise due to the following reasons:
i) manual annotation is costly, laborious and requires ex-
pertise; so crowdsourcing and online key search methods

are used, resulting in noisy and inconsistent annotations ii)
facial expression images are ambiguous and may express
compound emotions, for eg. face may be happily surprised
or fearfully sad, iii) occlusions, illumination, low resolu-
tion and pose variations cause uncertainty in getting true
expression label, iv) prototypical expressions vary across
cultures, situations, and across individuals under same situ-
ation [7, 33]. It has been observed in [2] and later shown in
[43] that during early part of the training, deep neural net-
works (DNNs) fit on clean data, and then, eventually, start
over-fitting on noisy labels due to their memorization abil-
ity. This significantly affects the performance of DL based
methods in the presence of noisy annotations. So, it is im-
portant to eliminate the influence of noisy annotated sam-
ples during training.

Aff-Wild2 [16, 17, 18, 19, 20, 21, 22, 23, 41] is the
first database annotated for all the three tasks: i) valence
and arousal estimation (2-D continuous dimensional model)
[29], ii) seven basic emotions [5] of happiness, neutral,
anger, sad, surprise, disgust and fear (categorical classifica-
tion) and iii) facial action unit recognition based on Facial
Action Unit Coding System [6] (multi-label classification).
It consists of in-the-wild 539 videos with 2,595,572 frames
collected from YouTube. This dataset is also highly im-
balanced in terms of number of images per expression cate-
gory. Since Aff-Wild2 is of very large scale, so it is unlikely
that it does not have noisy annotations. This paper presents
an evaluation of Aff-Wild2 using our recently proposed ro-
bust FER framework in the presence of noisy annotations
called CCT [8]. CCT has shown its robustness to handle
noisy annotations in the presence of both synthetic as well
as real noisy datasets. In-fact, CCT has demonstrated state-
of-the-art (SOTA) performance on benchmark in the wild
datasets like RAFDB [24, 25], FERPlus [3] and AffectNet
[27]. Specifically, it trains jointly three networks using a
loss which is convex combination of supervision loss and
unsupervised consistency loss. Supervision loss is used to
learn from clean samples implicitly during the early stage
of the training and as the training progresses, consistency
loss is used to prevent overfitting to noisy samples. Transi-
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tion from supervision loss to consistency loss is done using
a dynamic balancing scheme without depending upon noise
rate.

2. Related work
Presence of noisy labels in real-world datasets has led

to development of many DL based approaches like robust
loss functions [9, 35, 46, 36], estimation of noise tran-
sition matrix [10, 38, 28], sample selection using small
loss trick [12, 40, 37, 26] etc. Sample selection meth-
ods train on small loss samples as these are more likely
to be associated with clean samples [2]. Inspired by co-
training [4], these methods use peer/ mutual/ joint learn-
ing by training two networks on low loss samples using
Cross-Entropy (CE) loss. Idea of using two networks is
that two networks of different learning abilities can filter
different types of errors. Further, based on small loss trick,
the percentage of high loss samples to be dropped (depend-
ing upon noise rate) keeps increasing as a function of train-
ing epoch. In Decoupling [26], both networks are trained
using likely hard samples on which they disagree in their
predictions. In Co-teaching [12], each model is trained us-
ing supervision loss corresponding to peer network’s small
loss samples whereas in Co-teaching+ [40], an extension
of Co-teaching, the small loss samples are chosen among
the ones on which both the networks disagree in their pre-
dictions. Based on joint training, JoCoR [37] selects small
loss samples based on agreement between two networks,
enforced by a joint loss using the conventional CE loss and
the co-regularization based contrastive loss. Contrastive
loss makes both networks guide each other to maximize
the agreement between them. Intuition of using agreement
to combat noisy samples is that two learners with different
abilities would easily agree on clean samples but are un-
likely to agree on noisy annotated samples. NCT [30] uses
mutual training of two networks using convex combination
of a supervision loss and a mimicry loss combined with a
dynamic balancing scheme. It also uses target variability
regularization to keep models diverged during training. Fur-
ther, it does not require noise rate to be known in advance.

Main limitations of most of above methods (except
NCT) are: (i) they depend on accurate estimation of noise
distribution to drop high loss samples in each mini-batch.
However, in real world scenario it may be difficult to esti-
mate drop rate and drop rate may not be identical in each
mini-batch. (ii) hard samples are also perceived as noisy,
and hence the model is biased towards easy samples which
hurts the generalization capability of the model. (iii) Fur-
ther, two networks in Co-teaching (peer learning ) and Jo-
CoR (joint training) are prone to converge to a consen-
sus and even make wrong predictions in the presence of
high noise. Even though, networks in Decoupling and Co-
teaching+ are diverged, the number of clean samples se-

lected in disagreement area may be too small. Also, there
may be noise samples in disagreement area as noisy sam-
ples are spread across the whole space of examples. So,
disagreement among networks is not an optimal criteria to
filter noisy samples. Moreover, none of these techniques
have been applied on FER datasets. Our proposed CCT
[8] is motivated on intuition that even though two learn-
ers may easily converge to consensus on noisy annotated
samples, the same may not be the case if three learners are
involved. Further, utilizing all samples is important for ef-
fective learning. So, consistency among predictions of dif-
ferent networks and relabelling will be helpful towards this.

Further, only a few FER methods have been developed to
tackle noisy annotated samples. IPA2LT framework [42] is
proposed to handle inconsistent annotations present in dif-
ferent FER databases. In IPA2LT, each sample is assigned
multiple inconsistent human and machine predicted labels,
and subsequently a network is trained to discover the latent
true label by maximizing log-likelihood of inconsistent an-
notations by estimating multiple noise transition matrices.
SCN [33] learns the importance of each sample using a self-
attention module for loss re-weighting. Low (high) weight
samples are treated as uncertain/noisy (certain/clean) re-
spectively. Uncertain samples are also relabeled if predicted
probability is above a certain threshold. In [7], Rayleigh
loss function is proposed to learn discriminative features in
the presence of uncertain samples. It integrates center loss
along with inter-class constraint which enforces the class
center to be far away from its nearest neighbour. As class
centers are first order statistics, Rayleigh loss is not sensitive
to sample noises introduced by uncertainties. In addition,
w-Softmax loss is also introduced to reduce the loss weight
of uncertain samples based on their distances to class cen-
ters. A class specific threshold is chosen for reweighing loss
depending upon distance between class center and nearest
class center. To summarize, limitation of IPA2LT is that
it is difficult to estimate multiple noise transition matrices
accurately. SCN uses single network to distinguish the un-
certain samples from certain which leads to confirmation
bias. Rayleigh loss and w-Softmax loss are reliable in the
presence of small noise only. In this work, CCT [8] is cho-
sen as it has demonstrated its superior performance on both
synthetic as well as real noisy FER datasets.

3. CCT

3.1. Overview

The CCT [8] follows the principle of consensus based
collaborative training called Co-Training [4]. It uses three
networks to learn robust facial expression features in the
presence of noisy annotations. Three networks are trained
jointly using a convex combination of supervision loss and
consistency loss. In the initial phase of training, networks

3586



Figure 1. Comparison of error flow among Decoupling [26], Coteaching [12], Co-teaching+ [40], JoCoR [37], NCT [30]and CCT [8].
Assume that the error flow comes from the biased selection of training instances, and error flow from network A or B is denoted by blue
arrows or red arrows, respectively. First panel: Decoupling maintains two networks (A & B). The parameters of two networks are updated,
when the predictions of them disagree (! =). Second panel: In Co-teaching, each network selects its small-loss data to teach its peer
network for the further training. Third panel: In Co-teaching+, each network teaches its small loss instances with prediction disagreement
(! =) to its peer network. Fourth panel: JoCoR trains two networks jointly by using small-loss instances with prediction agreement to
make two networks more similar with each other. Fifth panel: NCT involves mutual training of peer networks using supervision loss and
mimicry loss with a dynamic balancing scheme without any assumption about noise distribution. Sixth panel: CCT trains three networks
(A, B & C) jointly using supervision loss and consistency loss with a dynamic balancing scheme to gradually transition from supervision
loss to consistency loss to bring consensus among predictions.

Figure 2. CCT [8] involves training three networks θ1, θ2 and θ3 jointly using a convex combination of supervision loss and consistency
loss. Consensus is built by aligning the posterior distributions (shown as dotted red curves between p1, p2 and p3) using consistency loss.
Dynamic weighting factor (λ) that balances both the losses is described in section 3.2.3. (Figure adopted from [8].)

are trained using supervision loss. This ensures that clean
data is effectively utilized during training since DNNs fit
clean labels initially [2, 43]. Further, to avoid eventual
memorization of noisy labels by individual DNNs, gradu-
ally, as the training progresses, more focus is laid on con-
sensus building using consistency loss between predictions
of different networks. Building consensus between net-
works of different capabilities ensures that no network by
itself can decide to overfit on noisy labels. Further, it also
promotes hard instance learning during training because the
networks are not restricted to update based on only low loss
samples, and further that, as the training progresses, they
must agree. The trade-off between supervision and consis-
tency loss is dynamically balanced using a Gaussian-like
ramp-up function. Further, the CCT does not require noise

distribution information, and it is also architecture indepen-
dent. Further, joint training of three networks reduces the
overall error by averaging out individual errors due to the
diversity of predictions and errors. Figure 2 delineates the
CCT framework and Algorithm 1 enumerates the pseudo-
code for CCT training as described in [8].

3.2. Problem formulation

Let D = {(xi, yi)}Ni=1 be the dataset of N samples
where xi is the ith input facial image with expression label
yi ∈ {1, 2, ..., C}, C denoting the number of expressions.
CCT is formulated as a consensual collaborative learning
using three networks parametrized by {θj}3j=1. The learn-
ing is achieved by minimizing the loss L which is a convex
combination of supervision loss (based on standard CE loss)
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Figure 3. Dynamic balancing curves plotted for different values
of β according to Eq. 4. Smaller the β, faster it transitions from
supervision to consistency loss.

denoted as Lsup and consistency loss (based on Kullback-
Leibler divergence ) denoted as Lcons. Overall loss is given
by :

L = (1− λ) ∗ Lsup + λ ∗ Lcons (1)

where λ ∈ [0, 1].

3.2.1 Supervision loss

CE loss is used as supervision loss to minimize the error be-
tween predictions and labels. Let pj denote the prediction
probability distribution of network j for 1 ≤ j ≤ 3. Then,
supervision loss is superposition of CE loss for each of in-
dividual network between prediction pj and ground truth
vector y for 1 ≤ j ≤ 3.

Lsup =

3∑
j=1

L
(j)
CE(pj , y) (2)

3.2.2 Consistency loss

Kullback-Leibler divergence (DKL) is used to bring con-
sensus among predictions of different networks by aligning
their probability distributions. Each of the network aligns
its distribution with other two network’s distribution.

Lcons =

3∑
j=1

3∑
k=1
k ̸=j

D
(j)
KL(pk||pj) (3)

3.2.3 Dynamic balancing

The dynamic trade-off factor λ between Lsup and Lcons is
computed as follows:

λ = λmax ∗ exp−β(1− e
er

)2 (4)

where β determines the shape of the Gaussian like ramp-
up function, λmax refers to maximum value of λ, e is the

current epoch and er is epoch (ramp-up length) at which λ
attains its maximum value (λmax). When λ is small, super-
vision loss dominates. As training progresses, e approaches
er which pushes λ towards λmax, allowing consistency loss
to take over. Smaller (larger) the value of β, faster (slower)
it transitions from supervision to consistency loss. Figure
3 displays the dynamic balancing curves for different β’s.
The factor β is chosen based on an ablation study as dis-
cussed in Sec 5.2.2.

Algorithm 1: CCT training algorithm
Input: Model f with parameters θ = {θ1, θ2, θ3},

dataset(D), learning rate(η), total epochs
emax, maximum lambda value λmax and
dynamic balancing factor β

Initialize {θ1, θ2, θ3} randomly.
for e = 1, 2, .., emax do

Sample mini-batch Dn from D;
Compute pi = f(x, θi)∀x ∈ Dn, (1 ≤ i ≤ 3);
Compute dynamic balancing factor λ using

Eq.(4);
Compute joint loss L using Eqs. (1), (2) and (3);
Update θ = θ − η∇L

return {θ1, θ2, θ3}

4. Datasets and Implementation Details
4.1. Datasets

Aff-Wild2 dataset consisting of 539 videos with
2,595,572 frames with 431 subjects, 265 of which are male
and 166 female, is annotated for 7 basic facial expressions.
Eight of videos have displayed two subjects both of which
have been labelled as left and right. Aff-Wild2 is split into
three subsets: training, validation and test subsets consist-
ing of 250, 70 and 222 videos respectively. Since the dataset
is highly imbalanced in terms of number of images per ex-
pression category, so we use other in the wild datasets like
AffectNet[27], RAFDB [24, 25] for pre-training. AffectNet
[27] is the largest facial expression dataset with around 0.4
million images manually labeled for the presence of eight
emotions (neutral, happy, angry, sad, fear, surprise, disgust,
contempt). Images except contempt category are consid-
ered for training the model. RAF-DB contains 29672 facial
images tagged with basic or compound expressions by 40
independent taggers. Only 12271 images with basic emo-
tions from training set are used.

4.2. Implementation details

CCT method is implemented in PyTorch1 using three
GeForce RTX 2080 Ti GPUs with 11GB memory each.

1https://pytorch.org
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The individual networks in CCT are ResNet-18 pre-trained
on large scale face dataset MS-Celeb-1M [11]. All images
in AffectNet and RAFDB are aligned using MTCNN2 [44]
and then resized to 224x224. For Aff-Wild2, cropped im-
ages are used after resizing them to 224x224. Batch size
is set to 256. Optimizer used is Adam. Learning rate (lr)
is initialized as 0.001 for base networks and 0.01 for the
classification layer. Further, lr is decayed exponentially by
a factor of 0.95 every epoch. Data augmentation includes
random horizontal flipping and color jitter. λmax is set to
0.9 and β to 4.0 based on the ablation study in Sec 5.2.2.

4.3. Evaluation metric

Evaluation metric used is weighed average of overall ac-
curacy (33%) and F1 score (67%). Accuracy is defined as
fractions of predictions that are correctly identified. It can
be written as:

Accuracy(Acc) =
Number of Correct Predictions

Total number of Predictions
(5)

F1 score is defined as weighted average of precision (i.e.
number of positive class images correctly identified out of
positive predicted) and recall (i.e. number of positive class
images correctly identified out of true positive class). It can
be written as:

F1 score =
2× precision× recall

precision+ recall
(6)

And the overall score considered is:

Overall score = 0.67× F1 + 0.33×Acc (7)

5. Results and Discussions
5.1. Performance comparison with state-of-the-art

methods

Results on the validation set of Aff-Wild2 [15] are shown
in Table 1 . CCT obtains overall score of 0.48 on validation
set which is a significant improvement over baseline.

Table 1. Performance comparison on Aff-Wild2 validation set
Method F1 score Accuracy Overall

Baseline [15] 0.30 0.50 0.366
CCT [8] 0.4040 0.6378 0.4814

Table 2 presents the performance comparison on test set
w.r.t different methods like Kawakarpo [13], NTUA-CVSP
[1], Morphoboid [32], STAR [34], Maybe Next Time [31],
CPIC-DIR2021 [14] and Netease Fuxi Virtual Human [45].
CCT was fine-tuned on whole train set of Aff-Wild2 us-
ing a pre-trained model on AffectNet. Clearly, CCT per-
forms superior to Kawakarpo [13], NTUA-CVSP [1] and

2https://github.com/ZhaoJ9014/face.evoLVe.PyTorch

Table 2. Performance comparison on Aff-Wild2 Test set
Method F1 score Accuracy Overall

Baseline [15] 0.26 0.46 0.326
Kawakarpo [13] 0.29 0.6491 0.4082
NTUA-CVSP [1] 0.3367 0.6418 0.4374
Morphoboid [32] 0.3511 0.668 0.4556
FLAB2021 [39] 0.4079 0.6729 0.4953

STAR [34] 0.4759 0.7321 0.5604
Maybe Next Time [31] 0.6046 0.7289 0.6456

CPIC-DIR2021 [14] 0.6834 0.7709 0.7123
Netease Fuxi Virtual Human [45] 0.763 0.8059 0.7777

Ours[8] 0.361 0.675 0.4646

Morphoboid [32]. Since, we have trained model for single
task and not used any of audio and video features, so per-
formance is not as good as STAR [34], Maybe Next Time
[31], CPIC-DIR2021 [14] and Netease Fuxi Virtual Human
[45] which use multi-task learning with video features.

5.2. Ablation studies

We perform various ablation studies to demonstrate the
influence of different hyper-parameters.

5.2.1 Influence of number of networks:

Table 3 shows the influence of number of networks that
are collaboratively trained in CCT. It can be observed that
model with 3 networks performs the best in the presence
of noise. This is because of the region where the 3 net-
works come into consensus is relatively smaller, thereby
avoiding more noisy labels during training. However, with
4 networks, the number of parameters also significantly in-
creases and building consensus is quite difficult.

Table 3. Performance comparison w.r.t different number of models
in CCT on validation set

No of models Pretrained F1 score Accuracy Overall
1 AffectNet 0.3311 0.5705 0.41
2 AffectNet 0.3744 0.621 0.456
3 AffectNet 0.4040 0.6378 0.4814
4 AffectNet 0.366 0.613 0.447

Table 4. Impact of dynamic balancing factor (λ) for different val-
ues of β in Eq. 4 and Fig. 3 using AffectNet pertrained model.

β F1 score Accuracy Overall
0.1 0.352 0.593 0.432
0.65 0.378 0.609 0.454
1.0 0.390 0.6378 0.472
1.5 0.378 0.6269 0.460
2.0 0.3969 0.6160 0.469
3.0 0.4051 0.6226 0.4769
4.0 0.4040 0.6378 0.4814
5.0 0.3931 0.6387 0.4742
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5.2.2 Impact of dynamic balancing factor

Since, as per Eq. 4, if the best β is determined, automati-
cally the best λ gets fixed. So, we determine the best β by
computing performance for different values of beta in Table
4. β = 4 gave best performance in Aff-Wild2 validation
set.

5.2.3 Effect of pretrained dataset

We compared the influence of different datasets for pre-
trained model in Table 5. Clearly, AffectNet dataset due
to its large scale gives better performance compared to
RAFDB.

Table 5. Performance comparison w.r.t different dataset for pre-
training in CCT on validation set.

Pretrained dataset F1 score Accuracy Overall
MS-Celeb-1M 0.378 0.609 0.454

RAFDB 0.383 0.615 0.460
AffectNet 0.4040 0.6378 0.4814

5.2.4 Influence of oversampling

Table 6 shows that oversampling is not effective for training
when evaluated w.r.t MS-Celeb-1M pre-trained model.

Table 6. Performance comparison with and without oversampling
on validation set using MS-Celeb-1M pre-trained model

Oversampling F1 score Accuracy Overall
Without 0.378 0.609 0.454

With 0.357 0.58 0.43

5.2.5 Impact of consistency loss

Table 7 evaluates the effect of consistency loss w.r.t train-
ing using only supervision loss. Clearly, dynamic transition
using combined loss is more effective to handle noisy anno-
tations compared to supervision loss.

Table 7. Impact of consistency loss on validation set using MS-
Celeb-1M pre-trained model

Loss F1 score Accuracy Overall
CE Loss 0.3634 0.610 0.445

CE Loss + Consistency Loss 0.378 0.609 0.454

6. Conclusions
In this paper, a robust framework CCT for effectively

training a FER system with noisy annotations is evaluated
on challenging Aff-Wild2 dataset. CCT combated the noisy
labels by co-training three networks. Supervision loss at

early stage of training and gradual transition to consistency
loss at later part of training ensured that the noisy labels
did not influence the training. Both the losses are balanced
dynamically. Quantitative evaluations as well as various ab-
lation studies demonstrate the superiority of CCT as com-
pared to many others methods without using any audio,
video and landmarks information. In the future work, we
would like to test CCT for valence-arousal estimation and
facial action unit recognition tasks.
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