
A. Multi-task combinations

We trained UniNet with all valid task combinations and
provided the results in Table S1. The divisions in the ta-
ble are based on the number of tasks in the combination.
For instance, the third division provides results of three task
combinations. For each task, we highlight the best perfor-
mance across divisions. Except for depth estimation, all
tasks achieve their best performance when learned jointly
with the other tasks.

B. PGD Attacks

Table S2 provides the results of PGD attack on the five
task UniNet model and single task models. The single task
model attacks are performed using the corresponding task
loss (Ltask).

C. Semantic category hiding

In this section, we provide visualizations of more predic-
tions obtained using the semantic category hiding attack. In
addition to using the “person” class for attack, we also use
the “car” class. The relevance of these results with respect
to the findings of this work are discussed followed by some
cases where the findings do not hold.

In Figure S1, the predictions obtained by attacking the
“person” class is visualized. Predictions on three images are
visualized in (a), (b) and (c). For all three images, the first
row and the second row show the predictions when hiding
“persons” from segmentation map (segmentation attack)
and depth map (depth attack), respectively. We present
discussions based on the green oval regions. In all three
images, segmentation attack results in “persons” being re-
moved from both the segmentation and depth predictions.
However, in (b) we see that a few pixels still predict “per-
sons” correctly. Correspondingly, object detection also pre-
dicts “person” but with an incorrect bounding box. In gen-
eral, we note that the segmentation attack is able to affect all
task predictions. In all three image predictions, “persons”
blend into the background when depth attack is used. The
predictions in semantic tasks remain but their shapes are af-
fected. In Figure S2, we similarly provide results on the
attacks regarding hiding “cars”. All the predictions follow
the same trend like hiding “persons”. These results provide
further support that the semantic and geometric tasks are
asymmetric in the sense semantic tasks have stronger effect
on geometric tasks in comparison to the effect of geometric
tasks on semantic tasks.

In Figure S3, we show cases where the segmentation at-
tack is not effective in hiding the intended class from the
predictions. In the first row in (a) under segmentation at-
tack, remnants of “person” pixels still remain and object
detection does predict “person” correctly. Likewise, in (b)

first row, the “car” is not removed by the segmentation at-
tack in both object detection and segmentation predictions.
However, we note that segmentation attack is able to affect
depth predictions while the depth attack only has minor ef-
fects on semantic predictions.

D. DAG attacks

DAG can be used to attack both object detection and se-
mantic segmentation in a targeted manner to swap “person”
and “car” classes. We present more visualizations of predic-
tions while attacking object detection with DAG. In addi-
tion, we also visualize predictions when semantic segmen-
tation is attacked. The five task UniNet model is used for
DAG attacks on both cases.

Figure S4 shows the predictions after DAG attack. In ob-
ject detection predictions (column one), most of the “car”
predictions are horizontal or approximately square noting
that DAG attack only targets the classification of boxes.
However, there are exceptions such as in row three where
two “persons” on the right of the image are predicted as
“cars” but the boxes are vertical (yellow and red boxes).
Corresponding to column-1 images, column-2 shows the
segmentation maps when DAG attack is performed on seg-
mentation. We see that the attack manages to switch “per-
son” and “car” as “persons” expected to be red are now
blue and “cars” expected to be blue are now red (the ex-
pected color legend is shown in the top of the figure). We
see that these predictions also show potential bias towards
shape. This bias is particularly evident in row three column-
2 where the “persons” have been combined together in a
manner likely resembling the lower portion of a car. How-
ever, a systematic approach to investigate this bias is re-
quired.

E. Ablation study

The findings presented thus far are based on only the
UniNet architecture. To check whether the findings are ar-
chitecture independent, we choose MTI-Net because it has
the best performance in segmentation and depth. We add
the instance head to MTI-Net and call this new architecture
as MTI-Net++. To be more comparable with UniNet, we
did not include the auxiliary tasks used by MTI-Net. The
performance of the two architectures on five tasks is shown
in Table S3.

We repeat the PGD, semantic category hiding and DAG
attacks on MTI-Net++. The results of PGD attack with ε=1
is provided in the Table S4. Figure S5 shows the metric ra-
tios of various tasks after PGD attack with different losses.
PGD with semantic loss affects semantic tasks the most and
geometric loss affects geometric tasks the most. With indi-
vidual task losses, the corresponding tasks get affected the
most.



Tasks
OD SS IS D ID

mAPb mIoU mAPm RMSE Abs err. l1 loss
OD+SS+IS+D+ID 38.93±0.14 73.85±0.15 22.96±0.09 5.52±0.02 2.91±0.03 8.29±0.07

OD+SS+D+ID 38.45±0.48 73.54±0.49 - 5.51±0.01 2.89±0.02 8.38±0.06

OD+SS+IS+D 39.11±±±0.80 74.72±0.46 23.90±±±0.80 5.45±0.04 2.87±0.03 -
OD+SS+IS+ID 38.35±0.32 74.15±0.80 22.75±0.27 - - 8.428±0.102

OD+IS+D+ID 38.15±0.38 - 22.84±0.34 5.443±0.033 2.83±0.03 8.10±0.10

OD+SS+D 39.22±0.06 74.98±0.06 - 5.45±0.02 2.89±0.02 -
OD+SS+ID 38.52±0.61 74.42±0.22 - - - 8.41±0.11

OD+SS+IS 39.01±0.25 75.07±±±0.49 23.72±0.07 - - -
OD+D+ID 38.12±0.64 - - 5.46±0.04 2.86±0.01 8.03±±±0.11
OD+IS+D 39.08±0.58 - 23.72±0.28 5.34±0.03 2.75±0.01 -
OD+IS+ID 38.29±0.60 - 22.64±0.15 - - 8.16±0.10

OD+SS 38.22±0.53 75.06±0.10 - - - -
OD+D 38.50±0.62 - - 5.34±0.03 2.76±0.02 -
OD+ID 37.85±0.24 - - - - 8.25±0.27

OD+IS 38.41±0.35 - 23.72±0.16 - - -
SS+D - 74.49±0.43 - 5.38±0.02 2.81±0.01 -
OD 38.28±0.72 - - - - -
SS - 74.68±0.37 - - - -
D - - - 5.26±±±0.01 2.70±±±0.02 -

Table S1. Results of all possible task combinations. For all tasks except depth estimation, the best performance is obtained in one of the
multi-task combinations.

The visualizations of predictions obtained with seman-
tic category hiding attacks (segmentation attack and depth
attack) on MTI-Net++, shown in Figure S6, resembles that
obtained with UniNet. Table S5 provides the metric values
and metric ratios of all tasks after semantic category hid-
ing attacks. Segmentation attack has more effect on depth
compared to the effect of depth attack on segmentation.

Similar to UniNet results, the shape bias learned due the
intra-task relationship in object detection is also retained
when MTI-Net++ is attacked with the modified DAG at-
tack. Figure S7 shows the visualization of “person” and
“car” predictions before and after attack. “person” boxes re-
tain vertical orientation while “car” boxes retain horizontal
or approximately square orientation. Figure S8 shows that
the aspect ratio of the “person” and “car” predictions are
preserved even though their class is changed by the DAG
attack.

These observation made using MTI-Net++ with all three
attacks are in line with the observations made using UniNet,
providing strong evidence to the generalizability of findings
across architectures.



(a) Predictions on first image.

(b) Predictions on second image.

(c) Predictions on third image.
Figure S1. Semantic category hiding of “persons”. Only the prediction visualizations are shown as changes in adversarial images are
imperceptible for the used perturbation bound ε=2. In each pairs of visualizations, the first and second row show hiding from segmentation
and depth map results, respectively. Best viewed in color.



(a) Predictions on first image.

(b) Predictions on second image.

(c) Predictions on third image.
Figure S2. Semantic category hiding of “cars”. Only the prediction visualizations are shown as changes in adversarial images are imper-
ceptible at the used perturbation bound ε=2. In each pairs of visualizations, the first and second row show hiding from segmentation and
depth map results, respectively. Best viewed in color.



(a) Predictions on first image.

(b) Predictions on second image.
Figure S3. Failure cases: the perturbation bound used is ε=2. In each pairs of rows (divided by white space), the first and second row show
hiding from segmentation and depth map results, respectively. Best viewed in color.



Figure S4. DAG attack on object detection (first column) and semantic segmentation (second column), respectively. Best viewed in color.



(a) Multi-task, semantic and geometric loss (b) Multi-task and single task loss
Figure S5. PGD attacks using different losses with ε=1 as l∞ perturbation bound. Each bar represents a PGD attack conducted on MTI-
Net++ with a specific loss (indicated with the bar color). The green shaded and red shaded region contains the metric ratios of semantic
tasks and geometric tasks, respectively. Best viewed in color.

(a) Clean image predictions

(b) Hide “persons” from segmentation map

(c) Hide “persons” from depth map
Figure S6. Semantic category hiding with ε=2 as l∞ perturbation bound using MTI-Net++. (a) shows predictions on clean image. Hiding
“persons” from segmentation map in (b) also hides “persons” from all task predictions. However, in (c) similar effect is not observed
when hiding “persons” from depth map. Starting from the left, the columns show the input image, the instance predictions, the predicted
segmentation map and the predicted depth map. Best viewed in color.

(a) Predictions on clean image. (b) Predictions on DAG generated adversarial image.
Figure S7. Shape bias induced by intra-task relationship in object detection. The MTI-Net++ architecture is used. Object detection and
instance segmentation predictions visualized on (a) clean image and (b) DAG generated adversarial image. In (b), “car” box predictions
on “persons” have horizontal aspect ratio despite that the attack objective only includes box classification. The visualization only includes
“car” and “person” predictions. The rest of the predictions are not visualized. Best viewed in color.



Loss used
for attack ε

OD SS IS D ID
mAPb mIoU mAPm RMSE l1 loss

LMTL

0.25 23.65 59.25 15.23 10.45 17.29
0.5 18.91 55.76 12.79 11.87 20.34
1 9.71 43.97 7.12 16.30 32.47
2 5.94 35.19 4.51 19.62 45.60
4 2.48 23.12 2.12 23.31 67.73

Lsemantic

0.5 21.59 58.95 14.83 6.20 9.58
0.5 17.28 55.22 12.06 6.60 10.41
1 10.77 45.21 8.31 7.73 11.33
2 7.90 37.63 6.26 9.10 13.40
4 4.29 26.61 3.41 11.53 16.07

Lgeometric

0.25 33.57 68.75 19.99 11.78 18.70
0.5 28.81 64.77 17.15 13.55 22.35
1 20.35 56.01 11.95 19.52 40.32
2 14.00 46.38 8.09 24.06 62.75
4 6.25 34.25 3.21 30.03 105.44

Lseg

0.25 26.95 53.47 15.30 6.46 8.77
0.5 22.69 49.36 12.96 6.914 9.31
1 14.15 36.45 7.47 8.54 10.83
2 10.61 26.83 5.74 10.56 13.11
4 5.99 13.77 3.07 15.02 17.30

Lcls

0.25 23.45 67.48 15.82 6.06 9.32
0.5 19.20 63.95 13.76 6.41 10.01
1 12.82 58.91 9.59 7.14 10.67
2 9.45 53.92 7.38 8.11 12.65
4 6.40 48.92 5.14 9.37 14.89

Lreg

0.25 24.13 70.10 16.87 5.98 9.62
0.5 19.41 67.09 14.18 6.29 10.43
1 11.16 61.75 9.22 6.84 12.17
2 6.61 55.50 5.84 7.75 14.71
4 2.22 47.23 2.22 9.07 18.54

Lis

0.25 28.40 69.66 16.48 5.95 9.57
0.5 24.02 66.55 13.80 6.28 10.33
1 18.45 62.76 10.60 6.92 11.58
2 13.78 57.91 7.69 7.80 13.59
4 9.19 51.08 4.66 9.21 16.12

Ldepth

0.25 35.08 68.46 20.70 12.65 11.15
0.5 31.41 64.90 18.47 14.62 13.09
1 24.71 54.91 14.64 21.32 20.16
2 17.20 42.07 10.14 27.02 27.91
4 8.17 26.03 4.95 40.33 35.95

Lid

0.25 32.88 70.31 19.59 7.15 20.63
0.5 28.23 66.75 16.79 7.99 24.81
1 21.02 62.46 12.60 10.45 44.49
2 14.29 53.95 8.56 13.54 67.08
4 6.85 41.71 3.77 16.38 108.60

Ltask

0.25 20.80 55.59 - 11.81 -
0.5 17.33 51.05 - 13.71 -
1 10.31 36.99 - 20.59 -
2 6.86 27.52 - 26.78 -
4 4.17 14.01 - 38.71 -

Table S2. PGD attack results with varying ε values on the five task
and single task UniNet models using different losses.

Tasks UniNet MTI-Net++
OD (mAPb) 38.93±±±0.14 37.12±0.20

SS (mIoU) 73.85±0.15 75.77±±±0.40

IS (mAPm) 22.96±0.09 24.05±±±0.34

D (RMSE) 5.52±0.02 5.15±±±0.03

ID (l1 loss) 8.29±±±0.07 9.70±0.06

Table S3. The performace of MTI-Net++ compared with UniNet.
MTI-Net++ is the modified version of MTI-Net with the instance
head.

Loss used
for attack

OD SS IS D ID
mAPb mIoU mAPm RMSE l1 loss

LMTL 9.53 42.23 6.51 18.21 28.56
Lsemantic 9.02 45.96 7.10 7.36 13.08
Lgeometric 19.01 58.89 12.12 19.51 40.14

Lseg 13.42 39.03 8.05 8.00 12.02
Lcls 10.97 58.40 8.81 6.80 12.56
Lreg 10.58 62.80 8.99 6.73 13.78
Lis 18.60 64.03 10.74 6.43 11.84

Ldepth 22.80 57.89 14.90 21.60 21.76
Lid 18.59 61.92 12.13 10.18 44.31

Table S4. PGD attack results with ε=1 on MTI-Net++ model using
different losses.

Tasks Clean
Hide from Hide from (rel.)

SS D SS D
OD (mAPb) 33.38 6.62 13.24 0.20 0.39
IS (mAPm) 17.75 1.90 6.28 0.11 0.35
SS (mIoU) 79.09 10.33 50.25 0.13 0.64
D (RMSE) 3.99 9.70 37.31 0.41 0.11
ID (abs rel.) 0.15 0.33 1.12 0.45 0.13

Table S5. Results on semantic hiding of “person” class using MTI-
Net++. The first three columns show the actual metric values
while the last two columns show metric ratios which is the per-
formance retained by each task after attack with respect to clean
performance.



Figure S8. Effect of DAG attack on object detection. Each plot
compares before and after DAG attack results specific to the “per-
son” and “car” class. Plots (a), (b) and (c) show the mAP, clas-
sification loss and regression loss, respectively. Plot (d) shows
the mean aspect ratio of “person” class (green shaded region) and
“car” class (red shaded region).


