CL-Splats: Continual Learning of Gaussian Splatting with Local Optimization
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Figure 1. We introduce CL-Splats, a simple yet effective approach for continual learning of Gaussian Splats. Our method efficiently updates
scenes using a small, incremental set of views focused on changed regions. It achieves high-quality reconstructions while significantly
outperforming existing continual learning methods for novel view synthesis in both reconstruction accuracy and optimization speed.

Abstract

In dynamic 3D environments, accurately updating scene rep-
resentations over time is crucial for applications in robotics,
mixed reality, and embodied Al. As scenes evolve, efficient
methods to incorporate changes are needed to maintain up-
to-date, high-quality reconstructions without the computa-
tional overhead of re-optimizing the entire scene. This paper
introduces CL-Splats, which incrementally updates Gaus-
sian splatting-based 3D representations from sparse scene
captures. CL-Splats integrates a robust change-detection
module that segments updated and static components within
the scene, enabling focused, local optimization that avoids
unnecessary re-computation. Moreover, CL-Splats sup-
ports storing and recovering previous scene states, facili-
tating temporal segmentation and new scene-analysis ap-
plications. Our extensive experiments demonstrate that
CL-Splats achieves efficient updates with improved recon-
struction quality over the state-of-the-art. This establishes
a robust foundation for future real-time adaptation in 3D
scene reconstruction tasks. We will release our source code
and the synthetic and real-world datasets we created at
https://cl-splats.github.io/.

1. Introduction
3D scene reconstruction is a fundamental challenge in com-

puter vision and robotics [27], with applications across

mixed reality, autonomous navigation, and embodied Al.
Many tasks within these fields, such as object interaction
or localization, benefit from a continually evolving under-
standing of the environment [35]. As scenes change over
time, efficiently incorporating updates from new observa-
tions is essential for maintaining accurate and up-to-date
reconstructions. These new updates can provide insights
into object movements and transformations, enhancing our
understanding of dynamic environments.

While real-time scene reconstruction has garnered sub-
stantial attention, techniques that address long-term scene
evolution are less developed [31]. Updating 3D representa-
tions from intermittent, sparse captures—rather than contin-
uous video—introduces unique challenges that have to be
addressed to improve dynamic scene understanding. To this
end, recent approaches have explored updating point clouds
by matching and registering objects over time [54], but they
lack photorealism and only reconstruct objects. Other works
introduce novel view synthesis techniques to update the re-
construction iteratively [4, 42], but they face issues with
catastrophic forgetting and recovering of previous states,
making them less versatile. This highlights the need for a
unified approach that effectively integrates update mecha-
nisms while preserving the visual fidelity and efficiency of
modern 3D scene representations such as Gaussian Splatting.

Our method, namely CL-Splats, combines the strengths
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Method No Forgetting History Local Time
CLNEeRF [4] X X X Slow
CL-NeRF [42] X ~ X Slow
CL-Splats (Ours) Fast

Table 1. Overview of Related Methods. Our explicit represen-
tation is the only that does not suffer from catastrophic forgetting
while enabling an efficient and scalable history and optimizing
locally, allowing new applications and the fastest optimization.

of point-cloud-based and NeRF-based [20] methods for con-

tinual scene updates, offering local and efficient optimiza-

tion while achieving photorealistic reconstructions using
the Gaussian Splatting [14] framework. Compared to pre-
vious state-of-the-art methods and static-scene baselines,

CL-Splats achieves more efficient updates and higher re-

construction quality. Furthermore, our method enables seg-

menting and storing scene changes across time, supporting
existing and emerging scene analysis applications.
Our key contributions are:

* We introduce a general framework for continual and lo-
calized updates in Gaussian Splatting representations, en-
abling flexible and efficient scene reconstruction.

* We present a novel local Gaussian optimization strategy
which restricts the optimization of Gaussians in 3D space
and enables efficient and local updates.

* We empirically validate our approach on diverse real and
synthetic scenes, demonstrating its effectiveness. Ad-
ditionally, we show its ability to perform tasks such as
batched updates and scene history recovery.

* We contribute novel synthetic and real-world datasets de-
signed explicitly for benchmarking dynamic scene recon-
struction.

2. Related Work

Continual Scene Reconstruction. Dynamic scene re-
construction methods aim to continuously update 3D rep-
resentations, enabling systems to learn and adapt over
time [4, 15, 42]. Significant research in this area has focused
on photorealistic reconstructions from video sequences using
point clouds and radiance fields. Recent methods enhance
scene representations incrementally: Zhou et al. [53] intro-
duce static Gaussians to explore new areas, Po et al. [25] re-
fine scenes by resampling NeRF views, and Wang et al. [38]
improve memory efficiency by decomposing scenes into
compact NeRF components. However, these approaches
focus on real-time view additions rather than handling long-
term scene changes. To address longer temporal differences,
datasets and methods incorporating point cloud instance re-
identification have been proposed [12, 30, 35, 54]. Recent
works CL-NeRF [42] and CLNeRF [4] enable photorealistic
reconstruction for continual learning over extended periods
and at discrete time steps. Our approach builds upon these
advancements, combining CL-NeRF’s photorealism with
Gaussian Splatting’s adaptable representations to achieve
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high-quality rendering and efficient updates. In comparison
to CLNeRF [4], our method only requires frames from the
changed region, making it more efficient, and our method
does not require knowing camera poses of unchanged re-
gions, unlike CL-NeRF [42]. Additionally, our localized
and interpretable optimization enables efficient and accu-
rate scene history recovery applications. We summarize key
differences between our method and prior work in Table 1.

3D Editing. Editing 3D scenes shares similarities with our
work but differs fundamentally: editing is user-driven, while
our method adapts to real-world scene changes based on
observations. Traditional tools like Maya [1, 10] provide
complete scene control, but many modern 3D representa-
tions, such as radiance fields, are implicit and not easily
manipulable using conventional editing workflows. Conse-
quently, recent research on editing radiance fields has fo-
cused on preserving static elements while selectively updat-
ing specific regions [2, 8, 11, 13, 29, 37, 40, 46, 48, 50, 51].
While these methods effectively handle local edits, they of-
ten struggle with geometry modifications and maintaining
high realism. In contrast, our approach leverages real-world
scene updates to ensure photorealistic consistency, avoiding
the inconsistencies introduced by 2D foundation models in
synthetic editing tasks. Additionally, recent techniques have
explored object removal [21, 28, 39], manipulation [18], and
creation [8]. While these methods enable significant user-
driven geometric changes, they remain limited to specific
edit types. In contrast, our method is designed to accommo-
date general scene changes over time, allowing for continual,
observation-driven updates without manual intervention.

Scene Reconstruction from Sparse Views. NeRF [20]
and 3DGS [14] originally required densely sampled
views (around 100), which are impractical to obtain for
many applications. Recently, reconstruction and synthe-
sis from sparse views (e.g., 2 or 3) have gained atten-
tion [5-7, 9, 17, 22, 32-34, 36, 41, 43-45, 47, 49, 52].
These methods fall into two categories: per-scene opti-
mization [6, 9, 22, 34, 41, 49] and feed-forward infer-
ence [5, 7, 32, 33, 36, 43, 45, 47, 52] . The former uses
robust regularization to enhance reconstruction. However, it
is computationally intensive due to per-scene optimization.
The latter enables efficient feed-forward reconstruction from
sparse views by leveraging priors from large datasets but
lacks generalization. Unlike these methods, which halluci-
nate missing information due to extreme view sparsity, our
approach leverages an existing reconstruction and assumes
sparse views focused on local scene changes, significantly
improving accuracy and photorealism.

3. Method

Given an existing 3DGS reconstruction Gt-lattimet —1
and a new set of images I' = ([§,I¢,...,I!) capturing
local scene changes at time ¢, our goal is to efficiently up-
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Figure 2. Overview. Starting from an existing reconstruction, we estimate the changed regions in 2D and then lift that information into 3D.
After that we only optimize a local region around the changed parts. Our optimization is faster while obtaining the same gradients as 3DGS.

date Gt~ ! to reflect these changes. Crucially, our continual
learning setting assumes that no past information beyond the
current reconstruction G*~! is available. A naive approach
would be to re-run 3DGS on I* to optimize a new recon-
struction G*, assuming the new observations fully cover the
scene. However, this method has major drawbacks. Firstly, it
fails to leverage the existing reconstruction G*~*, discarding
unchanged information and making the optimization com-
putationally inefficient. Secondly, it requires re-capturing
the entire scene, significantly reducing flexibility in dynamic
settings. Furthermore, blindly re-running 3DGS would erase
parts of Gt~! in regions not sufficiently constrained by ob-
servations in I¢, leading to information loss. To address
these issues, our approach selectively updates only the nec-
essary regions within G*~!, preserving unchanged areas and
preventing unnecessary recomputation.

3.1. Detecting Changes in 2D

Similar to existing 3D reconstruction methods, we first es-

timate camera poses C! = (cf, ct, ..., ct)) for the images I,
ensuring alignment with the existing reconstruction’s coordi-
nate system. We use COLMAP [26] across our experiments
to estimate the camera poses, following prior works [4, 42].
We refer to supp. material regarding details about COLMAP
setup on changing scenes.

Next, we identify changed regions in each I! € I' by
comparing them to the existing reconstruction G*~!. We ren-
der a corresponding image I f ~1 from G~ using the camera
pose ¢t of I!. To detect changes, we leverage DINOv2’s [24]
feature extractor &£, to compute per-patch feature maps for

both the rendered image 1!~ and the real image I?:
Firt=edih), Fi=&) )

Using these feature maps, we compute a 2D binary change

mask M by thresholding the cosine similarity between
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corresponding feature vectors at each pixel:

{

Finally, we resize the binary masks to match the origi-
nal image resolution and dilate them by applying a sliding
quadratic kernel over the entire frame. This step fills small
noisy holes and expands the detected change regions, ensur-
ing a more robust coverage of modified areas.

3.2. Lifting Changes to 3D

While the change masks M! from (2) capture local changes
in image space, we observe that directly optimizing the 3D
representation G'~! using a photometric loss restricted to
these 2D masks leads to poor results. This occurs because
M lacks 3D spatial awareness, causing unintended updates
to Gaussians that do not belong to the changed regions.

1, if cos (]—?71, ]—'f) <7
0,

M 2)

otherwise

Mask Majority Voting. To address this, we ensure that
only Gaussians in the actual changed regions are optimized,
preserving the rest of the scene. We achieve this through a
majority voting mechanism that identifies which 3D Gaus-
sians correspond to the detected changes. Specifically, we
project the Gaussians from G'~! onto each 2D mask M
and count how many times each Gaussian falls inside a mask
across all views. Gaussians that appear within the masks in
more than K viewpoints are classified as part of the changed
region. We denote these identified Gaussians as Ot, which
form the 3D change mask.

Gaussian Sampling for New Objects. While the above
method works well for object removals, it fails when new
objects appear, as there may be no existing 3D Gaussians
in the affected region. To address this, we introduce a sam-
pling strategy (detailed in Algorithm 1) to ensure sufficient



Algorithm 1 New Point Sampling
t

1: Input: O, G~ 1, (M);<n, n
2: Output: pointcloud P?

3: function SAMPLEPOINTS(O?, G*1, (M), <n,n)

4 if|O'] > n then

5: return O

6:  elseif |Of| = 0 then

7: S = RANDOMSAMPLE(G! ™1, (MY)i<n, n)

8: return SAMPLEPOINTS(S, G!™1, (M!);<n,n)
9: else

10: S = SAMPLEREGION(O?, (M});<n, n)

11 0O=0'US8

12: return SAMPLEPOINTS(O, G' =1, (M?);<n,n)
13: end if

14: end function

Gaussians in the changed regions. The subroutines are de-
scribed in the supplementary material. After sampling, we
initialize all other 3DGS parameters following the standard
SfM-based initialization. This guarantees that the method
can properly model newly appearing objects. Importantly,
we always sample these new points independently of the
operation, maintaining flexibility in handling various types
of scene changes.

3.3. Local Optimization in Changed 3D Regions

The final step involves optimizing O within the detected
changed regions. A straightforward approach would be to
apply standard 3DGS optimization to all Gaussians in the
scene. However, this leads to (a) unnecessary computation
over unchanged areas, making optimization inefficient, and
(b) sub-optimal results, as optimizing all Gaussians does not
respect the localized nature of scene changes. To address
these issues, we propose a locally constrained and exact
optimization scheme that ensures updates remain spatially
accurate while eliminating boundary artifacts. The following
section details our method.

Sphere Pruning. While determining which Gaussians
project into a 2D mask is straightforward, enforcing spatial
constraints in 3D presents two key challenges: (a) defining
the 3D optimization region, and (b) ensuring that Gaussians
remain within this region throughout optimization. To effi-
ciently bound the optimization region, we represent it with
a set of geometric primitives that enable sparse representa-
tion while allowing for fast membership checks. We choose
spheres as our bounding primitives due to their: 1) ease of
fitting, 2) suitability for Euclidean distance-based clustering
algorithms, and 3) efficiency to check whether a Gaussian is
inside the region. To obtain the spheres, we first identify clus-
ters with HDBSCAN [19], perform outlier detection, then fit
one sphere around each cleaned-up cluster. Notably, a sin-
gle changing object may contain multiple clusters, requiring
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Figure 3. Sphere Pruning. We first obtain a dynamic rendering
mask. Then we use this to efficiently compute the gradients. Finally,
we prune gaussians that leave the 3D region of the change.

multiple spheres for accurate coverage. As shown in Fig. 3,
we enforce spatial constrains by pruning Gaussians once
their centers move outside the union of bounding spheres,
ensuring that optimization remains strictly localized.

Local Optimization Kernel. The achieved spatial locality
significantly accelerates optimization by performing com-
putations only on relevant Gaussians and tiles. We design
an efficient optimization algorithm that computes the same
gradients as standard 3DGS for all Gaussians in O, while
minimizing computational costs. Below, we provide a brief
overview, with further details available in the supplementary
material. At each optimization step, we:

1) Dynamically project the Gaussians Q! into the image
plane, generating a 2D render mask. 2) Render and compute
gradients exclusively for pixels within this masked region,
avoiding unnecessary computations. 3) During backpropaga-
tion, update only the Gaussians contributing to the masked
pixels, ensuring precise and efficient optimization.

Crucially, this localized approach preserves the exact gra-
dients that O! would receive under a full-scene optimization
step, maintaining update quality while significantly reducing
computational overhead.

4. Experiments

Datasets. We use three benchmarks across our evalua-
tion. Firstly, we evaluate on the synthetic data from CL-
NeRF [42], with scenes originally from Mitsuba [23]. We
adapt their data and use Mip-NeRF 360 [3]-style trajectories
for the initial reconstruction. We also build our CL-Splats
dataset containing two benchmarks with synthetic and real-
world scenes. The synthetic scenes contain three complexity
levels, ranging from a simple scene with multiple objects
through a one-room setting to an apartment containing four
rooms. Each scene covers four scenarios: adding an object,
removing an object, moving an object, and combinations.
We capture five diverse indoor and outdoor scenes, incorpo-
rating real-world changes such as object additions, removals,
and rearrangements. The dataset includes scenarios with
multiple concurrent object manipulations, providing a rigor-
ous test of our method’s adaptability.



Synthetic

Real World

Method PSNRT LPIPS, SSIM{ FPSt PSNR{ LPIPS| SSIM{ FPSt
3DGS [14] 21993 0.189 0838 221 11764 0376 0399 125
3DGS+M 15.127 0303 0737 254 8585 0461 0271 151
GaussianEditor [8]  19.801  0.197  0.871 227 24.133  0.143 0867 137
CLNeRF [4] 26758 0322 0738 <1 24541 0373  0.658 <l
CL-NeRF [42] 30.063 0.058 0939 <1 23268 0290 0725 <l
CL-Splats (ours) ~ 40.125  0.015 0985 223 28249 0.065 0930 135

Table 2. Novel View Synthesis Results on Our CL-Splats Dataset. The best metric is marked in bold and the second best is underlined.

The resolution for all images are 960 x 540.

Baselines. We compare our approach with 3DGS [14], CL-
NeRF [42], CLNeRF [4] and GaussianEditor [8] with the
same 2D masks from Sec. 3.1. In addition, we create a
customized baseline called 3DGS+M, where we only apply
the photometric loss within the 2D masks to optimize 3DGS.

4.1. Evaluation

Evaluation on CL-Splats Dataset. As shown in Table 2,
our CL-Splats outperforms all baselines by a large margin in
synthetic and real-world scenes while maintaining real-time
rendering capabilities. Although 3DGS+M uses the same
2D masks as our method, it performs significantly worse
than the vanilla 3DGS. This observation supports our ear-
lier discussion in Sec. 3.2 that locally optimizing the scene
representation with photometric loss only within 2D masks
could lead to undesirable artifacts. In the qualitative compar-
ison presented in Fig. 4, we observe apparent artifacts in the
renderings produced by vanilla 3DGS, especially when the
scene complexity increases, as shown in the last three rows.
This happens particularly in less observed or unobserved
areas in the sparse input views. CL-NeRF [4] preserves the
unchanged regions, but its rendered views tend to be over-
smoothed, as shown in the toy husky in the synthetic scene
and the keyboard in the real-world scene. In contrast, our
method captures significantly more details across all scenes.
We additionally perform dense captures of each synthetic
scene after changes and run 3DGS for comparison. The
average PSNR obtained is around 42 dB, an upper bound for
reconstruction quality. This further demonstrates the effec-
tiveness of our CL-Splats, which achieves 40.1 dB, while
the second-best method CL-NeRF [4] only achieves 30.1
dB. We also observe that object removal is usually the most
straightforward task for both CL-Splats and CL-NeRF [4]
while handling multiple objects is the most challenging.

Evaluation on CL-NeRF Dataset. The CL-NeRF dataset
poses several unique challenges: 1) its scenes contain com-
plex surface reflectances, 2) two scenes in the dataset are
primarily white and textureless in many regions (e.g., the
white room shown in Fig. 4), and 3) the scenes are enclosed

Method PSNRT LPIPS| SSIM?t
3DGS [14] 11.072 0356  0.537
CL-NeRF [42] 27302 0.177  0.829
CL-Splats (ours) 29.984  0.156  0.839

Table 3. Novel View Synthesis Results on the CL-NeRF Dataset.
Our method performs the best across all metrics.

by walls and ceilings that require a lot more 3D Gaussians
for 3DGS-based methods to represent. Due to these complex-
ities, all methods generally exhibit lower performances on
this dataset, as shown in Table 3. Nonetheless, our method
still achieves superior quantitative performance despite these
challenges. Beyond indoor environments, the dataset also in-
cludes a large-scale outdoor scene depicting the Colosseum.
As demonstrated in Fig. 4, our method adapts to changes
even in large-scale settings, further highlighting its robust-
ness. It is worth noting that due to its underlying representa-
tion it would not easily scale to higher levels of details such
as driving data. For 3DGS-based approaches, we observe
in both the Whiteroom and Rome scenes (Fig. 4) that the
reduced number of views destroys existing reconstruction,
emphasizing the challenges posed by limited observations.

4.2. Ablation Studies & Analysis

Ablation on Mask Quality. We investigate the impact
of different kinds of masks: pixel-space baselines, the 2D
masks from Sec. 3.1, and the final masks from our repro-
jected changed 3D regions. We compute the precision and
recall of those masks compared to manually annotated masks
on our synthetic dataset on all three complexity levels. As
shown in Table 4, our initial masks M? from Eq. (2) pro-
vide high recall but low precision. Note that high recall is
important for the optimization in the later stage because we
need to guarantee that all changes are within the masks. This
requirement makes the pixel-space baselines impractical. Af-
ter the local optimization in Sec. 3.3, even from these coarse
and noisy 2D masks, we can obtain sharp 3D segmentation.
This way, we achieve good precision while maintaining high
recall, as shown in Table 4 (c). A lower recall would lead
to the failure of optimizing parts that would require to be
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Figure 4. Qualitative Comparison on All Datasets. This figure shows renders of our method compared to 3DGS and CL-NeRF. The views
are from the test-trajectory but here we show an angle that contains the change. The red crop always shows the area that has changed while
the orange crop contains an unchanged region. We can see that our method faithfully produces high quality reconstructions while 3DGS
destroys unconstrained regions and CL-NeRF gives less detailed reconstructions.
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Method Recallft Precisiont
(Baseline) Color L2 0.761 0.281
(Baseline) SSIM 0.745 0.332
(a) M! from Eq. (2)  0.961 0.370
(b) w/o. Dilation 0.941 0.611
(c) Full (ours) 0.942 0.609

(c) SAM Annotation

Table 4. Ablation on the Mask Quality. (a) 2D masks from our
2D change detection module; (b) The 2D masks without dilation (in
figure before reprojection); (c) Our reprojected masks from local
optimization.

Method PSNR?T SSIM1 LPIPS | Time
(a) No Frozen Background 20.773 0.811 0.176 8 min
(b) All Vote 35.611 0.881 0.102 5min
(c) w/o. Kernel 40.812 0.978 0.018 8 min
(d) Rectangle Primitive 40.717 0.979 0.018 5 min
(e) Full (ours) 40.833 0.980 0.018 5 min

Table 5. Ablation on Optimization. The metrics were obtained on
the test set of our CL-Splats dataset — Level 2.

changed. A failure case is shown in the supplements. We
also investigate optimizing using the masks M?* without dila-
tion applied. As shown in Table 4 (b), our approach is robust
to the quality of the input masks. In addition, we visualize
the impact of our components on the estimated mask. We
can observe that while (a) and (b) struggle with precision
and recall, respectively, our mask (c) covers the changed
region closely. Note that (c) predicts tiles since 3DGS gets
optimized per tile, which leads to a slight mask expansion
and a block appearance.

Ablation on Optimization. In Table 5, we conduct an
ablation study to evaluate the impact of different core com-
ponents in our local optimization framework (Sec. 3.3). The
most critical factor affecting reconstruction quality is freez-
ing all Gaussians outside the changed region. As seen in
Table 5 (a), without this mechanism, optimization degrades

PSNR: PSNR: PSNR:
- 25.42 26.59 27.75
<
=]
Q
7
g
=
I
—
All Vote No Pruning Full (ours)

Figure 5. Visual Comparison of Ablated Components. The
top row shows the optimized scene. The bottom shows the L2
difference multiplied by 50 for improved visibility.
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Figure 6. Convergence Speed Comparison. Our method can
already capture much better details at 5K iterations than CL-NeRF
at 25K iterations.

less-observed areas, highlighting its necessity. We also com-
pare our voting strategy to a stricter approach requiring Gaus-
sians to be projected into all masks. As Fig. 5 shows this
leaves some points unoptimized, leading to lower reconstruc-
tion quality. We find no significant difference in performance
using oriented bounding boxes compared to our proposed
spheres. However, membership checks for bounding boxes
require three times more FLOPS, making spheres more ef-
ficient. Additionally, we evaluate our local kernel design.
It maximizes the efficiency of local optimization, reducing
average optimization time by 60% while maintaining recon-
struction quality. A key factor in this speedup is dynamic
reprojection (Step 1 in Sec. 3.3), which restricts computa-
tions to tiles covered by changed Gaussians.

Fast Convergence. In Fig. 6, we compare the training con-
vergence of CL-NeRF [42] and our CL-Splats on a synthetic
scene from our CL-Splats dataset. Our CL-Splats achieves
high-quality reconstruction in just 5K iterations, completing
training in 40 seconds on an NVIDIA RTX Quadro 6000
GPU. In contrast, CL-NeRF [4] requires 25K iterations and
50 minutes—75x slower—while still producing noticeably
less detail in the final rendering.
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(a) Changed 1

(b) Changed 2 (c) Merging Changes

Figure 7. Merging Changes in Non-overlapping Areas. Here we
show an example of our created synthetic scene. (a) A toy bunny is
added onto the sofa. (b) A computer is removed from the desk. (c)
Our method enables merging batches of changes in a single scene.

5. Applications

Our method uniquely localizes changes within the 3D Gaus-
sian representation, unlocking several practical applications.
In this section, we explore two key use cases.

Concurrent Updates. We investigate whether it is possi-
ble to merge multiple sets of changes in a single scene, even
when the corresponding images contain non-overlapping
modifications. For example, consider one change where a
toy bunny is placed on a sofa and another where a computer
is removed from a desk, as illustrated in Fig. 7 (a) and (b).
To handle such cases, we apply our method in parallel to
each change and afterwards unify the scene, allowing up-
dates as soon as changes are detected. After optimization,
we obtain two reconstructions, g{ and gg, corresponding to
the full scenes. The sets O} and O} represent the localized
3D Gaussians associated with the changed regions. Given
these O, OF and their indices Z¢, Z} in the reconstructions,
we can now construct a unifying G? by replacing the local
regions of the two changes in G*~!. For a detailed explana-
tion of the merging process please refer to the supplementary
material. Our results, depicted in Fig. 7 (c), confirm that
merging changes using our method is seamless and practical.
Notably, NeRF-based approaches like CL-NeRF [42] cannot
merge concurrent changes due to the constraints of their im-
plicit representations. This further highlights the advantage
of explicit 3DGS representations, which allow for efficient
scene updates without retraining.

History Recovery. Tracking scene history is crucial in
3D reconstruction, as it enables a system to understand
environmental changes over time. For a home robot, this
means reconstructing scenes from different moments, allow-
ing it to track object movements (e.g., detecting when an
item is placed on a table or removed from a shelf). This
historical knowledge enhances the robot’s ability to assist
users, making it a more intelligent and adaptive system. Ex-
isting methods, such as CL-NeRF[42] and Neural Scene
Chronology[16], struggle with scene history recovery be-
cause they rely on a single global representation, condi-
tioning the model on timestamps to encode scene changes
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over time. This approach suffers from two fundamental is-
sues: a) limited capacity: compressing all past information
into a single model restricts its ability to handle long-term,
evolving changes. b) catastrophic forgetting: the model
gradually loses memory of previous states unless changes
are repeatedly observed. In contrast, our method efficiently
recovers past 3D reconstructions without requiring large
memory overhead or redundant storage. Given a sequence
of reconstructions (G');<r, where we only store the latest
state G7', our goal is to recover any past scene G at a given
time step ¢ < 7. A naive approach would be to save every
past reconstruction to disk, but this leads to massive storage
requirements. Instead, our method leverages shared scene
information, requiring storage only for localized changes
and their indices in the reconstruction, making it far more
memory-efficient. We evaluated our explicit history recovery
method on the real-world portion of the CL-Splats dataset
and found that it requires only 36 MB of additional storage
per step, compared to the 1173MB needed for naive stor-
age on average. Notably, our method fully reconstructs the
unchanged scene from previous time steps without any loss
in quality. For a detailed explanation of our algorithm and
results from an additional multi-day experiment, we refer
readers to the supplementary material.

6. Conclusion

We introduce CL-Splats, a framework for continual learn-
ing of Gaussian Splats that efficiently adapts to local scene
changes. By leveraging dynamic, localized optimization, it
updates reconstructions without extensive retraining, making
it ideal for large, evolving environments. CL-Splats achieves
significant speed and reconstruction quality improvements
over state-of-the-art methods through precise change detec-
tion and targeted optimization. Our experiments demonstrate
its ability to adapt efficiently with minimal new data while
enabling novel applications such as history recovery and
batched updates. These capabilities make CL-Splats particu-
larly valuable for mixed reality, autonomous navigation, and
embodied Al, where maintaining high-quality, up-to-date
reconstructions is crucial.

Limitations. While our method is robust to various change
types and real-world data, it is inherently limited by the base
3D representation’s reconstruction capability. Additionally,
since CL-Splats assumes localized changes, it does not han-
dle global illumination variations. Future research could
explore integrating geometry and appearance updates to ad-
dress this limitation.

Acknowledgements. This project was supported by Google,
an ARL grant WO11NF-21-2-0104 and a Vannevar Bush
Faculty Fellowship. Jonas Kulhanek was supported by Grant
Agency of the Czech Technical University in Prague, grant
No. SGS24/095/0HK3/2T/13 by the Czech Science Foun-
dation (GACR) EXPRO (grant no. 23-07973X).



References

(1]
(2]

(3]

(4]

(5]

(6]

(71

(8]

(9]

(10]

[11]

[12]

[13]

(14]

[15]

[16]

[17]

Autodesk, INC. Maya, 2019. 2

Chong Bao, Yinda Zhang, Bangbang Yang, Tianxing Fan,
Zesong Yang, Hujun Bao, Guofeng Zhang, and Zhaopeng
Cui. Sine: Semantic-driven image-based nerf editing with
prior-guided editing field. In CVPR, 2023. 2

Jonathan T Barron, Ben Mildenhall, Dor Verbin, Pratul P
Srinivasan, and Peter Hedman. Mip-nerf 360: Unbounded
anti-aliased neural radiance fields. In CVPR, 2022. 4
Zhiwen Cai and Matthias Miiller. Clnerf: Continual learning
meets nerf. In ICCV, 2023. 1, 2,3,5,7

David Charatan, Sizhe Lester Li, Andrea Tagliasacchi, and
Vincent Sitzmann. pixelsplat: 3d gaussian splats from image
pairs for scalable generalizable 3d reconstruction. In CVPR,
2024. 2

Anpei Chen, Zexiang Xu, Fugiang Zhao, Xiaoshuai Zhang,
Fanbo Xiang, Jingyi Yu, and Hao Su. Mvsnerf: Fast general-
izable radiance field reconstruction from multi-view stereo.
InICCV, 2021. 2

Yuedong Chen, Haofei Xu, Qianyi Wu, Chuanxia Zheng, Tat-
Jen Cham, and Jianfei Cai. Explicit correspondence match-
ing for generalizable neural radiance fields. arXiv preprint
arXiv:2304.12294,2023. 2

Yiwen Chen, Zilong Chen, Chi Zhang, Feng Wang, Xiaofeng
Yang, Yikai Wang, Zhongang Cai, Lei Yang, Huaping Liu,
and Guosheng Lin. Gaussianeditor: Swift and controllable
3d editing with gaussian splatting. In CVPR, 2024. 2, 5
Yuedong Chen, Haofei Xu, Chuanxia Zheng, Bohan Zhuang,
Marc Pollefeys, Andreas Geiger, Tat-Jen Cham, and Jianfei
Cai. Myvsplat: Efficient 3d gaussian splatting from sparse
multi-view images. In ECCV, 2024. 2

Blender Online Community. Blender - a 3D modelling and
rendering package. Blender Foundation, Stichting Blender
Foundation, Amsterdam, 2018. 2

Jiahua Dong and Yu-Xiong Wang. Vica-nerf: View-
consistency-aware 3d editing of neural radiance fields. In
NeurlPS, 2024. 2

Maciej Halber, Yifei Shi, Kai Xu, and Thomas Funkhouser.
Rescan: Inductive instance segmentation for indoor rgbd
scans. In ICCV, 2019. 2

Ayaan Haque, Matthew Tancik, Alexei A Efros, Aleksander
Holynski, and Angjoo Kanazawa. Instruct-nerf2nerf: Editing
3d scenes with instructions. In /CCV, 2023. 2

Bernhard Kerbl, Georgios Kopanas, Thomas Leimkiihler, and
George Drettakis. 3d gaussian splatting for real-time radiance
field rendering. ACM TOG, 2023. 2, 5,6

Yuetao Li, Zijia Kuang, Ting Li, Guyue Zhou, Shaohui Zhang,
and Zike Yan. Activesplat: High-fidelity scene reconstruction
through active gaussian splatting. RA-L, 2025. 2

Haotong Lin, Qiangian Wang, Ruojin Cai, Sida Peng, Hadar
Averbuch-Elor, Xiaowei Zhou, and Noah Snavely. Neural
scene chronology. In CVPR, 2023. 8

Tiangi Liu, Guangcong Wang, Shoukang Hu, Liao Shen,
Xinyi Ye, Yuhang Zang, Zhiguo Cao, Wei Li, and Ziwei Liu.
Myvsgaussian: Fast generalizable gaussian splatting recon-
struction from multi-view stereo. In ECCV, 2024. 2

7816

(18]

[19]

(20]

(21]

(22]

(23]

[24]

[25]

[26]

[27]

(28]

[29]

(30]

(31]

(32]

Rundong Luo, Hong-Xing Yu, and Jiajun Wu. Unsuper-
vised discovery of object-centric neural fields. arXiv preprint
arXiv:2402.07376, 2024. 2

Leland Mclnnes, John Healy, Steve Astels, et al. hdbscan:
Hierarchical density based clustering. J. Open Source Softw.,
2017. 4

Ben Mildenhall, Pratul P Srinivasan, Matthew Tancik,
Jonathan T Barron, Ravi Ramamoorthi, and Ren Ng. Nerf:
Representing scenes as neural radiance fields for view synthe-
sis. In ECCV, 2021. 2

Ashkan Mirzaei, Riccardo De Lutio, Seung Wook Kim, David
Acuna, Jonathan Kelly, Sanja Fidler, Igor Gilitschenski, and
Zan Gojcic. Reffusion: Reference adapted diffusion models
for 3d scene inpainting. arXiv preprint arXiv:2404.10765,
2024. 2

Michael Niemeyer, Jonathan T Barron, Ben Mildenhall,
Mehdi SM Sajjadi, Andreas Geiger, and Noha Radwan. Reg-
nerf: Regularizing neural radiance fields for view synthesis
from sparse inputs. In CVPR, 2022. 2

Merlin Nimier-David, Delio Vicini, Tizian Zeltner, and Wen-
zel Jakob. Mitsuba 2: A retargetable forward and inverse
renderer. ACM TOG, 2019. 4

Maxime Oquab, Timothée Darcet, Théo Moutakanni, Huy Vo,
Marc Szafraniec, Vasil Khalidov, Pierre Fernandez, Daniel
Haziza, Francisco Massa, Alaaeldin El-Nouby, et al. Dinov2:
Learning robust visual features without supervision. arXiv
preprint arXiv:2304.07193,2023. 3

Ryan Po, Zhengyang Dong, Alexander W Bergman, and Gor-
don Wetzstein. Instant continual learning of neural radiance
fields. In ICCV, 2023. 2

Johannes L Schonberger and Jan-Michael Frahm. Structure-
from-motion revisited. In CVPR, 2016. 3

Steven M Seitz, Brian Curless, James Diebel, Daniel
Scharstein, and Richard Szeliski. A comparison and eval-
uation of multi-view stereo reconstruction algorithms. In
CVPR, 2006. 1

Qiuhong Shen, Xingyi Yang, and Xinchao Wang. Flashsplat:
2d to 3d gaussian splatting segmentation solved optimally. In
ECCV,2024. 2

Hyeonseop Song, Seokhun Choi, Hoseok Do, Chul Lee, and
Taehyeong Kim. Blending-nerf: Text-driven localized editing
in neural radiance fields. In ICCV, 2023. 2

Tao Sun, Yan Hao, Shengyu Huang, Silvio Savarese, Konrad
Schindler, Marc Pollefeys, and Iro Armeni. Nothing stands
still: A spatiotemporal benchmark on 3d point cloud regis-
tration under large geometric and temporal change. arXiv
preprint arXiv:2311.09346, 2023. 2

Tao Sun, Yan Hao, Shengyu Huang, Silvio Savarese, Konrad
Schindler, Marc Pollefeys, and Iro Armeni. Nothing stands
still: A spatiotemporal benchmark on 3d point cloud regis-
tration under large geometric and temporal change. ISPRS
Journal of Photogrammetry and Remote Sensing, 220:799—
823,2025. 1

Stanislaw Szymanowicz, Eldar Insafutdinov, Chuanxia Zheng,
Dylan Campbell, Jodo F Henriques, Christian Rupprecht, and
Andrea Vedaldi. Flash3d: Feed-forward generalisable 3d
scene reconstruction from a single image. arXiv preprint
arXiv:2406.04343, 2024. 2



(33]

(34]

(35]

[36]

(37]

(38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

[46]

[47]

(48]

[49]

Stanislaw Szymanowicz, Chrisitian Rupprecht, and Andrea
Vedaldi. Splatter image: Ultra-fast single-view 3d reconstruc-
tion. In CVPR, 2024. 2

Prune Truong, Marie-Julie Rakotosaona, Fabian Manhardt,
and Federico Tombari. Sparf: Neural radiance fields from
sparse and noisy poses. In CVPR, 2023. 2

Johanna Wald, Armen Avetisyan, Nassir Navab, Federico
Tombari, and Matthias NieBner. Rio: 3d object instance re-
localization in changing indoor environments. In /CCV, 2019.
1,2

Guangcong Wang, Zhaoxi Chen, Chen Change Loy, and Zi-
wei Liu. Sparsenerf: Distilling depth ranking for few-shot
novel view synthesis. In /CCV, 2023. 2

Junjie Wang, Jiemin Fang, Xiaopeng Zhang, Lingxi Xie, and
Qi Tian. Gaussianeditor: Editing 3d gaussians delicately with
text instructions. In CVPR, 2024. 2

Yuze Wang, Junyi Wang, Chen Wang, Wantong Duan, Yong-
tang Bao, and Yue Qi. Scarf: Scalable continual learning
framework for memory-efficient multiple neural radiance
fields. arXiv preprint arXiv:2409.04482,2024. 2

Yuxin Wang, Qianyi Wu, Guofeng Zhang, and Dan Xu. Learn-
ing 3d geometry and feature consistent gaussian splatting for
object removal. In ECCV, 2024. 2

Yuxuan Wang, Xuanyu Yi, Zike Wu, Na Zhao, Long Chen,
and Hanwang Zhang. View-consistent 3d editing with gaus-
sian splatting. In ECCV, 2024. 2

Rundi Wu, Ben Mildenhall, Philipp Henzler, Keunhong Park,
Ruiqi Gao, Daniel Watson, Pratul P Srinivasan, Dor Verbin,
Jonathan T Barron, Ben Poole, et al. Reconfusion: 3d recon-
struction with diffusion priors. In CVPR, 2024. 2

Xiuzhe Wu, Peng Dai, Weipeng Deng, Handi Chen, Yang
Wu, Yan-Pei Cao, Ying Shan, and Xiaojuan Qi. Cl-nerf:
continual learning of neural radiance fields for evolving scene
representation. In NeurlIPS, 2024. 1,2,3,4,5,6,7,8
Haofei Xu, Anpei Chen, Yuedong Chen, Christos Sakaridis,
Yulun Zhang, Marc Pollefeys, Andreas Geiger, and Fisher Yu.
Murf: Multi-baseline radiance fields. In CVPR, 2024. 2
Haofei Xu, Songyou Peng, Fangjinhua Wang, Hermann Blum,
Daniel Barath, Andreas Geiger, and Marc Pollefeys. Depth-
splat: Connecting gaussian splatting and depth. In CVPR,
2025.

Yinghao Xu, Zifan Shi, Wang Yifan, Hansheng Chen, Ceyuan
Yang, Sida Peng, Yujun Shen, and Gordon Wetzstein. Grm:
Large gaussian reconstruction model for efficient 3d recon-
struction and generation. In ECCV, 2024. 2

Minggiao Ye, Martin Danelljan, Fisher Yu, and Lei Ke. Gaus-
sian grouping: Segment and edit anything in 3d scenes. In
ECCV,2024. 2

Alex Yu, Vickie Ye, Matthew Tancik, and Angjoo Kanazawa.
pixelnerf: Neural radiance fields from one or few images. In
CVPR, 2021. 2

Heng Yu, Joel Julin, Zoltdn A Milacski, Koichiro Niinuma,
and L4szl6 A Jeni. Cogs: Controllable gaussian splatting. In
CVPR, 2024. 2

Zehao Yu, Songyou Peng, Michael Niemeyer, Torsten Sat-
tler, and Andreas Geiger. Monosdf: Exploring monocular
geometric cues for neural implicit surface reconstruction. In
NeurIPS, 2022. 2

7817

(50]

(51]

[52]

(53]

(54]

Yu-Jie Yuan, Yang-Tian Sun, Yu-Kun Lai, Yuewen Ma,
Rongfei Jia, and Lin Gao. Nerf-editing: geometry editing of
neural radiance fields. In CVPR, 2022. 2

Dingxi Zhang, Zhuoxun Chen, Yu-Jie Yuan, Fang-Lue Zhang,
Zhenliang He, Shiguang Shan, and Lin Gao. Stylizedgs: Con-
trollable stylization for 3d gaussian splatting. arXiv preprint
arXiv:2404.05220, 2024. 2

Kai Zhang, Sai Bi, Hao Tan, Yuanbo Xiangli, Nanxuan Zhao,
Kalyan Sunkavalli, and Zexiang Xu. Gs-Irm: Large recon-
struction model for 3d gaussian splatting. In ECCV, 2024.
2

Xiaoyu Zhou, Zhiwei Lin, Xiaojun Shan, Yongtao Wang, De-
qing Sun, and Ming-Hsuan Yang. Drivinggaussian: Compos-
ite gaussian splatting for surrounding dynamic autonomous
driving scenes. In CVPR, 2024. 2

Liyuan Zhu, Shengyu Huang, Konrad Schindler, and Iro Ar-
meni. Living scenes: Multi-object relocalization and recon-
struction in changing 3d environments. In CVPR, 2024. 1,
2



