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Abstract

The Cosmic Microwave Background (CMB) radiation is
a pillar of modern cosmology that gives rise to a better
understanding of the fundamental parameters of the uni-
verse. While the astrophysics community has developed
computational methods to extract this signal from data,
these methods have limited scalability, and several groups
have proposed the adoption of computer vision based mod-
els for CMB signal extraction. However, these diverse
models are difficult to compare: the underlying datasets
and evaluations are inconsistent and have not been made
publicly available. We propose CMB-ML, a dataset and
library that integrates dataset creation, model inference,
and result evaluation into a pipeline to fill this gap and
to make the problem accessible to researchers outside of
cosmology. The library and links for data are available at
github.com/CMB-ML/cmb-ml.

1. Introduction

The cosmic microwave background (CMB) is the oldest
light in the universe, a remnant from when the primordial
plasma and matter cooled enough that photons could propa-
gate unimpeded. As a pillar of modern precision cosmol-
ogy, detailed measurement of the CMB reveals tempera-
ture anisotropies, giving insight into how the large-scale
structure of the universe forms and evolves [21]. Data is
collected by sophisticated instruments carefully scanning
space and detecting GHz-range light over long periods of
time. When converted into maps, the data contains multiple
superimposed signals: the CMB, other foreground phenom-

ena emitting microwaves, and systematics (a catch-all term
referring to a variety of noise sources). Observations and an
estimate of the CMB are presented in Fig. 1.

Conventional astrophysics methods exist for extracting
the CMB signal, but they are limited in terms of preci-
sion and scalability. To build more scalable methods, re-
searchers in the astrophysics community have taken advan-
tage of advances in computer vision (CV), proposing a va-
riety of deep neural networks for the CMB cleaning task
[24, 27, 80, 101, 106]. However, each of these works (1)
uses a different dataset (with different data generation as-
sumptions), (2) lacks a comprehensive and rigorous evalua-
tion against existing baseline methods, and (3) realizes only
a small portion of the potential power of CV-based methods
to yield new insights and discoveries in this domain.

In order to address these shortcomings and to encour-
age closer collaboration between physicists and computer
scientists, we propose CMB-ML as a unified framework for
dataset generation and model evaluation. Principally, CMB-
ML is a pipeline for making simulations that separates con-
figuration parameters from operational code. The pipeline
consists of three phases: simulation, modeling, and analy-
sis. It is constructed so that additional models can be added
in parallel to the included benchmark methods.

This task goes beyond simple denoising, providing dis-
tinct challenges and opportunities. All maps use an astro-
physics standard for pixelization of the sphere seldom seen
in the CV community. All components are fully superim-
posed, so separation relies on spatial and spectral distribu-
tions. Systematic effects produce noise which varies across
the sky and blur which varies for different detection bands.
These features – spherical pixelization, overlapping spatial
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distribution, spectral correlation, and channel-specific be-
havior – may be present individually in common computer
vision datasets, but the authors know of no others where
they occur together with meaningful interdependence.

CV methods have a long history advancing many do-
mains. The use of CMB-ML will open new doors to future
collaborations between the astrophysics community and the
broader CV community. As the astrophysics community is
already adopting these algorithms, we hope this can help
better evaluate their models and perform comparison stud-
ies. Similarly, we hope that CMB-ML can provide a novel
domain on which to test new CV architectures.

2. Background and related work

2.1. Cosmology Background
The uniformity of the cosmic microwave background radi-
ation signal was the first evidence supporting the Big Bang
theory, resulting in a Nobel prize in 1978 [78]. The COBE
mission made cosmology a precise science, detecting vari-
ations in temperature on the order of one part in 100,000,
for which another Nobel prize was awarded in 2006 [21].
Characterization of that anisotropy gives insight into how
structure forms and evolves in the universe. A more re-
cent survey, the Planck Mission [71], yielded more nuanced
views of the radiation signal, both at higher resolution and
in other modes. Future planned surveys, such as the CMB-
S4 science mission [1] and LiteBIRD [46], are expected to
test theories of the very early universe.

All of these experiments generate data using similar pro-
cesses. As the sky is scanned, microwave detectors collect
light as an electrical signal and record that time-ordered
information (TOI) at multiple microwave frequencies. At
any time, the signal is a sum of CMB photons, astrophys-

ical foregrounds, and systematic noise. This TOI is con-
verted into maps and scaled to an equivalent temperature,
KCMB. Because different phenomena have different spatial
and spectral characteristics, the differences in these maps
can be used to isolate a component of interest. This last
step is signal cleaning, the principal task presented for the
CMB-ML dataset.

The spatial distribution of signals is fundamentally im-
portant to cosmology as a whole. To characterize this struc-
ture, many analyses use the spherical harmonic transforma-
tion (SHT), which decomposes a signal into contributions
at different angular scales, each associated with a statistical
variance. The SHT yields a power spectrum, quantifying
correlations in these fluctuations at different angular scales,
described by the “multipole moment,” !. When applied to
the CMB, this power spectrum gives insight into the uni-
verse’s structure and enables modeling of underlying cos-
mological parameters [50, 76].

More information is available in Appendix Sec. A and in
other works, e.g., [18, 22, 51, 92, 93].

2.2. Data sources
The Planck Collaboration released a trove of data. It in-
cludes 30 TB of TOI, collected over 50 months. However,
because there is a single (unknown) ground truth CMB sig-
nal, it is not a dataset suitable for machine learning. The
only asset released which contains variation is a set of 300
random generations of noise data, simulated by an end-
to-end process [8]. Additional data, particularly for indi-
vidual components, is derived from other CMB missions.
One foreground component, “synchrotron,” has templates
derived from the 1981 survey by Haslam, et al. [45], and
refined with WMAP 9-year and QUIET data sources [94].
Another signal, “anomalous microwave emission” (AME)

(a) Observation maps from the Planck mission at all detector frequencies.
(b) Official predicted results from the Planck mission, determined with the
NILC method.

Figure 1. Dataset features (observation maps) and target (CMB)
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is fit to WMAP 7-year data and the QUIJOTE experiment
[34, 86]. Many other examples exist, but all are scientific
missions to map a single ground truth. Again, this is gener-
ally unsuitable for machine learning.

2.3. Simulation software
Signal cleaning is an inverse-task. The associated forward
task of simulation can be formulated as producing, for each
frequency ν in the set of detectors D,

y(ν)(p) =
∑

c

α(ν)
c (p)xc(p), (1)

where y is the observation and x is a signal; c indexes over
all components (including CMB), and p is some particular
location. Here, α(ν)

c (p) is one of several scaling functions
parameterized by ν. The signal must be detected by imper-
fect detectors, complicating the formulation. Each detector
has beam effects (like a point spread function) and noise,
leading to a revised model,

y(ν)(p) = n(ν) + B(ν)
∑

c

α(ν)
c (p)xc(p), (2)

where n(ν) describes the noise and B(ν) describes the beam
effects. The task of signal cleaning is to produce an esti-
mated x̂CMB from a set of y(ν)(p).

The need for variety in a dataset has been long acknowl-
edged and several options exist which generate realistic
simulations. The Planck Sky Model1 (PSM) was developed
[29] to test separation methods for the Planck mission. It
is written in IDL in line with equation (2)’s formulation of
the forward problem. The PSM is template-based; for each
component there exists a reference map, xc. The software
has a library of reference maps (xc) and matching emission
laws (α(ν)

c ), as well as methods for applying beam effects
and generating noise.

Another template-based system, called the Python Sky
Model (PySM) was developed [94] as a Python-based alter-
native to PSM. A newer version, PySM32, is actively main-
tained [115]. Unfortunately, PySM3 produces only models
of the sky and does not include methods for noise genera-
tion. Varied noise and CMB maps are necessary for Monte-
Carlo simulation, a gap CMB-ML fills.

Software exists for simulating components of the sky
signal. One method, UFalcon, uses a light-cone method
[83, 88, 89]. Other methods upscale existing templates
using neural networks [57, 95], or generate them entirely
[16, 44]. These methods are only useful for a portion of the
components, and are unsuitable alternatives to the present
work, which encompasses the full simulation pipeline.

1https://apc.u-paris.fr/ delabrou/PSM/psm.html
2https://github.com/galsci/pysm

2.4. Methods for CMB signal extraction

Four astrophysical methods were developed for use during
the Planck mission [11]. The most straightforward, NILC,
uses needlet space decompositions and a simple minimum
variance solution. Descriptions of the other three, SMICA,
SEVEM, and Commander2, are best found in the appen-
dices of [11]. Actual code implementations of the methods
used by Planck could not be found.

A new implementation of ILC methods [11, 28, 32] is
written in Python, PyILC [69]. Across all ILC techniques,
a decomposition of each input map in some domain allows
greater specificity in the chosen weights and drives down
the variance. This library implements three variations.
One method operates in a purely harmonic domain (HILC),
but it is only applicable when all signals are isotropic.
When components are anisotropic, needlets (analogous to
2D wavelets) can create decompositions that preserve both
locality and harmonic information. Both Gaussian needlet
and cosine needlet (CNILC) approaches are implemented in
PyILC. In [69], simulations and results were produced using
PySM but were not publicly released for the CMB cleaning
task. CMB-ML uses the implementation of CNILC as a
baseline, as it is most similar to NILC.

Recently, deep learning based methods have also been
developed. Several models, e.g., [24, 82, 101], report suc-
cess with variations of the UNet architecture [87] and one
later model [106, 107] used a multi-patch hierarchy network
including a UNet and two BRDNets [96]. Other work has
focused on the novelty of pixelization of the sphere, includ-
ing DeepSphere [27, 79] which employs graph convolutions
to address the non-regular grid and varied intra-pixel dis-
tances. It was shown to work on a classification tasks using
encoder models. Petroff et al. [80] extended DeepSphere
to a regression task for cleaning the CMB signal. This was
later reimplemented at lower resolution, more closely fol-
lowing CV convention, by a Adams, et al. [4]. Recent work
combined SEVEM and ILC insights with a UNet [70], tak-
ing differences between adjacent maps as training data in
order to determine ILC weights which do not rely on typical
ILC assumptions. Another, PUREPath [91], uses Bayesian
UNets in order to provide an estimate of uncertainty, albeit
at very low resolution. Very recently, DeepNeedlet trans-
forms maps into multiple bands in a needlet domain, pre-
dicts transformed CMB maps for each band, then recom-
bines the maps for a final CMB prediction [2].

3. Dataset features

CMB-ML provides a novel dataset and task to the com-
puter vision community. In this section, several features
of the observation signal are described in order to give the
reader a sense of opportunity to apply low-level vision tech-
niques. Similarities to and differences from existing tasks
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are highlighted. Note that while CMB-ML has released a
standard dataset, the simulation pipeline can be altered for
niche demonstrations.

3.1. Signal separation
The fundamental task of signal cleaning is very similar to
many image restoration tasks, such as dehazing, deraining,
deblurring, and compression-artifact reduction. In all cases,
the hallmark is considerable contamination which overlies
the signal of interest [73, 96, 110, 111]. Note that all pixels
have floating-point values, so specialized HDR techniques
may also be suitable [54, 98, 103].

3.2. Data on the sphere
The maps included in CMB-ML are spherical, requiring a
specialized pixel arrangement because there is no regular
tesselation of the sphere. The Hierarchical Equal-Area Iso-
latitude Pixelization (HEALPix)3 [38] scheme was devel-
oped for the Planck mission, and easier access is provided
by healpy [114], a Python wrapper. As illustrated in Fig. 2,
HEALPix divides the sphere into 12 base pixels, which are
hierarchically divided by 4 to increase the resolution. The
resolution is given by Nside = 2k, for some positive inte-
ger k. The total number of pixels is Npix = 12 × N 2

side. A
critical feature of HEALPix is the isolatitude arrangement,
which reduced the typical SHT from O(N 2

pix) to O(N 3/2
pix ).

Effectively handling spherical data is an area of active
research in CV. Both low- and high-level tasks have been
translated to the domain [53, 90] using a variety of pixel
arrangement schemes [5, 36, 109]. A few works outside of
the astrophysics community have also used the HEALPix
arrangement [56, 58, 66].

3.3. Component spatial distribution
The contaminants themselves have particular spatial char-
acteristics. While extragalactic signals are isotropic, Galac-
tic signals are described as anisotropic because observations
are within the Milky Way, picking up much greater signal
along the Galactic plane. Another classification of compo-
nents regards many as diffuse, with smooth transitions be-
tween high and low signal levels. In contrast to diffuse com-
ponents are point-sources, which have sharp boundaries.
Diffuse sources are generally clouds of molecules within
the Galaxy, while point sources are stars, clusters, or distant
galaxies. Examples of these different types of components
are in Fig. 3.

The tools developed for texture analysis are well suited
for the spatial characteristics of these components. Com-
puter vision has a long history of texture-based image anal-
ysis, from early edge-detection [68], through wavelet-based
parametric models [81], to modern CNNs which recognize

3http://healpix.sourceforge.net

Figure 2. The HEALPix pixel arrangement, showing very low
resolution (up to Nside = 8) pixel arrangements [38, 113]. Note
that the available CMB-ML dataset is at Nside = 512 and Planck
maps are up to Nside = 4096.

patterns at hierarchical levels [61]–i.e., textures. A distinc-
tive feature of this dataset compared to many CV datasets is
that components are present in superposition, unlike more
conventional datasets where textures are localized and sel-
dom overlap.

Of note, the wavelet scattering transform (WST) [23]
defines a CNN-like model that uses fixed wavelet fil-
ters instead of trainable kernels. Statistics based on the
WST have found traction in cosmology and astrophysics as
powerful descriptors of complex, non-Gaussian structures
[13, 84, 85, 100].

3.4. Power spectra
The power spectrum, mentioned in Sec. 2, describes corre-
lations at both small and large angular scales. This is a very
unique aspect of the dataset, compared to most CV tasks,
where information is primarily local. In the lower panel of
Fig. 3 the CMB can be compared to the cosmic infrared
background (CIB), a different phenomenon related to the
formation of stars, showing how spatial correlation in the
power spectrum can appear in pixel-space. There is overlap
here with computer vision methods involving both Fourier
and wavelet transformations [41, 64, 102, 104, 108]. More
information on the power spectrum is provided in Appendix
Sec. A.5.

3.5. Correlated anisotropic noise
An interesting property of the noise is that it is anisotropic.
The Planck mission satellite rotated continuously while the
axis of rotation gradually changed orientation. This scan-
ning strategy observed some regions of space more fre-



(a) Components as examples of different spatial features. All units are
µK CMB, with the same viewing direction (covering 40! , centered at
20! , 16! ), including a portion of the galactic plane at bottom. Top Left:
Radio galaxies are isotropically-distributed extragalactic point sources.
Top Right: Free-free is a diffuse anisotropic galactic source. Bottom Left:
The CMB is a diffuse extragalactic source. Bottom Right: The cosmic in-
frared background (CIB) is a different diffuse extragalactic source. Com-
ponents are rg1, f1, c1, cib1 from PySM3.

(b) The power spectrum of CIB is relatively smooth, with increasing signal
at finer resolutions (higher ! ), while the CMB has characteristic modes
which are visible as consistently sized lumps. Note that ! ! 200, the first
peak of the CMB spectrum, corresponds roughly to 1 deg, about the size
of the largest lumps visible in the CMB.

Figure 3. Some components visible in the microwave range.

quently than others. Where more observations have been
made, the signal-to-noise ratio is greater, resulting in spa-
tially anisotropic noise, as shown in Fig. 4.

Another interesting aspect of the noise it that it exhibits
spatial correlations, making it non-white (i.e., the power
spectrum is not flat). While random noise averages out over
time, various technical factors – such as environmental con-
ditions and fluctuating detector gain – cause patterns to be

Figure 4. The Planck temperature variance map for the 100 GHz
detector. Where this map is darker, the signal-to-noise ratio is
greater.

reinforced. This induces spatial correlations, meaning that
noise in one location is related to noise at others, deviating
from the assumption of uncorrelated (white) noise.

In both CMB analysis and CV, statistical isotropy and
white noise are commonly made simplifying assumptions.
However, in diverse settings including low-light [26, 74],
motion-blur [25], remote sensing [42, 65], and medical
imaging [47, 59, 112], more distinctive noise is present. The
characteristics of CMB-ML are an opportunity to test algo-
rithms under conditions of correlated anisotropic noise.

3.6. Channel-varying fidelity
Physical characteristics of different detectors create so-
called beam effects, comparable to blurring or optical aber-
ration in CV. Each detector has a different beam window
function, causing different amounts of blur [92] in each
channel. The example of Fig. 5 illustrates this effect. Such
effects show up in any task with multi-modal information,
such as pedestrian identification in multi-spectral datasets
[52, 99] and remote sensing [37, 63]. As algorithms be-
come more capable, handling multiple POV’s with different
camera models may enable low-cost datasets.

4. CMB-ML pipeline
The CMB-ML pipeline consists of three major phases: sim-
ulation, modeling, and analysis. It uses libraries and estab-
lished code where available, enabling greater reliability and
allowing development effort to focus on novel aspects of the
pipeline.

Simulation stages cover the creation of the dataset and
may not be necessary if the standard CMB-ML dataset is
used. Sets of modeling stages are interchangeable, allow-
ing different models to be added. This covers data pre-
processing, model training, model inference, and data post-
processing. Analysis stages process predictions such that
metrics and figures are produced consistently. More infor-



Figure 5. Detectors each have a different beam window function,
which causes different levels of blur. The same point source is
circled for all frequency channels. Images are from Planck ob-
servations, covering 10! , pointing at 99! , 33! . Color values scale
differently between images, but only relative differences matter for
this visualization.

mation on architecture is provided in Appendix Sec. B.

4.1. Simulated data generation
The CMB-ML dataset includes simulations for each of the
Planck mission’s nine frequency channels at a resolution
of Nside = 512. The total size of each dataset feature is
(9, Npix) and each label is (1, Npix).

First, to simulate light reaching the detector, a target
CMB power spectrum is produced using the CAMB li-
brary4 [49, 62] with cosmological parameters from the
“!CDM+ MNU” WMAP9 Gibbs sampling chains [48]. The
CMB signal is combined with foreground signals produced
and scaled by the PySM3 library, resulting in sky signals at
high resolution.

Next, beam and instrumentation effects are added to sim-
ulate differences between the “true” sky and measured ob-
servations. CMB-ML uses simple Gaussian beams for the
beam window functions. Beam sizes vary, matching the
Planck survey, though they have been increased to prevent
undersampling. Beam effects are applied to the sky signals
at the same time as the maps are down-graded to the output
Nside = 512 resolution. Anisotropic noise maps are gener-

4https://camb.info

ated from variance maps for each channel individually. Care
has been taken to ensure that the statistics of the noise are
appropriately preserved. Simulation is complete with the
addition of the noise.

Data used to generate CMB-ML is mostly derived from
Planck mission assets. One exception to this is the set
of cosmological parameters, which are drawn from the
WMAP9 chains, because this allows for a wider distribu-
tion of parameters. White anisotropic noise is derived from
Planck’s observation variance maps, which is correlated us-
ing results from Planck’s noise simulations [12]. The mask
used is Planck’s NILC mask [11].

The CMB-ML-512-1450 dataset has 1,000 simulations
for training, 250 for validation, and 200 for testing. All
maps are output in conventional astrophysics FITS file for-
mat [77]. The configurations in the repository should be
considered the standard, but different datasets can be pro-
duced with the CMB-ML library, changing aspects of the
task as needed for either CV or cosmological science goals.
Results using modified datasets should be clearly noted.
More detail on the simulation pipeline is presented in Ap-
pendix Sec. C, including settings and rationale.

4.2. Baselines
There are two baseline methods packaged with CMB-ML.
The first is a conventional astrophysics method, chosen for
similarity to one used on the Planck mission. Actual meth-
ods for the Planck mission could not be obtained. The sec-
ond is a machine-learning method with publicly available
source code. The software packages for the two methods
operate in fairly different ways, illustrating the flexibility of
the CMB-ML pipeline.

The first model is the CNILC method implemented in
PyILC5 [69]. This was chosen because of its similarity to
the NILC method described by the Planck Collaboration re-
sults, which is not publicly available. Results presented here
were obtained using needlet windows with ellpeaks at [200,
715, 1025]. Maps are set to be convolved at 20.6 arcminute
resolution, tapering is disabled, and the bias tolerance is re-
duced to 0.001. Observations are masked by the standard
mask described in Sec. 4.1. Following the method used by
Planck for NILC, the model operates on all Planck detectors
except 30 GHz. All other parameters are used at default set-
tings.

The other baseline model is cmbNNCS6 [101]. This
work employs a convolutional neural network-based ap-
proach, rearranging the top-level HEALPix pixels into a
simple 3 × 4 rectangular grid for each observation map,
then using that set of images as input into a UNet ar-
chitecture. Two networks are described by [101]; CMB-
ML uses the larger UNet8 architecture for the machine

5https://github.com/jcolinhill/pyilc
6https://github.com/Guo-Jian-Wang/cmbnncs



Table 1. Pixel Space Performance for Different Beam Convolutions

Beam Method ↓ MAE (µKCMB) ↓ RMSE (µKCMB) ↓ NRMSE ↑ PSNR

Deconvolved cmbNNCS 18.50 ± 0.19 23.26 ± 0.23 0.2280 ± 0.0030 32.72 ± 0.36
CNILC 59.83 ± 0.12 76.45 ± 0.15 0.7492 ± 0.0138 33.29 ± 0.26

20.6! cmbNNCS 3.314 ± 0.017 4.235 ± 0.023 0.04920 ± 0.0009 45.71 ± 0.41
CNILC 6.391 ± 0.420 8.686 ± 0.555 0.1009 ± 0.0062 41.42 ± 0.77

60! cmbNNCS 0.594 ± 0.005 0.788 ± 0.008 0.01265 ± 0.00037 56.81 ± 0.48
CNILC 3.870 ± 0.630 5.887 ± 0.777 0.09439 ± 0.01168 39.43 ± 1.12

learning benchmark as implemented by the original au-
thors in PyTorch [75]. Adam optimization is used with an
exponentially-decaying learning rate starting at 0.1 and de-
caying to 1 × 10" 6. The PyTorch scheduler is used so that
training can be more easily checkpointed. Instead of the
original fully stochastic training, CMB-ML uses 120 epochs
each through every training simulation in batches of size 12,
preserving the total number of instances seen during train-
ing of [101]. For the same reason, the model trains on 100,
143, 217, and 353 GHz detectors only.

The CMB-ML pipeline breaks the modeling portion of
the pipeline into multiple stages. This enables data to be
formatted as needed for each particular method before train-
ing, then to transform it to a common form after inference.
More information on how these models are integrated into
the CMB-ML pipeline is in Appendix Sec. D.

4.3. Benchmarks
The final portion of the CMB-ML pipeline handles analysis
of data, giving benchmarks for model performance. Evalu-
ation criteria must be closely tied to scientific goals. While
pixel space metrics are intuitive, they have limited utility
for astrophysics. Harmonic-space analysis constrains cos-
mological parameters, which is far more significant to cos-
mology but requires careful treatment of error.

This section contains descriptions of how analysis is
done in these two domains and some discussion of perfor-
mance. The resulting discussion is intended as an example
of a framework for interpretation rather than a final assess-
ment of the baseline methods.

Predicted maps are processed using the same standard
procedure to enable direct comparison. For each map, beam
window functions are corrected, a mask is applied, and

Subtract Subtract

Figure 6. Simulation maps as cleaned by the two baseline models. Top, corners: model predictions. Center: ground truth CMB signal.
Bottom, corners: differences between predictions and ground truth. Bottom, inset: histograms of error per pixel. Note the scales in the
bottom row. Results for other simulation instances are presented in Appendix Sec. E.2.



Figure 7. Power spectra of CMB maps as cleaned by the baseline
methods. The distribution in green indicates the distribution of
theory power spectra used to generate simulations. At the top is the
absolute measure, at the bottom is relative to the underlying theory
for this particular simulation. In the bottom figure, the bins are size
30. Error bars describe results within the bin, not between models.
The seemingly wide scatter is typical when looking at realizations
of the power spectra; this is a result of “cosmic variance.”

monopole and dipole terms are removed. Results for one
simulation are given in Fig. 6. cmbNNCS shows sensitiv-
ity to discontinuities from the map rearrangement scheme.
The CNILC method shows sensitivity to remaining point
sources, as well as a fringe around the edge of the mask.

Because the use of different beam window functions
highlights sensitivity of the methods to issues at different
size scales [60], pixel space metrics are provided for three
conditions: deconvolved maps, maps smoothed with a 20.6!

beam, and maps smoothed with a 60! beam. Effects of dif-
ferent beam window functions are illustrated in Appendix
Fig. 12. Error is quantified across the 200 test simulations in
Tab. 1. The cmbNNCS method has a clear margin over the
CNILC, but the latter has the disadvantage of being blind
while cmbNNCS was trained on foregrounds. Note also
that CNILC performance differs only slightly when looking
at larger scales, while cmbNNCS has a greater difference.

To compare the power spectra, the HEALPix utility
ANAFAST is used to calculate the auto power spectrum
of deconvolved masked predictions, using a conservative
!max = 1024. Power spectra for one simulation are shown
in Fig. 7.

The power spectrum domain above ! ≈ 500 contains
considerable overshoot in the power spectrum for CNILC
and undershoot for cmbNNCS. The CNILC prediction map
contains residuals along with the beam-convolved CMB.
These residuals dominate at high-! and, when the map is

deconvolved, produce this overshoot. There are methods
which can resolve this effect, but they are beyond the scope
of vanilla PyILC. The undershoot of cmbNNCS may be due
to an averaging effect, reducing high-! signal.

Further description of quantitative analysis methods may
be found in Appendix Sec. E.

There are important considerations of a practical, qual-
itative, nature. Further analysis to determine cosmologi-
cal parameters requires propagation of error. The cmbN-
NCS method is a black box, barring such work. The lin-
earity of the CNILC method enables calculation of bias in
the method, for accurate scientific results. The ideal clean-
ing method would produce maps that yield power spectra
with bounds on the error that can sufficiently constrain a
cosmological model for real-world progress. The cmbN-
NCS method also requires a full dataset for training, while
CNILC operates on individual maps.

The pipeline was run on a server with an Intel Xeon Plat-
inum 8164 CPU with 104 cores at 2.0 GHz and 188 GB
of RAM. Most operations are CPU limited. Training of
the cmbNNCS UNet8 model was performed on an Nvidia
Tesla V100 with 32 GB of VRAM. Training required ap-
proximately 15 hours for 120 epochs. Inference required
approximately 30 seconds in total for all 200 test simula-
tions. CNILC does not require training; it took 6 hours to
perform inference on the 200 test simulations.

5. Conclusion

This work presented CMB-ML, a new framework and
dataset for the task of CMB signal cleaning. This task
brings together many aspects of low-level vision in a novel
real-world domain, offering challenges for both theory and
applications. The framework is constructed so that the re-
searcher can focus on their area of interest – be that cosmo-
logical signal processing or computer vision.

We have described several of the most compelling fea-
tures of the dataset. We have also demonstrated cleaning
with two different algorithms that have fundamentally dis-
tinct structures. The benchmark results allow both commu-
nities to compare results and achieve measurable progress,
highlighting opportunities to demonstrate vision algorithms
in a domain with impact in the fundamental sciences.

In the future, we plan to further extend the framework
into other signal modes, to incorporate more baseline meth-
ods, and perform ablation studies to identify advantages of
different methodologies. It is difficult to imagine a vision
task from any time in the universe before light could prop-
agate. While it may be the oldest possible computer vision
task, there is clearly a lot of future in it.
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