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Figure 1. We estimate the 9-DoF pose of an inexact CAD model to align it with a target object’s pose in a 2D image without training on
scene-level pose annotations. Our approach can generalize to unseen classes in real images even though it was trained on just 9 classes.

Abstract

One practical approach to infer 3D scene structure from a

single image is to retrieve a closely matching 3D model from

a database and align it with the object in the image. Exist-

ing methods rely on supervised training with images and

pose annotations, which limits them to a narrow set of ob-

ject categories. To address this, we propose a weakly super-

vised 9-DoF alignment method for inexact 3D models that

requires no scene-level pose annotations and generalizes to

unseen categories. Our approach derives a novel feature

space based on foundation features that ensure multi-view

consistency and overcome symmetry ambiguities inherent in

foundation features using a self-supervised triplet loss. Ad-

ditionally, we introduce a texture-invariant pose refinement

technique that performs dense alignment in normalized ob-

ject coordinates, estimated through the enhanced feature

space. We conduct extensive evaluations on the real-world

ScanNet25k dataset, where our method outperforms SOTA

weakly supervised baselines by +4.3% mean alignment ac-

curacy and is the only weakly supervised approach to sur-

pass the supervised ROCA by +2.7%. To assess generaliza-

tion, we introduce SUN2CAD, a real-world test set with 20

novel object categories, where our method achieves SOTA

results without prior training on them.

1. Introduction
Recovering 3D scene structure from a single image is highly
ill-posed, not only due to depth prediction ambiguities but

also because large portions of objects are occluded, making
full object reconstruction difficult. One way to address this
is by aligning existing 3D models to objects in the input im-
age [16, 18, 23, 24]. This approach leverages artist-crafted
3D models, which offer detailed and complete geometry,
even for occluded regions, and is particularly well-suited
for applications like VR and gaming, where visual realism
takes priority over exact geometric fidelity.

Unlike 6-DoF CAD alignment tasks [25, 37, 49], where
the 3D model exactly matches the object, this task involves
aligning an inexact 3D model, retrieved from a database,
that may differ in shape or texture or lack texture entirely,
to its object’s pose in an image. In this paper, we propose
an approach that eliminates the need for pose annotations to
solve this task, enabling generalization to novel objects in
unseen categories in a zero-shot manner.

Existing methods [18, 24, 26] tackle this problem by re-
lying on extensive 3D supervision from annotated tuples of
RGB images, depth maps, CAD models, and 9-DoF poses.
However, by training on annotated poses from a limited set
of categories, they struggle to generalize to unseen cate-
gories that differ significantly from the training set [2, 11].

To address annotation scarcity, several studies utilize
synthetic data for training [16, 49]. DiffCAD [16] relies on
the dataset 3D-FRONT [15], which provides 9-DoF pose
annotations for CAD models in synthetic indoor scenes.
However, its pose estimator is category-specific and still re-
quires CAD models from that category to synthesize train-
ing data, making it difficult to scale and infeasible for un-
seen categories. FoundationPose [49] constructs its own
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synthetic dataset, which covers over 1,000 object categories
with diverse textures through augmentation. However, it is
designed for 6-DoF tasks with matching textures and mod-
els, and its performance drops on inexact matches. Other
6-DoF studies [5, 37] leverage semantic features from 2D
foundation models like DINOv2 [36] to establish zero-shot
2D-3D correspondences for pose estimation. As our study
shows, DINOv2-based techniques also struggle in our 9-
DoF task with inexact matches or unseen categories.

This performance drop partly stems from key limitations
of foundation features inherited by these methods. First,
foundation features often appear similar in terms of vector
distance for symmetrical parts, such as the left and right legs
of a chair, as reported by many studies [34, 53]. While this
property benefits semantic understanding tasks, where both
legs can be grouped semantically, our task critically relies
on precise differentiation between such parts. Second, these
features are sensitive to texture variations [5, 52], making
matching less consistent, especially for textureless models
common in online collections.

To this end, we introduce a technique to enhance foun-
dation features and integrate them into a novel 3D align-
ment pipeline with a coarse-to-fine estimation scheme: The
first step estimates a coarse 9-DoF pose by utilizing a new
geometry-aware feature space, derived from DINOv2 fea-
tures, that is more robust to object part symmetries. The
second step refines the pose through dense alignment opti-
mization in a texture-invariant space called the Normalized
Object Coordinate (NOC) [48], for which we also propose
a new NOC estimator that generalizes better. Unlike prior
work, which requires real or synthetic training scenes with
pose-annotated objects, our pipeline uses only easily acces-
sible front-aligned CAD models for supervision.

In coarse alignment, object pixels and 3D model parts
are encoded into a shared feature space, where correspon-
dences are found via nearest neighbors and used to estimate
pose with least squares. The key challenge is designing
an effective feature space and encoder. Our solution trains
a small feature adapter network that converts foundation
features, computed from an image or a 3D model render-
ing, into custom features. This network enforces multi-
view consistency, ensuring features for the same part re-
main similar across views, while distinguishing features for
symmetrical parts that are not well separated in the founda-
tion feature space. Leveraging direct access to CAD mod-
els [7], we formulate these objectives into a self-supervised
triplet loss [43]. This new feature space improves geomet-
ric awareness while allowing useful semantics in the foun-
dation features to be retained.

In fine alignment, we use dense image-based alignment
to optimize the 3D pose by matching the 3D model’s ren-
dering to the input image. However, instead of comparing
in RGB space, which is impractical due to mismatched tex-

ture, we convert both the input and the rendering into NOC
maps [4, 48] for comparison. These maps assign pixels
from the same object part to a shared normalized 3D co-
ordinate, allowing direct matching. To predict NOC maps,
we leverage our feature space and perform nearest neighbor
matching, as in coarse alignment. Since nearest neighbor
matching is invariant to global scaling and shifting in the
feature space, our NOC maps can offer improved robust-
ness to domain gaps and have been found to generalize bet-
ter to real-world images, even outperforming direct NOC
regressors trained on the same synthetic renderings.

We evaluate our method on ScanNet [11] and outper-
form weakly supervised 9-DoF SOTA, DiffCAD [16], by
+4.2% in mean alignment accuracy, the supervised base-
line, ROCA [18], by +2.7%, and an adapted Foundation-
Pose [49] in the inexact 6-DoF setting by +6.9%. Our fea-
tures improve DINOv2 by +4.4%, while NOC optimiza-
tion refines coarse poses by +4.1%. We also introduce
SUN2CAD, an inexact 9-DoF test set with 20 unseen cat-
egories, where we surpass the supervised SOTA, SPARC
[26], and weakly supervised baselines, achieving state-of-
the-art generalization with a large margin +12.7%.

To summarize, our contributions are:
• A zero-shot single-view 3D alignment approach that han-

dles inexact 3D model matches with state-of-the-art gen-
eralization to unseen categories.

• A technique to enhance foundation features with object
geometry and part symmetry awareness, enabling better
2D-3D part matching.

• A technique for predicting NOC maps that enables
texture-invariant, smooth dense alignment optimization
for fine-grained pose estimation.

• A new 9-DoF alignment benchmark, SUN2CAD, featur-
ing 20 new categories not seen in any existing benchmark.

2. Related Work
Single-view CAD Model Alignment. Pose estimator
frameworks often integrate multiple techniques in a coarse-
to-fine manner, starting with a rough pose estimate and re-
fining it for accuracy [28]. Template matching [1, 25, 35]
finds an initial pose by comparing the image with multi-
view rendering templates. Alternatively, an initial pose
can be derived through transformation estimation [47] us-
ing sparse [21] or dense [9, 44, 48] 2D-3D correspon-
dences. Pose regression can be used for both initial predic-
tion [18] and refinement [27], but these methods require ex-
tensive pose annotations and are limited to known instances
or categories. Recent studies [5, 37] address this by ex-
ploring training-free pose estimators that leverage features
from foundation models [36]. However, these pipelines re-
quire exact-match CAD models for texture-dependent re-
finement, limiting their use with retrieved or user-selected
inexact-match CAD models. In contrast, model-free meth-
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ods [46, 49] employ neural implicit representations to gen-
erate both 3D objects and poses but require multiple refer-
ence views and often produce lower-quality 3D models.

To achieve visual realism and support inexact models,
supervised end-to-end CAD model retrieval and alignment
methods, such as Mask2CAD and Patch2CAD, are intro-
duced [23, 24]. These methods extract features from input
images and CAD models by training a feature decoder for
shared image-CAD space and pose regression. Instead of
using only feature vectors, ROCA [18] predicts dense 2D-
3D correspondences to improve retrieval and pose estima-
tion, while SPARC [26] refines pose predictions of retrieved
CAD models via iterative feature learning. However, these
studies are still limited by the availability of object cate-
gories and pose annotations. To address limitations in an-
notations, DiffCAD [16] explores training a retrieve-and-
align framework on photorealistic scene renderings [15] us-
ing a probabilistic diffusion model. However, the domain
gap hinders accuracy on real images, making it necessary to
generate multiple outputs to reliably achieve accurate poses.
Plus, the availability of photorealistic scene renderings re-
mains limited to a few categories. In contrast, our method
supports handling inexact 3D models and requires only syn-
thetic renderings without pose annotations to train, enabling
zero-shot pose estimation for unseen categories.

Vision foundation models. Recent advances in computer
vision have introduced foundation models trained on large-
scale datasets, enabling them to generalize to new tasks
without needing task-specific data. These models serve
as either feature encoders or task-specific tools, such as
for object detection [22, 30], depth estimation [50, 51],
or image generation [38, 42]. Feature encoders, such as
DINO [6, 36], are trained with self-supervised methods [8]
on unlabeled data or on text-image pairs [39], providing rich
zero-shot features or serving as reliable pre-trained weights.
While DINO and SD [42] have been shown in multiple stud-
ies to be effective for zero-shot feature matching, they of-
ten lack geometric awareness [53] and fail to represent tex-
tureless objects. To address this, post-processing algorithms
and feature adapters have been proposed to improve accu-
racy through labels or self-supervision based on 2D spa-
tial location [34]. In our work, we adapt DINOv2 [36] for
zero-shot 2D-3D matching and introduce a feature adapter
trained on 3D renderings to enhance geometric awareness.

3. Proposed Method
Given an input image containing a target object, specified
by a bounding box, and its closely matching CAD model,
our goal is to predict the model’s 9-DoF pose in the camera
coordinate system, parameterized by a 6D rigid transforma-
tion T → SE(3) and an anisotropic scaling vector s → R3.
The matching model can be provided by the user or ob-
tained from a retrieval system. In our work, we use ROCA’s

retrieval system [18]. We assume known camera intrinsics.
This setup challenges traditional CAD alignment tech-

niques [18, 23, 24, 26] as well as recent methods based on
foundation features [5, 37], since the retrieved model may
differ in shape and texture from the object in the input im-
age. To solve this, we propose a novel coarse-to-fine pose
estimation method, outlined in Figure 2. We first predict an
initial pose by finding 2D-3D correspondence using a novel
geometry-aware feature space (Section 3.1). Then, we re-
fine this pose through dense alignment (Section 3.2).

3.1. Coarse Alignment
To perform coarse alignment, we encode the target object
image into a 2D feature map and the CAD model into a 3D
feature voxel grid within a shared feature space, then use
nearest-neighbors matching to establish 2D-3D correspon-
dences for pose estimation. This section first explains how
we derive the shared feature space and train its encoder, then
how to encode images and 3D models, and finally, how to
establish correspondences and solve for pose.

3.1.1. Geometry-aware feature space
A recent trend in zero-shot correspondence matching repur-
poses foundation models like DINOv2 [36] as image en-
coders that output 2D feature maps. This approach has been
applied to related tasks, such as 6-DoF pose estimation with
an exact model shape and texture [5, 37]. However, these
features are found to be sensitive to texture variations [52],
which is problematic in our setting where the CAD model
may lack matching textures or even be textureless. Further-
more, these features do not prioritize 3D part differentia-
tion or accurately capture geometry and spatial locations,
making it difficult to distinguish symmetrical parts, such as
chair legs or car wheels. Nonetheless, we hypothesize that
these features already contain latent information for predict-
ing part locations, which could be leveraged if restructured.

To this end, we propose training a light-weight MLP fea-
ture adapter, Eω, to transform DINO’s feature map into a
geometry-aware feature map. This adapter is trained on
synthetic renderings of CAD models from ShapeNet [7]
with augmentations. In this training set, each CAD model
is first aligned to a canonical pose, scaled to fit within a
unit cube, and rendered from multiple views using an or-
biting camera. For augmentations, each rendering is trans-
formed with a conditional diffusion model [55] to generate
variations with added textures and backgrounds, which are
added to the training set (Appendix 7). The training is done
in an encoder-decoder scheme, with Eω as the encoder and
another MLP, Dε, as the decoder, using two objectives.

NOC prediction loss. Our first objective encourages our
feature to be predictive of 3D locations by solving a co-
ordinate prediction task. Specifically, the decoder’s output
should predict the Normalized Object Coordinates (NOC)
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Figure 2. Method Overview. From an image-3D model pair, we first construct 2D and 3D feature grids from DINOv2 and our geometry-
aware adapter, trained with 3D self-supervision, then use nearest-neighbor matching to establish correspondences for initial pose solving.
Finally, we refine the pose through dense alignment between the predicted NOC map and the 3D model’s rendered NOC map.

map [48] for each CAD rendering, where each pixel in this
map encodes the 3D coordinate of the corresponding point
on the model. Let Ri be a CAD rendering and Ni its corre-
sponding NOC map, downsampled to the spatial dimension
h ↑ w of the decoder’s output. We minimize:

LNOC =
1

n · h · w

n∑

i=1

↓Dε(Eω(DINO(Ri))) ↔ Ni↓2
2 ,

(1)
where DINO outputs a 2D feature map from its penultimate
layer [52], and the MLP architectures of Eω and Dε process
each pixel in the feature map independently. We also exper-
imented with architectures that incorporate spatial context,
like CNNs and Transformers, but their inductive biases of-
ten caused overfitting on limited data—e.g., over-relying on
memorized overall shapes rather than utilizing individual
DINO features at each pixel to predict NOCs.

Geometry-consistent triplet loss. Another objective en-
sures that features for the same part appear consistent across
viewing angles, while features for parts that are distant in
3D space are distinct. We achieve both tasks with a triplet
loss. For each anchor point on a training CAD model:

Its positive set gathers model points within a small Eu-
clidean distance of ω+

dist from the anchor.
Its negative set gathers model points that are at least ω→

dist
away from the anchor and whose feature vectors have a co-
sine similarity above ω

→
feat with the anchor’s feature.

We sample various anchors from various models, along
with their positive and negative samples, forming (anchor
a, positive p, negative n) into a set T , then compute:

Ltriplet =
1

|T |
∑

(a,p,n)↑T

[d(a,n) ↔ d(a,p) + ε]+ , (2)

where d(x,y) computes the cosine similarity between the
encoded features of model points x and y, which may come
from different rendering views of the same model, and ε is
a margin threshold used in standard triplet training [43].

Training. We train both Eω and Dε, which is later dis-
carded, using the combined loss: Ladapter = (1↔ ϑ)LNOC +
ϑLtriplet, where ϑ balances the two objectives. These objec-
tives enable Eω to become more geometry-aware, as illus-
trated in Fig. 3, mitigating the 3D perception limitations of
prior methods without relying on annotated real datasets.

3.1.2. Encoding images & 3D models into shared space
While the feature from Eω enhances geometry-awareness,
we found it beneficial to concatenate it with the original DI-
NOv2 features for improved matching. In particular, the fi-
nal feature Ef (I) = (1↔ϖ) · ˆDINO(I)↗ϖ · Êω(DINO(I)),
where ·̂ denotes normalization of the output to unit length.

Given Ef , encoding the input image I into a 2D feature
map is simply Ef (I). For the retrieved CAD model, we ap-
ply the same function to its multi-view renderings, yielding
Ef (Ri) for each Ri. Using each Ri’s z-buffer and known
extrinsics, these features are back-projected into the same
3D world space and stored in a lower-resolution voxel grid
(with many voxels empty due to background areas or self-
occlusion). Finally, we average across the grids from all
Ri to produce a single feature voxel grid. We further apply
simple smoothing to the voxel grid, detailed in Appendix 6.

3.1.3. Feature matching and pose solving.
For matching, since Ef (I) computes features for the entire
input image, including unwanted background elements, we
first use SAM [22] to segment the object from the given
bounding box, then consider only features within the object
mask. For each of these features, we find the closest feature
in the voxel grid in terms of cosine similarity, resulting in a
set of correspondences between 2D feature coordinates and
3D voxel coordinates for initial pose estimation.

Given such correspondences, it is possible to solve for
pose using standard techniques such as PnP algorithms [17].
However, this approach can be quite sensitive to scene scale
ambiguity. Instead, we leverage a recent metric depth es-
timator [50] to predict the depth map of the input image,
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OursDINOv2NOCInput image

Figure 3. Visualization of our learned space. DINOv2 and our
geometry-aware features are dimensionally reduced with PCA and
color-coded by NOC (see Appendix 6.7). Nearby object parts are
more clearly separated in our features compared to DINOv2.

which lifts the 2D coordinates of each feature at (u, v) in the
feature map to 3D (u, v, d). We then convert these to stan-
dard (x, y, z) via back-projection and estimate pose from
3D-3D correspondences using a RANSAC-based pose esti-
mator [14, 47]. The final coarse pose is estimated using all
inlier correspondences, as is standard practice.

In our experiments, we compare our method to an al-
ternative that directly predicts NOC for 2D-3D correspon-
dence. Specifically, each feature in the 2D feature map
can use Dε(Eω(I)), which already encodes normalized 3D
coordinates for correspondence. We found that our near-
est neighbor matching is more robust to distribution shifts,
which are particularly significant when training on synthetic
data and testing on real images, compared to directly using
the NOC output from a neural network, which can be less
predictable with out-of-distribution images.

3.2. Dense Image-based Alignment
This step aims to refine the coarse pose using dense image-
based alignment, which traditionally optimizes the pose pa-
rameters so that the rendering matches the input. To in-
crease invariance to object textures, recent methods like
[5, 37] perform the comparison in feature space instead,
using DINO’s features. While replacing DINO’s features
with our own in this refinement step readily improves per-
formance (see Section 4.4), we instead propose performing
the comparison in NOC space, along with depth and mask
spaces, for two reasons. First, each optimization step re-
quires rendering the 3D model in the target space, and ren-
dering it as a NOC map requires only a rasterizer, as op-
posed to a costly network inference, and consistently yields
smooth images. These smooth images help provide stable
gradients in dense alignment, where every pixel is consid-

ered. Second, a NOC map of the input image is inferred
only once using nearest neighbor matching in our feature
space, providing efficiency, robustness to global shifting
and scaling in the feature space, and texture invariance.

To convert the input image I to a NOC map, denoted by
NI, we use the same process as before: first computing a
feature map Ef (I) and link each feature to its closest 3D
voxel, whose location already represents normalized object
coordinates (NOC). The h ↑ w NOC map is upsampled to
the H ↑ W input size via bilinear interpolation. At opti-
mization step t, we render the posed 3D model into a NOC
map, denoted by Nt, using a differentiable renderer [40].
The total loss consists of ϱNOC-ALNOC-A(t) + ϱmLmask(t) +
ϱdLdepth(t), where ϱ(·) are balancing weights.

NOC alignment loss ensures that the predicted NOC
matches the rendered NOC from the posed 3D model:

LNOC-A(t) =
1

m

∥∥M ↘ (NI ↔ Nt)
∥∥

1
, (3)

where ↘ is element-wise multiplication, M is a binary mask
indicating overlapping pixels between NI and Nt, and m is
the count of these pixels.

Silhouette loss ensures that the silhouettes of the 3D model
and the input image match:

Lmask(t) =
1

HW

∥∥SI ↔ St
∥∥

1
, (4)

where SI denotes the object mask computed from SAM
(Section 3.1.3), and St is a differentiable soft mask of the
3D model rendered using SoftRasterizer [29, 40].

Depth loss ensures consistency between the depth rendered
from the model and the predicted metric depth from the in-
put image. Unlike NOC and silhouette losses, which focus
on 2D projection and are invariant to depth scaling (e.g.,
enlarging and moving objects away from the camera), this
loss is crucial for predicting overall scale and translation,
especially along the camera’s forward axis.

Ldepth(t) =
1

m

∥∥M ↘ (DI ↔ Dt)
∥∥

1
, (5)

where DI is the predicted metric depth map from the input
image, and Dt is the rendered depth map. We minimize the
total loss via gradient descent by backpropagating through
differentiable renderings to obtain the final pose estimate.

Our use of the three spaces for pose estimation shares
some similarities with prior work [4]. However, they apply
these losses for hypothesis sampling, whereas we use them
for dense, differentiable pose optimization.

4. Experiments
We compare our method against two supervised base-
lines, SPARC [26] and ROCA [18], and two weakly super-
vised baselines, DiffCAD [16] and FoundationPose [49], on
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Dataset / Metric Pose Sup Method Bathtub Bed Bin Bkshlf Cabinet Chair Display Sofa Table Avg Cat.≃ Avg Inst.≃

ScanNet25k
NMS alignment
accuracy [33]

9D

✁ ROCA [18] 22.5 10.0 29.3 14.2 15.8 41.0 30.4 15.9 14.6 21.5 27.4
✁ SPARC [26] 26.7 25.7 26.7 17.5 23.8 52.6 22.5 32.7 17.7 27.3 33.9
ς FoundationPose [49] (for 9D) 20.0 22.9 27.6 0.9 3.1 41.8 23.6 15.0 17.5 19.2 25.7
ς Ours 16.7 18.6 22.8 12.7 9.2 49.3 24.1 38.1 16.5 23.1 30.1

6D ς FoundationPose [49] 22.5 21.4 37.5 6.1 5.8 44.5 30.4 29.2 27.1 24.9 31.1
ς Ours (for 6D) 20.8 25.7 27.6 19.8 22.7 56.1 51.8 45.1 20.1 32.2 38.0

ScanNet25k
(DiffCAD’s split)
Single-view
accuracy. [16]

9D

ς DiffCAD (GT) [16] - 27.1 - 24.4 33.0 65.9 - 46.3 18.3 35.8 41.9
ς DiffCAD (Mean) [16] - 5.2 - 1.1 5.1 25.2 - 6.5 1.9 7.5 11.7
ς DiffCAD (Err) [16] - 7.7 - 7.6 10.4 31.1 - 15.3 4.3 12.7 16.7
ς Ours - 2.8 - 8.2 12.0 41.3 - 21.4 9.8 15.9 20.9

Ablation Study Coarse Fine

ScanNet25k
NMS alignment
accuracy [33]

9D

- DINOv2 - 14.2 5.7 6.0 8.5 6.9 34.3 9.9 24.8 7.2 13.1 18.8
- DINOv2 FM 14.2 5.7 9.1 9.0 7.3 33.9 9.4 23.0 7.4 13.2 18.8
- DINOv2 Ours 16.7 10.0 13.8 7.1 9.0 42.6 13.6 31.9 10.5 17.3 24.2
ς NOC-S - 5.0 1.4 1.3 4.2 3.5 34.0 17.8 12.4 0.5 8.9 15.9
ς NOC-S Ours 5.8 7.1 1.7 5.7 6.5 38.2 29.8 27.4 2.5 13.9 19.9
ς Ours (ϖ=1) - 15.8 4.3 6.0 10.8 6.2 38.5 17.3 23.0 7.6 14.4 21.0
ς Ours (ϖ=1) Ours 16.7 11.4 21.6 11.8 6.2 41.5 17.3 23.9 10.3 17.9 24.3
ς Ours - 16.7 10.0 10.8 15.1 7.3 46.8 16.2 31.0 10.7 18.3 26.0
ς Ours FM 17.5 11.4 10.3 15.1 7.7 46.1 15.7 30.3 11.0 18.3 26.1
ς Ours Ours 16.7 18.6 22.8 12.7 9.2 49.3 24.1 38.1 16.5 23.1 30.1

Table 1. Comparison on ScanNet25k [2] & Ablation study. We compare across 3 groups: 9-DoF, 6-DoF, and DiffCAD’s split (Section 4.1
and 4.2), where our method outperforms all non-supervised baselines in mean accuracy. Supervised, weakly supervised, and unsupervised
baselines are marked with ‘✁’, ‘ω’, and ‘-’, respectively. We ablate coarse and fine alignment alternatives, detailed in Section 4.4.
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Cat.≃ Inst.≃

#7 #14 #7 #2 #13 #19 #18 #15 #66 #4 #132 #59 #18 #92 #8 #3 #47 #14 #9 #3 #20 #550

9D
✁ SPARC [26] 14.3 7.1 0.0 50.0 0.0 0.0 0.0 0.0 0.0 0.0 3.0 0.0 27.8 14.1 0.0 0.0 0.0 0.0 22.2 0.0 6.9 4.9
- DINOv2 0.0 28.6 14.3 50.0 7.7 10.5 0.0 13.3 3.0 0.0 5.4 0.0 44.4 7.6 0.0 33.3 6.4 7.1 0.0 0.0 11.6 7.3
ς Ours 42.9 21.4 14.3 50.0 7.7 21.1 16.7 6.7 24.2 25.0 6.1 10.2 50.0 25.0 25.0 33.3 8.5 57.1 11.1 33.3 24.5 17.6

6D ς FoundationPose [49] 28.6 50.0 14.3 50.0 7.7 5.3 11.1 33.3 33.3 25.0 23.5 15.3 11.1 7.6 25.0 0.0 29.8 21.4 0.0 33.3 21.3 20.4
ς Ours (for 6D) 42.9 50.0 14.3 50.0 23.1 36.8 16.7 20.0 39.4 50.0 30.3 20.3 61.1 27.2 25.0 0.0 13.8 78.6 44.4 66.6 35.5 30.7

Table 2. Comparison on unseen categories in SUN2CAD. We report single-view accuracy [16], and achieve the highest mean accuracies.

inexact-CAD pose estimation. SPARC is the current SOTA
in 9-DoF pose refinement; however; it requires category-
specific median scaling values, which are unavailable in
other competitors’ settings. Thus, we also include ROCA,
the second-best supervised 9-DoF baseline, which predicts
pose from scratch, similar to our setting. Among weakly
supervised baselines, DiffCAD is the SOTA in 9-DoF align-
ment but is limited to training categories. In contrast, Foun-
dationPose represents the best open-source pose estimator
that supports unseen categories and textures but estimates
only 6-DoF poses without 3-DoF scaling.

Due to differences in setup and requirements, not ev-
ery baseline can be evaluated in all scenarios: We com-
pare against SPARC, ROCA, and FoundationPose on Scan-
Net25K [11] (Section 4.1); DiffCAD on its own test sub-
set of ScanNet25K (Section 4.2); SPARC and Foundation-
Pose on our new SUN2CAD dataset with unseen categories.
Finally, we conduct ablation studies on our coarse-to-fine
pipeline and hyperparameters (Sections 4.4 and 4.5). See
Appendices 10↔13 for additional results and failure cases.

Implementation details. Our feature adapter Eω uses a
2-layer MLP, and the decoder Dε uses a 1-layer MLP. Both
are trained from scratch using the AdamW optimizer [31].
For training data, following Scan2CAD [2], we use 9 cate-

gories in ShapeNet [7] dataset to render and augment tem-
plates, resulting in 300k images. We use DINOv2- ViT-
L [36] to create input feature maps with the size of 1024
per patch. The dense alignment is implemented using Py-
Torch3D [40] differentiable rendering and optimized with
Adam. We use DepthAnything [50] as a metric depth es-
timator, which was fine-tuned on the training data of each
benchmark dataset. All experiments were conducted on a
single V100 GPU. See Appendix 6 for additional details.

4.1. Comparison on ScanNet25k Dataset

Following previous studies [18, 23, 26], we evaluate per-
formance on ScanNet25k [11] using pose annotations from
Scan2CAD [2] and the standard accuracy metric [18, 26,
33]. The dataset provides scene videos, where each ob-
ject appears in multiple frames, totaling 20K training and
5K test images. The accuracy metric first applies non-
maximum suppression (NMS) [33] to select the pose predic-
tion with the best ROCA’s retrieval confidence score across
frames, then computes the percentage of predictions with
translation, rotation, and scaling errors of ⇐ 20 cm, ⇐ 20↓,
and ⇐ 20% relative to the ground truth. Despite being
designed for video-based alignment [33], this NMS-based
metric is adopted by single-view methods [18, 26].
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9-DoF ROCA [18] and SPARC [26]: As seen in Table 1,
our method is the only weakly supervised method to surpass
ROCA [18] in the average category-wise and instance-wise
NMS scores by {+2.7%,+1.6%}. SPARC [26] achieves
higher average scores but lower scores on Display and Sofa.
Note that SPARC requires per-category median scales for
pose initialization, which alone yield 65.2% scaling accu-
racy without further processing, and cannot handle unseen
categories (Table 2). We observe that our underperforming
categories (e.g., table, bathtub, bed) often face large occlu-
sions and cropping, affecting scale and rotation estimates,
whereas supervised methods can be less impacted by learn-
ing from similar distributions. (Appendix 10).

6-DoF FoundationPose [49]: For a fair comparison, we
evaluate under two setups, shown in Table 1: (1) An inexact
6-DoF estimation task, which is closest to the Foundation-
Pose’s original setup. In this setup, we adapt our method by
fixing the scales to the ground truth values used by Foun-
dationPose. (2) An inexact 9-DoF estimation task, where
we adapt FoundationPose and provide it with the scales pre-
dicted by ROCA (76.8% accuracy in ScanNet25k [11]). We
provide these setups for reference only, as their method is
not designed for 9-DoF or inexact match tasks.

The adapted 6-DoF version of our method outperforms
FoundationPose in 6 out of 9 classes ({+7.3%,+6.9%}
mean accuracies), and our method also outperform its
adapted 9-DoF version in 5 out of 9 classes. We observe that
their method struggles with rotation in large objects, such as
bookshelves and cabinets, which differ from the smaller ob-
jects FoundationPose was trained on.

4.2. Comparison on ScanNet25k—DiffCAD’s split
We compare our method to the SOTA 9-DoF weakly su-
pervised method, DiffCAD [16] in Table 1. DiffCAD was
trained on six categories from 3D-FRONT [15] and tested
on their own subset of ScanNet25K with the same cate-
gories in their paper. DiffCAD’s metric does not apply
NMS as used with ScanNet25K and involves generating
multiple hypotheses and uses the one closest to the ground
truth to report scores (DiffCAD(GT) in Table 1; reproduced
from official code for reference only). However, our prob-
lem setup does not assume access to the ground-truth pose
for such hypothesis selection, thus we instead compute two
other metrics. (1) DiffCAD (Err), which selects the best
hypothesis based on projection errors from its 2D-3D cor-
respondences and the solved pose. (2) DiffCAD (Mean),
which computes the mean error across all hypotheses. For a
fair comparison, our method uses a non-fine-tuned depth es-
timator since DiffCAD was not trained on ScanNet’s depth
maps, and we use DiffCAD’s own test set for evaluation.

Our method surpasses both DiffCAD (Err) and DiffCAD
(Mean) in 5 of 6 classes, achieving {+3.3%,+4.3%} and
{+8.4%,+9.2%} mean accuracies.

Figure 4. Qualitative results in ScanNet25k dataset.

4.3. Comparison on SUN2CAD Dataset
To assess zero-shot capability on unseen categories, we
introduce SUN2CAD, a new inexact 9-DoF test set that
extends beyond the nine categories in ScanNet25k [11].
SUN2CAD comprises 550 samples across 20 categories,
featuring diverse shapes and sizes, including bicycles, pi-
anos, fire extinguishers, and lamps. Annotations are derived
from 3D bounding boxes in SUN RGB-D [45] and further
refined through manual adjustments to improve accuracy.

Table 2 and Fig. 5 compare our method with competi-
tors. Note that we can not evaluate against DiffCAD [16]
because its category-specific pose estimators are incom-
patible with unseen categories. While SPARC [26] per-
forms well in seen categories, it struggles to generalize to
SUN2CAD (see Appendix 10 for further analysis). Com-
pared to DINOv2, known for its zero-shot semantic under-
standing [36], our method achieves superior results, sug-
gesting zero-shot capabilities of geometry-aware features.
We outperform SPARC in 18/20 and DINOv2 in 14/20 cat-
egories, with mean accuracy gains of {+17.6%,+12.7%}
and {+12.9%,+10.3%}, respectively. In the inexact 6-DoF
setting, where ground-truth scales are provided to all com-
petitors, we surpass FoundationPose [49], which is special-
ized in novel but exact object pose estimation, in 13/20 cat-
egories and {+14.2%,+10.3%} gains.

4.4. Ablation Study on Coarse-to-fine Pipeline
We evaluate our pipeline against combinations of coarse and
fine alignment alternatives in Table 1.

Coarse alignment. We test three alternatives: (1) Using
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DINOv2 [36] features for nearest neighbor matching in-
stead of our fused geometry-aware features (Section 3.1.3).
(2) Using only geometry-aware features without DINOv2
(ϖ=1). (3) Predicting NOC maps directly from DINOv2
features using a neural network trained on the same syn-
thetic data as our method (denoted by NOC-S in Table 1).
See Appendix 12.3 for additional details.

Fine alignment. We test two alternatives: (1) No refine-
ment. (2) Performing dense alignment using features used
in the coarse step, as proposed by FoundPose [37] (denoted
as FM in the “Fine” column). Note that this is a reimple-
mentation, as FoundPose does not provide source code.

The results using only coarse alignment show that our
fused features (Ours,↔) improve accuracy from using pure
DINOv2 features (DINOv2,↔) by {+5.2%,+7.3%}. Pure
adapted features (Ours (ϖ=1), ↔) also outperform DINOv2
but underperform our fused version. When all methods
use fine alignment, (Ours, Ours) clearly outperforms (DI-
NOv2, Ours) and surpasses (NOC-S, Ours) in 8 out of 9
classes and in mean accuracy, highlighting the effectiveness
of our geometry-aware features. For fine alignment, our
NOC dense optimization improves accuracy compared to
both using no refinement {+4.8%,+4.1%} and using dense
alignment based on features (·, FM) by {+4.8%,+4.0%}.

Figure 5. Qualitative results in SUN2CAD dataset.

4.5. Ablation Study on Hyperparameters
Feature adapter loss study. The impact of ϑ for balancing
feature adapter loss in Eq 1 and Eq 2 is shown in Fig. 6,

Dense alignment losses 9 Categories Accuracy per parameter ≃
+LNOC-A +LMask +LDepth Cat. ≃ Inst. ≃ Tr ≃ Sc ≃ Ro≃

- - - 19.31 23.93 44.89 44.05 48.18
- - ↭ 20.47 24.87 45.18 46.92 49.72
- ↭ - 15.01 18.92 36.95 48.33 36.62
↭ - - 18.45 23.76 41.46 48.63 48.90
- ↭ ↭ 22.27 26.57 45.86 49.56 50.44
↭ ↭ - 16.87 21.77 39.69 49.02 41.56
↭ - ↭ 22.58 26.95 45.86 51.88 52.40
↭ ↭ ↭ 23.60 28.36 46.67 52.73 52.49

Table 3. Ablation study in dense image-based alignment loss

where a weight of 0.1 yields the best NOC error.
Feature fusion. We test ϖ for fusing DINOv2 with our
geometry-aware features and find that ϖ = 0.5 minimizes
NOC error (Fig. 6), balancing both feature types.

Figure 6. Ablation studies on feature adapter losses (upper) and
feature fusion weights (below).

Dense alignment loss study. Table 3 presents the impact
of each loss term. LNOC-A (Eq 3) improves scaling and ro-
tation accuracy but degrades translation, while Ldepth (Eq 5)
enhances translation and rotation. Combining both losses
improves all three parameters, and incorporating silhouette
information from Lmask yields the best results.

5. Conclusion
We propose a zero-shot 9-DoF pose estimation method to
align an inexact 3D model with its object in a single im-
age. Our method enhances a foundation feature space to be
geometry-aware, mitigating ambiguities from symmetrical
parts, and leverages it to enable initial pose estimation via
simple nearest-neighbor matching. This space also facili-
tates pose refinement via dense alignment in a normalized
coordinate space, which enhances robustness to texture mis-
matches and geometric differences between the input image
and the 3D model. Our method is fully self-supervised, re-
quiring only a lightweight adapter trained on a small num-
ber of ScanNet25K categories, with no scene-level pose an-
notations. On nine seen categories from ScanNet25K, it
trails the state-of-the-art supervised SPARC (↔3.8%) but
outperforms weakly supervised competitors and the super-
vised ROCA (+4.2%,+2.7%). However, on the newly in-
troduced SUN2CAD dataset with 20 unseen categories, it
achieves state-of-the-art generalization with a large mar-
gin (+12.7%), demonstrating its potential for scalable,
category-agnostic alignment.
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