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Abstract

Video Object Segmentation (VOS) in low-light scenarios re-
mains highly challenging due to significant texture loss and
severe noise, which often lead to unreliable image feature
generation and degraded segmentation performance. To ad-
dress this issue, we propose EVOLVE, a novel multi-modal
framework that integrates event-guided deformable feature
transfer and dual-memory refinement for low-light VOS.
EVOLVE addresses spatial misalignment between frames
and improves object representation by utilizing event-driven
cues. The event-guided deformable feature transfer (EDFT)
module enhances feature alignment through event-driven
deformable convolutions, where offsets derived from event
features enable motion-aware spatial adjustments, leading
to more precise propagation of object features in reference
frames. Furthermore, the dual-memory object transformer
(DMOT) iteratively refines object representations by main-
taining and updating both image-based and event-based
memory representations. Through its memory refinement
module (MRM), DMOT selectively enhances relevant ob-
ject features while suppressing background noise, result-
ing in stable and temporally coherent segmentation re-
sults. Extensive experiments on low-light VOS benchmarks
demonstrate that EVOLVE achieves state-of-the-art seg-
mentation performance, surpassing both event-based and
image-based VOS methods in accuracy and computational
efficiency. Code is available at https://github.com/
whdgusdl48/EVOLVE.

1. Introduction
Video Object Segmentation (VOS) is a fundamental task in
computer vision that aims to separate foreground objects
from the background across video frames. Although con-
ventional deep learning-based VOS methods have shown re-
markable performance in well-lit conditions, in challenging
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Figure 1. Comparison of deformable convolutions with offsets de-
rived from (a) image and (b) event features. Each offset is visual-
ized with sampling point (red points) of center point (green point)
for the object. The visualization of features using event-driven
offsets exhibits a more object-centric representation compared to
those obtained from image-driven offsets. For visibility, we show
the ground-truth with normal-light.

conditions such as low-light environments, the conventional
approaches struggle due to texture losee and severe noise,
resulting in inaccurate object segmentation results. Ro-
bust low-light VOS frameworks are crucial for real-world
applications such as autonomous driving [27, 46], surveil-
lance [17, 29], and robotics, where object segmentation
must remain reliable under challenging lighting conditions.

To address these issues, event cameras have emerged as
a promising solution, capturing asynchronous pixel-level
intensity changes with high temporal resolution. Event
cameras provide motion-aware information even in extreme
lighting conditions. This property makes them particularly
useful for low-light video analysis. Recent research [12]
has demonstrated that event data improve VOS by providing
complementary motion cues alongside RGB frames. How-
ever, effective integration of event information with image-
based representations remains an open problem.

In VOS, effectively transferring information from pre-
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viously predicted masks in reference frames to the current
frame is crucial for accurate segmentation. However, mis-
alignment between the current frame and reference frames
often leads to suboptimal feature propagation. Achieving
effective feature transfer requires precise spatial matching
between the frames. In low-light video, where critical struc-
tural and texture details are often missing, such alignment
becomes even more challenging, resulting in degraded VOS
performance. To address this issue, we incorporate event in-
formation, which provides fine-grained motion cues that are
robust to lighting variations, enabling more accurate feature
alignment between frames.

As shown in Figure 1, conventional deformable convo-
lutions typically estimate offsets directly from image fea-
tures, but in low-light conditions, these features are unre-
liable due to loss of structural and texture details. This
leads to misaligned feature extraction and inaccurate mask
transfer from reference frames. In contrast, by deriving off-
sets from event features, we obtain motion-aware spatial
adjustments that better align object features across frames.
The features obtained using event-driven offsets exhibit
significantly stronger spatial coherence and object struc-
ture preservation compared to those computed from image-
driven offsets. This highlights the importance of consider-
ing event-based motion cues in deformable convolutions to
facilitate precise reference feature transfer.

Building on this observation, We propose a RGB-event
multi-modal framework for low-light VOS. EVOLVE is
designed with three key components: event-guided de-
formable feature transfer to enhance feature alignment us-
ing event, dual memory object transformer to improve mask
transfer, and memory refinement module to refine object
representations. The event-guided deformable feature trans-
fer (EDFT) module employs event-driven deformable con-
volutions to correct spatial misalignment between reference
frames and the current frame. Instead of relying on image-
based offsets, which are unreliable in low-light conditions,
event-driven offsets provide motion-aware spatial adjust-
ments, leading to more accurate feature alignment. Cross-
attention mechanisms in EDFT facilitate effective mask
transfer from reference frames to the current frame, en-
suring segmentation predictions are guided by well-aligned
reference information. Moreover, we develop the dual-
memory object transformer (DMOT) iteratively to refine
object representations by maintaining and updating image-
based and event-based memory representations, which con-
tain relevant object features. In DMOT, the memory refine-
ment module (MRM) selectively enhances memory repre-
sentations by extracting object-relevant features while sup-
pressing background noise, resulting in stable and tempo-
rally coherent segmentation masks.

Experimental results demonstrate that EVOLVE outper-
forms state-of-the-art methods on LLE-VOS [12] and LLE-

DAVIS [12] datasets in both accuracy and efficiency. In
summary, our contributions are threefold:
• We introduce the event-guided deformable feature trans-

fer (EDFT), which contains event-driven offsets for de-
formable convolutions and cross-attention mechanisms to
align features and transfer mask information from refer-
ence frames to the current frame.

• We develop the dual-memory object transformer
(DMOT), which iteratively refines object representations
by updating image-based and event-based memories
using the memory refinement module (MRM).

• Extensive experiments on LLE-VOS and LLE-DAVIS
validate that EVOLVE achieves state-of-the-art segmen-
tation performance in both accuracy and efficiency.

2. Related work

2.1. Semi-supervised Video Object Segmentation
Semi-supervised VOS is generally categorized into four
main methods: online fine-tuning-based, propagation-
based, matching-based, and memory-based methods. On-
line fine-tuning-based methods [2, 3, 24, 33, 36] refine
pre-trained VOS models using the first-frame annotation.
Propagation-based methods [4, 10, 21, 38, 44] predict seg-
mentation masks using the mask from the previous frame
along with optical flow. Matching-based methods [13, 18,
22, 25, 26, 31, 39] compute the similarity between cur-
rent and reference frames to transfer information from ref-
erence to current frames effectively. Recently, memory-
based methods [8, 9, 14, 19, 23, 34, 40, 41, 49] have
gained attention for reducing the high memory and com-
putational costs of matching-based methods by storing seg-
mented object features in memory. AOT [41] introduced
long short-term transformer, which performs hierarchical
matching and propagation. DeAOT [40] further improved
features by decoupling ID and visual embedding propaga-
tion. Cutie [9] proposed query-based object memory read-
ing, while OneVOS [14] introduced unified transformer
for object selection. However, most existing studies have
been trained on high-quality images with well-lit condi-
tions, making them less effective in low-light environments
where severe noise and limited visibility are present.

2.2. Event-based Segmentation
Event cameras provide efficient motion perception, mak-
ing them valuable for segmentation tasks. These sen-
sors have been widely explored for semantic segmenta-
tion [20, 28, 43]. Ev-SegNet [1] introduced a CNN-based
segmentation framework, enhancing event-data representa-
tions for improved performance. EISNet [37] introduced
an adaptive mechanism to convert event data into high-
confidence frame-based representations. EvDistill [32] pro-
posed a teacher-student model for multi-modal semantic
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segmentation. ESS [30] introduced an unsupervised strat-
egy to transfer tasks from image datasets to event domains.
CMDA [35] introduced a cross-modality adaptation frame-
work to align event features with image-based representa-
tions. While previous methods use event data merely as
conditional input, limiting cross-modal interaction, we ap-
ply event features to align image representations and refine
object representation, resulting in improved segmentation
performance.

2.3. Event Application with Low-Light Condition
Event cameras in low-light environments provide bright-
ness sensing capabilities. Using these unique characteris-
tics, recent researches on low-light image restoration and
enhancement have been actively conducted [11, 15, 16, 48].
Zhou et al. [48] introduced a two-stage framework with
a motion-aware neural network, effectively improving de-
blurring by utilizing fine motion details from event data.
LLVE-SEG [16] proposed a three-stage pipeline that syn-
thesizes event data to mitigate artifacts caused by low-light
noise and rapid motion. EvLight [15] design the multi-scale
holistic fusion branch to extract spatial structural and textu-
ral information. Jiang et al. [11] proposed a fusion module
utilizing residuals between event and images, introducing
a multi-level reconstruction loss to refine contrast distribu-
tion. Beyond image restoration, event data has also been
explored for tracking and segmentation in low-light condi-
tions [12, 42, 45, 47]. EVSNet [42] fuses short- and long-
term motion cues from event data with image features to
improve video semantic segmentation. LLE-VOS [12] in-
troduced dataset for event-based low-light video object seg-
mentation. However, these methods simply integrate im-
age and event features, without effectively handling noise in
low-light conditions. In contrast, we use event features as
offsets to enhance spatial adjustment, effectively preserving
object representations even under low-light conditions.

3. Proposed Method
Figure 2 shows an overview of the proposed EVOLVE. For
each time step, given the current low-light frame It and its
corresponding event Et, object segmentation is achieved by
incorporating information from N reference frames, their
predicted segmentation masks, and associated events. Each
input modality is processed through a separate encoder, pro-
ducing feature representations for segmentation. Specifi-
cally, the current frame is transformed into an image fea-
ture F img

t and the current event into an event feature F event
t .

For the N reference frames, we define the reference im-
age features as {F img

ri }Ni=1, the reference mask features as
{Fmask

ri }Ni=1, and the reference event features as {F event
ri }Ni=1.

EVOLVE enhances and integrates spatial and motion
cues for VOS through the event-guided deformable feature
transfer (EDFT) and the dual-memory object transformer

(DMOT). First, EDFT transfers mask information in refer-
ence frames to the current frame based on feature represen-
tations derived by deformable convolutions, where offsets
are estimated from event features to handle motion dynam-
ics and spatial misalignment. The transferred features are
then iteratively refined in DMOT through self-attention and
cross-attention with dual memories, while the dual memo-
ries are continuously improved by the memory refinement
module (MRM) based on auxiliary segmentation masks to
enhance object-relevant representations. The memory up-
dates are conditioned on both past reference information
and predicted segmentation of the current frame, enabling
dynamic refinement of object features throughout the itera-
tive process. Finally, the refined fused feature is passed to a
mask decoder, resulting in the final segmentation mask.

3.1. Event-Guided Deformable Feature Transfer

For reliable and temporally consistent VOS in low-light
conditions, precise transfer of previously predicted masks
from reference frames to the current frame is essential.
However, noise and texture loss caused by insufficient illu-
mination blur object boundaries, making it difficult to esti-
mate motion and capture the structural details of objects. To
address these issues we effectively explore event features,
which capture high temporal resolution scene changes and
provide robust motion information even in low-light con-
ditions. We propose the event-guided deformable feature
transfer (EDFT) module in Figure 2, which includes de-
formable convolutions with event-driven offsets to enhance
feature alignment. This module consists of two key compo-
nents: (1) deformable convolutions for motion-aware fea-
ture alignment and (2) image-based and event-based cross-
attention mechanisms that effectively transfer mask features
from reference frames to the current frames.

To enhance the spatial adaptability of image features, we
perform motion-aware feature alignment using deformable
convolutions. We apply deformable convolution to F img

t ,
where the offsets are predicted from the event features.
Unlike traditional deformable convolution, which typically
learns offsets directly from image features, we use event in-
formation to guide spatial adaptation. Events capture fine-
grained motion changes at a high temporal resolution and
remain robust to motion blur or extreme lighting conditions,
making them well-suited for computing deformation off-
sets. Specifically, the offsets Ot are obtained by passing the
event feature F event

t through a 3 × 3 convolution layer and
the image feature is transformed into the enhanced feature

F̃ img
t = DeformConv(F img

t , Ot). (1)

Similarly, we apply the same deformable convolution to
the reference image features {F img

ri }Ni=1, using their cor-
responding event features {F event

ri }Ni=1 to compute offsets
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Figure 2. An overview of EVOLVE. Given the current low-light frame and its event, EVOLVE processes multiple reference frames,
their predicted masks, and corresponding events. Event-guided deformable feature transfer (EDFT) first aligns features using event-
driven deformable convolutions, then employs cross-attention mechanisms with image-based and event-based features to transfer reference
features to the current frame. The dual-memory object transformer (DMOT) iteratively refines image-based and event-based object features
while updating dual-memory representations using a memory refinement module (MRM). Finally, the refined features are passed to a mask
decoder to generate the final segmentation mask. ⊕ and ⊗ represent addition and matrix multiplication, respectively.

{Ori}Ni=1. Updated reference image features are defined as

F̃ img
ri = DeformConv(F img

ri , Ori), i = 1, . . . , N. (2)

Also, the reference mask features are updated as

F̃mask
ri = DeformConv(Fmask

ri , Ori), i = 1, . . . , N. (3)

By exploiting event-driven offsets for deformable convolu-
tion, the model adapts its receptive fields based on real-time
motion cues, enhancing the representation capability of fea-
tures in each frame. This adaptive mechanism allows the
network to better capture spatial variations and scene dy-
namics, leading to improved feature expressiveness, partic-
ularly in complex scenarios with varying exposure condi-
tions and motion patterns.

After obtaining the enhanced feature representations, we
perform two separate cross-attention operations to trans-
fer mask information from the reference frames to the cur-
rent frame. The first cross-attention uses the current im-
age feature as query, the reference frame image features
as key, and the reference mask features as value. Specif-
ically, we define the stacked key and value matrices as
F̃ img
r = [F̃ img

r1 . . . F̃ img
rN ] and F̃mask

r = [F̃mask
r1 . . . F̃mask

rN ], re-
spectively, and then compute the image-based object feature
F img-obj
t , which is given by

F img-obj
t = Softmax

(
F̃ img
t · (F̃ img

r )⊤
)
· F̃mask

r + F̃ img
t . (4)

Similarly, the event features guide another attention mech-
anism. The current frame’s event feature F event

t serves as
the query, while the concatenated reference event features
F event
r act as the key and the concatenated reference mask

features F̃mask
r serve as the value. The attention is computed

to obtain the event-based object feature

F event-obj
t = Softmax

(
F event
t · (F event

r )⊤
)
· F̃mask

r + F event
t .

(5)
The outputs from both cross-attentions, F img-obj

t and
F event-obj
t , provide informative object features with spatial

details from images and motion-aware cues from events.

3.2. Dual-Memory Object Transformer
To improve object feature representation, we introduce the
dual-memory object transformer (DMOT) that iteratively
refines both image-based and event-based object features
and their memory representations. The proposed DMOT
processes spatial and motion cues together by integrating
image-based features and event-based features at multiple
stages, allowing both modalities to guide each other dur-
ing refinement. At each iteration, image-based and event-
based object features are enhanced using their correspond-
ing memories, while memories are concurrently refined
based on the predicted masks. This iterative process pro-
gressively enhances both representations, resulting in more
accurate and temporally stable VOS results.
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Let F img-obj
t,k and F event-obj

t,k denote the image-based and
event-based object features at kth iteration step within
DMOT. F img-obj

t,k and F event-obj
t,k are initialized with F img-obj

t

and F event-obj
t , respectively, which are extracted from EDFT.

The model maintains two memory representations: image-
based object memory M img-obj

t,k ∈ RQ×C and event-based

object memory M event-obj
t,k ∈ RQ×C , which are dynamically

updated using evolving segmentation predictions at each it-
eration. Q and C are the number of tokens in the mem-
ory and a feature dimension, respectively. We introduce a
memory refinement module, which extracts object-relevant
features based on the predicted mask while discarding back-
ground information. The details of the memory refinement
module are provided in Section 3.3.

For each iteration k, the image-based and event-based
object features are first refined through self-attention and
a feedforward network (FFN). Specifically, F img-obj

t,k and

F event-obj
t,k are concatenated along the channel dimension and

pass through self-attention followed by FFN to enhance
their global interaction. The output is projected back to the
original feature dimensions using a 1 × 1 convolution, and
the transformed features are then added back to F img-obj

t,k and

F event-obj
t,k , maintaining residual connections that preserve the

original information while incorporating refined contextual
details. The updated object features are further processed
through memory-based cross-attention and FFN, resulting
in the enhanced feature F̃ img-obj

t,k . In this step, the image-
based object feature serves as the query, while the corre-
sponding memory representation M img-obj

t,k is used as the key
and value, allowing the model to retrieve temporally rele-
vant information. Similarly, the event-based object feature
is transformed into F̃ event-obj

t,k through cross-attention with

the event-based object memory. F̃ img-obj
t,k and F̃ event-obj

t,k serve

as F img-obj
t,k+1 and F event-obj

t,k+1 , respectively, for the next iteration
k + 1 within DMOT.

We then combine these two refined features by element-
wise addition to obtain a fused object feature

F fusion
t,k = F̃ img-obj

t,k + F̃ event-obj
t,k . (6)

F fusion
t,k then passes through a 1×1 convolution to predict an

auxiliary segmentation mask Ŝaux
t,k , which is used for updat-

ing memory representations:

Ŝaux
t,k = σ(Conv1×1(F

fusion
t,k )) (7)

where σ(·) represents the sigmoid activation function to ob-
tain a probability map. The auxiliary mask Ŝaux

t,k is essen-
tial for guiding memory updates and ensuring that object-
relevant features are preserved throughout the iterative re-
finement process. At the last iteration K, the fused feature
F fusion
t,K is obtained from DMOT and is used as the input to

the subsequent a mask decoder, which generates the final
segmentation mask Ŝt.

3.3. Memory Refinement Module
Memory refinement module (MRM) iteratively updates
memory based on the predicted segmentation mask. The
core of this module is the function, ExtractMemory(F, Ŝ),
which extracts meaningful object features from the input
feature F ∈ RH×W×C guided by a segmentation mask
Ŝ ∈ RH×W . Considering that the memory contains Q to-
kens, we first predict spatial masks Ŝmemory ∈ RH×W×Q,
where H×W is spatial resolution and each of the Q masks
correspondings to a memory token:

Ŝmemory = σ(Conv1×1(F )). (8)

The extracted memory representation M is then obtained
by applying the token masks to the feature map as

M = Ŝmemory · Conv3×3(F ). (9)

This operation enables each memory token to focus on
object-related features within its assigned region while fil-
tering out irrelevant background information.

To further refine the memory representation, we com-
pute an importance weight for each memory token based on
its alignment with the predicted segmentation mask. The
alignment is measured using the intersection over union
(IoU) wj between each spatial mask Ŝmemory

j and Ŝ, where j
indexes the memory tokens. wj serves as a confidence score
to consider the relevance of each token to the segmented
object regions. Each memory token is then weighted by its
corresponding importance score to obtain the final extracted
memory representation

M̃ = W ·M (10)

where W = diag(w1, . . . , wQ) ∈ RQ×Q is a diagonal ma-
trix containing the token-wise importance scores. By incor-
porating importance weights, memory tokens that exhibit
stronger alignment with the predicted object regions con-
tribute more to the updated memory, while less relevant to-
kens have reduced influence.

To this end, image-based and event-based object memo-
ries are refined and used for the next iteration as follows.

M img-obj
t,k+1 = M img-obj

t,k + ExtractMemory(F̃ img-obj
t,k , Ŝaux

t,k )

M event-obj
t,k+1 = M event-obj

t,k + ExtractMemory(F̃ event-obj
t,k , Ŝaux

t,k ).
(11)

Moreover, the final segmentation result Ŝt of the mask de-
coder is used to initialize memories for the next frame t+1:

M img-obj
t+1,1 = ExtractMemory(F img

t + Fmask
t , Ŝt)

M event-obj
t+1,1 = ExtractMemory(F event

t + Fmask
t , Ŝt).

(12)

This refinement process enhances the quality of stored fea-
tures, ensuring that memory tokens retain only the most
meaningful object information for subsequent iterations.
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Setting Methods
LLE-VOS Indoor Scenes LLE-VOS Outdoor Scenes LLE-DAVIS

J F J&F J F J&F J F J&F

Image

STCN [7] 0.486 0.321 0.403 0.400 0.309 0.354 0.424 0.453 0.438
XMem [6] 0.664 0.528 0.596 0.507 0.456 0.481 0.465 0.477 0.471
AOT [41] 0.699 0.618 0.659 0.592 0.571 0.581 0.540 0.578 0.559
DeAOT [40] 0.716 0.643 0.680 0.580 0.580 0.580 0.541 0.571 0.556
Cutie [9] 0.706 0.708 0.707 0.534 0.484 0.511 0.560 0.531 0.545
OneVOS [14] 0.695 0.582 0.639 0.542 0.513 0.527 0.526 0.553 0.539

Image + Event

STCN [7] 0.522 0.360 0.441 0.460 0.354 0.407 0.450 0.498 0.474
XMem [6] 0.732 0.616 0.674 0.525 0.465 0.495 0.507 0.534 0.521
AOT [41] 0.745 0.674 0.709 0.590 0.574 0.582 0.555 0.614 0.584
DeAOT [40] 0.746 0.678 0.712 0.596 0.604 0.600 0.566 0.608 0.587
Cutie [9] 0.784 0.682 0.733 0.626 0.599 0.612 0.654 0.592 0.623
OneVOS [14] 0.785 0.663 0.724 0.634 0.610 0.622 0.603 0.659 0.631
LLE-VOS [12] 0.789 0.710 0.749 0.604 0.588 0.596 0.602 0.654 0.628

EVOLVE 0.847 0.817 0.832 0.703 0.725 0.714 0.677 0.721 0.699

Table 1. Quantitative comparison on the LLE-DAVIS and LLE-VOS dataset. The best and second results are boldfaced and underlined,
respectively.

(a) Input image (b) Event (c) Cutie (d) OneVOS (e) EVOLVE (f) Ground-truth

Figure 3. Qualitative results on the LLE-VOS [12] dataset

4. Experiments

4.1. Dataset & Setting

Dataset. For evaluation, we use two event-based low-light
VOS datasets: LLE-VOS [12] and LLE-DAVIS [12]. LLE-
VOS consists of 70 low-light sequences, divided into 50
training sequences, 10 indoor validation sequences, and 10
outdoor validation sequences. We use sequences and their
event data in the LLE-VOS dataset provided by [12]. Also,
we follow the settings in [12] for LLE-DAVIS, which is
composed of 60 training and 30 validation sequences.

Implementation details. We employ ResNet50 for the im-
age, event, and mask encoders, while we adopt the pixel
decoder architecture in Mask2Former [5] for the mask de-
coder. FFN in DMOT is composed of three consecutive
3 × 3 convolution layers, each followed by a GELU acti-
vation. The feature dimension C the number of iterations
K in DMOT, the memory token size Q are set to 3, 3, and
16, respectively. The number of reference frames N is set
to 3: the first frame (which includes the ground-truth mask)

and two additional frames randomly selected from the five
closest to the current frame. In MRM, we binarize predicted
masks with a threshold of 0.65 for IoU computation.
Training. All experiments were conducted on 4 NVIDIA
RTX A6000 GPUs, with a batch size of 16 for the LLE-VOS
dataset and 8 for the LLE-DAVIS dataset. During training,
input frames and events are cropped to 256× 256 for LLE-
VOS and 480 × 480 for LLE-DAVIS. We also ensure that
the first annotated frame is always included as a reference in
each sequence. The AdamW optimizer is used to minimize
the loss function, with a learning rate of 1 × 10−4, where
the loss is composed of cross-entropy loss Lc and dice loss
Lm. We compute the loss for the auxiliary predicted mask
in the transformer as well as the final prediction.

4.2. Comparative Evaluation
Quantitative results. Table 1 presents the quantitative
comparison of the proposed EVOLVE with conventional
VOS approaches [6, 7, 9, 14, 40, 41] and the event-based
low-light VOS method [12] on the LLE-VOS and LLE-
DAVIS datasets. The results of [9, 14] are obtained using
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(a) Input image (b) Event (c) Cutie (d) OneVOS (e) EVOLVE (f) Ground-truth

Figure 4. Qualitative results on the LLE-DAVIS [12] dataset.

their official codes, while the other scores are from [12]. As
shown in Table 1, the proposed method significantly out-
performs all prior methods across all benchmarks, demon-
strating the effectiveness of the proposed approach to ex-
ploit both image and event information for video object seg-
mentation. EVOLVE surpasses the LLE-VOS [12] method,
which is the the event-based low-light VOS, by a large mar-
gin across all datasets. Specifically, we improve the seg-
mentation accuracy by +8.3 and +11.8 in J&F on LLE-
VOS indoor and outdoor Scenes, respectively. These re-
sults highlight our method’s ability to handle diverse en-
vironmental conditions, including challenging lighting and
motion scenarios captured in outdoor sequences. Also, on
LLE-DAVIS, our method achieves 0.699 J&F , outper-
forming LLE-VOS [12] by +7.1. This substantial improve-
ment demonstrates the robustness of our method in han-
dling complex object interactions and occlusions, which are
prevalent in the DAVIS dataset. Even methods incorporat-
ing event data, such as OneVOS [14] and Cutie [9], fail to
match our performance, reinforcing the effectiveness of our
dual-memory object transformer and memory refinement
module in extracting faithful object representations.

Qualitative results. Figures 3 and 4 present qualitative
comparisons of the proposed EVOLVE with the existing
VOS methods [9, 14] on the LLE-VOS and LLE-DAVIS
datasets, respectively. Note that LLE-VOS [12] is excluded
due to the unavailability of official code and network pa-
rameters to obtain VOS results. For faithful visualization,
we show images with normal light for the ground-truth.
In Figures 3, we observe that EVOLVE accurately recon-
structs object locations and shapes for small objects such as
a racket. As shown in Figure 4, the existing methods fail
to segment objects with dynamic motions, while EVOLVE
provides masks that closely match the ground truth.

Efficiency comparison. Table 2 compares the efficiency
of EVOLVE with various VOS methods [6, 7, 9, 12, 14,
40, 41]. We compute frame per second (FPS) of other
methods using an NVIDIA RTX A6000 GPU, while that
of LLE-VOS is from [12] as the official code is unavail-

Methods Param (M)↓ FLOPs (G)↓ FPS↑

STCN [7] 54.5 292.63 16.4
XMem [6] 62.2 196.47 25.1
AOT [41] 65.4 311.47 14.6
DeAOT[40] 70.3 288.96 16.6
Cutie [9] 46.4 121.6 36.2
OneVOS [14] 96.3 344.28 13.8
LLE-VOS [12] - - 20.2

EVOLVE 45.3 113.86 39.3

Table 2. Efficiency comparison of the proposed EVOLVE with the
existing VOS methods. The best results are boldfaced.

EDFT DMOT J F J&F

0.554 0.603 0.578
✓ 0.701 0.712 0.706

✓ 0.709 0.731 0.720

✓ ✓ 0.775 0.771 0.773

Table 3. Ablation study on the event-guided deformable feature
transfer (EDFT) and dual-memory object transformer (DMOT).

able. The proposed EVOLVE demonstrates the highest effi-
ciency among all methods, achieving the lowest parameters
and FLOPs, while also delivering the fastest FPS.

4.3. Ablation study
To validate the effectiveness of components in EVOLVE,
we conduct ablation studies on the LLE-VOS dataset.
Effectiveness of EDFT and DMOT: EVOLVE contains
two modules to improve image-based and event-based fea-
tures: event-guided deformable feature transfer (EDFT)
and the dual-memory object transformer (DMOT). Table 3
presents an ablation study for the contributions of EDFT
and DMOT. Without EDFT, F img

t and F event
t are used as

inputs of DMOT, while F img-obj
t and F event-obj

t are added
in the setting of without DMOT. In Table 3, we see that
EVOLVE experiences significant performance degradation
without EDFT or DMOT.
Deformable convolution in EDFT: Table 4 demonstrates
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Methods J F J&F

w/o DeformConv 0.733 0.727 0.739
Offsets from image features 0.719 0.728 0.724
DeformConv to event features 0.759 0.756 0.757

EVOLVE 0.775 0.771 0.773

Table 4. Ablation study for the proposed deformable convolution
with offsets from event features in EDFT.

Methods J F J&F

w/o cross-attention with memories 0.721 0.744 0.733
Single object memory 0.740 0.741 0.740
w/o MRM within DMOT 0.740 0.745 0.742

EVOLVE 0.775 0.771 0.773

Table 5. Ablation study on memory configurations in DMOT.

the effectiveness of the proposed deformable convolution
with offsets from event features in EDFT. First, we remove
deformable convolution, which means that cross-attention
between current features and reference features is simply
performed. Second, we conduct standard deformable con-
volution, where offests are extracted from image features
instead of event features. Finally, we extend the proposed
deformable convolution to both event and image features
to assess the impact of event-based offsets on event feature
refinement. As in Table 4, the proposed deformable con-
volution significantly improves the performance, while the
standard deformable convolution with offsets from image
features fails to enhance segmentation accuracy. This indi-
cates that event-based offsets are more effective in capturing
motion information. Also, since deformable convolution to
event features is not effective, EVOLVE performs the de-
formable convolution to image features only, resulting in
the best performance.
Memory configuration in DMOT: Table 5 presents the im-
pact of different memory configurations in DMOT. First, re-
moving cross-attention between object features and mem-
ories M img-obj

t and M event-obj
t degrades the performance,

which indicates the importance of memories. Next, only
using a single memory structure instead of the proposed
dual-memory mechanism yields lower performance, vali-
dating the advantage of separate dual-memory construction
in DMOT to preserve complementary spatial and motion
cues. Furthermore, when the memory refinement module
(MRM) is excluded from DMOT, image-based and event-
based memories remain static with representations initial-
ized by the predicted mask from the previous frame. The
resulting performance drop to J&F of 0.742 indicates that
iterative memory refinement is essential in adapting mem-
ory representations to evolving object appearances. The
full DMOT configuration, which incorporates both cross-
attention and MRM, achieves the best performance, con-
firming the effectiveness of the proposed dual-memory re-
finement strategy.

Methods J F J&F

w/o confidence score 0.751 0.758 0.754
Replacement of MRM with mask pooling [9] 0.758 0.764 0.762

EVOLVE 0.775 0.771 0.773

Table 6. Ablation study on the memory refinement module.

Input J F J&F

Image-Only 0.596 0.630 0.613
Event-Only 0.613 0.642 0.627
Concatenation of Image & Event 0.706 0.714 0.710

EVOLVE 0.775 0.771 0.773

Table 7. Ablation study on different input modalities.

Memory Refinement Module: Table 6 presents the im-
pact of different memory refinement settings. Removing
the confidence score leads to a decrease in J&F to 0.754,
indicating that weighting memory tokens based on their IoU
is effective. Replacing MRM with mask pooling [9] re-
mains J&F of 0.011 lower than our method, indicating that
EVOLVE better preserves object details resulting in more
stable and reliable memory representations.
Input modality: Table 7 lists the results of different input
modalities. Using only image results in the lowest perfor-
mance, indicating that image-only input struggles to pre-
serve object structures and boundaries in low-light condi-
tions. Similarly, using only event data yields J of 0.613
and F of 0.642, demonstrating that event-only input alone
is insufficient for reliable segmentation. Following [12], we
evaluate a simple concatenation of image and event, which
improves the J&F score to 0.710. However, the lack of
an effective fusion mechanism still limits further perfor-
mance gains. In contrast, the proposed EVOLVE achieves
the highest J&F score of 0.773, demonstrating that our
approach effectively integrates image and event features.

5. Conclusion

In this work, We present EVOLVE, a novel event-guided
video object segmentation framework composed of the
event-guided deformable feature transfer (EDFT), the dual-
memory object transformer (DMOT), and the memory re-
finement module (MRM). In EDFT, event-driven offsets ef-
fectively address spatial misalignment in low-light condi-
tions, while cross-attention mechanisms with the enhanced
feature representation enable accurate mask transfer be-
tween reference and current frames. The DMOT iteratively
refines object representations in collaboration with image-
based and event-based memories, while MRM enhances the
memory quality by filtering out background noise, resulting
in robust and temporally coherent segmentation results. Ex-
periments on LLE-VOS and LLE-DAVIS demonstrate that
EVOLVE outperforms state-of-the-art methods in both ac-
curacy and efficiency.
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