


tible adversarial noise in images, while providing bet-
ter protection against malicious edits compared to prior
works.

* We demonstrate that incorporating the JPEG pipeline
in the noise optimization process allows us to gener-
ate quantization-aware perturbations that remain effective
even after JPEG-purification. Additionally, DCT-Shield
offers adaptable protection, allowing users to tune qual-
ity parameters and thresholds to balance the trade-off be-
tween purification-robustness and noise-imperceptibility.

* We introduce multiple DCT-Shield variants: the base ver-
sion offers broad protection against edits, Mask-based
DCT-Shield specializes in inpainting defense, and Y-
channel DCT-Shield ensures optimal noise imperceptibil-
ity and robustness under high JPEG compression.

* We show that our method is parameter-efficient, requiring
up to 50% fewer parameters than pixel-space approaches.
Additionally, it achieves superior results using only an
encoder-based optimization, making it computationally
cheaper than U-Net-based methods and provides protec-
tion against a wide range of editing models.

2. Related Work

With advances in diffusion-based image editing models
[1, 2, 14] , it has become essential to immunize images
against malicious edits. It is worth noting that all prior
methods add an adversarial noise in the pixel space of the
image so as to minimize some objective, such that the im-
munized image when processed with an editing model, fails
to produce meaningful edits. Typically, the objectives in-
clude the image’s latent representation (encoder attack'), or
the noise predicted by the U-net (diffusion attack) or their
combination. EditShield [4] performs an encoder attack by
maximizing the distance between the latents of the input
and immunized images. PhotoGuard [17] performs sepa-
rate encoder and diffusion attacks by minimizing the dis-
tance between the immunized image’s latent and a blank
target image’s latent. AdvDM [10] and MIST [9], perform
a weighted encoder and diffusion attack with a customized
target image. Although they were introduced to prevent
copying of art, they are also used to prevent malicious ed-
its. DiffusionGuard [5] performs a diffusion attack to pre-
vent malicious inpainting. Methods like [5, 9, 10, 12], that
involve diffusion attacks are typically computationally ex-
pensive due to iteratively computing gradients across large
U-nets. Diff-Protect [23] leverages score distillation sam-
pling to enable faster and more efficient optimization dur-
ing diffusion attacks. The authors of [23] also provide con-
vincing evidence that VAE encoders are more vulnerable
to such adversarial attacks compared to U-nets in diffusion
pipelines.

n this section, ‘attack’ refers to an adversarial attack on the editing
model with an immunized image

However, these methods have two major shortcomings.
First, the adversarial noise often appears as noticeable pat-
terns in immunized images. Second, they lack guaranteed
JPEG robustness, as immunity is typically lost when the im-
age is compressed with JPEG. While increasing the pixel
budget can improve JPEG robustness, it comes at the cost
of noisy immunized images. Moreover, determining the op-
timal pixel budget for reliable protection is challenging.

In the next section, we discuss some preliminaries that
are relevant to our proposed method.

3. Preliminaries

3.1. Image Editing with Latent Diffusion Models

Latent Diffusion Models (LDMs) [16] have emerged as
powerful tools for image editing by leveraging a com-
pressed latent space to perform generative tasks efficiently.
Given an image x, ~ ¢(x¢) from the real data distribu-
tion, an LDM first uses an encoder &£, parameterized by
¢ to encode x( into a latent variable: zp = E4(xo). The
forward process follows a Markovian Gaussian noise addi-
tion scheme q(z¢|2t—1) = N (2¢; /1 — Bizi—1, B¢ 1), where
B is a variance schedule controlling the noise magnitude.
Over multiple steps, the latent representation z; gradually
approaches an isotropic Gaussian Distribution. To generate
an image, the model learns to reverse the noise perturbations
in the latent space. The reverse process in parameterized by
a neural network eg(z,t) trained to estimate the noise at
each step using the following objective function:

L) =E. ¢ lleo(zi:t) — €]|*. (1)

Image editing tasks such as prompt-based editing and in-
painting can be performed by conditioning the denoising
process on additional inputs, such as text or masked regions.

3.2. Adversarial Examples against LDMs

The key idea behind generating adversarial examples is to
perturb a clean input x with some perturbation ¢ such that
it yields unexpected outputs from the LDM. Typically, §
is added in the pixel space and an optimization problem is
formulated with a specific objective. For example,

6= argmin[,(f(x), f(X + 6))) 2

1614 <e

where, f(-) can be the latent predicted by the VAE encoder
or the noise predicted by the U-net depending on the op-
timization objective. There are various alternatives for the
objective function £. For example, L(u,v) = — ||u — v
is used for an untargeted adversarial optimization. The per-
turbation ¢ is constrained within an L, norm ball of radius
€ to ensure the perturbation remains small and less percep-
tible. Algorithms like Projected Gradient Descent (PGD)
[13] and Fast Gradient Signed Method (FGSM) [6] are used
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image, albeit for immunization, we develop DCT-Shield by
taking advantage of the JPEG algorithm pipeline. This ap-
proach also provides a natural added advantage in terms of
robustness of immunized images against JPEG-purification
techniques. We note here, that although we employ the
JPEG pipeline for adversarial optimization, the immunized
images are free to be saved in any format.

4.1. Threat Model

We assume that a malicious editor uses a pre-trained off-the-
shelf image-editing latent diffusion model (LDM) to per-
form an ill-intended edit on a defender’s immunized image.
The defender prepares this immunized image by adding
adversarial perturbations to an original image using DCT-
Shield with a pre-trained VAE in the optimization pipeline.
The defender has no prior knowledge of specific U-net (and
its corresponding weights) that the malicious editor em-
ploys nor of the prompt used to perform the mallicious edit.

4.2. Problem Formulation

Given an input image x € RE*H*W and a JPEG qual-
ity setting ()q14, We first compute the patch-wise quantized
DCT coefficients using the JPEG encode operation as fol-
lows:

a = JPEGE(X;Quy), a(c) € Zm 88 (1)
where, ¢ € {Y,Cb,Cr} denotes the specific channel and
np(c) represents the number of patches in the channel.
JPEGE denotes the sequence of compression operations
described in Section 3.3 from RGB-YCbCr conversion to
quantizing the DCT-coefficients.

Our objective is to perturb these quantized coefficients
in a way that disrupts the functionality of diffusion-based
editing models. To achieve this, we target the VAE encoder
within the diffusion pipeline. The key idea is to effectively
optimize the perturbation ¢ so that the VAE encodes the ad-
versarial image into a distorted or misleading latent repre-
sentation. Therefore we first obtain an adversarial recon-
struction x’ by decompressing the perturbed quantized co-
efficients. Then we compute the latent representation of x’
by passing it through a VAE encoder £. Finally, the opti-
mization objective is formulated as minimizing a loss £ as
a function of £(x’), i.e.,

§ = argmin L(E(x")), (8)
H(;Hinfgﬁ
where x' = JPEGp (o + 6; Qaig)- 9)

Here, 6 denotes the collective noise across all channels,
where each channel’s noise 6(c) is represented as a tensor
of dimensions R"»(¢)*8x8 T PEG 1, denotes the sequence
of decompression operations described in Section 3.3. The
perturbation ¢ in the quantized DCT-coefficients in general

is bounded by € € R*. To ensure JPEG protection, it is cru-
cial to induce at least one quantization level change in the
quantized coefficients. Thus, the perturbation must satisfy
€ > 1. We use the Projected Gradient Descent (PGD) to
solve the optimization problem formulated in Eqn. 8. We
also note the fact that we add adversarial perturbations after
the quantization step. This is done to allow gradients V5L
to back-propagate without having to go through the quanti-
zation function, which would otherwise zero out the gradi-
ents. Fig. 2 shows a schematic of the optimization process
of DCT-Shield.

In our experiments, we employ a norm minimization loss
on the VAE latents, formulated as £(d) = [|E(x)||2. This
objective can also be extended to incorporate a target image
x4, guiding the VAE latent representation toward a desired
target latent. However, based on our empirical observations,
norm minimization loss consistently delivers the best per-
formance.

Our proposed framework also allows for a diffusion-
based objective, which targets the full diffusion process
rather than just the VAE latents. In this approach, the loss
function is defined as || f (xo) —x;||3, where f(.) denotes the
LDM model. However, this method necessitates backprop-
agation through the diffusion process, making it computa-
tionally expensive. Moreover, our experiments indicate that
it does not yield significant improvements over the VAE-
based objective. This observation aligns with findings from
Liu et al. [23], who confirm that VAEs are more suscepti-
ble to adversarial attacks than U-Nets within the diffusion
process.

Notably, our method reduces the parameter requirement
from O(3HW) in pixel-space approaches to O(3HW/2),
matching the number of elements in the YCbCr channels af-
ter JPEG encoding. Furthermore, some specialized variants
of DCT-Shield require only O(H W) parameters while still
maintaining strong protection against malicious edits.

4.3. Algorithm Variants

DCT-Shield introduces multiple variants to provide tailored
protection against different types of malicious image edit-
ing while ensuring high imperceptibility. The base variant
applies adversarial noise directly in the DCT domain, opti-
mizing for robust protection across a wide range of editing
tasks, including text-guided modifications, inpainting, and
outpainting. However, recognizing that different types of
editing and attack scenarios require specialized defenses,
Mask-based DCT-Shield was specifically tailored for in-
painting tasks. This variant strategically allocates noise to
vulnerable regions that are more likely to be edited, en-
hancing the defense mechanism against localized modifica-
tions. Another specialized variant, Y-channel DCT-Shield,
is designed to protect against low quality JPEG conver-
sions by restricting adversarial perturbations to the lumi-



nance (Y) channel in the YCbCr color space. This ensures
that the perturbations remain highly imperceptible while
maintaining robust protection. Therefore, DCT-Shield’s
variants provide a flexible defense, enabling users to bal-
ance noise-imperceptibility, protection-robustness, and ef-
ficiency based on their needs. Please refer to the detailed
algorithm in Section A of the supplementary material.

5. Experiments

5.1. Benchmark Dataset

We use 150 samples from the OmniEdit [22] dataset cover-
ing a variety of edit tasks like object addition, removal, re-
placement and modifications of attributes and environment.
For the inpainting task, we constructed a dataset consisting
of 56 samples. These samples include images sourced from
the PPR10K dataset [11] as well as portrait images collected
from the web. Further details and dataset samples are shown
in Section B of the supplementary material.

5.2. Baselines

We compare our method, DCT-Shield, with various base-
line methods, namely PhotoGuard [17], MIST [9], AdvDM
[10], and Diff-Protect (SDS) [23]. For the image inpainting
task, we additionally compare DCT-Shield with the state-
of-the-art (SOTA) method DiffusionGuard [5].

5.3. Edit Models and Evaluation Metrics

For our experiments, we utilize InstructPix2Pix (IP2P)
[2], a widely used diffusion-based editing model, for
instruction-based image editing. For the inpainting task, we
employ the Stable Diffusion Inpainting 1.0 model [15]. Ad-
ditionally, we demonstrate the cross-model transferability
of our approach in Section D.5 of the supplementary mate-
rial.

We evaluate three key aspects while comparing our
method with the baseline methods:

i. Perceivability of the added adversarial noise,

ii. Semantic difference between the edits of the original
and immunized images for evaluating the protection
quality,

iii. Semantic difference between the edits of the original
and purified immunized images for evaluating the ro-
bustness to perturbation purification techniques.

We quantify semantic differences using LPIPS [24], FID
[8], PSNR, SSIM [21], and VIFp [19]. For inpainting, we
also report CLIPScore [7]. Additionally, we conduct ex-
tensive human evaluations for both editing and inpainting.
Further details are in the Section C of the supplementary.

5.4. Implementation Details

We run DCT-Shield with the following default settings. Im-
munization quality is set to Qg4 = 0.95 and the adversarial

perturbation in the quantized DCT-coefficients is bound by
e = 1 across all channels. The step size v = 0.1 The al-
gorithm is run for 1000 iterations. We work with images of
resolution 512 x 512. We clearly state different settings in
the text if they are changed for an ablation or experiment.

6. Results

6.1. Immunization Quality

We assess DCT-Shield’s immunization quality by evalu-
ating (i) the perceptibility of added adversarial noise and
(ii) its effectiveness in preventing malicious edits. For
comparison, baseline methods use a standard pixel budget
(Loo-norm) of 16/255 pixels, while DCT-Shield operates
at default settings (Qqy = 0.95, ¢ = 1) as described in
Sec. 5.4. Unlike baselines, DCT-Shield does not impose an
explicit pixel budget, but this is not a limitation, as RGB
space norms do not reliably reflect human visual perception
[18, 25]. Thus, pixel budgets are not a suitable metric for
noise perceptibility.

Qualitative results. Figure 3 showcases qualitative
comparisons across various editing tasks. DCT-Shield
introduces significantly less perceptible adversarial noise
while providing strong protection against edits, including
environment changes (first row), object replacement (sec-
ond row), and object addition (third row). Notably, edits
on DCT-Shield’s immunized images fail to preserve key se-
mantics, ensuring effective protection, whereas baselines
sometimes fall short. More qualitative results across edit-
types are shown in Section D of the supplementary material.

Quantitative results. We also show quantitative results
in Table | to concretely showcase DCT-Shield’s immu-
nization quality. DCT-Shield typically outperforms base-
line methods across various metrics, in terms of both edit-
protection and noise imperceptibility. Notably, in cases
where DCT-Shield does not provide the best perception lev-
els, it indeed does so in the corresponding protection met-
ric and vice versa. This indicates a trade-off between the
two aspects and is discussed in the next paragraph. Addi-
tionally, human evaluation scores indicate a clear preference
for DCT-Shield’s immunized images and its ability to safe-
guard against edits. Details of human evaluation studies are
presented in Section C.2 of the supplementary material.

Protection vs. noise-imperceptibility trade-off. Com-
paring perturbations in DCT coefficients to those in pixel
space is challenging. To ensure fairness, we evaluate
DCT-Shield at different coefficient perturbation limits € =
[0.8,1,1.2,1.4] and baselines at pixel-space budgets of
10,12, 14 and 16 (/255). Fig. 5 illustrates the trade-off be-
tween edit protection and noise perceptibility across immu-
nization methods. Noise perceptibility is measured by the
FID score between input and immunized images (lower is
better), while edit protection is evaluated by the FID score
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Source Image )
(Unimmunized) AdvDM MIST PhotoGuard SDS(-)  DCT-Shield(ours)

Immunized
Images

Edited
Images

Edit Prompt: "Change the setting to a foggy scene"

Immunized
Images

Edited
Images

Edit Prompt: "Replace the cookie jar with Oreo package"

Immunized
Images

Edited
Images

Edit Prompt: "Add glasses"

Figure 3. Qualitative analysis comparing DCT-Shield with baseline methods. For each example, the first row presents the original
input (source) image alongside the corresponding immunized images. The second row illustrates the edited version of the original image,
followed by the edited immunized images across different baselines. DCT-Shield exhibits comparable or superior resistance to edits while
maintaining significantly lower perceptible noise in the immunized images across various editing tasks.

Noise Perception Edit Protection
Methods LPIPS| FID|, SSIMT PSNRf VIFpt HEvalf | LPIPST FIDT SSIM| PSNR| VIFp| HEvalt
AdvDM [10] 0.353 148.890 0.750  27.114 0316 2.35 0.561  278.754  0.498 13.194  0.075 3.44
Mist [9] 0.362 104.265 0.730  26.620 0.344 2.12 0.534 288.61 0.504  16.550  0.087 2.45
PhotoGuard [17] | 0.284 57.782  0.829  28.323 0.543 3.96 0.679  336.736 0.450 12.546  0.059 4.16
SDS(-) [23] 0.335 86.359  0.728  27.838  0.437 3.65 0.681 313.735 0452 12.699  0.061 4.02
DCT-Shield 0.267 35.023 0.822 27.612  0.776 4.22 0.684 316363 0448  12.247  0.058 4.35

Table 1. Quantitative comparison of DCT-Shield with baseline methods. Noise Perception indicates the similarity between the immu-
nized image and the original image, while Edit Protection quantifies the difference between the immunized edit and the clean edit. We
denote the human evaluation results as HEval.

between edited versions (higher is better). DCT-Shield tion with minimal perceptible noise.
achieves a superior balance, providing strong edit protec-
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Mask Source Image

(Unimmunized) AdvDM MIST

Immunized
Images

Edited
Images

PhotoGuard SDS(-)

DiffusionGuard DCT-Shield(ours)

Figure 4. Qualitative results for inpainting tasks. The first row presents the input (source) image alongside immunized images generated
by different methods. The second row displays the inpainting edit of the input image, followed by the corresponding edits of the immunized
images. The edit prompt used is: "chef cooking in a restaurant". Compared to baseline methods, DCT-Shield provides stronger edit-

protection with less perceptible noise in the immunized image.

Method LPIPSt FIDt SSIM| PSNR| VIFp| CLIP| Human Eval
Unprotected NA NA NA NA NA 0.704 NA
AdvDM [10] 0.421 170.389  0.634 16770  0.319  0.706 2.32
Mist [9] 0.482 187.113  0.564 15.688  0.290  0.693 2.84
PhotoGuard [17] 0.506 180.315  0.576 16.669 0272 0.682 3.36
SDS(-) [23] 0.473 178922 0.580 16.60 0.297 0.70 2.58
DiffusionGuard [5] 0.518 194932 0.584 16459 0272 0.664 3.96
DCT-Shield 0.547  199.082  0.531 15.95 0.261 0.674 4.12

Table 2. Quantitative results on the inpainting task. Compari-
son against baseline methods for the inpainting task. DCT-Shield
demonstrates superior protection compared to baselines.

—— DCT-Shield
350 PhotoGuard
—— MIST
325 —— AdvDM

—— SDS(-)

w
o
S

Edit Protection (FID)
N N
w ~
o w

N
N
v

N
o
o

20 40 60 80 100 120 140
Noise Perception (FID)

Figure 5. Comparison of the edit-protection vs. noise percep-
tion trade-off with baselines. Edit-protection is measured by
the FID score (higher is better) between edited versions of in-
put and immunized images. Noise perception is assessed by the
FID score (lower is better) between input and immunized images.
The numbers on the dots are perturbation limits e. DCT-Shield
achieves a superior trade-off, offering comparable edit-protection
while maintaining significantly lower noise perceptibility.

6.2. Immunization Against Malicious Inpainting

Defense against inpainting attacks poses a significant chal-
lenge, as an attacker can mask out a sensitive region from
an image and seamlessly blend it into a new background.
Effective protection requires adding targeted perturbations
to these sensitive regions to disrupt inpainting models. To
mitigate this threat, we employ DCT-Shield with a qual-
ity parameter of QQq;; = 0.9, applying masked noise to

Source Image

(Unimmunized) ~ AdVOM st

PhotoGuard SDS(-)  DCT-Shield(ours)

Immunized
Images

Edited
Images

Edits after JPEG
Compression

JPEG 95%

JPEG 85%

JPEG  75%

JPEG  65%

Figure 6. Qualitative results on JPEG robustness. The first two
rows show the original and immunized images with their corre-
sponding edits. Subsequent rows show edits on purified images,
with each row corresponding to a given JPEG quality. The edit
prompt is "Make the Bengal cat black". DCT-Shield retains edit-
protection abilities across a wide range of quality levels, while
most baseline methods fail, especially at low JPEG quality val-
ues.

the YCbCr channels. This configuration ensures strong in-
painting protection while preserving the imperceptibility of
the added noise. All baseline methods are run with a pixel
budget of 16. We evaluate our approach against baseline
methods in Table 2, where results demonstrate that DCT-
Shield outperforms or is at least comparable across all eval-
uation metrics. A qualitative comparison of inpainting re-
sults is presented in Figure 4, illustrating that our method
provides stronger protection by effectively preventing the
attacker’s intent. Notably, we achieve these results using
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