














Table 4. Ablation. We validate our training design choices on the Spring training set after the TSKH stage. We compare training at original
scales and inference at half scale (baseline) to inference at full resolution and training on either crops of or on full upsampled images. We
also study the effect of uni-/bi-directional flow prediction. Our final method is highlighted in gray . For more details see Sec. 4.3.

Configuration EPE ↓ 1px ↓ Other

Flow Train Crop Inf. avg s0-10 s10-40 s40+ avg s0-10 s10-40 s40+ WAUC ↑ Fl ↓Dir. Scale Scale

Bi- 1x × 1/2 0.402 0.177 1.047 6.843 4.300 2.491 16.877 35.401 93.840 1.260
Bi- 1x × 1 0.430 0.165 0.857 8.858 3.232 1.755 11.628 33.903 94.230 0.984
Bi- 2x ✓ 1 0.378 0.166 0.811 6.960 3.195 1.815 11.231 31.933 94.192 0.873
Bi- 2x × 1 0.341 0.133 0.818 6.592 3.061 1.739 11.156 29.423 95.604 0.823

Uni- 2x × 1 0.400 0.137 0.869 8.732 3.281 1.888 11.633 31.563 95.157 0.917

Table 5. Ablation. Correlation volume resolution and number of
frames. In all models, we set the feature dimension Df equal to
2Dc. Please refer to the supplementary material for additional
metrics.

Corr. scale #Frames Dc GMA 1px ↓ Mem

1/24 2 128 × 4.235 0.78
1/16 2 128 × 3.644 1.11
1/16 2 128 ✓ 3.547 1.29
1/16 2 256 × 3.420 1.12
1/16 2 512 × 3.375 1.30

1/24 3 512 ✓ 3.480 1.03
1/16 3 128 ✓ 3.560 1.78
1/16 3 256 ✓ 3.144 1.86
1/16 3 512 ✓ 3.061 2.09
1/16 3 512 × 3.151 1.82

1/24 5 512 ✓ 3.809 1.84

Table 6. Ablation. Inference time optimizations.

Method
Time, ms

3 fr (1/16) 5 fr (1/24)

Baseline 611 597
Only last Convex upsample 579 533
+ Feature network reuse 483 341
+ Fast correlation volume 478 334
+ Correlation volume reuse 472 329

• Fast correlation volume: The official SEA-RAFT im-
plementation naively computes multi-scale correlation
volumes between the feature map of the first image and
pooled feature maps of the second image. Instead, we
compute the correlation volume once and then pool it
multiple times.

• Correlation volume reuse: Similar to reusing feature

maps, correlation volumes can also be reused. By rear-
ranging axes in Ct,t+1 and then pooling the result multi-
ple times, we can get Ct+1,t without performing any ma-
trix multiplications.
These optimizations reduce inference time by over 22%

when compared to naive implementations of two variants of
our method (Table 6).

5. Conclusion
In this work, we introduced MEMFOF, a memory-efficient
multi-frame optical flow method that achieves state-of-
the-art performance while maintaining a significantly re-
duced GPU memory footprint. By systematically revisiting
RAFT-like architectures, we identified an optimal trade-off
between multi-frame accuracy and memory efficiency, en-
abling training at native 1080p resolution without the need
for cropping or downsampling. Our approach integrates
reduced correlation volumes, multi-frame estimation, and
high-resolution training strategies to deliver competitive ac-
curacy across multiple benchmarks while operating with
lower computational requirements. These findings posi-
tion MEMFOF as a practical solution for large-scale, high-
resolution optical flow estimation, bridging the gap between
accuracy and efficiency. Future work may further explore
extending our approach to even higher resolutions and real-
time applications.
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