
Spherical Epipolar Rectification for Deep Two-View Absolute Depth Estimation

Pierre-André Brousseau
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Abstract

Absolute depth estimation from single camera sequence of
images is a relevant task given that mobile machines in-
creasingly rely on vision to navigate. Deep learning for
stereo matching has been demonstrated to improve per-
formance for stereo rectified depth estimation but these
methods require straightforward left-right camera setups.
This work proposes to introduce deep stereo matching to
two views of a monocular image sequence obtained from
a camera in motion in a static scene. This paper intro-
duces a novel and principled spherical epipolar rectifica-
tion model, which handles all camera motions. This recti-
fication model is differentiable and allows self-supervised
deep stereo matching algorithms to compute disparity and
recover depth, given known camera pose. This paper also
introduces a spherical crop operation which limits rectified
image size and allows for competitive absolute depth es-
timation performance. This results in a spherical rectifi-
cation model that is demonstrated to provide metric depth
and compete favorably with current state-of-the-art monoc-
ular depth estimators. The code is available at https://
gitlab.com/labv3d/spherical-stereo.git.

1. Introduction
Reconstructing the world is an important task in the com-
puter vision field. Multiple views with a calibrated camera
system makes it possible to solve for metric depth passively.
As humans, we capture the 3D world with a binocular cam-
era system, our eyes, but most camera systems that capture
the world as photos and videos instead rely on a single cam-
era. This work tackles the problem of recovering absolute
metric depth from two image frames of a monocular se-
quence with known camera pose using self-supervised deep
neural networks. It will be shown that depth from two views
with known pose, known as stereo depth estimation, can be
extended to monocular sequences by spherical epipolar rec-
tification.

The challenge to address with deep networks is to enable
stereo depth estimation for devices where only a single cam-

Figure 1. Comparing two-view depth estimation from plane sweep
and the proposed two-view depth estimation from spherical epipo-
lar rectification.

era is available. This case occurs in systems where the cost
of the second camera is prohibitive but pose can be recov-
ered reliably (GPS, IMU, EKF). In this situation and given
two views, it is worth exploring methods that can directly
solve for absolute metric depth rather than scaled relative
depth. Because of the known pose, an epipolar geometry
links both views and reduces the task of optical flow esti-
mation, which has a 2D search space, to a stereo match-
ing task, which has a 1D search space. This 1D search
space is expressed to deep neural networks as rectified im-
ages where the match for each pixel lies on the same row
in the matching image. This process is referred to as rec-
tification whereby images are warped to fit the same row
requirement [27].

Epipolar rectification for two views of a monocular se-
quence differs from the standard synchronized two-view
stereo camera systems because the rectification cannot be
precomputed for image pairs. In the case of two-view depth
estimation from a monocular sequence, the epipolar recti-
fication must be computed according to the pose and must
handle forward translation. Planar rectification, through ho-
mography warping, breaks down when the projection of the
second camera center, the epipole, is inside the image. This
problem can be addressed by using a rectification with a
polar coordinate system, but this category of methods leads
to increased deformation of the image structure, i.e. dis-
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Figure 3. Spherical rectification on a Spherical Crop. For a given image crop, the ranges ([αmin, αmax], [βmin, βmax]) can be computed
from the pixel coordinates of the corners using spherical epipolar geometry. This can be used to map an image crop (LEFT) of size
HC ×WC to a spherical crop (RIGHT) HS ×WS . This leads to reduced distortion with respect to mapping the full image at once. This
rectification process is illustrated in Rectification-Visualization.

lar sampling can be used in conjunction with attention [15]
to yield cross-attention cost volumes. This has lead to mod-
els that unify the formulation for depth and optical flow,
GMDepth [36], through a transformer backbone. Most re-
cently, DUSt3R [31] have represented the 3D reconstruc-
tion task as an end-to-end 3D pointmap matching problem.
This is furthered in MonST3R [42] which integrates seman-
tic segmentation and global pointcloud optimization.

As shown in Fig. 1, in comparison to the related works,
our proposed approach cannot generate depth for a single
frame nor does it preemptively discretize depth. It estimates
stereoscopic disparity between two frames and computes
absolute depth from camera geometry. This disentangles
the geometry from the matching process through spherical
epipolar rectification.

2.3. Self-Supervised Stereo Matching

Deep stereo matching has had significant advancements and
has lead to powerful and detailed results [8, 20, 35]. In the
context of this work, we focus on deep stereo methods that
can also be trained without ground truth as it emphasizes
the epipolar rectification capabilities. The self-supervised
stereo matching task aims to generate a disparity that best
explains image displacement without ground truth informa-
tion. Neural networks can be trained in a self-supervised
fashion by minimizing the photometric consistency [45],
disparity consistency [13] and smoothing [41]. Novel cost
volume representations [4, 19] and epipolar constraints [30]
have lead to improved performance by guiding the disparity
prediction along epipolar lines.

Our proposed method does not contribute to stereo
matching per se but relies on Permutation Stereo as de-
tailed in [5] and OpenCV SGBM [16]. It applies deep stereo
matching to the case of general motion by spherical epipolar
rectification.

3. Spherical Rectification Model

In this work, the proposed spherical rectification model pre-
sumes a pair of images taken from a rectilinear camera in
motion. This section describes the mathematical basis of
spherical epipolar rectification.

3.1. Rectilinear Camera Model

Let us describe a camera image Ii ∈ RHI×WI taken at a
moment i. Spherical rectification occurs between images
(Ii, Ij) taken by the same camera at two moments in time
(i, j). The image formation model for a point (xw, yw, zw)
in the 3D world is:

Ii(x, y) = K · [Ri
c|tic] ·


xw

yw
zw
1


K =

fx 0 px
0 fy py
0 0 1


(1)

The internal parameters matrix K is described by (fx, fy),
the focal length of the camera in terms of pixel dimensions
in the x-axis and the y-axis respectively, and (px, py), the
coordinates of the principal point. The pose at instant i is
provided by rotation matrix Ri

c and translation vector tic.

3.2. Spherical Geometry from Poses

Spherical rectification requires that its main axis z be
aligned with the direction of translation. This axis repre-
sents the epipoles and contains both camera centers. Let us
designate the extrinsic parameter of a camera at a moment i
as [Ri

c|tic] ∈ R3×4. The spherical orientation is described as
a rotation matrix RS and is recovered from the orientation
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Figure 4. Spherical Stereo. Crops from image Ii and Ii−1 are rectified. A shared feature encoder learns stereo features which are then
compared with the dot product. Symmetric normalization (N) is applied according to the Permutation Stereo[4] formulation and the
estimated disparities are transformed into depths. The reconstructed images and the depths are then derectified back to image space.

given by the translation of camera centers.

rz = ti − tj

ry = (0, 0, 1)× rz

rx = ry × rz

Ri,j
S =

(
rx

||rx||
,

ry
||ry||

,
rz

||rz||

)T

(2)

3.3. Spherical Representation
The angles (α, β) designate a 3D point (x, y, z) on the unit
sphere, see Fig. 2, which is aligned with the spherical model
principal axis according to the rotation Ri,j

S . The coordinate
change operation Nαβ−→xyz is:

(x, y, z)T = Nαβ−→xyz(α, β)

=

 sin(α)sin(β)
−cos(α)sin(β)

cos(β)

 (3)

and the inverse operation Nxyz−→αβ is:

(α, β)T = Nxyz−→αβ(x, y, z)

=

 tan−1
(

x
−y

)∣∣∣∣tan−1

(
sgn(x)

√
x2+y2

z

)∣∣∣∣
 (4)

3.4. Epipolar Rectification
Because the camera field of view is usually small relative to
the full sphere, spherical rectification can yield sparse im-
ages. We thus propose to partition the input images into a
set of corresponding small regions which are then rectified
into shared spherical representations, see Fig. 3. Let us des-
ignate a rectified image on the unit sphere, where the pixel
intensity is IS(a, b) ∈ RHS×WS .

The indices of the rows and columns (a, b) of a spher-
ical representation image IS represent uniformly sam-
pled angles (α, β) on the unit sphere such that (α, β) ∈
([αmin, αmax], [βmin, βmax]) in a rectified image size
(HS ,WS), the spherical image height and width, see
Fig. 3 (RIGHT). Conversion operations can be defined
Nab−→αβ between the pair (a, b) and (α, β).

(α, β)T = Nab−→αβ(a, b)

=

(
a(αmax−αmin)

HS
+ αmin

b(βmax−βmin)
WS

+ βmin

)
(5)

The spherical epipolar rectification MS is a rectification
function that extracts a pixel at position (u, v) from an un-
rectified image I given an (a, b) pair. Therefore, pixel in-
tensity in the rectified image is IS(a, b) = I(u, v).

The spherical epipolar rectification MS from (u, v) co-
ordinates to (a, b) coordinates is:

(u, v) = MS(a, b)

(α, β)T = Nab−→αβ(a, b)

(xp, yp, zp)
T = K ·Rc ·Rs ·Nαβ−→xyz(α, β)

(u, v) =

(
yp
zp

,
xp

zp

) (6)

3.5. Epipolar Derectification
The complementary operator to epipolar rectification is the
epipolar derectification. Let us define the conversion oper-
ation Nαβ−→ab between the pair (α, β) and (a, b).

(a, b)T = Nαβ−→ab(α, β)

=

(
(α− αmin)HS/(αmax − αmin)

(mod(β, π)− βmin)WS/(βmax − βmin)

)
(7)
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In the same manner, an unrectified image I with coordinates
(u, v) can be generated from a spherical image IS such that
I(u, v) = IS(a, b). The spherical epipolar derectification
M−1

S operator is an operator that maps a coordinate in the
camera coordinate system to a coordinate on the unit sphere.

(a, b) = M−1
S (u, v)xs

ys
zs

 = RT
s ·RT

c ·K−1 ·

u
v
1


(α, β)T = Nxyz−→αβ(xs, ys, zs)

(a, b)T = Nαβ−→ab(α, β)

(8)

4. Spherical Stereo for Two Monocular Views

4.1. Spherical Crop
Because spherical epipolar rectification introduces some
distortion in the rectified image, we propose a novel spheri-
cal crop function illustrated in Fig. 3. This function operates
similarly to the random crop data augmentation technique
with rectified image dimensions (HS ,WS) and the selected
crop size (HC ,WC). During rectification, information loss
will be proportional to (HC

HS
, WC

WS
). It is empirically sug-

gested to select a least (HS ,WS) = 1.8(HC ,WC).
Illustrated in Fig. 3 (LEFT), given a crop in images Ii

and Ij , the corners c are represented as

c =

umin umin umax umax

vmin vmax vmin vmax

1 1 1 1

 (9)

and are mapped to rectified image space and then used to
compute (αmin, αmax, βmin, βmax):(

ciS
cjS

)
=

(
RT

s · (Ri
c)

T ·K−1 · c
RT

s · (Rj
c)

T ·K−1 · c

)
(
(αi, βi)T

(αj , βj)T

)
=

(
Nxyz−→αβ(c

i
S)

Nxyz−→αβ(c
i
S)

)
(
αmin αmax

βmin βmax

)
=

(
min(αi, αj) max(αi, αj)
min(βi, βj) max(βi, βj)

)
(10)

Very importantly, it is possible for the alpha range to be
around 2π, i.e. αmin < 2π < αmax. When this hap-
pens, the spherical rectification of the crop will not work.
To solve for this, an offset of −π is added to α. This rep-
resents a spherical representation rotated by π around its z
axis. This is not reflected in the above equations to simplify
reading. Similarly to networks trained with cropping data
augmentation, the neural network is mapped over images at
inference time.

4.2. Overview of Permutation Stereo Matching
As shown in Fig. 4, the matching process relies on the Per-
mutation Stereo formulation presented in [5]. It is chosen
to highlight the contribution of the spherical epipolar recti-
fication.

f i = F (IiS), f j = F (IjS)

Ci,j
m,n,o =

∑
g

f i
m,n,g · f j

m,n,g ,where C ∈ RHS×WS×WS

P i,j = Norm(Ci,j) ,where P ∈ RHS×WS×WS

(11)

The normalization operation Norm is a softmax on rows
and columns simultaneously and is detailed in [4]. Dispar-
ity is obtained from the permutation volume P i,j for the
spherical images IiS and IjS according to [4],

Di,j
S =

1

o

∑
o

P i,j
m,n,o ∗ (o− n)

Dj,i
S =

1

n

∑
n

P i,j
m,n,o ∗ (o− n)

(12)

4.3. Depth from a Spherical Disparity Map
In spherical representation, given a disparity map Di,j

S , we
solve for depth Qi

S by triangulation and then derectify it
back to the respective image representations Qi. Notice that
while the disparity is defined for an image pair, the depth
is defined for the image itself. Here we present the trian-
gulation operator between disparity and depth in spherical
representation as TD−→Q,

Qi
S(a, b) = TD−→Q(a, b,D

i,j
S (a, b))

= (RiT
c · pis)||tj − ti|| sin(∠(pis, p

j
s))

sin(∠(pis, ti − tj))

where(
pis
pjs

)
=

(
−Rs ·Nαβ−→xyz(α

i, βi)
−Rs ·Nαβ−→xyz(α

j , βj)

)
(
(αi, βi)T

(αj , βj)T

)
=

(
Nab−→αβ(a, b)

Nab−→αβ(a, b+Di,j
S (a, b))

)
and the vector angle is

∠(g, h) = cos−1

(
g · h

||g|| ||h||

)
(13)

4.4. Training Losses
Supervised Setting. The supervised method is trained with
the L1 Loss between predicted absolute depth d̃ for the first
image and ground truth absolute depth dGT .

L = ||d̃− dGT ||1 (14)
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Crop Size Rectified Size Error - Lower is better ↓ Accuracy - Higher is better ↑
Method HC ×WC HS ×WS Abs Rel Sq Rel RMSE RMSE log δ < 1.25 δ < 1.252 δ < 1.253

N
o

C
ro

p Spherical SGM - 256× 256 0.63 15.22 4.99 0.54 0.51 0.69 0.79
Spherical SGM - 768× 768 0.39 8.46 3.40 0.42 0.69 0.80 0.86
Spherical Stereo - 256× 256 0.57 10.09 4.63 0.56 0.47 0.66 0.77
Spherical Stereo - 768× 768 0.44 9.05 3.46 0.46 0.65 0.77 0.83

C
ro

p Spherical SGM 120× 160 256× 256 0.25 4.63 2.43 0.22 0.78 0.86 0.91
Spherical Stereo 120× 160 256× 256 0.23 3.32 2.39 0.24 0.75 0.84 0.90

Table 1. Spherical Crop ablation study on TartanAir carwelding testing set. Spherical SGM and Spherical Permutation Stereo are used
for different image crop HC × WC and rectified crop HS × WS sizes. “Crop” indicates the presence of Spherical Crop and “No Crop”
indicates an absence of Spherical Crop. Spherical Crop improves performance significantly.

Self-Supervised Setting. The self-supervised method is
trained using photometric losses on the reconstructed im-
ages. An image can be reconstructed by warping it with the
permutation on its pairing image or on itself:

Ij
′

S = P · IiS Ii
′

S = P⊤ · IjS
Ii

′′

S = P⊤ · P · IiS Ij
′′

S = P · P⊤ · IjS
(15)

The photometric loss between input and target images
LPhoto(I, I

∗) uses the structural similarity (SSIM)[33].

LPhoto(I, I
∗) =

α

2
(1− SSIM(I, I∗)) + (1− α)∥I − I∗∥1

(16)
The self-supervised loss function occurs between the im-
ages and their reconstructions. This is done in image repre-
sentation rather than spherical representation.

L =
1

4

(
LPhoto(I

i, Ii
′
) + LPhoto(I

i, Ii
′′
)

+LPhoto(I
j , Ij

′
) + LPhoto(I

j , Ij
′′
)
) (17)

5. Experiments
Datasets. The presented results evaluate absolute depth
estimation on the TartanAir[32] Samples dataset and the
KITTI[12] Eigen[10] split. Both datasets provide ground
truth pose. The TartanAir Samples is a synthetic dataset
that has 6982 images of size 480×640 pixels split across 16
scenes of various locations from seaside towns to under the
ocean with day and night lighting conditions. As a test se-
quence, 46 images from the carwelding sequence have been
selected. The KITTI Eigen dataset is a real world dataset of
driving scenes and has approximately 20k images for train-
ing and 697 for testing with an image size of 375 × 1242
pixels. Raw KITTI images were undistorted. Error met-
rics are computed for absolute depth according to [11] and
capped at 50m according to [14]. Implementation details
are presented in supplementary. For comparison, a simpli-
fied version of SGM [16] is adapted to Spherical Stereo to
illustrate independence to Permutation Stereo. The method
is called Spherical SGM and is detailed in [5].

P
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i
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e
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t
i
o
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r
g
e
s
t
/S
m
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l
e
s
t
)
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Spherical (ours)

Spherical (ours) with Crop

90° 75° 60° 45° 30° 15° 0°
⨯1

⨯2

⨯3

⨯4

⨯5

⨯6

⨯7

Horizontal Baseline direction Forward

Figure 5. Distortion generated on the rectified image for the dif-
ferent polar rectification methods for a 90◦ FOV camera. Planar
rectification is the homography based epipolar rectification avail-
able among other things in OpenCV [3]. Cylindrical rectification
is the method initially proposed in [25] and used in [6, 24, 28].
Spherical rectification increases distortion by adding an additional
polar parameter. Spherical Crop applied to spherical rectification
limits this weakness and leads to lowest distortion.

5.1. Spherical Crop Ablation Study
An ablation study is performed for the Spherical Crop as a
part of the Spherical Stereo and the results are presented in
Tab. 1. With regards to performance, Spherical SGM leads
to better accuracy because of its smoothing properties while
Spherical Stereo matching has lower error. Irrespective of
the method, results illustrate that the Spherical Crop oper-
ation leads to significantly improved performances. Spher-
ical Crop not only improves performance, but also makes
training the network less challenging. This can be attributed
to the fact that the proposed crop significantly reduces dis-
tortion. Previous works [24, 25, 28] have identified that the
rectified image must be very large to manage distortion for
adequate monocular stereo matching. Mapping an image
patch to its corresponding (α, β) range is demonstrated here
to be an appropriate way to handle distortion and makes
it possible to integrate polar rectification with deep stereo
matching.

5.2. Epipolar Distortion Comparison
Distortion during spherical rectification is measured and
compared against state-of-the-art cylindrical rectification
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Error - Lower is better ↓ Accuracy - Higher is better ↑
Nb. of Frames Frame Timesteps Abs Rel Sq Rel RMSE RMSE log δ < 1.25 δ < 1.252 δ < 1.253

2 {i, i− 1} 0.23 3.32 2.39 0.24 0.75 0.84 0.90

2 {i, i− 3} 0.40 7.00 2.72 0.29 0.70 0.80 0.86
2 {i, i− 2} 0.30 4.87 2.43 0.25 0.74 0.83 0.89
2 {i, i+ 3} 0.32 5.03 2.75 0.28 0.70 0.81 0.87
2 {i, i+ 2} 0.24 3.39 2.46 0.25 0.74 0.83 0.89
2 {i, i+ 1} 0.22 3.02 2.53 0.25 0.74 0.83 0.89
3 {i, i− 1, i− 2} 0.23 3.16 2.26 0.23 0.75 0.85 0.90
3 {i, i− 2, i+ 2} 0.20 2.05 2.03 0.21 0.77 0.87 0.92
3 {i, i− 1, i+ 1} 0.19 2.08 2.21 0.21 0.77 0.86 0.91
5 {i, i− 1, i+ 1, i− 2, i+ 2} 0.17 1.58 2.02 0.20 0.78 0.87 0.92

Table 3. Multi-image coherence evaluation of Spherical Stereo on TartanAir carwelding testing set. Spherical Stereo is trained self-
supervised on images {i, i− 1} and used for inference on various image pairs, triplets and a quintuplet. Increasing the number of images
improves the performance. The method naturally handles using future timesteps when trained on previous timesteps.

Error - Lower is better ↓ Accuracy - Higher is better ↑
Method Baseline Abs Rel Sq Rel RMSE RMSE log δ < 1.25 δ < 1.252 δ < 1.253

Spherical SGM All 0.62 13.82 7.27 0.60 0.42 0.64 0.74
Spherical SGM > 0.3 0.36 5.62 5.19 0.52 0.52 0.76 0.86
Spherical Stereo All 0.49 6.99 6.62 0.65 0.39 0.61 0.73
Spherical Stereo > 0.3 0.37 4.47 5.47 0.45 0.47 0.72 0.84

Table 4. Real World Navigation results on KITTI Eigen testing set. Spherical SGM and Spherical Stereo are used on frames with and
without filtering the pose from the IMU. Pose is filtered by selecting baseline larger than 0.3m. Error decreases when baseline is increased,
substantiating Spherical rectification as proper epipolar rectification.

lows Spherical Stereo to take advantage of added informa-
tion provided by multiple images.

5.5. Real World Navigation
Results for absolute depth on the real world data of the
KITTI Eigen split are presented in Tab. 4. They show that
the proposed Spherical Stereo model solves for absolute
depth in driving settings when trained without ground truth
depth. KITTI Eigen is selected as a very difficult case given
that ground truth pose is noisy and that motion is almost
completely forward. Noisy poses prove harder to handle in
small baseline cases (Fig. 7) and lead to increased error in
the estimated depth. Tab. 4 and Fig. 7 show that perfor-
mance improves when increasing the baseline. This con-
firms Spherical Stereo behaves as proper stereo matching.

6. Limitations
Depth from parallax estimates the depth of objects using
the displacement along epipolar lines with a static scene as-
sumption. Objects undergoing independent motion break
this assumption and induce unreliable depth estimates. This
is a limitation of stereo that still holds for our proposed
monocular stereo matching. Our method also does not solve
disparity at the focus of expansion (Fig. 6) as it is degener-
ate. Since the location of this point is known given pose,
it could be accounted for. The results are presented in this
way because absence of matches is important information.
At this point, the user can fill the depth map or not according
to the task requirements. It is often more important to have

A
c
c
u
ra

c
y

Baseline (meters)

0.0 0.5 1.0 1.5

0.2

0.4

0.6

0.8

1.0

Figure 7. Accuracy δ3 with respect to the ground truth baseline
(the distance between the cameras) for Spherical Stereo trained
self-supervised on KITTI Eigen. Average curve is in red. Accu-
racy improves as a function of baseline which shows that spherical
rectification naturally takes advantage of larger disparity range.

a few accurate and trustworthy matches than have a dense
depth map where the uncertainty distribution is unknown.

7. Conclusion
This paper presents a novel spherical epipolar rectifica-
tion model for solving absolute depth from two views of
a monocular image sequence using deep stereo matching.
This differentiable model can be effectively integrated with
self-supervised deep stereo matching. The proposed Spher-
ical Crop reduces image distortion compared to previous
rectification methods. Spherical Stereo allows for depth im-
ages from pairs of views that naturally account for scale and
multi-view coherence, key problems of absolute depth esti-
mation.
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[25] Sébastien Roy, Jean Meunier, and Ingemar J Cox. Cylindri-
cal rectification to minimize epipolar distortion. In Proceed-
ings of IEEE Computer Society Conference on Computer Vi-
sion and Pattern Recognition, pages 393–399. IEEE, 1997.
2, 6, 7

[26] Libo Sun, Jia-Wang Bian, Huangying Zhan, Wei Yin,
Ian Reid, and Chunhua Shen. Sc-depthv3: Robust self-
supervised monocular depth estimation for dynamic scenes.
IEEE Transactions on Pattern Analysis and Machine Intelli-
gence, 2023. 2

[27] Richard Szeliski. Computer vision: algorithms and applica-
tions. Springer Nature, 2022. 1

[28] Julien Valentin, Adarsh Kowdle, Jonathan T Barron, Neal
Wadhwa, Max Dzitsiuk, Michael Schoenberg, Vivek Verma,
Ambrus Csaszar, Eric Turner, Ivan Dryanovski, et al. Depth

28933



from motion for smartphone ar. ACM Transactions on
Graphics (ToG), 37(6):1–19, 2018. 2, 6, 7

[29] Jianyuan Wang, Yiran Zhong, Yuchao Dai, Stan Birchfield,
Kaihao Zhang, Nikolai Smolyanskiy, and Hongdong Li.
Deep two-view structure-from-motion revisited. In Proceed-
ings of the IEEE/CVF conference on Computer Vision and
Pattern Recognition, pages 8953–8962, 2021. 2, 7

[30] Longguang Wang, Yulan Guo, Yingqian Wang, Zhengfa
Liang, Zaiping Lin, Jungang Yang, and Wei An. Parallax
attention for unsupervised stereo correspondence learning.
IEEE transactions on pattern analysis and machine intelli-
gence, 2020. 3

[31] Shuzhe Wang, Vincent Leroy, Yohann Cabon, Boris
Chidlovskii, and Jerome Revaud. Dust3r: Geometric 3d vi-
sion made easy. In Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, pages 20697–
20709, 2024. 3

[32] Wenshan Wang, Delong Zhu, Xiangwei Wang, Yaoyu Hu,
Yuheng Qiu, Chen Wang, Yafei Hu, Ashish Kapoor, and Se-
bastian Scherer. Tartanair: A dataset to push the limits of
visual slam. In 2020 IEEE/RSJ International Conference
on Intelligent Robots and Systems (IROS), pages 4909–4916.
IEEE, 2020. 6

[33] Zhou Wang, Alan C Bovik, Hamid R Sheikh, and Eero P Si-
moncelli. Image quality assessment: from error visibility to
structural similarity. IEEE transactions on image processing,
13(4):600–612, 2004. 6

[34] Jamie Watson, Oisin Mac Aodha, Victor Prisacariu, Gabriel
Brostow, and Michael Firman. The temporal opportunist:
Self-supervised multi-frame monocular depth. In Proceed-
ings of the IEEE/CVF Conference on Computer Vision and
Pattern Recognition, pages 1164–1174, 2021. 2

[35] Gangwei Xu, Yun Wang, Junda Cheng, Jinhui Tang, and Xin
Yang. Accurate and efficient stereo matching via attention
concatenation volume. IEEE Transactions on Pattern Anal-
ysis and Machine Intelligence, 46(4):2461–2474, 2023. 3

[36] Haofei Xu, Jing Zhang, Jianfei Cai, Hamid Rezatofighi,
Fisher Yu, Dacheng Tao, and Andreas Geiger. Unifying flow,
stereo and depth estimation. IEEE Transactions on Pattern
Analysis and Machine Intelligence, 2023. 3, 7

[37] Lihe Yang, Bingyi Kang, Zilong Huang, Xiaogang Xu, Jiashi
Feng, and Hengshuang Zhao. Depth anything: Unleashing
the power of large-scale unlabeled data. In Proceedings of
the IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 10371–10381, 2024. 2, 7

[38] Nan Yang, Lukas von Stumberg, Rui Wang, and Daniel
Cremers. D3vo: Deep depth, deep pose and deep uncer-
tainty for monocular visual odometry. In Proceedings of
the IEEE/CVF conference on computer vision and pattern
recognition, pages 1281–1292, 2020. 2

[39] Yao Yao, Zixin Luo, Shiwei Li, Tian Fang, and Long Quan.
Mvsnet: Depth inference for unstructured multi-view stereo.
In Proceedings of the European conference on computer vi-
sion (ECCV), pages 767–783, 2018. 2

[40] Zhichao Yin and Jianping Shi. Geonet: Unsupervised learn-
ing of dense depth, optical flow and camera pose. In Pro-
ceedings of the IEEE conference on computer vision and pat-
tern recognition, pages 1983–1992, 2018. 2

[41] Jason J Yu, Adam W Harley, and Konstantinos G Derpanis.
Back to basics: Unsupervised learning of optical flow via
brightness constancy and motion smoothness. In Computer
Vision–ECCV 2016 Workshops: Amsterdam, The Nether-
lands, October 8-10 and 15-16, 2016, Proceedings, Part III
14, pages 3–10. Springer, 2016. 3

[42] Junyi Zhang, Charles Herrmann, Junhwa Hur, Varun Jam-
pani, Trevor Darrell, Forrester Cole, Deqing Sun, and Ming-
Hsuan Yang. Monst3r: A simple approach for estimat-
ing geometry in the presence of motion. arXiv preprint
arXiv:2410.03825, 2024. 3, 7

[43] Ning Zhang, Francesco Nex, George Vosselman, and Nor-
man Kerle. Lite-mono: A lightweight cnn and transformer
architecture for self-supervised monocular depth estimation.
In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pages 18537–18546, 2023.
2, 7

[44] Wang Zhao, Shaohui Liu, Yezhi Shu, and Yong-Jin Liu. To-
wards better generalization: Joint depth-pose learning with-
out posenet. In Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, pages 9151–
9161, 2020. 2

[45] Yiran Zhong, Yuchao Dai, and Hongdong Li. Self-
supervised learning for stereo matching with self-improving
ability. arXiv preprint arXiv:1709.00930, 2017. 3

28934


