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Abstract

Segmentation of very large images is a common problem
in microscopy, medical imaging or remote sensing. The
problem is usually addressed by sliding window inference,
which can theoretically lead to seamlessly stitched predic-
tions. However, in practice many of the popular pipelines
still suffer from tiling artifacts. We investigate the root cause
of these issues and show that they stem from the normal-
ization layers within the neural networks. We propose in-
dicators to detect normalization issues and further explore
the trade-offs between artifact-free and high-quality predic-
tions, using three diverse microscopy datasets as examples.
Finally, we propose to use BatchRenorm as the most suit-
able normalization strategy, which effectively removes tiling
artifacts and enhances transfer performance, thereby im-
proving the reusability of trained networks for new datasets.

1. Introduction
Segmentation is an essential first step of pipelines in bio-

logical image analysis, a diverse domain of computer vi-

sion that enables automated quantification for various types

of microscopy images. While this domain has benefited

a lot from the developments in natural image analysis, it

also poses unique challenges. Investigation of biological

diversity, discovery of unexpected phenotypes and develop-

ment of novel imaging protocols leads to high variability of

datasets. This explains the popularity of human-in-the-loop

approaches to segmentation, where a small amount of data

is either annotated from scratch or from the output of pre-

trained models [1, 22, 26], then a new model is either trained

from scratch or fine-tuned. After that the next rounds of

correction and training happen, until the desired quality is

reached. Being able to quickly train a smaller model for an

unseen image type is crucial in this setting.

Another important feature of biological images, espe-

cially for volumetric imaging, is their large size. Electron

microscopy volumes for connectomics [6] or light sheet mi-

croscopy volumes [20] can reach the scale of multiple ter-

abytes. It is routine to work with 10-100 GB images of

∼ 10003 pixels, which exceed GPU memory.

As shown in Fig. 1, during training random patches are

sampled from the annotated images and combined into a

batch. During inference/evaluation, the image is split into

a grid of tiles which are predicted independently and then

stitched back to form the full prediction. Here we refer both

to 2D and 3D image patches as tiles. In this setup the size

of the tiles is limited from above by GPU memory and from

below by the receptive field of the network [21]. Typical

tile size is around 96x96x96 - 256x256x256 pixels and the

training batch size is 2-3 tiles per batch. During inference it

is not necessary to store gradients, therefore either tile size

or batch size can be larger.

Tile-wise prediction and stitching might look like a

purely technical step, however for microscopy patch sam-

pling and stitching can significantly affect prediction quality

and create artifacts. In contrast, big natural image datasets,

such as ImageNet [5], CityScapes [4] and SAM dataset

[14], usually contain relatively small 2D images, making

tiling and stitching unnecessary, as well as allowing for

larger batch size.

It has been shown that seamless stitching with CNNs is

possible if edge effects are taken into account [17]. For

CNNs only a limited area of the input image called the re-

ceptive field affects the prediction value in a given pixel

[16]. Pixels on the edge of the tile do not get full con-

text for prediction, resulting in a mismatch between neigh-

boring tiles. To deal with this issue the tiles are sampled

with overlap and only the central part of each tile is used
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Figure 1. Illustration of the pipeline for processing images larger

than GPU memory: random sampling of tiles during training and

sliding window inference. Example of artifacts caused by tiling:

hallucinations in the low signal areas and discontinuous predic-

tions at the tile borders.

for stitching. We refer to the removed area as halo. We

find that even with sufficient halo sliding window infer-

ence can cause tiling artifacts manifesting in two ways: as

abrupt discrepancy between predictions in neighboring tiles

or as background hallucinations, as shown in Fig. 1 and

Fig. 2. This problem is rarely discussed but it affects many

widely used tools, including nnU-Net [13], a popular base-

line method for biomedical image segmentation.

A common way to deal with the tiling artifacts is to apply

additional postprocessing, for example, to average neigh-

boring tiles with gaussian weights to avoid discontinuous

predictions [13], or to use additional thresholding by inten-

sity and filtering by the object size to remove artifacts in

the background like in the Fig. 1. However, adding heuris-

tic postprocessing steps makes the whole pipeline harder

to use and apply to new datasets. Moreover, we show that

tiling artifacts become more pronounced in the transfer set-

ting, further reducing reusability of the trained networks.

According to our findings, the main cause of the arti-

facts is the tile-wise feature normalization inside the net-

work. If InstanceNorm [23] is used in the CNN archi-

tecture, both during training and evaluation the statistics of

the current input are used for normalization. This makes

predictions for every pixel dependent on the content of the

whole tile, therefore the limited receptive field assumption

becomes invalid and, regardless of the size of the halo, it is

impossible to make the stitching seamless.

Unlike InstanceNorm, another popular normaliza-

tion method BatchNorm [12] uses the statistics of the cur-

rent input during training but switches to saved running av-

erage statistics in the evaluation mode, allowing to achieve

seamless stitching. However, we show that the performance

of the network drastically reduces in evaluation mode com-

pared to training mode because the statistics used during

training are not stable with small batch size, making the

running average not representative of the statistics of indi-

vidual batches. This effect has previously been observed

for natural image classification [10, 11], but we find it to be

significantly more pronounced in biological image segmen-

tation.

In this work we demonstrate the trade-off between the

artifact-free stitching ensured by the global normalization

with BatchNorm and prediction quality achieved by tile-

wise normalization with InstanceNorm. We suggest

BatchRenorm [11] which uses the same global normal-

ization statistics both during training and inference as a

solution which produces artifact-free predictions without

compromising on the prediction quality.

In summary, we make the following contributions:

• We show the existence of a normalization trade-off in

segmentation of large biological images: using tile-wise

statistics for feature normalization in the network dur-

ing inference (InstanceNorm) leads to tiling artifacts

even if edge effects were taken into consideration. Us-

ing tile-wise statistics in training and global accumulated

statistics during inference (BatchNorm) leads to an un-

expected difference between network performance during

training and inference due to small batch size and high

variability of the data;

• We suggest metrics for detecting normalization issues in

networks used for sliding window inference pipelines:

tile mismatch and train/eval disparity;

• We propose to use the Batch Renormalization method to

achieve seamless stitching without sacrificing prediction

accuracy to the train/eval disparity;

• We validate our findings on three volumetric biological

datasets, with two network architectures: CNN-based 3D

U-Net and ViT-based UNETR.

2. Related work
Sliding window inference is used in different domains, in-

cluding medical [19, 24], biological [8] and aerial [9] image

analysis. It was shown that receptive field (RF ) [15, 16]

plays a key role in the seamless stitching [17]. Often in

case of dense prediction the input and output have the same
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Figure 2. Examples of predictions with and without tiling artifacts

Figure 3. Illustration of the tile mismatch metric.

size thanks to the zero-padding in convolutional layers, so

the coordinates in both spaces can be used interchangeably.

For the output pixels which are closer to the edge of the

tile than 1
2RF part of the input values within the receptive

field is replaced by zeros, creating mismatch in the predic-

tions between tiles. Proposed solution is to crop the predic-

tion and only use the part of the output where each pixel

has full context for stitching. The minimal sufficient size

of the cropped area is 1
2RF . The same concept was dis-

cussed from the point of view of translational equivariance

[9, 21]. Although convolutions and pooling are translation-

equivariant, zero-padding makes the CNN overall lose this

property. With valid convolutions the size of the output is

smaller than the input but it allows to keep the translational

equivariance and therefore seamless stitching.

In practice many pipelines using sliding window infer-

ence do not aim to completely eliminate the tiling artifacts

but rather minimize them by using the largest possible tile

size in inference and averaging. For example, nnU-Net [13]

and Cellpose [22] compute weighted average of the tiles,

with the weight decreasing from 1 in the middle of the tile

to 0 at the border, smoothing the border between tiles.

These recommendations help against the discontinuity

in predictions caused by edge effects but our experiments

show that even in the valid convolution area predictions do

not necessarily match (see Fig. 3). In addition, this does not

explain hallucination-like artifacts in the background like in

Fig. 1. It has been shown that prediction accuracy can de-

pend significantly on the tile size [3, 18]. To our knowledge,

the connection between these effects and feature normaliza-

tion inside the network was not studied before.

3. Methods
This section is structured as follows: we define how we

perform sliding window inference and which normalization

strategies we consider. We then propose two metrics that

can identify normalization issues within the network, point-

ing out both tiling artifacts (”tile mismatch” metric) and

performance drop in evaluation mode (”train/eval disparity”

metric).

3.1. Sliding window inference with halo
Input data can be a 2D image or a 3D volume with one

or multiple channels. Here both images and volumes are

referred to as images. For inference the image is split

into a grid of tiles, incomplete tiles are padded with ze-

ros. The stitched prediction is calculated from by tile-wise
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Figure 4. Receptive field, shown as Log10 of mean gradient of the central pixel output with respect to the input

predictions. To ensure that observed tiling artifacts were

not caused by edge effects, we calculated theoretical (TRF)

and effective receptive field (ERF) of the networks follow-

ing [15]. We define TRF as all pixels which belong to the

computation graph for the target pixel in the output space.

ERF is defined as width ( 3σ2 of a Gaussian distribution fitted

to the averaged gradient distribution During sliding window

inference the overlap was set to the size of halo, minimizing

the number of tiles needed to cover the whole volume. The

halo part of the tile was completely removed so there was

no averaging of predictions or other postprocessing.

3.2. Normalization strategies
Normalization can be inserted in two parts of the pipeline:

preprocessing of the input data and feature map normaliza-

tion inside the network.

3.2.1. Input normalization
Quantile normalization with qmin = 0.01 and qmax = 0.98
and clipping to [0..1] were applied to each image as a whole

to convert the data type and value range from the micro-

scope output to float32 and [0..1] range. In addition to the

global normalization, quantile normalization can be applied

to each tile separately to make the input of the network al-

ways have the same range and make tiles more comparable.

Based on this we considered two strategies:

• Global: quantile normalization only of the whole image.

• Tile-wise: quantile normalization of each sampled tile,

both during training and during inference.

3.2.2. Feature normalization
General formula for the normalization operation with input

x, output y is:

y =
x− μ√
σ2 + ε

,

where μ and σ are normalization parameters and ε is a small

constant used for numerical stability. Parameters μ and σ
can be estimated directly from the input μ = E[x] and

σ2 = Var[x], where average can be taken either over each

sample independently or over the whole batch. Alterna-

tively, global normalization parameters independent of the

current input can be used. A common strategy is to estimate

the parameters as a running average over multiple samples:

pnew = (1−momentum)×pold+momentum×pt. The

update speed is determined by the momentum.

• BatchNorm [12] Training: use statistics of the current

batch and collect running average. Inference: use saved

running average.

• InstanceNorm [23] Both training and infer-

ence: use statistics of each input sample. In

Pytorch this behavior can be changed by setting

track running stats=True. Then during in-

ference the statistics collected during training will be

utilized, same as in BatchNorm.

• BatchRenorm [11] Both training and inference: use

running average statistics.

• Identity Skip feature normalization.

3.3. Proposed evaluation metrics
Train/eval disparity When global normalization with

running average statistics is used during inference, a dis-

parity can arise between the predictions of the same tile in

train and eval mode as the train mode always uses statis-

tics of the current batch. This disparity is an indicator of

a potential drop in performance which is not related to

model overfitting. To measure it quantitatively, we intro-

duce the following metric:

train/eval disparity = 1−Dice(Ptrain, Peval),
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where Ptrain is the prediction done with

model.train() and Peval - with model.eval().

Tile mismatch
Quantification of tiling artifacts is challenging because

their magnitude depends on the similarity of the con-

tent of neighboring tiles in different parts of the image.

We propose to split the image into overlapping tiles and

compare the predictions in the overlap areas. To avoid

edge effects, we only take the valid part of the overlap, as

shown in Fig. 3. The following metrics are proposed:

max dist =
M

max
i=1

(|Oi1 −Oi2|)

tile mismatch =
M

median
i=1

(1−Dice(Oi1, Oi2)),

where Oi1 and Oi2 are predictions in the valid overlap

region in tile i and M is number of sampled tiles. In

max dist max is taken over all channels and all tiles,

making it an indicator of wether given setup produces

tiling artifacts. In cases when max dist = 0 we explicitly

report ”no” instead of tile mismatch to emphasize that

the predictions perfectly match. tile mismatch is calcu-

lated per channel and characterizes the magnitude of the

artifacts.

4. Experiments
4.1. Datasets
Existing cell segmentation benchmarks often operate at

the same image size as natural images and contain mostly

the object-centered parts. Here the datasets were chosen

to demonstrate the common practical challenges of mi-

croscopy segmentation such as large image size and vari-

ability of class distributions within the volume.

organoids [7]: semantic segmentation of tissue in

patient-derived colorectal cancer organoids, electron mi-

croscopy (FIB/SEM), 40×30×30 nm3 voxel size. The vol-

ume of size 1350× 1506× 1647 pixels was split 70/30 into

train and validation dataset. Classes: cell boundaries, fore-

ground (pixels inside the cells), extracellular matrix (space

between cells and background).

plants [25]: instance segmentation of nuclei in Ara-

bidopsis ovules, confocal fluorescent microscopy, isotropic

resolution of 0.13 μm3 per pixel, 4 train volumes and 1 val-

idation volume ∼ 500× 1000× 1000 pixels each.

embryo [2]: instance segmentation of nuclei in mouse

embryos, confocal fluorescent microscopy, isotropic reso-

lution of 0.2 μm3 per pixel, 22 train volumes and 13 vali-

dation volumes, ∼ 600× 1000× 700 px each.

For plants and embryo datasets the original instance

segmentation groundtruth was converted to semantic seg-

mentation of three classes: object boundaries, foreground

Figure 5. Tiling artifacts become more pronounced in a transfer

setting. For quantitative evaluation see STab. 1.

Figure 6. Performance vs tile size.

(objects with subtracted boundaries) and background. For

the transfer setup, networks trained for embryo dataset

were used to segment plants dataset and vice versa.

4.2. Architectures
3D U-Net: 3D U-Net with 2 downsampling steps and 2 con-

volutional blocks per level was used for all datasets. Each

convolutional block consists of a convolutional layer, a nor-

malization layer and a non-linearity. The normalization lay-

ers in all the blocks were replaced with one of the normal-

ization layers listed above. Tile size (192, 192, 192) was

used for training and (128, 128, 128) for sliding window in-

ference.

3D UNETR: UNETR consists of a ViT encoder and a

convolutional decoder. In the encoder the volume is split
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Table 1. U-Net results table

Normalization layer BatchNorm BatchNorm InstanceNorm InstanceNorm BatchRenorm Identity

Input norm global tile-wise global tile-wise global global

Feature norm global global tile-wise tile-wise global global

d
ic

e,
ev

al
m

o
d
e

organoids

foreground 0.95 0.88 0.94 0.93 0.95 0.95
boundaries 0.49 0.15 0.75 0.75 0.73 0.72

matrix 0.82 0.61 0.61 0.61 0.85 0.83

plants
foreground 0.85 0.88 0.89 0.89 0.89 0.52

boundaries 0.69 0.73 0.75 0.74 0.75 0.26

embryo
foreground 0.66 0.68 0.67 0.72 0.74 0.59

boundaries 0.55 0.55 0.55 0.53 0.58 0.44

d
ic

e,
tr

ai
n

m
o
d
e

organoids

foreground 0.94 0.93 0.94 0.93 0.95 0.95

boundaries 0.75 0.75 0.75 0.75 0.73 0.72

matrix 0.61 0.61 0.61 0.61 0.85 0.83

plants
foreground 0.89 0.89 0.89 0.89 0.89 0.52

boundaries 0.75 0.74 0.75 0.74 0.75 0.26

embryo
foreground 0.67 0.72 0.67 0.72 0.74 0.59

boundaries 0.55 0.52 0.55 0.53 0.58 0.44

train/eval disparity

organoids 0.48 0.84 0 0 0 0
plants 0.17 0.11 0 0 0 0
embryo 0.37 0.29 0 0 0 0

tile mismatch

organoids no 0.03 0.11 0.11 no no
plants no 0.01 0.05 0.05 no no
embryo no 0.09 0.16 0.20 no no

into 16 × 16 × 16 patches and embeddings in the ViT are

normalized using LayerNorm after each round of atten-

tion. With LayerNorm all features are normalized using

average and variance of the features in each patch indepen-

dently. Other normalization strategies can be used in the

ViT [27], but here LayerNorm was kept in all experiments

as a standard approach. Convolutional decoder consists of 4

upsampling steps with 2 convolutional blocks at each level

of the U-Net-like architecture. The normalization layers in

all the blocks were replaced with one of the normalization

layers listed above.

4.3. Reported metrics

Overall prediction quality: Prediction was done on the

whole volume using sliding window inference as described

above. If the setup included tile-wise input normalization,

each tile was normalized separately before being passed

through the network. The median Dice score over all sam-

ples in the validation dataset was reported for each class.

Train/eval disparity: We report the Dice score both for

training and evaluation mode to demonstrate the disparity

in Tab. 1 and Tab. 2. Inference in both modes was done

on the same images from the validation set, so the differ-

ence comes only from the behavior of the model in differ-

ent modes and not overfitting to the training data. Tile mis-

match: The tiles of 192 × 192 × 288px were sampled in

a grid with a stride of 64 pixels to test the mismatch in the

whole volume. Sampled tiles were split into two overlap-

ping tiles of size 192×192×192. Both tiles were then pro-

cessed to compare the predictions in the overlapping region.

Tile mismatch values for boundary channel are reported in

Tab. 1, Tab. 2 and STab. 1.

Further details can be found in the Supplementary.

5. Results
5.1. Receptive field
We calculated TRF and ERF for the architectures with

different normalization layers. As expected, for U-

Net with the global feature normalization (BatchNorm,

BatchRenorm, Identity) only a limited region around

the central pixel belongs to TRF, ERF constitutes the ef-

fective receptive field only the small portion as shown in

Fig. 4. For the U-Net with tile-wise feature normaliza-

tion (InstanceNorm) ERF is the same, which is expected

since it is determined by the parameters of the convolutional

architecture, but the TRF takes the whole tile as values of

all pixels in the tile make a contribution to the prediction for

the central pixel via normalization. Therefore, regardless of

the size of the overlap between tiles in the sliding window

prediction, the stitched prediction will not be exactly seam-
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less. In all sliding window experiments with the U-Net we

used halo calculated using TRF of the U-Net with global

feature normalization (Fig. 4).

For UNETR TRF also takes the whole input tile due to

normalization in the convolutional decoder and the atten-

tion mechanism. The averaged gradients image Fig. 4 has

a clear square pattern because in the encoder the image is

downsampled by 16 and then upsampled back to the origi-

nal resolution. Despite the attention layers, ERF is the same

as for the U-Net. Since only 3 central patches have large ef-

fect on the central pixel prediction, we set halo = 32 for all

UNETR experiments (Fig. 4).

5.2. Tile-wise feature normalization with
InstanceNorm causes tiling artifacts

Using InstanceNorm allows to reach high quality pre-

dictions, however the tile-wise feature normalization is a

source of artifacts both for U-Net (Tab. 1) and for UN-

ETR (Tab. 2) as shown in Fig. 2. We observe that tile-wise

input normalization (BatchNorm, tile-wise input norm)

causes less severe tile mismatch than tile-wise network fea-

ture normalization (InstanceNorm, global input norm).

Although it is impossible to reach completely seamless

stitching with UNETR, experiments with InstanceNorm
show strong tile mismatch, while global feature normaliza-

tion and sufficient halo based on ERF size allow to reduce

mismatch and make it almost unnoticeable.

Although InstanceNorm performs better than

BatchNorm for boundaries, networks with tile-wise

normalization struggle with classes which cover areas

larger than the tile size, such as foreground and matrix

in organoids dataset. Experiments with inference using

different tile sizes Fig. 6 show that the prediction depends

strongly on the tile size, reaching the best quality when the

tiles become large enough for the feature distribution in

each tile to reproduce the distribution in the whole image.

Fig. 5 shows how artifacts get worse in the transfer set-

ting: the model originally trained on the embryo dataset

produces less artifacts than the model transferred from the

plants dataset. We observe the same effect in transfer in

both directions (STab. 1).

5.3. Mismatch in batch statistics causes train and
eval mode disparity for BatchNorm

Global feature normalization with BatchNorm allows

to eliminate the tile mismatch but predictions for

organoids boundary and other datasets are worse than with

InstanceNorm. The reason for this is the disparity be-

tween the performance of the network in train and evalu-

ation mode. Estimation of normalization statistics with a

running average in BatchNorm relies on the batch statis-

tics being stable enough to represent the whole dataset. If

batches are too small, the running average can be very dif-

Table 2. UNETR results table

Norm layer BatchNorm InstanceNorm BatchRenorm Identity

Input norm global global global global

Feature norm global tile-wise global global

d
ic

e,
ev

al
m

o
d
e

o
rg

an
o
id

s foreground 0.93 0.89 0.95 0.91

boundaries 0.39 0.60 0.72 0.60

matrix 0.03 0.10 0.87 0.28

p
la

n
ts foreground 0.84 0.85 0.85 0.52

boundaries 0.64 0.69 0.66 0.21

em
b
ry

o

foreground 0.67 0.56 0.67 0.00

boundaries 0.49 0.49 0.53 0.00

d
ic

e,
tr

ai
n

m
o

d
e

o
rg

an
o
id

s foreground 0.89 0.89 0.95 0.91

boundaries 0.60 0.60 0.72 0.60

matrix 0.10 0.10 0.87 0.28

p
la

n
ts foreground 0.85 0.85 0.85 0.52

boundaries 0.69 0.69 0.66 0.21

em
b
ry

o

foreground 0.56 0.56 0.67 0.00

boundaries 0.49 0.49 0.53 0.00

t/
e

d
is

p
ar

it
y

organoids 0.36 0 0 0

plants 0.20 0 0 0

embryo 0.33 0 0 0

ti
le

m
is

m
at

ch organoids 0.00 0.10 0.00 0.00

plants 0.00 0.04 0.00 0.00

embryo 0.00 0.06 0.00 0.00

Figure 7. Example of train/eval disparity

ferent from the batch-wise statistics used during training,

leading to deteriorating performance. Doing inference with
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the network in train mode supports this hypothesis: the per-

formance recovers, at the cost of tiling artifacts. In our

experiments train and evaluation mode predictions can be

quite different, with train/eval disparity reaching 0.84 for

the organoids dataset. Qualitatively, the changes in the pre-

dictions occur in the areas of low prediction certainty. For

example, in Fig. 7 the eval mode differs from the train mode

in the areas where the background has a bright line artifact

or in the noisier areas.

This effect is not the same as the usual difference be-

tween train and evaluation performance caused by overfit-

ting. Here, the network’s output differs even for the exact

same images thus violating the usual assumption that the

prediction quality is approximately the same in train and

eval mode. This issue would not be remedied by using aug-

mentations or more training data as it does not address the

high variance of statistics.

5.4. BatchRenorm corrects for train/eval disparity
and provides seamless stitching

InstanceNorm avoids the statistics mismatch by always

using the statistics of the input both during training and

during inference at the cost of causing tiling artifacts.

BatchNorm does not introduce the tiling artifacts but can

lose performance due to train/eval disparity.

A potential solution is to remove the normalization

altogether. In our experiments not using normalization

(Identity in Tab. 1 and Tab. 2) has led to worse per-

formance for plants dataset and similar performance for

organoids and embryo. It could be possible to improve the

performance of networks with no normalization by finding

more suitable training parameters and reducing the learning

rate, however the necessity to adjust training parameters for

each dataset makes the pipeline harder to use.

Another solution is to use the same global normalization

statistics both in training and in inference. Directly using

running average statistics during training causes network’s

weights to explode [11], which is why we propose to use

Batch Renormalization method. We found that networks

with BatchRenorm produce same or better predictions

as InstanceNorm (Tab. 1, Tab. 2) including the transfer

setup (STab. 1) while allowing for seamless stitching due to

global feature normalization (last column of Fig. 2, Fig. 5).

6. Discussion
The severity of tiling artifacts depends on the data and on

the tile size. For example, the tile mismatch can be negli-

gible in case the images are very homogeneous in content

and the tile size is big enough that each tile mostly repro-

duces the global statistics of the image, such as for plants

dataset in our experiments. However, even in that case

the inference performance depends on the tile size and can

change unpredictably in the transfer setting, putting higher

requirements on the hardware for inference and making the

pipeline harder to use, especially for non-expert users. Trac-

ing low validation accuracy to the instability in batch statis-

tics is not straightforward either, as it is normally expected

that the performance on the validation dataset should be

worse than on the training data. If the training loss is low

but the accuracy on validation data does not improve, it is

often attributed to the insufficient amount of ground truth,

however, we show that it can also be caused by train/eval

disparity preventing efficient utilization of the ground truth.

Both of the described effects are highly dependent on

the particular data, input normalization, sampling strategy,

postprocessing and other parameters of the image analysis

pipeline. For any such pipeline, we introduce two simple

metrics: tile mismatch and train/eval disparity to help

determine if it has issues with normalization. Both metrics

are easy to use for any sliding window inference pipeline,

including other dense prediction tasks if the Dice score is

replaced with another, task-appropriate metric.

We found that BatchRenorm, originally introduced for

natural image classification, performs well for segmenting

large biological images. The challenge with images larger

than GPU memory is ensuring consistent normalization pa-

rameters across the entire image for seamless stitching, de-

spite the inability to process the full image during train-

ing due to time constraints. BatchRenorm solves this

by splitting training into two stages. First, the network is

trained with BatchNorm. Then the normalization layer

switches to using the accumulated running average statis-

tics. In our experience it is very important that the train-

ing converges before switching and that the statistics change

from tile-wise to global gradually to achieve the best final

accuracy. While the BatchRenorm adds more hyperpa-

rameters, in our experiments the right moment to switch

could easily be found from looking at the loss curves.

7. Conclusion
In this paper, we demonstrate that tiling artifacts in slid-

ing window inference pipelines can be caused by the tile-

wise feature normalization in the network. We also find that

switching from tile-wise normalization in training to global

normalization in evaluation can lead to even worse perfor-

mance, including hallucinations, due to small batch size. As

these effects strongly depend on the data and tile size, we

introduce tile mismatch and train/eval disparity met-

rics to easily check if a specific pipeline and dataset have

these issues. We propose that Batch Renormalization tech-

nique will yield artifact-free predictions even with small

batch size and demonstrate its good performance through

extensive experiments on various microscopy datasets and

network architectures.
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