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Abstract

Object goal navigation (ObjectNav) is a fundamental task
in embodied Al, requiring an agent to locate a target ob-
ject in previously unseen environments. This task is par-
ticularly challenging because it requires both perceptual
and cognitive processes, including object recognition and
decision-making. While substantial advancements in per-
ception have been driven by the rapid development of vi-
sual foundation models, progress on the cognitive aspect
remains constrained, primarily limited to either implicit
learning through simulator rollouts or explicit reliance on
predefined heuristic rules. Inspired by neuroscientific find-
ings demonstrating that humans maintain and dynamically
update fine-grained cognitive states during object search
tasks in novel environments, we propose CogNav, a frame-
work designed to mimic this cognitive process using large
language models. Specifically, we model the cognitive pro-
cess using a finite state machine comprising fine-grained
cognitive states, ranging from exploration to identification.
Transitions between states are determined by a large lan-
guage model based on a dynamically constructed hetero-
geneous cognitive map, which contains spatial and seman-
tic information about the scene being explored. Extensive
evaluations on the HM3D, MP3D, and RoboTHOR bench-
marks demonstrate that our cognitive process modeling sig-
nificantly improves the success rate of ObjectNav at least by
relative 14% over the state-of-the-arts.

1. Introduction

Navigating an unseen environment to find a target object,
known as object goal navigation (ObjectNav) [20, 39], is a
fundamental task for embodied agents and has received in-
creasing attention in the computer vision and robotics fields
in recent years. To achieve ObjectNav, an agent must ef-
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Figure 1. We propose to model the cognitive process of object
goal navigation with an LLM. The LLM is leveraged to reason
the transitions of a spectrum of states ranging from exploration
to identification via being prompted by a heterogeneous cognitive
map. The cognitive map is constructed online and dynamically
updated/corrected through, again, prompting the LLM.

ficiently explore the environment, effectively reason about
the spatial arrangement of target objects, strategically plan
an optimal path to the goal, and accurately identify the tar-
get object upon approaching it. Consequently, ObjectNav is
widely recognized as a challenging task that integrates both
perceptual and cognitive processes [7, 34].

Recent advances in visual foundation models have sig-
nificantly boosted the visual perception capabilities of em-
bodied agents for scene understanding [18, 21, 26], en-
abling rapid progress in zero-shot ObjectNav. In contrast,
modeling the cognitive process of ObjectNav has so far re-
ceived limited progress. One methodology [5, 7, 10] in-
volves implicit learning from demonstrations or rollouts
generated by simulators [11, 35, 39]. However, due to the
limited diversity of scenes and objects, these methods are
known to suffer from poor generality in zero-shot settings.

Another approach [8, 28, 33] to modeling the cognitive



process adopts pre-defined ObjectNav states and heuristic
rules of state transition with prescribed thresholds [7, 24].
These explicit methods typically use two states, i.e., explo-
ration and identification, demonstrating promising general-
ity in handling diverse environments across various bench-
marks. Moreover, explicitly decoupling the perceptual and
cognitive processes leads to a hierarchical solution that nat-
urally fits into zero-shot settings. However, the coarse two-
state modeling fails to capture the full-fledged cognitive
process of ObjectNav, such as utilizing scene context or
making additional observations to verify the target object.

Neuroscientific evidence suggests that human brains
maintain fine-grained cognitive states and continuously up-
dates the states during object searches by, for instance, uti-
lizing the context or making additional observations to ver-
ify [9, 13]. Inspired by this, two key questions are involved
in modeling human cognitive process: How fo set up a rea-
sonable set of cognitive states and how to learn the state
transitions to achieve efficient ObjectNav? The latter re-
quires extensive demonstrations to learn and is often diffi-
cult to attain cross-target or cross-scene generalization, es-
pecially when working on fine-grained states.

We propose CogNav, a framework that models the cog-
nitive process of ObjectNav by leveraging the powerful rea-
soning abilities of large language models (LLMs). The
LLM reasons the transitions of a carefully designed spec-
trum of cognitive states ranging from exploration to identi-
fication (Fig. 1). We show that an LLM is capable of effec-
tively directing the ObjectNav process via deciding which
state to take in the next, by processing the abstract prompt
of an online constructed cognitive map (see next). In partic-
ular, the LLM is prompted to examine the in-alignment of
the cognitive map and reasons about the cognitive state tran-
sitions with realtime grounding of the target environment.

To maintain the incremental observations of the environ-
ment during navigation, we propose an online construction
of a heterogeneous cognitive map that encompasses: 1) an
LLM-friendly scene graph whose nodes represent detected
objects with semantic descriptions and edges encode spa-
tial relationships; 2) a navigation landmark graph, which
records locations of interest in finding the target object; and
3) a top-view occupancy map for path planning. The het-
erogeneous cognitive map is incrementally constructed and
can be dynamically updated or corrected through, again,
prompting an LLM to ensure the map quality.

Our CogNay, with LLM-driven cognitive process mod-
eling, leads to highly efficient and even human-like navi-
gation behaviors without needing fine-tuning of the LLM.
CogNav outperforms the previous state-of-the-arts (SOTA)
with significant margins in both synthetic and real-world
environments. In particular, it improves the SOTA Object-
Nav success rate from 62% to 72.5% for the HM3D [27]
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benchmark, from 40.2% to 46.6% for MP3D [6], and from
47.5% to 54.6% for RoboTHOR [12].

To showcase the practical effectiveness of CogNav, we
have implemented it with two real robot settings, a custom-
built mobile robot and a Unitree quadruped, demonstrating
encouraging results in real-world tests; see the accompany-
ing video submitted in the supplementary.

The promising results indicate that our method achieves
arguably a full exploitation of the cognitive potential of
LLMs in realizing spatial intelligence, saving the effort of
training a policy model with numerous samples or trials and
limited generality. Our contributions include:

An effective cognitive process modeling for ObjectNav
via exploiting the commonsense and spatial reasoning ca-
pability of LLMs.

The design of fine-grained cognitive states and the
prompts for grounded reasoning of state transitions with
an LLM.

A heterogeneous cognitive map representation that is con-
structed online and can be corrected by prompting an
LLM to ensure high map accuracy.

2. Related works

Object Goal Navigation. Object goal navigation (Object-
Nav) is a fundamental task for embodied agents. Existing
ObjectNav approaches fall largely into two categories: end-
to-end learning and modular methods [7, 28, 43, 48]. End-
to-end methods learn to map observations to actions directly
with reinforcement learning (RL) [10, 37, 41] or imitation
learning (IL) [29, 30]. However, they face challenges in
sim-to-real transfer and computational efficiency. Modu-
lar methods, as proposed in [7], decompose navigation into
three key components: a mapping module for online en-
vironment representation [31, 33, 45], a policy module for
long-term goal selection [7, 28, 45], and a path planning
module for action planning [32]. With the advancements in
multi-modal representation learning [26], ObjectNav now
enables open-vocabulary object localization. Methods such
as CoWs [14] and ZSON [25] employ CLIP [26] to align vi-
sual inputs with target object categories although they often
suffer from scenario-specific overfitting, limiting generality.

Unlike conventional object navigation, zero-shot object
navigation focuses on locating objects of unseen categories
while enhancing exploration efficiency. Recent studies
[43, 48] integrate common sense knowledge from large lan-
guage models (LLMs) to enable zero-shot decision making.
Approaches such as OPENFMNAV [19] and TriHelper [46]
leverage LLMs to reason about scene information and se-
lect the next goal from a set of candidates. SG-NAV [42]
utilizes LLMs to infer navigation points by analyzing struc-
tural relationships in scene graphs near frontier regions. Our
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Figure 2. Pipeline of CogNav: Our method takes a posed RGB-D sequence as input and incrementally constructs an online cognitive map,
comprising a scene graph, a landmark graph, and an occupancy map. We then perform cognitive map prompting by encoding cognitive
information and goal object into a text prompt used to query the LLM to determine the next cognitive state. Based on the state, the LLM
is queried again to select a landmark to guide the robot. A deterministic local planner is used to generate a path to the selected landmark.

proposed CogNav also employs an LLM-driven zero-shot
framework but differs by explicitly modeling the cognitive
process of ObjectNav. Unlike prior methods, it dynamically
determines the next goal based on the evolving internal cog-
nitive states of the agent driven by LLM reasoning.

Large Language Models for ObjectNav. Large Language
Models (LLMs) [1, 3] have become pivotal in zero-shot
navigation due to their strong reasoning and generalization
capabilities. Recent studies [4, 8, 19, 43, 47] utilize LLMs
to infer semantic relationships between objects and rooms,
facilitating the optimal selection of navigation points from
frontiers. Long et al. [22] propose a Dynamic Chain-of-
Navigation framework to guide LLMs in handling diverse
navigation instructions, while [42] employs a hierarchical
Chain-of-Thought mechanism for scene graph reasoning,
improving decision-making accuracy.

Since LLMs require text-based prompts for compre-
hension and analysis, constructing effective, LLM-friendly
scene representations is crucial to extract relevant informa-
tion from observations and convert them into LLM-readable
descriptions. Most modular methods [19, 43] adopt an
explicit top-down semantic grid map [7], where frontiers
are extracted to guide navigation. Zhang et al. [45] en-
hance this approach by integrating 3D point-based scene
representations as input. VoroNav [38] introduces the Re-
duced Voronoi Graph to extract exploratory paths and plan-
ning nodes for efficient navigation. InstructNav [22] lever-
ages multi-sourced value maps to model key navigation el-
ements. Meanwhile, the works of [23, 36, 42] utilize scene
graphs as richer scene representations. Building on the in-
formation richness of scene graphs and the improved reach-
able point representation of [38], we propose a heteroge-
neous map, a structured scene representation, to enhance
LLM-driven scene understanding and navigation reasoning.

3. Method

Task definition. The object goal navigation task requires
the agent to navigate within an unknown environment to
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find an object in a given category c. At each time step ¢, the

Ifeplha pt>

where pose p; includes both location and orientation p;
(¢, yt, 0¢). The policy then predicts and executes an action
a; € A, where A consists of six actions: move_forward,
turn_left, turn_right, look_up, look_down, and
stop. Given a limited time budget of 500 steps, the task
succeeds if the agent stops within 1 meter of an object of
o. By leveraging a foundation model [1, 3, 26], our method
enables finding the target object in an open-vocabulary and
zero-shot manner: the target category c can be freely spec-
ified with text and the navigation system does not require
any training or fine-tuning.

agent receives a posed RGB-D image I; = <Itrgb,

Overview. Figure 2 provides an overview of CogNav. Our
method takes the target category c and posed RGB-D frames
as input and online construct a heterogeneous cognitive map
C, which consists of a semantic scene graph S, a landmark
graph £ and a top-down occupancy map M (Sec. 3.1). We
then employ a carefully designed prompting strategy to ob-
tain landmark-centered descriptions of the cognitive map C
(Sec. 3.2), which includes both semantic and spatial infor-
mation. All prompting cognitive map information is passed
to the large language model, to determine the current cog-
nitive state, varying from broad exploration to target con-
firmation. With a given cognitive state, the large language
model is prompted to adopt a specific skill to determine the
next goal, such as exploration to another room or stopping
at one landmark (Sec. 3.3). This goal will be sent to the
local planner for low-level action planning to execution.

3.1. Cognitive Map Construction

To comprehensively encode the scene environments, we on-
line build a heterogeneous cognitive map C, which encom-
passes a scene graph S, a 2D occupancy map M;, and a
landmark graph £;:

Ct = {StaMta‘ct}' (1)

The scene graph provides detailed semantic information
about instances, while the 2D occupancy map provides spa-



tial information about the layout of the scenes. More impor-
tantly, the landmark graph serves as an anchor to aggregate
both semantic and spatial information and offers navigable
candidates for the robot to navigate.Details are elaborated
as follows:

Scene graph. The scene graph S; = (N, &) is composed
of the instance nodes N; and spital informative edges &;.
Here each node n; € AN, is an instance in the environment
along with its detailed description of its semantics and spa-
tial context and each edge e; € & indicates a spatial rela-
tionship between two nodes in A; from a candidate set {
‘next to’, “on top of”, “inside of”, "under’, *hang on’}.

During navigation, we employ an open-vocabulary seg-
mentation approach [44] to obtain 3D instances along with
semantic features by clustering instance segmentations in
3D space in an online manner. Specifically, at each time
step t, objects are segmented from I, ;gb and their 2D instance
masks are back-projected into a global 3D space using depth
map 1, f P and pose 6; to achieve 3D instance segmentation
ni. Subsequently, these segmented instances are merged
with existing instances N;_1 to update the instance nodes
N; via DBSCAN clustering [17], following existing meth-
ods [15]. These instance nodes provide an initial represen-
tation of semantic and spatial information to construct the
edges &;.

However, directly obtaining segmentation results from
the clustering algorithm is often noisy and prone to er-
rors. For a more accurate and detailed description of in-
stance nodes and edges, we leverage the vision-language
model (VLM, GPT-4v [1] in our implementation) to infer
the observation. We adopt a SoM [40] technique by label-
ing 2D instances with projected N; and then reasoning the
spatial and semantic information with outputting the rela-
tionship or room type. For time efficiency, we perform the
VLM inference every 10 steps, and only reason the newly
fused instance and corresponding edges. We find this tech-
nique significantly removes the wrong instances and pro-
vides more accurate and detailed spatial information. We
elaborate more on this in the supplementary.

Occupancy map. To provide spatial scene information,
such as explored areas, unexplored areas, and frontiers, we
construct a top-down occupancy map M, € RM*Mx4
from I;, following the approach in [7]. M x M defines
the map size with a grid resolution of 5cm. The first three
channels indicate occupied areas, explored regions, and the
agent location, respectively. The fourth channel incorpo-
rates the projected 3D instance nodes N;. The occupancy
map M, is updated at each navigation step.

Landmark graph. To anchor the scene graph and occu-
pancy map information to navigation, we use a landmark
graph £, = {l; ;} to discrete the navigation area, where ; ;
is a 2D location extracted from a Voronoi node graph [16].
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Figure 3. Cognitive Map Prompting: We encode knowl-
edge from the cognitive map by constructing landmark-centered
prompts encompassing both scene and agent information.

The Voronoi graph partitions the navigation area based on
proximity to a set of key locations. Specifically, we define
two types of key locations: frontier locations representing
the spatial information and instance locations representing
the object information. The frontier locations are clustered
from the occupancy map following the method in [43]. The
instance locations are the projection of instance nodes N;
in the occupancy map. Using these frontier and instance lo-
cations, we construct a Voronoi graph with a Generalized
Voronoi Diagram [38]. The landmark graph is updated ev-
ery 10 frames, consistent with the scene graph update fre-
quency. We elaborate more on this in the supplementary.

3.2. Cognitive Map Prompting

We encode the cognitive map C; knowledge in natural lan-
guage by constructing landmark-centred prompts that em-
bed scene information along with agent information pq.;
into each landmark £;:

P = {PromptMap(C;, L), PromptAgent(p1.¢, L¢)},

()
st pr = (T, Ys, Or)-

Our cognitive map prompts (Figure 3) comprise two types
of information: (1) map-to-landmark prompts, which in-
clude details about neighboring objects and spatial relation-
ships within the scene, e.g., next to a chair or near the scene
boundary; and (2) agent-to-landmark descriptions, which
convey navigational information relative to the landmarks,
e.g., landmarks explored or close to the agent.

Map-to-landmark prompts. For each landmark [, ; € £,
we integrate the scene information including surrounding
objects along with their relationships, the room type and
the frontier property. We select object nodes N;;, C N;
within a certain distance threshold from a landmark [, ; in
the scene graph S; as the surrounding objects. These nodes
are prompted to incorporate their semantic information and
spatial relationships to other nodes, thereby embedding the
structural information of the scene graph to achieve a richer



Algorithm 1: Pipeline of CogNav

Input : Target category c

Output: Task completion status

repeat

T+ < AgentObservation(t);

C: < VLMCognitiveMapConst.(I:),
P < CognitiveMapPrompting(C, c);
states <— LLMCogStateReasoning(P:);

oA W N =

7 if state, = BS then goal <+

LLM LandmarkSelection(Py, states, Lt trontier);
8 if state; = CS then goal <

LLM LandmarkSelection(Py, stater, Li relevent);
9 if state; = OT then goal <

LLM LandmarkSelection(Py, states, Lt arget);
10 if state, = CV then goal <

LLM LandmarkSelection(Py, states, Lt verity);
11 if state; = TC then goal <— Ly targes;

12 ar + FastMarchingM ethod(goal)

until a, is stop;

-
w

understanding of the surrounding environment. In addition,
we also attach to the landmark room type information which
is obtained from the VLM during scene graph construction
(Sec. 3.1). We then calculate the distance from the landmark
to the nearest frontiers in the occupancy map and mark it as
a frontier if the distance is less than 1 meter.

Agent-to-landmark prompts. We prompt the spatial re-
lationship between the landmark and the agent. For each
landmark I; ;, we compute the landmark path from the agent
to the landmark. Specifically, we calculate the distance be-
tween the landmark and the agent using the landmark graph
L, via Dijkstra’s Algorithm. We also record whether this
landmark has previously been reached by the agent, which
helps to avoid redundant exploration.

3.3. Cognitive Process Modeling

Inspired by the neuroscience evidence [9] indicating that
humans continuously update their cognitive states during
object searches, we simulate this cognitive process by defin-
ing dense cognitive states, utilizing an LLM to determine
the next cognitive state, and conducting the corresponding
navigation strategy (See Algo.1).

Cognitive states definition. To comprehensively encom-
pass the cognitive states involved in object search, we de-
fine five cognitive states that progressively transition from
exploration to identification:

¢ Broad Search (BS): Explore the environment without fo-
cusing on any specific object or room information related
to the target object category c.

* Contextual Search (CS): Investigate the rooms that are
likely to contain the target or examine surrounding land-

Verification landmarks
Candidate Verification)

Observe Target, Target Confirmation)

Figure 4. State-related landmarks (red dots) activated by differ-
ent cognitive states. See the supplementary for a detailed explana-
tion of landmarks.

marks associated with objects closely related to the target.

* Observe Target (OT): Recognize a potential target object
based on the detection from the foundational model.

* Candidate Verification (CV): Navigate to additional
landmarks to verify the potential target object.

* Target Confirmation (TC): Confirm the potential object
as the target by analyzing the surrounding environment
and navigation history, then approach it directly.

Cognitive state transitions. Despite these states provid-
ing a detailed modeling of the cognitive navigation pro-
cess, it is challenging to determine which cognitive states
are appropriate for the current situation. Unlike existing
works [7, 28, 45], which often rely on thresholds to guide
decision-making, we propose the use of LLMs as a pow-
erful tool to analyze prompts from the cognitive map and
determine the most suitable cognitive states for the current
situation. We find that this design improves performance
(Table 3) and demonstrates adaptability across different ob-
ject categories (Figure 6).

State-guided navigation strategy. Given the cognitive
states, we design corresponding navigation strategies for
the agent to execute. These strategies are developed based
on either the Large Language Model (LLM) to analyze the
current landmark-centered scene information and select the
most suitable landmarks to guide the agent’s navigation.

Firstly, the agent is required to perform a broad search
(Broad Search) of the scene environment to maximize its
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Method Open-Set  Zero-Shot HM3D MP3D RoboTHOR
SR (%) 1+ SPL(%)1 SR (%)t SPL(%)1T SR(%)T SPL (%)t
SemEXP [7] X X - - 36.0 14.4 _ _
PONI [28] X X - - 31.8 12.1 - -
ZSON [25] v X 25.5 12.6 153 4.8 - -
L3MVN [43] X v 54.2 25.5 34.9 14.5 41.2 22.5
ESC [48] v v 39.2 22.3 28.7 11.2 38.1 222
VoroNav [38] v v 42 26.0 - - - -
SG-NAV [42] v v 54.0 24.9 40.2 16.0 47.5 24.0
OPENFMNAV [19] v v 54.9 22.4 37.2 15.7 44.1 23.3
TriHelper [46] v v 62.0 25.3 - - - -
CogNav v v 72.5 26.2 46.6 16.1 54.6 24.3

Table 1. Comparison of success rate of different methods on HM3D [27], MP3D [6] and RoboTHOR [12].

understanding of the scene. In this process, we utilize LLM
to select a frontier landmark Ly fronder, Which effectively
guides the agent in exploring the environment to gather
scene information. Once the agent observes areas associ-
ated with the target object, such as a room that may contain
the target object (Contextual Search), the agent is required
to meticulously examine the relevant landmarks L reievant-

During exploration, when the cognitive map identifies
an object that could potentially be the target object (Ob-
serve Target), the agent is required to approach the target
object. Throughout the approach, the cognitive map is con-
tinuously updated. However, the target object prediction
may remain inconsistent, thus prompting the LLM to transi-
tion the state to Target Verification. Subsequently, the LLM
predicts landmarks L verity near the potential target object
to gather further observations.

Finally, when the LLM believes the cognitive map
strongly supports the observed object is the target (Tar-
get Confirmation), it will directly guide the agent to the
target landmarks Ly (aree. Note that, the cognitive map is
online updated, which makes CogNav supports recovery
from wrong predictions, such as from Target Verification
to Broad Search. During navigation, we employ the Fast
Marching Method (FMM) [32] to guide agent to the land-
mark goal. Once the agent arrives at the landmark goal and
the current cognitive state is Target Confirmation, the agent
outputs STOP to end the search. We elaborate more on this
in the supplementary.

4. Experiment

We evaluate our method by comparing it with several base-
lines in a simulated environment [35]. We also conduct ab-
lation studies to validate our design choices. We also test
our method in real-world robot platforms.

4.1. Experiment Setup

Datasets. Our simulated experiments are conducted on
three datasets: 1) The HM3D [27] dataset, a large-scale

3D indoor scene dataset for simulating embodied Al tasks.
It includes 20 high-fidelity reconstructions of entire build-
ings and 2K validation episodes for object navigation tasks
across six goal object categories; 2) The MP3D [6] dataset,
a comprehensive 3D indoor environment dataset created
from real-world building scans. It contains 11 indoor scenes
and 1.8K validation episodes for object navigation tasks
across 20 goal object categories; 3) The RoboTHOR [12]
dataset, contains 1.8K validation episodes on 15 validation
environments with 12 goal object categories.

Evaluation Metrics. We use three metrics [2] to evaluate
object navigation performance: 1) Success Rate (SR): The
percentage of navigation episodes in which the robot suc-
cessfully reaches within a certain distance of the target ob-
ject; 2) Success weighted by Path Length (SPL): The suc-
cess rate normalized by the optimal path length, favoring
agents that navigate efficiently. Shorter paths are preferred
over longer, suboptimal routes; 3) Distance to Goal (DTG):
The final distance between the agent and the target object at
the end of the navigation episode.

Implementation Details. For each episode, we set the
maximum navigation step to 500. The observation of the
agent is 640 x 480 RGB-D images,, with depth values rang-
ing from 0.5m to 5m. The camera of agent is 0.9m above
the ground, with each forward action advancing 0.25m and
each rotation covering 30°. The occupancy map is config-
ured as 960 x 960 with a resolution of 0.05m. For instance
detection and segmentation, we utilize OpenSEED [44] as
our 2D foundation model. In the cognitive process, GPT-
3 [3] is used as the large language model (LLM), and
GPT-4v [1] serves as the vision-language model (VLM) for
decision-making during navigation.

Baselines. We compare CogNav with several recent works,
focusing on open-set and zero-shot object navigation base-
lines to verify the effectiveness of our framework. Base-
lines are categorized into ’Open-Set’ and Zero-Shot’ meth-
ods: ’Open-Set’ indicates that the approach can detect and
navigate to any object category as specified and ’Zero-shot’
indicates the approach can find and navigate toward target
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Figure 5. Navigation process visualization of CogNav. We provide visual results of navigation process for one synthetic scene and one
real-world one. Cognitive maps encode scene information and facilitate landmark prompting, enabling the agent to explore environments
efficiently and identify target objects accurately. More results can be found in the supplementary.

objects it has never encountered during training. For closed-
set and unsupervised approaches, we cover SemExp [7] and
PONI [28]. For open-set and unsupervised approach, we
choose ZSON [25]. For closed-set and zero-shot method,
we choose L3MVN [43]. For open-set and zero-shot meth-
ods, we cover ESC [48], VoroNav [38], SG-NAV [42],
OPENFMNAV [19] and TriHelper [46].

4.2. Quantitive Experiments

We evaluate our approach on the HM3D (val), MP3D (val)
and RoboTHOR (val) datasets with other baselines, includ-
ing both open-set and zero-shot methods. The results are
presented in Table 1. Our approach achieves state-of-the-art
performance on both datasets, outperforming other meth-
ods by a significant margin (a category-wise comparison
can be found in Table 2). For the success rate (SR) metric,
our approach achieves a 10.5% improvement on HM3D, a
6.4% improvement on MP3D and a 7.1% improvement on
RoboTHOR. Note that, the improvement in SR is more pro-
nounced than in SPL. This is because our cognitive process
modeling enables the agent to recover from incorrect pre-
dictions (e.g., candidate verification), significantly enhanc-
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Method sofa bed chair plant toilet tv_monitor average
L3MVN [43] 50.1 52.9 51.6 464 41.5 54.2 49.5
TriHelper [46] 58.9 57.1 58.6 58.3 52.3 57.4 57.1
CogNav 67.0 67.9 73.4 73.1 72.6 74.0 71.3

Table 2. The success rate of each category on HM3D [27]. The
HM3D dataset contains six object categories in total. The *aver-
age’ represents the mean success rate across these six categories.

ing the success rate. However, during candidate verifica-
tion, the agent must approach the goal object and observe it
from multiple views. Consequently, this may increase the
navigation path length. Similar findings can be found in Ta-
ble. 3. The efficiency and time analysis of our method are
given in the supplementary.

We further conduct a breakdown experiment to investi-
gate the cognitive state modeling during navigation. Specif-
ically, we plot the state ratio entropy and state ratio across
different time horizons (Figure 6). Notably, when search-
ing for a sofa or a bed, the states typically follow an or-
derly sequence from exploration to identification. In con-
trast, when searching for aplant ora toilet, the states
are distributed irregularly, with frequent transitions between
states, resulting in a longer search process. This comparison
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Figure 6. State ratio and entropy over time steps. State entropy
represents cognitive state discrepancy. The higher the entropy, the
greater the variability in the states of locating the target object. The
state ratio represents the proportion of selecting specific states.

demonstrates that our cognitive process model adapts to the
complexity of searching different object categories.

4.3. Qualitative Experiments

We visualize the navigation process of CogNav in Fig-
ure 5. The upper example (rows 1-2) illustrates the task
of finding a plant on HM3D, demonstrating how the agent
transitions between states by utilizing the large language
model’s (LLM) analysis of the scene and executing appro-
priate strategies to find the target object. We also deploy
our method on two real robots for object navigation in a
real-world environment. A detailed description of the robot
settings is in the supplementary. The lower example (rows
3-4) shows the task of finding a cup in a real-world scene,
demonstrating that CogNav can perform open-set object
navigation tasks in real environments.

4.4. Ablation Study

In Table 3, we compare the effects of different states in cog-
nitive process modeling. Exploration in an unknown envi-
ronment requires BS states, so we remove other states to
verify the role of the remaining four states. As shown in the
table, each state is critical to successfully finding the target
object. Note that, removing the candidate verification state
(row 4) decreases 3.7% in SR but increases 7.8% in SPL,
due to the increased navigation path length when the agent
needs to visit different viewpoints of the target object for
observation and confirmation. We referenced methods that
consider some of the five states and found that the more
states considered, the better the navigation performance.
Compared to methods that consider the same states, our su-
perior results also demonstrate that the form of a cognitive
map for prompting is more effective in enabling LLMs to
understand and reason.

We also perform an ablation study to examine the effec-
tiveness of different cognitive prompt components in our
approach. Results are shown in Table 4. Adding edges with
room-type in map-to-landmarks prompts (rows 1-3) signifi-
cantly improves performance by incorporating relationships
with surrounding objects and the room in which the agent
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HM3D
SR (%) 1 SPL (%) 1 DTG (m) |

Method BSCS

Q
—
a
<
-
a

L3MVN [43] v X vV X X 542 255 4.427
CogNav v X v X X 552 24.6 3.320
CogNav v v vV X X 576 24.9 2.708

SG-Nav [42] v X v v X 540 249 -
CogNav Vv vV v v X 672 25.3 1.983

TriHelper [46] v X v X v 62.0 25.3 3.873
CogNav v v v X v 688 33.6 1.423
CogNav v v v v v 1725 26.2 1.255

Table 3. Ablation study of leveraging different cognitive states.
BS, CS, CV and TC represent Broad Search, Contextual Search,
Candidate Verification and Target Confirmation in Cognitive Pro-
cess Modeling, respectively on HM3D [27].

Method HM3D
SR (%) 1 SPL (%) 1+ DTG (m) |

Only object categories 63.3 21.3 2.651
Remove edges 68.2 21.8 1.895
Remove room-type 71.6 25.2 1.466
Remove spatial information ~ 64.5 21.5 1.752
Remove navigation history 67.8 22.3 1.523
Complete Prompt 72.5 26.2 1.255

Table 4. Ablation study of using different prompt strategies
on HM3D [27] by removing respective parts from the map-to-
landmark (rows 1-3) and agent-to-landmark prompts (rows 4-5).

is located. Additionally, rows 4-5 confirm the effectiveness

of prompting spatial information and navigation history for
LLM inference, respectively.

5. Conclusion and Future Work

In this paper, we have proposed CogNav, a zero-shot frame-
work that models the cognitive process for object goal nav-
igation using large language models (LLMs). Our method
constructs a heterogeneous cognitive map and models the
cognitive process with a finite state machine composed of
cognitive states range from exploration to identification to
navigate the agent. Our method achieves state-of-the-art
(SOTA) performance among all methods and validates the
feasibility with a robot to navigate an object in a real-world
scene.

Limitations and Future Work. Despite the great perfor-
mance, CogNavstill has several limitations: (1) CogNavre-
lies on the detection and segmentation results from a 2D
foundation model. If the model consistently fails to detect
the target object, CogNavcannot locate the target within the
time budget. (2) Currently, CogNavis limited to object-goal
navigation and does not support navigation based on free-
form language descriptions or specific navigation instruc-
tions. However, given the powerful generalization abili-
ties of LLMs and vision-language models (VLMs), our ap-
proach can be further extended to handle navigation tasks
with unlimited input formats in future work.
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